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“Would you still have broken it if I hadn’t said anything?” 
- The Oracle



Where do they come from?
• “Don’t think it twice, it’s alright”: test lacks explicit oracles, they 

only check for implicit ones (such as crashes) - we can and 
should do better. 

• “Nine to five”: oracles are generated manually - it is hard work 
and can be error-prone. 

• “Up where we belong”: oracles are derived from higher-level 
abstractions, such as formal specifications or (correct) models - 
elegant in theory, somewhat hard to find in reality. 

• “Mother and child reunion”: oracles are learnt from existing 
code - that works very well in practice, but how does it work in 
theory?
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“This is ground control to…”

probabilistic test oracle can model the case where the test
oracle is only able to efficiently offer a probability that
the test case is acceptable, or for other situations where
some degree of imprecision can be tolerated in the test
oracle’s response.

Our formalism combines a language-theoretic view of
stimulus and response activities with constraints over those
activities; these constraints explicitly capture specifications.
The high-level language view imposes a temporal order on
the activities. Thus, our formalism is inherently temporal. The
formalism of Staats et al. captures any temporal exercising of
the SUT’s behavior in tests, which are atomic black boxes for
them [174]. Indeed, practitioners write test plans and activi-
ties, they do not oftenwrite specifications at all, let alone a for-
mal one. This fact and the expressivity of our formalism, as
evident in our capture of existing test oracle approaches, is
evidence that our formalism is a good fitwith practice.

2.3 Soundness and Completeness
We conclude this section by defining soundness and com-
pleteness of test oracles.

In order to define soundness and completeness of a test
oracle, we need to define a concept of the “ground truth”, G.
The ground truth is another form of oracle, a conceptual
oracle, that always gives the “right answer”. Of course, it
cannot be known in all but the most trivial cases, but it is a
useful definition that bounds test oracle behaviour.

Definition 2.6 (Ground Truth). The ground truth oracle, G,
is a total test oracle that always gives the “right answer”.

We can now define soundness and completeness of a test
oracle with respect to G.

Definition 2.7 (Soundness). The test oracleD is sound iff

DðaÞ ) GðaÞ:

Definition 2.8 (Completeness). The test oracle D is complete
iff

GðaÞ ) DðaÞ:

While test oracles cannot, in general, be both sound and
complete, we can, nevertheless, define and use partially cor-
rect test oracles. Further, one could argue, from a purely
philosophical point of view, that human oracles can be
sound and complete, or correct. In this view, correctness
becomes a subjective human assessment. The foregoing def-
initions allow for this case.

We relax our definition of soundness to cater for probabi-
listic test oracles:

Definition 2.9 (Probablistic Soundness andCompleteness).
A probabilistic test oracle ~D is probabilistically sound iff

P ð ~DðwÞ ¼ 1Þ > 1

2
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and ~D is probabilistically complete iff

GðwÞ ) P ð ~DðwÞ ¼ 1Þ > 1

2
þ !

where ! is non-negligible.

The non-negligible advantage ! requires ~D to do suffi-
ciently better than flipping a fair coin, which for a binary
classifier maximizes entropy, that we can achieve arbitrary
confidence in whether the test sequence w is valid by repeat-

edly sampling ~D on w.

3 TEST ORACLE RESEARCH TRENDS

The term “test oracle” first appeared in William Howden’s
seminal work in 1978 [99]. In this section, we analyze the
research on test oracles, and its related areas, conducted
since 1978. We begin with a synopsis of the volume of publi-
cations, classified into specified, derived, implicit, and lack
of automated test oracles. We then discuss when key con-
cepts in test oracles were first introduced.

3.1 Volume of Publications
We constructed a repository of 694 publications on test
oracles and its related areas from 1978 to 2012 by conduct-
ing web searches for research articles on Google Scholar and
Microsoft Academic Search using the queries “software + test
+ oracle” and “software + test oracle”2, for each year.
Although some of the queries generated in this fashion may
be similar, different responses are obtained, with particular
differences around more lowly-ranked results.

We classify work on test oracles into four categories:
specified test oracles (317), derived test oracles (245),
implicit test oracles (76), and no test oracle (56), which han-
dles the lack of a test oracle.

Specified test oracles, discussed in detail in Section 4,
judge all behavioural aspects of a system with respect to a
given formal specification. For specified test oracles
we searched for related articles using queries “formal +
specification”, “state-based specification”, “model-based
languages”, “transition-based languages”, “assertion-based
languages”, “algebraic specification” and “formal + confor-
mance testing”. For all queries, we appended the keywords
with “test oracle” to filter the results for test oracles.

Derived test oracles (see Section 5) involve artefacts from
which a test oracle may be derived—for instance, a previous
version of the system. For derived test oracles, we searched
for additional articles using the queries “specification
inference”, “specification mining”, “API mining”,
“metamorphic testing”, “regression testing” and “program
documentation”.

An implicit oracle (see Section 6) refers to the detection of
“obvious” faults such as a program crash. For implicit test
oracles we applied the queries “implicit oracle”, “null
pointer + detection”, “null reference + detection”, “deadlock
+ livelock + race + detection”, “memory leaks + detection”,
“crash + detection”, “performance + load testing”, “non-
functional + error detection”, “fuzzing + test oracle” and
“anomaly detection”.

There have also been papers researching strategies for
handling the lack of an automated test oracle (see Section 7).
Here, we applied the queries “human oracle”, “test

2. We use + to separate the keywords in a query; a phrase, not inter-
nally separated by +, like “test oracle”, is a compound keyword, quoted
when given to the search engine.
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E. Barr, M. Harman, P. McMinn, M. Shahbaz, and S. Yoo. The oracle 
problem in software testing: A survey. IEEE Transactions on Software 
Engineering, 41(5):507–525, May 2015.



Some other sources
• “(Ch—Ch—Ch—) Changes”: oracles can be 

generated using metamorphic relations - we are yet 
to know how generalised it can be. 

• “Daddy’s Car”: AI has been used to to learn oracles 
- still in the very early stage. 

• “Me, myself, and I”: N-version computing can be 
used to formulate oracles - human based N-version 
computing has been shown to be too expensive.



Multiplicity
• The risk shared by many of the existing oracle 

inference techniques is the fact that they tend to 
learn from a single datapoint, i.e., the current 
implementation. 

• The second batch techniques share multiplicity: 
relationships between multiple test cases, multiple 
datapoint used to train the AIs, and multiple 
programs.



What We Suggest

• We can exploit advances in AI/ML to learn or at 
least better approximate the ground truth (or, dare 
we say, testing common sense). 

• Automated N-version computing and automated 
oracle inference will, and should, go hand in hand.



Learning the Common Sense
• Why stop at learning oracles from your own 

project? Learn from the entire open source. 

• “(…in certain contexts) it seems that getting 
null return values is not a good thing.” 

• “given the name getAge(), a negative return 
value appears to be suspicious.” 

• “normally we should not really encounter 
OutOfMemoryException, so this looks wrong.”



“Thick as a Brick”

• All of these require simultaneously learning at 
multiple abstraction levels: natural language, formal 
semantic, code, etc. 

• Deep Neural Networks are making strides in 
learning at multi-level representations: perhaps 
they can help?





Where DNNs can already 
help

• System level testing, especially at GUI level, is 
more about high-level observations than low-level, 
internal program semantics. 

• “If I click a menu button in the app, a menu 
should appear.” 

• “If I log-in, I should be greeted with the 
members landing page.” 

• “If I click the play button, a video should start.”
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From N-Version Programming 
to N-Version Testing/Oracle

• AKA “Sorry, Robert!”: how well N-version 
programming can be done is directly related to 
how hard certain requirements are to meet - this 
connects N-version programming to N-version 
testing/oracle.

R. Feldt. Generating diverse software versions with genetic programming: and 
experimental study. IEE Proceedings - Software, 145(6):228–236, 1998.



Issues
• Human Maintainability: Will it be legible? 

• Liability: Will we be responsible? If not, who? 

• Acceptability: Will we be using it? 

• Eventually, all of these are related to how much we 
can embrace partial oracles or, even partial 
correctness.



Benchmarks
• Uh… well… hmmm. Yes. 

• It takes a lot of work, but the entire community can 
benefit from a good benchmark. 

• Accept that benchmarks never come one-size-fits-
all. 

• More context-aware, qualitative approaches are 
needed. 

• We need to plan ahead.
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“Would you still have broken it if I hadn’t said anything?” 
- The Oracle



http://bit.ly/sbst2017playlist

http://bit.ly/sbst2017playlist


The 11th IEEE International Conference on Software Testing, Verification, and Validation (ICST 2018)
ICST 2018 invites high quality submissions in all areas of 
software testing, verification, and valuation. Papers for the 
research track should present novel and original work that 
pushes the state-of-the-art in software testing, verification, and 
validation. Case studies and empirical research papers are also 
welcome.
Topics of interest include, but is not limited to, the following (in 
alphabetic order):
 • Empirical Studies
 • Experience Reports
 • Formal Verification
 • Model Based Testing
 • Model Checking
 • Search Based Software Testing
 • Security Testing
 • Software Reliability
 • Testability and Design
 • Testing and Development Processes
 • Testing Education
 • Testing in specific domains, such as mobile, web, embed-
ded, concurrent, distributed, cloud, and real-time systems
 • Testing/Debugging Tools
 • Theory of Software Testing

Industry track
The ICST Industry track focuses on the same topics and values 
the same rigor as the research track, yet papers featured in the 
industry track are distinct. What sets the industry track apart is 
that it values impact and revalism over novelty. We expect that 
findings from industry track publications have the potential to 
impact practice in the 0-2 year range. Ideally they should have 
been evaluated on real-world, industrial data and discuss 
issues like scalability, costs and strategies for introduction in 
practice, and advancement compared to existing industrial best 
practice. The industry track papers have the same length limita-
tions as research track papers and will be published in the ICST 
2018 proceedings and listed by IEEE databases.

PhD Symposium
The symposium invites PhD students at all stages of their stud-
ies, from the first year students to those ready for their final 
dissertation defense. Benefits include feedbacks from a panel 
of senior researchers, networking with supportive researchers 
and potential collaborators, insightful keynote presentations, 
and lots of fun! A limited number of travel grants will be avail-
able.

Special Issue
We will invite authors of the best papers presented at ICST 
2018 to extend and submit their work to a special issue of Jour-
nal of Software Testing, Verification, and Reliability (STVR). 
Both research and industry track papers are eligible and the 
final selection is made by the PC.

Workshops, Other Tracks and Events at ICST 
2018
ICST 2018 will also host the following tracks and events:
 - Tools and Demo track, to explain and showcase practical 
tools 
 - Free tutorials targeted for impact in industry and practice 
 - Workshops on specific areas related to testing, validation, 
and verification

How to Submit
Full Research Papers as well as Industry papers must conform 
to the two-column IEEE conference publication format. 
Templates for LaTeX and Microsoft Word are available from 
http://www.ieee.org/conferences_events/conferences/
publishing/templates.html: please use the letter format 
template and conference option.
Papers should be submitted in the PDF format: they must not 
exceed ten pages, plus up to two pages of references.
Submissions will be handled via EasyChair: 
http://easychair.org/conferences/?conf=icst2018.

ICST 2018 Website: http://www.es.mdh.se/icst2018/

Please consider submitting your work to ICST 2018 :) 

• Double Blind / Full Length Industry Track Papers 
• General Chair: Hans Hansson (Mälardalen) 
• Program Co-chairs: Robert Feldt (Chalmers), Shin Yoo (KAIST) 
• Abstract due by 5th October 2017 
• Full Research Papers due by 12th October 2017


