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Large amounts of protein–protein interaction (PPI) data are available. The human PPI network

currently contains over 56 000 interactions between 11 100 proteins. It has been demonstrated that

the structure of this network is not random and that the same wiring patterns in it underlie the

same biological processes and diseases. In this paper, we ask if there exists a subnetwork of the

human PPI network such that its topology is the key to disease formation and hence should be

the primary object of therapeutic intervention. We demonstrate that such a subnetwork exists and

can be obtained purely computationally. In particular, by successively pruning the entire human

PPI network, we are left with a ‘‘core’’ subnetwork that is not only topologically and

functionally homogeneous, but is also enriched in disease genes, drug targets, and it contains

genes that are known to drive disease formation. We call this subnetwork the Core Diseasome.

Furthermore, we show that the topology of the Core Diseasome is unique in the human PPI

network suggesting that it may be the wiring of this network that governs the mutagenesis that

leads to disease. Explaining the mechanisms behind this phenomenon and exploiting them

remains a challenge.

1 Introduction

Modern advances in biotechnology have led to previously

unseen rates of growth in acquisition of systems-level biological

data. Understanding these data and extracting biological

information from them to benefit human life is a foremost

challenge. This challenge comes not only from vast amounts of

systems biology data, but also from computational intractability

of many techniques for their analyses. Hence, new methods for

analysing these data that can cope with these complexities and

give new biological insight are needed.1

Proteins are essential macromolecules of life, so it is important

to understand their function and role in diseases. They do not act

in isolation, but bind to each other to perform a function.2 These

binding events are modelled by protein–protein interaction (PPI)

networks and analysing the topology of these networks has

already given new insight into proteins’ biological function3–5

and involvement in disease.2,6–10 PPI network data for many

model organisms,11–17 humans,18,19 bacteria20–22 and viruses23–25

are obtained using high-throughput screens, such as yeast two-

hybrid (Y2H) assays11–14,18,19,26 and affinity purification with

mass spectrometry (AP/MS).15,16,27,28 These data are publically

available from several databases, including SaccharomycesGenome

Database (SGD),29 the Database of Interacting Proteins (DIP),30

Human Protein Reference Database (HPRD),31 and the Biological

General Repository for Interaction Datasets (BioGRID).32

Network data are often modelled and analysed using graph

theory. A graph, also called a network, is a set of nodes that are

linked by edges. For example, in a PPI network, nodes correspond

to proteins and undirected edges between them to physical inter-

actions between the proteins. This seemingly simple mathematical

abstraction is a powerful concept used to model many real-world

phenomena across various disciplines, including the above

mentioned PPI network data, which are the focus of this study.

Current knowledge of gene involvement in diseases is

limited. The differences in PPI network wiring around disease-

causing and non-disease related proteins have already been

studied using notions of connectivity and neighbourhoods in

the PPI network.2,6–9,33,34 Immediate neighbours of a protein in

the PPI network were shown to be more likely to have the same

or similar functionality than those that are further away from the

protein3,4 and also to be more likely to cause a similar disease.2,34

A classifier based on a number of topological properties of the

PPI network has been proposed to predict genes involved in

disease, but it produces results that differ for literature-curated

PPI networks, high-throughput yeast two-hybrid network data,

and predicted PPI data.35 An initial observation that correlates a

protein’s essentiality with its degree (i.e., the number of edges that

the node touches) in the PPI network of baker’s yeast36 was later

refuted by re-examination of the hypothesis.37

Even on newer and more complete PPI network data, the

correlation between essentiality and connectivity was not
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observed38,39 and it appears to persist only for networks that

are literature-curated,40 or for some smaller Y2H-derived

networks.12 Similarly, when compared to non-cancer genes, genes

involved in cancer were thought to have higher connectivities,33

which was later disputed.7 Utilizing PPI network data was

contrasted with utilising sequence data to differentiate between

genes involved in human hereditary disease and those that are

not, along with their functions.41,42 A general consensus is that

disease proteins have high connectivities and are located in the

‘‘middle’’ rather than on the ‘‘periphery’’ of the PPI network.2

To help resolve some of the controversies mentioned above

that arose because simple network properties, such as direct

neighbourhoods, were used to study protein function in the

context of PPI networks, more constraining measures of the

position of a node in a network have been introduced.5

Graphlets are small, connected, induced subgraphs of a large

network43,44 whose frequencies around the node of interest

give additional insight into the topological position of the

node in the network;5 a subgraph is induced if it contains all

edges between its nodes that exist in the larger network.

Graphlets are different from network motifs,45 which are

subgraphs that are overrepresented in the data compared to

a chosen random graph model: graphlets are induced and they

do not need to be overrepresented. The degree of a node, that

counts the number of edges that the node touches, has been

generalized into the graphlet degree vector (GDV), whose

coordinates give counts of the number of times that the node

touches a particular graphlet at a particular node5 (see Methods).

Hence, graphlets are used for quantifying the topology around

each node in the network. Similarity between GDVs of nodes in

PPI networks has been used to show that a protein’s function

and the topology around it are closely linked and to successfully

predict protein function and involvement in disease.5,9,46,47 Also,

it is used in network alignment algorithms that can correctly

reconstruct species phylogeny and predict protein function solely

from network topology,48–51 as well as for finding new members

of melanin production pathways that have been phenotypically

validated.9,47

1.1 This study

In this study we examine the hypothesis that it is the specifics

of the wiring between proteins in the human PPI network that

is causal to diseases. In particular, we design a method that

identifies the ‘‘core subnetwork’’ of the PPI network in which

genes, i.e., their protein products (henceforth, we use terms

‘‘gene’’ and ‘‘protein’’ interchangeably except when specifically

referring to genetic interaction) involved in a multitude of diseases

reside. The idea is that if a subnetwork that is simultaneously

causal to many diseases exists, then we may be able to exploit this

compactness and concentration of disease genes for therapeutic

intervention and link previously seemingly unrelated diseases.

Indeed, not only do we identify this ‘‘Core Diseasome’’

subnetwork, but also show that its way of interconnectedness

is unique in the PPI network and different from that of the rest

of the network.

In particular, without any a priori knowledge of the involvement

of genes in diseases, by using k-core decomposition (described in

Section 2) and applying it to the PPI network ofHomo sapiens, we

effectively captured the genes present in the above described

Core Diseasome network (Section 3). In addition, the proteins

in the Core Diseasome network are statistically significantly

similar in their wiring in the PPI network, demonstrating a

link between network topology and involvement in disease.

Furthermore, when we searched for subnetworks with the

wiring (also called the network structure, or topology) similar

to that of the Core Diseasome subnetwork, we find that the all

similar subnetworks agree with the Core Diseasome in less than

11% of edges; hence, the topology of the Core Diseasome is

truly unique in the PPI network. Also, this network has a very

high concentration and a statistically significantly enrichment of

apoptosis and cell death genes, as well as drug targets and genes

involved in genetic interactions. It also contains genes that are

believed to be drivers for disease formation (Section 3).

Two other studies used the k-shell decomposition of PPI

data,52,53 but from a different angle and with different goals. In

particular, Wuchty and Almaas (2005) study the protein

interaction network of Saccharomyces cerevisae and focus on

the property of a protein to be essential and evolutionary

conserved at the same time; they find an absence of a trend for

proteins to be both nonessential and evolutionary conserved.52

They further observe that such proteins participate in a

substantial number of protein complexes and search for

proteins which are simultaneously lethal and orthologous.

The other study, by Wachi et al. (2005), also focuses on the

PPI network of baker’s yeast and concludes that the genes

important for human cancer cells share topological characteristics

of essential genes in yeast.53 The focus of our study is different.

First, we build upon the claim that direct neighbourhood alone is

not a sufficient criterion to characterize a protein’s position in the

network and that the extended local neighbourhood of a protein

is to be considered to examine or predict a protein’s function. We

address this by applying graphlets. Second, we focus specifically

on the human PPI network, and use datasets that are up to date

and much more complete than those used in older studies. Also,

we account for the presence of noise in the PPI data (Section 2.1).

Furthermore, the above mentioned studies that use k-shell

decomposition do not investigate the druggability of the

obtained network substructure, the presence of driver genes,

genetic mutations, or incorporate the similarity in the wiring

of extended neighbourhood of every node in a PPI network,

while our study does. Also, we do not focus on a single disease

as do the above studies, rather, we ask the question: what is it

that is common in the PPI network wiring for a multitude of

human disease proteins? Hence, our approach is different in

that is systematically addresses many aspects of the human

PPI network substructure related to disease.

To our knowledge, this is the first study that purely from

the topology of the human PPI network identifies a topologi-

cally and functionally compact and homogeneous subnet-

work that may drive disease formation and be a key to

therapeutics.

2 Methods

In Section 2.1, we describe the construction of PPI networks used

in this study. In Sections 2.2 to 2.5, we describe computational

graph theoretic tools used in this analysis.
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2.1 Data sets

We obtain the H. sapiens PPI network data from BioGRID32

and HPRD.31 We use the union of interactions from these

two databases to increase coverage. Also, we remove all

self-interactions, as well as all proteins that participate in

fewer than four interactions. We remove these low-connected

proteins, since they may be involved in lower confidence

interactions. This is because their low connectivity may be

due to the lack of experiments performed for detecting

the interactions. In this way, we remove both disease and

non-disease genes that are not well studied and hence could be

involved in noisy interactions.

We obtain the human genetic interaction data from

BioGRID; this dataset is still very sparse, with under 300

interactions. We downloaded these data in July 2011. We

obtain disease-gene association data from Disease Ontology.54

As for PPI data, we also filter out potentially noisy associations:

we do not consider diseases that have fewer than five genes

associated with them. The reason for this is that association of

genes with such diseases may not have been fully explored yet.

We obtained these data in September 2011. Table 1 summarises

the three datasets.

The entire human PPI network, H-ALL, contains 11100 nodes

and 56708 edges, after removing self-loops and filtering noise as

described above (Table S1, ESIz). First, we find the subnetwork

of H-ALL that contains topologically similar disease proteins: we

test for topological similarity of all pairs of disease proteins using

graphlet degree vectors (GDVs) described in Section 2.3 using a

statistically significant threshold (p-value r 0.01). A similarity

value is attributed to a statistical significance cutoff in

the following way. We place pairs of proteins into bins of

similarity ranging from 0% to 100%. Once we have the

number of protein pairs in each of the similarity bins, we

apply a statistical hypergeometric model to find what is the

random chance of each bin containing at least the number of

protein pairs that it does contain. By doing this, we assign a

p-value to each similarity bin. Hence, the p-value of 0.01

corresponds to proteins that, in this case, have wirings around

them which are at least 87% similar. We form an induced

subgraph of H-ALL on these statistically significantly similar

disease proteins and call that subgraph H-SIM. This gives us

a much smaller PPI network of 8655 interactions amongst

1706 nodes. We form this network searching for a relationship

between network topology of disease proteins and the role of

topology in linking seemingly different diseases. An induced

subgraph of H-ALL with nodes that are not in H-SIM is called

REST. It is clear that REST is free of any disease proteins that

are statistically significantly topologically similar with respect

to GDV. Note that REST still contains many disease proteins,

but not those with similar wiring around them. However, we

show that REST does not enrich the same Gene Ontology

(GO) terms54 as H-SIM, hence strengthening the hypothesis

that not all disease proteins are equal (see Section 3).

To further refine our H-SIM network in search of the ‘‘key’’

network topology that would explain the source and cause of

many different diseases, we find the k-core decomposition

(described in Section 2.5) of H-SIM; it contains exactly

100 proteins. Our hypothesis is that by taking all disease

proteins with highly similar topology around them (H-SIM)

and looking at the core, should give insight into a ‘‘central’’

structure specific to disease, quite possibly the one that is

driving the formation of disease. After finding the core proteins,

we then ask if we could have obtained these 100 proteins

directly from the topology of the entire PPI network, without

any a priori knowledge about disease proteins or their topological

similarity. Indeed, we find that when we do the k-core decom-

position of H-ALL, we obtain 105 proteins amongst which

88 overlap with the 100 proteins from k-core decomposition of

H-SIM; we call the PPI network induced on these 88 proteins

CORE (Table S2, ESIz).
Note that CORE does not necessarily contain hub nodes,

i.e., nodes of high degree. That is, k-core decomposition of a

network is not inherently biased towards hub nodes but,

rather, is a method for extracting the core of a given network

(detailed in Section 2.5). We illustrate this through an example

of a network that contains highly connected hub nodes (say of

degree 300) but on its periphery, i.e., these peripheral hubs

have many neighbours linked only to the hub node (say a hub

of degree 300 has 299 of its neighbours of degree one): such

hub nodes nodes would not end up in the core (i.e., kmax-core

described in Section 2.5) of the network because the first

iteration of the core-finding algorithm would strip away

almost all of its neighbours (i.e., it would strip away the

299 degree 1 neighbours of the hub in this example) and the

hub in question would be of very low degree after the first

iteration of the algorithm (i.e., it would be of degree 1 in our

example) and would itself be eliminated in the next iteration of

the algorithm. Hence, such hubs would not be in the core, even

though they are of much higher degree than the nodes that are

close to the ‘‘center’’ of the network and hence would be in the

core. This is exactly for happens to the proteins in the human

PPI network that we analysed. The Core Diseasome contains

around 37% of the highest degree nodes, where we define the

highest degree nodes to be those that are in the top 1% of the

nodes with highest degree. Furthermore, we examine Pearson

correlation between the degree of a node and its k-core index

(described in Section 2.5): the resulting correlation is only

0.69 indicating that the connectivity (i.e., degree) of a node is

not strongly correlated to the node’s k-core index. This says

that it is not the hub nodes that are captured by the k-shell

decomposition, but the nodes which have a specific strategic

placement within the network. This is also confirmed by

Kitsak et al., Nature Physics (2010)55 and Wuchty & Almaas,

Proteomics (2005).52

2.2 Basic network statistics

To get the first glimpse into the structural organization of the

four PPI networks described above, first we compute the most

Table 1 The interaction data

Interaction data # of nodes # of edges Reference

Protein–protein 11 100 56 708 HPRD, BioGRID
Disease-gene 4029 Disease Ontology
diseases 561 diseases
genes 4004 genes

Genetic 274 281 BioGRID
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commonly used network statistics of each of them. Here we

describe these statistics.

The degree of a node is the number of edges that the node

touches. We compute the average degree over all nodes in

a network. The clustering coefficient measures the level of

cliquishness in a network: it computes the concentration of

triangles in the neighbourhood of a node, averaged over all

nodes in the network. The distance between two nodes is the

smallest number of edges that has to be traversed to get from

one node to the other; the path that achieves that distance is

called the shortest path between those nodes. The average path

length is the average of shortest path lengths between all pairs

of nodes in the network.56

The eccentricity of a node v is the greatest distance between v

and any other node in the given network; in other words, it

measures how far node v can possibly be from any node given

network. The network diameter and radius are at opposite

ends of the range of possible eccentricity values—radius is the

minimum and diameter the maximum eccentricity over all

nodes in the network. Then, ē is calculated as

�e ¼ diameter

radius

and it tells us how compact the network is, i.e., whether its

nodes can be divided into ‘‘central’’ and ‘‘peripheral’’ ones.

Clearly, the diameter can be at most twice the radius of the

network. If the diameter of the network is equal to the radius,

then the network has no peripheral nodes and otherwise

it does.

Table 2 summarises the basic statistics of H-ALL, H-SIM,

REST and CORE networks. Each of the statistics was

computed for the particular network rather than in relation

to other networks. For example, the table shows that the

CORE network has the most compact topology (the smallest ē);

note that ē of CORE is computed on CORE network itself and

not on CORE as a part of H-ALL. Hence, low ē is not an

artefact of the construction process of this network, but it is a

property of CORE itself. The highest possible value ē can

achieve is 2, as d = 2 � r, and thus, REST achieves this

maximum (and H-ALL and H-SIM almost achieve it),

which implies that it is as far ‘‘stretched’’ as it possibly can

be. Hence, even with these simple statistics, we see a difference

in structural organization between CORE and all other

networks: CORE has the largest clustering coefficient and

average degree, and the smallest diameter, radius, ē, and

average path length of all four networks. This means that it is

compact and densely clustered, while the remaining three net-

works are not: they are rather uniform in the values of the

measured network properties and are far spread and low

clustered.

2.3 Analysing network topology by using graphlets

Asmentioned above, graphlets are small connected non-isomorphic

induced subgraphs of a large network.43 There are 30 graphlets with

2 to 5 nodes (Fig. 1). In a graphlet, different ‘‘symmetries’’ may exist

between the nodes (denoted by different node shades in Fig. 1).

They are formally captured by the notion of an automorphism orbit

(see Pržulj (2007) for details44). The graphlet degree vector (GDV) of

a node is a generalisation of the degree of a node, but whereas

the degree only measures the number of edges that a node

touches (i.e., graphlets denoted by G0 in Fig. 1), the graphlet

degree vector consists of 73 coordinates each of which represents

the number of times the node touches a particular graphlet

at a particular automorphism orbit (an illustration is given

in Fig. 2).

The GDV of a node is also called the node signature.5 The

similarity between GDVs of nodes u and v in graph G is

computed as follows. If ui is the ith coordinate in the GDV of

node u (i.e., the number of times node u is touched by orbit i),

and vi is the corresponding ith coordinate in the GDV of node

v, the distance between these two orbits is computed as:

Diðu; vÞ ¼ wi �
j logðui þ 1Þ � logðvi þ 1Þj

logðmaxðui; viÞ þ 2Þ ;

Table 2 Basic network properties for our four networks

H-ALL CORE H-SIM REST

Number of nodes 11 100 88 1706 8227
Number of edges 56 807 865 8655 24 730
Clustering coefficient 0.125 0.462 0.173 0.102
Diameter 13 3 9 16
Radius 7 2 5 8
ē value 1.85 1.5 1.8 2
Avg. degree 10.23 19.65 10.14 4.53
Avg. path length 3.69 1.87 3.48 4.53

Fig. 1 Graphlets with up to five nodes. There are 30 of them,

G0,G1,G2,. . .G29, and they contain 73 topologically unique node types,

which are called ‘‘automorphism orbits’’. Nodes belonging to the same

orbit are of the same shade.44

Fig. 2 An illustration of the GDV of node v. GDV(v) =

(2,1,1,0,0,1,0. . .,0), meaning that v is touched by two edges (orbit 0),

illustrated in the left panel, an end-node of one graphlet G1 (orbit 1),

illustrated in the middle panel, the middle node of one graphlet G1

(orbit 2), illustrated in the left panel again, no nodes of a triangle (orbit

3 in graphlet G2), no end-node of graphlet G3 (orbit 4), one middle

node of graphlet G3 (orbit 5), illustrated in the right panel, and no

other orbits.
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where wi is the weight of orbit i that accounts for dependencies

between orbits (see Milenković and Pržulj (2008) for details5).

The total distance between nodes u and v is then

Dðu; vÞ ¼
P72

i¼0 Di
P72

i¼0 wi

This normalised distance is in [0, 1] range, with the distance of

0 meaning that nodes u and v have identical signatures.

Finally, the signature similarity, S(u,v), between these nodes

is computed as

S(u,v) = 1 � D(u,v).

Hence, higher signature similarity indicates higher topological

similarity between the two nodes.

GDV similarity can identify nodes with almost identical

interaction patterns within a network, but also across different

networks. In this paper, we use it to compare nodes within

the same network. GRAAL family of network alignment

algorithms uses it to align topologically similar nodes across

different networks.48–51

2.4 Network alignment

Aligning networks is a process of mapping nodes of one

network onto the nodes of another with a goal of maximizing

the number of aligned edges between the aligned nodes. The

problem is computationally intractable due to the underlying

subgraph isomorphism problem that is NP-complete.57 Hence,

approximate solutions are sought. Analogous to sequence

alignment, network alignment algorithms can be local and

global. There exists a number of network alignment algo-

rithms.48–51,58–65 The topological quality of alignment is usually

measured by edge correctness (EC), which is the percentage of

edges of the smaller network that are correctly aligned to edges

of the larger network.48,64

Since in Section 2.2 we have shown that the topology of

CORE is different from the topology of the rest of the PPI

network, we ask if that topology is unique in the network. To

answer that, we use a network alignment algorithm that would

align CORE to regions of H-ALL. We need an alignment

algorithm that can give different alignments in different invocations,

since it randomly picks between equally good choices while

searching for an alignment. Hence, we pick MI-GRAAL50

restricted to using only GDV-similarity to find similar nodes

to align. The results of using MI-GRAAL to align CORE to

H-ALL are given in Section 3.2.

2.5 k-Core decomposition

k-Core decomposition is a process of iteratively pruning a

network in search of its subgraph in which all nodes are of

degree at least k.66,67 It works as follows:

1. All nodes of degree one or less are removed from the

network, along with all their edges;

2. In the remaining network, all nodes of degree two or less

are removed from it, along with their edges;

3. This process is repeated until only nodes of degree at least

k remain. The largest k value for which k-core is not empty

is called kmax, and the corresponding subgraph is called

kmax-shell or the kmax-core.

This is illustrated in Fig. 3. k-Core decomposition has been

used to analyse social networks,68 the World Wide Web

and the Internet,69,70 as well as to investigate essentiality

and leathality of proteins.52,53 We apply it here to find the

kmax-core of the human PPI network, H-ALL, as well as the

kmax-core of H-SIM. The overlap of these two kmax-cores is

CORE network described in Section 2.1.

3 Results and discussion

We analyse the entire human PPI network, H-ALL, as well as

its three different subnetworks: the first, CORE, consists of

disease-annotated proteins involved in very tightly knit inter-

actions; the second, H-SIM, also contains only disease-related

proteins, but they are more loosely intertwined; and the third,

REST, is also loosely intertwined and contains some disease-

related proteins, as well as all proteins that are currently not

known to be related to disease (see Section 2.1).

In Section 3.1 we further examine the topology of CORE

and show that it substantially differs from the topology of the

other three subnetworks. Furthermore, we show that the

internal wiring of CORE is unique in the entire human PPI

network (Section 3.2). In Section 3.3 we examine the functional

annotation and pathway enrichment of CORE and show that it

also differs from those of the other three subnetworks. Since

CORE has a distinct topology and biological function, in search

of an explanation for this difference, we further test it for

enrichment in genetic interactions (Section 3.4). We offer a

biological explanation for the observed uniqueness of CORE

with respect to its topological and functional characteristics.

3.1 Topological homogeneity of the Core Diseasome

We examine in detail the topology of the four PPI networks by

using GDV-similarity described in Section 2.3. In particular,

we compare the topology around nodes within each of the four

networks (Fig. 4) and show that the internal wiring of CORE

differs from those of the other three networks. We also

compare nodes across networks (Fig. 5) and highlight which

networks have similar wiring and which ones differ.

Fig. 3 A three-level deep k-core decomposition of a network. The

value of kmax is 3.
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Fig. 4 presents GDV-similarities between all pairs of nodes

within each of the four networks. It shows that while H-ALL,

H-SIM, and REST have heterogeneous node wiring patterns

(black, red, and dotted lines, respectively), that is not the

case with CORE (green line in Fig. 4). In particular, GDV-

similarity of nodes within CORE is distinctly higher that that

of the other networks, starting at about 75% and peaking at

about 95% GDV-similarity, while in the other three networks

the distribution is fairly flat and uniform. Note that this is

not expected from the construction of these subnetworks

(recall that H-SIM is an induced subgraph on disease proteins

with statistically significantly higher GDV-similarity then

expected at random in the entire PPI network, i.e., p-value =

0.01 which corresponds to GDV-similarity of 87%—see

Section 2.1), since GDV-similarities are computed only within

subgraphs induced on the nodes belonging to the subnet-

works, rather than in the context of the entire PPI network.

Hence, we conclude that the topology of CORE is homo-

geneous in the sense that all of its nodes have very similar

wiring, while the topology of the other three networks is not. It

is particularly surprising that H-SIM has heterogeneous node

wiring, since it is constructed only on disease proteins whose

GDV-vectors are statistically significantly similar in the entire

PPI network. In the next two sections, we explore the biology

behind this phenomenon. Our hypothesis is that such compact

topology (in the sense of small ē and large clustering described

in Section 2.2) and homogeneous node wiring contribute to the

recently proposed existence of ‘‘driver’’ genes whose mutations

trigger mutation of other genes that collectively lead to various

types of cancer phenotypes71–74 (see Section 3.4).

Fig. 5 also presents GDV-similarities between nodes, but

now across different PPI networks. In particular, we compute

GDV-similarities between all pairs of nodes across the four

PPI networks, resulting in six comparisons represented by six

lines in each of the two figure panels. Both panels represent the

same comparisons, the only difference is that in panel A,

GDV-similarities are in bins of 1%, while in panel B they

are in bins of 10%; we do this to emphasize the trends that

may be difficult to observe from any panel alone. As expected,

the figure shows differences in node wirings of CORE and the

entire PPI network, H-ALL (red line), as well as in node

wirings of CORE and REST (black line). Also, CORE and

H-SIM have similar node wirings (dark blue line), which is

expected since CORE is a subgraph of H-SIM. The remaining

three comparisons, H-ALL versus REST (green line), H-ALL

versus H-SIM (light blue line), and H-SIM versus REST

(purple line), demonstrate neither similarity nor dissimilarity

node wiring patters across these networks. It is surprising

that the latter two exhibit no dissimilarity, since H-SIM is

constructed on the nodes that have statistically significantly

high GDV-similarity; however, this is due to GDV-similarities

being computed in the induced subgraph itself rather that in it

Fig. 4 Distributions of GDV-similarities of proteins within each of

the four PPI networks. x-axis represents GDV-similarities of nodes in

the network in bins of 1%. y-axis represents percentages of protein

pairs that have a particular GDV-similarity. The four networks are

H-ALL (black line), H-SIM (red line), CORE (green line), and REST

(dashed line).

Fig. 5 Distributions of GDV-similarities of proteins across the four PPI networks. x-axes represent GDV-similarities of nodes across the

networks: (A) in bins of 1%; (B) in bins of 10%. y-axes represent percentages of gene pairs that have a particular GDV-similarity. The four

networks are H-ALL, H-SIM, CORE and REST, and their comparisons are: H-ALL versus REST (green line), H-ALL versus CORE (red line),

H-ALL versus H-SIM (light blue line), H-SIM versus CORE (dark blue line), H-SIM versus REST (purple line), and CORE versus REST

(black line).
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as a part of the entire PPI network. Interestingly, neither

proteins in H-SIM nor in REST differ in wiring from the

proteins in H-ALL, which is not expected since proteins in

H-SIM should differ fromH-ALL as they are disease proteins with

similar network wiring; again, this is because GDV-similarities are

computed within H-SIM only. These observations point to detailed

structural differences across the four networks, over and above

those mentioned in Section 2.2. Since proteins in H-ALL and

H-SIM have no topological dissimilarities, which are expected,

and since CORE proteins are topologically similar to H-SIM and

dissimilar to H-ALL, we further examine if CORE proteins can

somehow make a topological connection between the other two

sets. Indeed, this is the case (see Section 3.5). The structure of

CORE is illustrate in Fig. 6; as mentioned above, we hypothesise

that it contains the ‘‘driver’’ genes whose mutations lead to various

types of cancer71–74 and henceforth we call proteins in CORE

network ‘‘the Core Diseasome’’ (see Section 3.4).

3.2 Topological uniqueness of the Core Diseasome

We ask if the above described distinct topology of the Core

Diseasome is unique in the PPI network. Hence, we search in

H-ALL for subnetworks with the structure similar to that of

CORE. To do that, we perform 4000 alignments of CORE

with H-ALL using MI-GRAAL algorithm described in

Section 2.4. We perform 4000 alignments, since by doing so

we cover 97% (i.e., the entire largest connected component) of

the entire human PPI network as it matches each node in

CORE with a node that has not just a similar degree but the

entire 4-level-deep neighbourhood similar to it. Interestingly,

the average edge correctness (EC) of aligning CORE to other

regions of H-ALL obtained by the 4000 alignments is 9.47%

with the standard deviation of 0.25%, while the maximum

obtained edge correctness value for this alignment is 10.52%

(Fig. 7). There is no universal edge correctness threshold for

establishing similarity between two networks. Clearly, in

theory, a perfect match is 100%. However, it is unrealistic to

expect such high EC in alignment in complex biological

networks. Hence, as a reference point, we use a study50 which

aligns two different PPI networks (human and baker’s yeast)

using the same configuration of MI-GRAAL and purely

topological alignment that we use here. In that study, the

maximum achieved EC between PPI networks of yeast and

human is 23.26% with an average of 19.73% and a standard

deviation of 1.39%. This falls 6.62 standard deviations away

from our maximal (best case) score, making our maximal score

small enough not to be considered a clone with extremely

high statistical significance. As mentioned, the MI-GRAAL

algorithm, which works by matching the topological environ-

ment of a node, includes the degree measure as just one of

73 constraints it is based on. Therefore, it is much more

constringent and precise in detecting topological similarity than

just searching for a structure with similar or exact same degree

distribution as CORE. This indicates that the topology of the

Core Diseasome is unique, i.e., the topological copy of CORE

does not exist anywhere else in the human PPI network.

3.3 Functional annotation of the Core Diseasome

We have seen that CORE proteins have a topology distinct

from the topology of disease proteins that are not in CORE.

To examine biological properties of CORE, we investigate

their functional annotation described in Gene Ontology,54

along with the implicated pathway enrichments. GO consists

of three main domains—cellular component (CC), molecular

function (MF) and biological process (BP)—which answer

where the gene product is located in the cell, what molecular

functions it performs, and in which biological processes it

participates, respectively. We analyse enrichment across all

levels of hierarchy of GO.

Using H-ALL as the background model and performing

hypergeometric statistical testing with Benjamini–Hochber

Fig. 6 The Core Diseasome of H. sapiens. Known and predicted

disease driver genes71–74 are grey.

Fig. 7 The distribution of edge correctness scores across 4000 different

runs of MI-GRAAL network alignment algorithm applied to CORE

and H-ALL networks. x-axis represents the 4000 runs of MI-GRAAL,

while y-axis represents the achieved edge correctness for each of

them. We ordered the runs on x-axis in the descending order of edge

correctness.
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False Discovery Rate (FDR) correction to obtain relevant

p-values, we find that proteins in CORE are enriched in 104MF

terms, 549 BP terms and 59 CC terms. The terms that have the

highest statistical significance in the MF category are all related

to transcription and binding, in particular: enzyme binding

(p-value = 2.9 � 10�24), transcription factor binding (p-value =

3.7 � 10�22), transcription regulator activity (p-value = 2.3 �
10�20), DNA binding (p-value = 2.5 � 10�12), and promoter

binding (p-value = 3.2 � 10�12). In the BP category, terms with

the highest statistical significance are mostly related to regulation,

in particular: positive regulation of macromolecule metabolic

process (p-value = 2.1 � 10�32), positive regulation of cellular

biosynthetic process (p-value= 5.0� 10�29), response to organic

substance (p-value = 5.6 � 10�27), regulation of cell prolif-

eration (p-value = 2.5 � 10�23), and positive regulation of

gene expression (p-value = 3.5 � 10�23). A CC term with a

high statistical significance is nucleus (p-value = 1.7 � 10�18),

where 78% of the CORE ’s genes are. All of these GO

category enrichments indicate that the Core Diseasome plays

a critical role in transcriptional regulation.

We notice that regulation of cell death and apoptosis

(GO term IDs 10941 and 42981, respectively) are highly and

statistically significantly enriched in H-SIM and CORE, but

not in REST (Table 3). Note that H-SIM contains about half

of all disease genes, so REST contains the other half of them.

However, while H-SIM has about 20% enrichment in the

above GO terms, REST has no enrichment in them. To rule

out the possibility of this result being a feature of higher

connectedness of proteins involved in these processes, we

check for their presence in the top 1% of hub nodes. We find

that only 9 nodes (out of 185) apoptosis proteins fall in this

category. Evenmore, these 9 are evenly split between H-SIM

and REST, so that 5 are in H-SIM and 4 in REST. Cell death

has no proteins in the top 1% of hubs. Hence the achieved

enrichment is not a feature of higher connectedness of

these proteins. Interestingly, CORE has an even higher (and

statistically significant) enrichment in these GO terms of about

30%. This indicates that the Core Diseasome subset of H-SIM

may capture genes causal to diseases for which we generally

have no effective cure, including cancer, hematologic diseases,

neurodegenerative diseases, progression of viral and HIV

infection. Indeed, we verify that CORE genes are enriched in

the following pathways: (a) pathways in cancer (p-value =

2.2 � 10�29); (b) acute myeloid leukemia (p-value =

1.7 � 10�10); (c) Wnt signalling pathway (p-value = 3.0 � 10�5);

(d) ErbB signalling pathway (p-value = 2.5 � 10�13); (e) T cell

receptor signalling pathway (p-value = 1.5 � 10�6).

In addition to asserting the topological uniqueness of CORE

in Section 3.2, to account for the possibility of existence of other

subnetworks inside the human PPI which are not only struc-

turally but also functionally alike CORE we perform statistical

significance testing. Enumerating and testing for enrichment

all possible combinations of genes, including those that have a

degree distribution like CORE, is computationally infeasible

as it would require an unreasonably long time period (years of

processing time). For this reason the statistical significance

of our obtained results was computed using the model of

hypergeometric distribution that computes the probability of

observing a given result over all possible random permutations

of proteins within the network.

To control for the percentage of disease genes in a network

affecting the enrichment of that network with disease related

GO terms, we test for GO term overlaps under different

conditions. We find that the overlap in GO terms between

REST and H-SIM (when specifically compared against a same

background model to rule out any bias) is almost non-existent.

Hence, we effectively achieved an almost perfect functional

separation of the disease genes using only topological difference.

To test this, we observe the overlap between enriched GO terms

in two sets—H-SIM as the first, and a set of only disease genes in

REST as the second. As both these sets contain a similar portion

of all disease genes (roughly 50% each), to exclude any biases we

compare them against the same background model comprised of

the entire H-ALL network. The chosen p-value is 0.01 and the

results are as follows. H-SIM enriches 3299 GO terms, while

disease genes in REST enrich 1186 GO terms. To account for all

overlaps and achieve the maximal possible overlap, we use GO

terms from all three classifications – cellular component (CC),

biological process (BP) and molecular function (MF). The

intersection of these two GO sets is only 61 GO terms (13 CCs,

14 MFs and 34 BPs), none of which are related to apoptosis or

cell death and they all appear to be related to fairly widespread

organismal functionalities (results not shown). Hence, we

conclude that it is possible to obtain a functional separation

of disease genes through pure topology.

3.4 Genetic interactions and driver mutations in CORE

To further explore the functional space of the Core Diseasome,

first we examine the enrichment of genetic interactions32 in

CORE and then examine druggability of proteins participating

in them. This is because it has been proposed that genetic

interactions can lead to development of new therapeutic

approaches:71 as cancer genomes are gaining momentum in

unveiling key genetic principles in cancer, genetic interactions

are increasingly starting to show that a very small number of

genetic changes may trigger disease onset. These mutations are

usually called driver mutations. CORE captures 15 of these

driver genes (both known and predicted). It contains 32 genes

participating in genetic interactions. There are 21 genetic inter-

actions amongst 22 genes in CORE (depicted as green nodes in

Fig. 8) and the remaining 10 of the 32 genes participate in

genetic interactions with 59 genes (depicted as white nodes in

Fig. 8) outside of CORE; the total number of genetic inter-

actions in Fig. 8 is 100. This enrichment of genetic interactions

in CORE is statistically significant (p-value = 1.1 � 10�16).

We examine the 32 CORE genes which take part in genetic

interactions in more detail. Two of them, EP300 and CREBBP

Table 3 Enrichment of GO terms corresponding to regulation of cell
death and apoptosis (GO:10941 and GO:42981, respectively) in the
four PPI networks (H-ALL, H-SIM, CORE, and REST)

Regulation of cell
death (GO:10941)

Regulation of
apoptosis (GO:42981)

H-ALL 8.9% 8.8%
H-SIM 19.9% (p-val = 8.59 � 10�60) 19.8% (p-val = 1.13 � 10�59)
REST No enrichment No enrichment
CORE 32.1% (p-val = 6.93 � 10�10) 29.8% (p-val = 1.1 � 10�8)
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(pink nodes in Fig. 8), are hubs (i.e., highly connected) both

in the entire human genetic interaction network and in

the entire human PPI network, with 22 and 18 interacting

partners, respectively; they are also hubs in CORE

genetic interaction network presented in Fig. 8. CREBBP, a

nuclear-based transcription activating protein, has a critical

role in embryonic development, growth control, and home-

ostasis.75 Its domains, KIX, TAZ1 and TAZ2, bind to a

sequence present in transactivation domains of transcription

factor p53.75,76 It shares high sequence similarity with the

other hub gene, EP300, which is used for effectively restraining

cells’ growth and division.76 Additional genes with at least

three genetic interactions in the CORE genetic interaction

network are: RELA, CTNNB1, AR, MYOD1, CEBPA, and

BRCA1. The meaning of this epistasis is a subject of future

research.

Amongst the 22 genes participating in genetic interactions

within CORE, there are 11 drug targets linked to 116 distinct

drugs (p-value = 8.64 � 10�5). Three of these eleven drug

targets are targeted by 23 or more drugs. In particular, ESR1

is targeted by 61 different drugs, AR by 40, and NCOA2 by 23

(Fig. 9). The p-value of any target being hit by more than 22

drugs is 0.0017. Furthermore, two known driver genes, RB1

and CTNNB1, are drug targets and are in CORE. This may

indicate that the topological compactness and homogeneity

of the Core Diseasome (Sections 2.2 and 3.1) and its enrich-

ment in druggable driver genes genetically interacting with

many other genes, may facilitate discovery of new therapeutic

approaches. Further refinement of network analysis techniques

along with experimental discovery of additional driver

genes could yield insights into disease and improvements in

therapeutics.

3.5 Computing the Core Diseasome

Recall that CORE was obtained by intersecting the kmax-core

decompositions of H-ALL and H-SIM. Since we constructed

H-SIM from topologically similar disease genes, the knowledge

of disease genes was used to construct CORE. Now we ask

whether we could obtain the Core Diseasome purely computa-

tionally and without any knowledge of disease genes.

To do that we focus on the subset of H-ALL containing

only proteins obtained from the kmax-core decomposition of

H-ALL. Hence, no knowledge of disease genes was used

to construct this subset. We call this subset ALL-CORE.

ALL-CORE contains 105 proteins, 88 of which are in CORE.

We examine the 17 proteins of ALL-CORE that are not in

CORE. We find that five of these 17 proteins are known drug

targets, each targeted by at least two drugs; the p-value of

having such enrichment of drug targets in these 17 proteins is

0.048. One of them, MAPK14, is targeted by 50 different drugs

(p-value = 0.026).

Next we examine if there is any relationship between

proteins in ALL-CORE and those in SIM-CORE, which we

obtain by the kmax-core decomposition of H-SIM. SIM-CORE

has 100 proteins out of which 88 are in CORE. Interestingly,

11 of the 12 SIM-CORE proteins that are not in CORE

(i.e., all but NCK1; they are coloured green and listed in

Fig. 10) are related with the 17 proteins from ALL-CORE that

are also not in CORE (coloured blue and listed in Fig. 10):

they together cause the same disease. The list of diseases that

they jointly cause is presented in Fig. 10. Additionally, they

do not have direct physical interactions between them, but are

linked via 57 proteins in 175 out of the maximum possible 204

different ways (12 � 17 = 204). 30 out of these 57 connecting

proteins are in CORE.

This illustrates the topological compactness and functional

relatedness of proteins in ALL-CORE with those in CORE

and SIM-CORE, suggesting that the notion of the Core

Fig. 8 Genetic interactions of CORE genes. Green nodes are genes in

CORE, pink nodes are the two hubs (highly connected genes), and

white nodes are outside of CORE, but they participate in genetic

interactions with genes in CORE.

Fig. 9 An illustration of the drug-target network of CORE. Blue

nodes are drugs and green nodes are genes.
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Diseasome could be enlarged and purely computationally

obtained from the human PPI network. That is, by simply

computing the kmax-core decomposition of the entire human

PPI network, we can obtain the set of topologically and

functionally unique proteins that we term the Core Diseasome.

4 Concluding remarks

We demonstrate that we can computationally isolate a subnet-

work of the human PPI network that is topologically and

functionally homogeneous and enriched in disease genes and

drug targets. Also, it contains genes that are known to drive

disease formation. Furthermore, we show that the topology of

this network is unique in the human PPI network. We call this

network the Core Diseasome. Since this network has a very

specific structure that varies from the remainder of the human

interactome, and since it is also enriched with genes involved

in key disease mechanisms, this leads to a speculation that

‘‘driver topology’’ indeed exists within our interactome and we

hypothesise that it may be the wiring of the Core Diseasome

that leads to disease formation. Confirming this hypothesis is a

subject of future research.
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