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ABSTRACT

1.

Pervasive Social Computing is becoming the incontrovertible evolution of pervasive computing, thanks to the pervasiveness of handheld devices and the enormous popularity of social networking websites. Moving away from the traditional human-device interaction
paradigm, Pervasive Social Computing aims to take advantage of
human social relationships, expressed as social networks, to enable
the fulfilment of users’ tasks on the move, ultimately promoting social interactivity. In order to realise this new vision, we present in
this paper a model for the semantic specification of users’ tasks,
along with a set of algorithms for matching these specifications
based on users’ social preferences. Our model is based on the
FOAF (Friend Of A Friend) ontology in order to support the semantic specification and reasoning on user social preferences and
tasks. Using a variety of real social networking datasets, we analyse strengths and limitations of the various algorithms in terms of
users’ satisfaction, computational complexity and run-time overhead. We wrap up these algorithms into a Pervasive Social Computing middleware, and investigate the impact of alternative architectural deployments using different campus-based mobility traces,
both in terms of users’ satisfaction and communication overhead.
Our thorough evaluation provides guidelines for the development
of future Pervasive Social Computing applications, both in terms
of matching and deployment strategies.

When the Pervasive Computing paradigm was first put forward [1],
it envisioned a departure from the traditional human-desktop interaction paradigm, towards the unobtrusive and simultaneous engagement of many computing and networking resources embedded
within the physical environment, in order to allow users to carry
out ordinary activities anywhere and at anytime. To enable this
vision, research has thus been very active in trying to integrate heterogeneous computing and networking resources, and developing
systems that could dynamically reconfigure and seamlessly adapt
to the characteristics, preferences and current situation of the user
and his/her surrounding environment (e.g., [2, 3]).
In the last few years, another phenomenon of massive proportions has emerged: the rise of Web 2.0 and, most notably, its social
networking services (e.g., MySpace, Facebook, etc.), used regularly by millions of people worldwide. Moving away from the old
concept of websites as isolated information silos, these new services enable people who share interests to come together in online
(Web-based) communities, where they can interact in a variety of
ways. The effectiveness of these services comes from the social
connections and it grows proportionally to the number of people
that make use of them.
Having witnessed, in the last few years, an unprecedented market penetration of pervasive computing devices of impressive computing capabilities and equipped with wireless network connectivity (e.g., mobile phones, PDAs, portable PCs, etc.), one may well
wonder when social network services will depart from the Internet
and become pervasive themselves. We call this paradigm Pervasive
Social Computing (PSC): while Pervasive Computing aimed to facilitate the realisation of users’ daily tasks by changing the way
they individually interact with the physical environment, Pervasive
Social Computing aims to facilitate the realisation of those tasks
that need to consider the social relations between users. While the
former placed a strong emphasis on the self component, the latter
emphasises the social component instead. While Web 2.0 websites
enabled on-line interactions, PSC has the potential to change the
way individuals interact with their co-located friends and social relations.
To exemplify the kind of situations we expect to become commonplace through PSC, let us consider the following scenario: “after a day listening to the conference talks, Alice, who is a passionate tennis player, wants to go for a game near the conference
hotel. Instead of contacting, on a one-to-one basis, her colleagues
with whom she enjoys to play and who are attending the conference as well, Alice uses an application hosted on her mobile device
to advertise the task she wishes to accomplish (e.g., “play tennis”),
expecting the system to find a good matching task for it. Based
on Alice’s social network, and on the other requests for playing
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INTRODUCTION

tennis advertised in the system, the application will answer Alice’s
request, by suggesting to Alice the opponent she would enjoy the
most, among those available and satisfying the stated requirements
(e.g., location). After playing, Alice would like to go for a nice and
relaxed meal with some colleagues from the conference; she then
advertises another task using her device, and expecting the system
to return details of those who are interested in having a meal together and whose company Alice enjoys.”
To realise this kind of applications, challenges peculiar to PSC
must be addressed. These include:
• Semantic Specification and Reasoning on User Tasks. Mobile users submit tasks (on the move) that specify their interest in performing an activity (e.g., I am interested in playing
tennis tomorrow) and expect the system to find the “best”
matching users for them. Semantically specifying user tasks
and the user social preferences, yields a more flexible matching of users’ tasks. For instance, a social link might be inferred between Alice and Bob based on their common interests if the former "likes badminton" and the latter "likes
racket games".
• Social-based Matching of User Tasks. Users’ tasks realisation is dependent upon the PSC ability to reason about the
users’ social networks, thus matching tasks in a way that
caters for the (inherently subjective) users’ social preferences.
Different social-based strategies for matching requests have
thus to be developed, with consequences on both the level of
satisfaction that users will experience and on the overhead
generated by resolving conflicting social preferences.
• Dynamic User Task Discovery. While Web-based social networking services can leverage an enormous pool of users
worldwide, pervasive environments inevitably reach a smaller
population. To increase the effectiveness of pervasive social
networking services, users’ tasks, along with users’ social
preferences, may have to be disseminated in the (local) network, in order to reach a broader set of people, thus increasing the chances of finding a good match.
In this paper, we present a middleware that deals with the above
challenges in order to foster the PSC vision. More precisely, in Section 2 we provide an overview of our middleware architecture; we
then develop this solution further, focusing on the specification of
users’ tasks (Section 3) and various alternative algorithms that can
be used to perform their matching (Section 4). We discuss alternative deployments of PSC middleware (Section 5), before presenting
our implementation and thorough evaluation (Section 6). Section 7
positions our work with respect to other research activities in the
field, while Section 8 concludes the paper.

2.

PSC MIDDLEWARE ARCHITECTURE

Our aim is to assist users in realising their daily tasks by reasoning on their social links and suggesting them recommendations on
other users that share similar interests. The nature of the tasks we
are considering is such that only users in the same locality can indeed help in attaining them. To enable this kind of technologicallymediated social interactivity, we need a middleware that supports:
(1) the semantic specification of users’ social preferences and tasks,
in order to support the unambiguous reasoning on users’ requirements; (2) the realisation of social-based matching of user tasks, in
order to enhance users’ satisfaction; and (3) the dynamic propagation of users’ tasks in the network, in order to increase the chances
of finding good matches.

Figure 1: Middleware Architecture

The middleware we propose to solve the above challenges is depicted in Figure 1, where functionalities are distinguished in three
layers:
• The Semantic Middleware: supports two main functionalities, namely the ‘Semantic Task Specification’ the ‘Efficient
Semantic Reasoning’ on those specifications. Indeed, PSC
is intended to be happening on the move, which implies the
following two conflicting requirements: (1) due to the openness of PSC environments and their dynamics, user social
preferences and task specifications may be highly heterogeneous as mobile users will be using their own (subjective)
terms to describe their requirements, which calls for the support of formal semantic specifications (such as ontologies);
and (2) Algorithms developed for PSC systems are intended
to be ran in resource constrained devices, which prescribes
the use of appropriate efficient solutions. However, semantic reasoning on ontologies is a heavy process, which is not
appropriate for such resource limited environments. The two
functionalities supported by our semantic middleware enable
dealing with the above two requirements by providing a semantic model for PSC (Section 3) and building on efficient
semantic reasoning mechanisms investigated in [4].
• The Social Computing Middleware: includes two main functionalities, namely the ‘Distributed Social Network Management’ and the ’Task Matching’ functionality (Section 4). The
lack of a global vision on the social network, which is due to
its inherent distribution (each user has only the knowledge of
its social links with others), prevents a centralised reasoning
on user preferences. Instead, pieces of this network are gathered by the Distributed Social Network Management functionality, in order to build a larger view of the social network
and eventually reason on social links. Furthermore, the social network refers to various activities that reflect user interests (Section 3), which increases it’s sparsity when it comes
to reasoning on a specific user interest. The quality of the
social-based matching of user tasks, which critically relies on
the exploitation of user social preferences, is directly affected
by the sparsity of the social network. Hence, Distributed
Social Network Management functionality also supports the
propagation of social preferences among users in order to
guess missing links from existing ones (Section 6). The Task
Matching functionality performs matching of users’ tasks by
considering their (explicit and implicit) social tights, and it
can be carried out using a variety of algorithms (Section 4).

• The Communication Middleware: includes three functionalities, i.e., ‘Task Publication’, to inject a user’s task in the network, ‘Task Dissemination’, that takes the task injected by
the client and further disseminate it in the local network to
other nodes hosting the middleware, in order to increase the
chances of finding a quality match, and ‘Task Notification’
that communicates the result back to the user, if a match has
been made, or the expiry of a request, if no match could be
found within a given deadline. Different publication, dissemination and notification protocols can be used depending, for
example, on whether servers hosting the middleware are stationary or mobile (Section 5).

Projection on activity 3

Projection on activity 2

Projection on activity 1

Social link wrt to activity 3
Social link wrt to activity 2
Social link wrt to activity 1
User

3.

USER TASK SPECIFICATION

We present in this section our ontology for the semantic specification of user social preferences and tasks. This ontology extends the FOAF (Friend Of A Friend) ontology1 with the support
of multi-activity social networking. The FOAF ontology defined
in RDF (Resource Description Framework2 , a W3C recommendation), is aimed at explicitly linking people, groups, organisations on
the Web for enabling a more accurate social-oriented Web browsing. The most important classes in the FOAF ontology that are relevant to PSC are foaf:Agent used to represent all the active elements
of the system, foaf:Person used to represent people, foaf:Group
used to represent groups they may be part of, foaf:Document used
to represent people’s Web pages, blogs, images, interests and
foaf:Organization used to represent companies for which people
work. While foaf:Group and foaf:Organization are not yet exploited by our PSC middleware, these two classes may be very
useful to increase the connectivity of the social network and will
be investigated in our future work. Indeed, new social links may be
added between people who work in (or have worked for) the same
organisation. Furthermore, links between groups (and thus people
belonging to them) can be inferred by reasoning on the semantics
of the groups’ membership conditions.
To express links between people (such as those expressed in social networking Web sites), FOAF supports the specification of the
foaf:knows property, which relates a foaf:Person to another
foaf:Person that he or she knows. In order to relate agents to the
physical world, FOAF incorporates the class SpacialThing that specifies the longitude and latitude properties of physical entities and
defines the property foaf:basedNear between two spacial things to
specify that those two things are based near each other. The notion
of ‘near’ is still under discussion in the current version of the FOAF
specification.
In order to be used to model PSC, FOAF needs to be extended to
support multi-activity social networks, where people specify their
interest in performing different activities with other people. Such
network is depicted in Figure 2. The overall social network is depicted in the bottom part of the figure. Nodes in this network represent users. These users are linked with each other by different
oriented edges each of which is annotated with two pieces of information: 1) the activity that is of interest to the two related users
(represented with a different edge for each activity) and a preference value specifying how much the user from which the edge departs ‘enjoys’ performing the related activity with the second user.
Our proposed ontology for PSC is depicted in the UML diagram
of Figure 3. This diagram includes the FOAF classes and relations
described above along with the class psc:Activity, the ternary relation psc:ActivitySocialPreference and the class psc:UserTask. The
1

FOAF Project: http://www.foaf-project.org/
2
RDF specification: http://www.w3.org/TR/rdf-primer/

Multi-activity social network

Figure 2: Multi-Activity Social Network

class psc:Activity is used to describe activities of interest to people,
such as playing tennis or going to the pub. psc:Activity is defined as
a subclass of foaf:document in order to enable their specification in
a non-ambiguous way by referring to well defined resources on the
Web (e.g., ontologies such as SUMO3 , taxonomies such as Wordnet4 or Web pages such as Wikipedia5 ). The source used to describe
a psc:Activity, whether it is an ontology, a taxonomy or a Web page,
has an impact on the flexibility of the matching as further described
in the following section. Being defined in description logic, ontologies enable the most flexible reasoning on their specification.
Hence, a link between completely disconnected classes can be inferred by an ontology reasoner (e.g., a link between Racket Sport
and Badminton can be derived by reasoning on the Badminton required equipments). Taxonomies allow the identification of synonyms (e.g., soccer and football) and homonyms (e.g., bear (animal) and bear (carry)). Finally, Web pages allow to avoid ambiguity (by indirectly identifying homonyms) and thus reduce false positive answers. For instance, a person interested in the colour orange
would refer to the wikipedia page http://en.wikipedia.org/wiki/Orange_
(colour), while the person interested in the fruit, would refer to the
page http://en.wikipedia.org/wiki/Orange_(fruit) instead.
The ternary relation psc:ActivitySocialPreference allows the definition of activity-specific social links in the form (Person1, Person2, Activity, PreferenceValue), which specifies that Person1 likes
performing the activity Activity with Person2 with a preference
value PreferenceValue, which is in the range [0, 1]. As RDF does
not natively support the specification of n-ary relations, we use the
RDF reification facility in order to specify the
psc:ActivitySocialPreference relation.
Based on our model for the specification of the multi-acivity
social network, a user can specify user tasks (i.e., requests) and
submit them to the system. A user task details the activity that a
mobile user would like to perform, together with activity-specific
constraints, such as how many other users should participate, at
what specific time and location. As depicted in our model, we
represent a user task by means of a specification that consists of
five main parts: Person, Activity, Preferences, PublicationTime and
TTL. Person refers to foaf:Person, which identifies the requesting
user. Activity, defined as psc:Activity, describes the purpose behind the user task (e.g., playing tennis, sharing a cab). Preferences, expressed using psc:ActivitySocialPreference, is a projec3

SUMO ontology: http://www.ontologyportal.org
Wordnet taxonomy: wordnet.princeton.edu
5
Wikipedia: http://en.wikipedia.org
4

Figure 3: Social Computing Model

tion of the user’s social network on the related activity. It consists
of the top k preferred users with whom the requesting user has
already performed the related activity. Finally, PublicationTime
and TTL respectively specify the publication time of the task and
the duration after which it expires; the former is system-assigned,
while the latter is set by the application/user. Our model can then
be extended with activity-specific constraints (e.g., number of participants: beach volley would require 4 participants, while tennis
would require 2 or 4 participants).

4.

USER TASK MATCHING

Given two users’ tasks T1 and T2 in the system (i.e., not yet expired), we state that a match M atch(T1 , T2 ) holds if T1 and T2
are defined by two different users, they refer to related activities,
and they satisfy the elicited properties. As the activities are defined
by reference to foaf:documents that may be ontology concept definitions, words in a taxonomy, or Web pages, their matching has
to be done accordingly. Specifically, if the two foaf:documents describing the two activities refer to two ontology concepts, subsumption6 testing is performed to infer whether one requested activity is
more generic than the other (e.g., sport is more generic than tennis).
As subsumption testing performed using an ontology reasoner is a
heavy process, we use existing solutions based on offline ontology
encoding as described in [4]. Specifically, the hierarchy of classes
resulting from the costly ontology classification performed by an
ontology reasoner is encoded. The encoding is such that the numerical code assigned to a class is generated from the code of its
parent classes in the hierarchy. Then, if a user task refers to online ontology classes, we associate the code of those classes into
the task description. Finally, when a matching between two tasks
is performed, a numeric comparison of the codes associated to the
tasks is performed to identify subsumption links between them.
If the two documents refer to existing taxonomies, synonym testing is performed (e.g., between soccer and football), while homonyms
are detected by comparing the document URLs. Finally, if the two
documents refer to Web pages (e.g., a Wikipedia Web page), a syntactic matching of the given URLs is performed. We aim at further
investigating solutions for the support of interoperability between
different semantic sources in our future work.
Once a set of tasks that refer to related psc:activities and that
6
Subsumption: incorporating something under a more general category

have similar properties (e.g., TTL) are identified, a further step
consists in matching those tasks with respect to user social preferences. In this section, we define four different algorithms that realise this matchmaking; these algorithms make different use of the
information available about users’ social preferences, thus enabling
different degrees of satisfaction. We thoroughly evaluate these algorithms in Section 6, both in terms of accuracy and overhead. In
order to present them formally, consider CurrentTaskList as a list of
tasks available in the system at a specific time (i.e., such that PublicationTime + TTL > CurrentTime); we assume the list to be temporally ordered, so that the head of the list contains the first task to
expire. Furthermore, we introduce the function U tilityt that, given
in input a pair of tasks (T1 , T2 ), returns the value of the social relationship between the user who submitted T1 and the user who
submitted T2 , from T1 .U serID 7 perspective only (i.e., it returns
the weight of the directed edge from T1 .U serID to T2 .U serID
in the social network, if such edge exists, and 0 otherwise). Note
that, contrary to the function M atch, the function U tility is not
commutative (i.e., U tilityt (T1 , T2 ) is not necessarily equal to
U tilityt (T2 , T1 )).
FIFO
FIFO is the simplest algorithm that can be applied to match users’
tasks. It does not consider the user’s social network; rather, upon
publication of task T , it immediately returns the first task in the
list CurrentT askList that matches, if any; otherwise, it inserts
the task in the list, waiting for it to be matched at a later time, or
expire. FIFO’s computational complexity is thus O(n) in the worst
case, with n being the length of the list, but it is constant O(1) on
average. More generally:
If CurrentT ime = T.P ublicationT ime
If (CurrentT askList 6= ∅)
Return Ti ∈ CurrentT askList | M atch(T, Ti )
Else
CurrentT askList.add(T )
If CurrentT ime = T.P ublicationT ime + T.T T L
Add T to the list ExpiredT askList
LocalSatisfaction
Contrary to FIFO, all the matching algorithms we will present from
now on consider users’ social preferences to perform a match. Furthermore, they all follow a lazy evaluation strategy, that is, they
perform a match when a request is about to expire, in the hope of
increasing the pool of choices and thus the chances of finding a
good match. Specifically, when a task T is about to expire, LocalSatisfaction scans the full list of advertised and yet unexpired tasks,
and returns the one delivering the best utility from the requesting
user T.U serID perspective only. Its computational complexity is
linear in the size of CurrentT askList (i.e., O(n)). More formally:
If CurrentT ime = T.P ublicationT ime
CurrentT asksList.add(T )
If CurrentT ime = T.P ublicationT ime + T.T T L
If (CurrentT askList 6= ∅)
7
In the following, the notation T.x refers to the property x of the
user task T

Return Ti ∈ CurrentT askList | M atch(T, Ti )∧
U tilityt (T, Ti ) = max(U tilityt (T, Tj )), ∀Tj ∈
CurrentT askList

If CurrentT ime = T.P ublicationT ime:
CurrentT asksList.add(T )

Else

If CurrentT ime = T.P ublicationT ime + T.T T L
ExpiredT askList.add(T )

If (CurrentT askList 6= ∅)

OverallSatisfaction
Rather than satisfying unilaterally the user whose task is about to
expire, OverallSatisfaction attempts to maximise the utility derived
from all tasks currently in the system. To do so, each time a task
T is about to expire, OverallSatisfaction computes the set of all
possible pairs of matching tasks available in CurrentT askList.
The cardinality of this set is C2n , where n is the number of tasks
in CurrentT askList. It then generates all possible combinations
of such pairs, and computes the overall utility derived by each such
combination as the sum of the utility received by each user involved
in a match. Finally, the combination with the highest utility is chosen to answer the task that is about to expire. More formally:

- Generate the set of all possible pairs of tasks (Ti , Tj )
| Ti , Tj ∈ CurrentT askList∧M atch(Ti , Tj )∧
Ti .U serID 6= Tj .U serID
- Generate the combination of tasks C + = {p1 , p2 , ..., pn }
where for every task pair pi ∈ C + : U tilityp (pi ) ≥
U tilityp (pi+1 ) ∧ ∀pi ∈ C + \ {pn }, ∀pj ∈ P \
{C + }, U tilityp (pi ) ≥ U tilityp (pj )
If ∃pi = (T, Tx ) ∈ C +
Return Tx
Else
ExpiredT askList.add(T )

If CurrentT ime = T.P ublicationT ime:
Else

CurrentT asksList.add(T )

ExpiredT askList.add(T )

If CurrentT ime = T.P ublicationT ime + T.T T L
If (CurrentT askList 6= ∅)
- Generate the set of all possible pairs of tasks (Ti , Tj )
| Ti , Tj ∈ CurrentT askList∧M atch(Ti , Tj )∧
Ti .U serID 6= Tj .U serID
- Generate the set C of all the possible combinations
of pairs and compute their utility
- Chose the best combination C ∗ | U tilityc (C ∗ ) =
max(U tilityc (Ci ))}∀Ci ∈ C
If ∃(T, Tx ) ∈ C ∗
Return Tx
Else
ExpiredT askList.add(T )
Else
ExpiredT askList.add(T )
where C is the set of all the possible combinations of matching tasks
computed from CurrentT askList, and U tilityc is a function that
computes the utility provided by a combination of tasks as follows:
X
U tilityc (C) =
U tilityt (Ti , Tj ) + U tilityt (Tj , Ti )

where U tilityp is a function that computes the utility of a pair of
tasks p = (Ti , Tj ) as:
U tilityp = U tilityt (Ti , Tj ) + U tilityt (Tj , Ti )

4.1

Matching Example

To illustrate the behaviour of the different algorithms, we refer to
the social network depicted in Figure 4 connecting users U1,. . .,U5,
and the flow of publication and expiry of tasks depicted in Figure 5,
where task Ti is published by the user Ui. For simplicity, we assume
all tasks match each other in terms of their related activity.
FIFO
• When T1 is published, it is placed in the list
• When T2 is published, the pair (T1,T2) is returned
• When T3 is published, it is placed in the list
• When T4 is published, the pair (T3,T4) is returned
• When T5 is published, it is placed in the list

∀(Ti ,Tj )∈C

A similar problem has been investigated in graph theory, i.e.,
maximum weight matching. An initial algorithm has been proposed by Edmonds [5], which has a complexity of O(n3 ). In order to have a lighter solution, we turned our attention on a task
matching algorithm that tries to approximate the optimal solution
computed by OverallSatisfaction but at a lower computational cost.
Due to its computational complexity, we have discarded OverallSatisfaction from our evaluation and focused on the following approximation.
NearlyOverallSatisfaction
After generating the set of all possible pairs as performed by OverallSatisfaction, NearlyOverallSatisfaction selects the pair of tasks
(Ti , Tj ) that has the highest utility across all pairs, then prunes
from the set all pairs that contain either Ti or Tj . It recursively reiterates this process until the list of generated pairs is empty. The resulting combination of tasks has a utility that approximates the one
that OverallSatisfaction would have calculated, though the computational complexity is lower (i.e., O(n2 log(n))). More formally:
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• T5 expires
The overall utility obtained using FIFO is thus: U tilityt (T 1, T 2)
+ U tilityt (T 2, T 1) + U tilityt (T 3, T 4) + U tilityt (T 4, T 3) = 0.8.
LocalSatisfaction
• Each task is published in turn and placed in the list
• Upon T1 expiry, the pair (T1,T3) is returned as U3 maximises U1 satisfaction
• Upon T2 expiry, the pair (T2,T4) is returned as U4 maximises U2 satisfaction
• T5 expires
The overall utility obtained using LocalSatisfaction is thus:
U tilityt (T 1, T 3) + U tilityt (T 3, T 1) + U tilityt (T 2, T 4) +
U tilityt (T 4, T 2) = 2.1.
OverallSatisfaction
• Each task is published in turn and placed in the list
• Upon T1 expiry, the combination C ∗ = {(T1,T3), (T2,T5)}
is computed, and the pair (T1,T3) is returned
• Upon T2 expiry, the combination C ∗ = {(T2,T5)} is computed and the pair (T2,T5) is returned
• T4 expires
The overall utility obtained using OverallSatisfaction is thus:
U tilityt (T 1, T 3) + U tilityt (T 3, T 1) + U tilityt (T 2, T 5) +
U tilityt (T 5, T 2) = 2.3.
NearlyOverallSatisfaction
• Each task is published in turn and placed in the list
• Upon T1 expiry, the combination C + is computed, starting
from the pair of tasks that has the highest pair-utility among
all the possible pairs (i.e., (T2,T3)). It then adds to C + the
second best pair from the set of remaining pairs not involving
T2 and T3 (i.e.,(T4,T5)). Hence, C + = {(T2,T3), (T4,T5)}.
As C + does not contain any pair involving T1, T1 expires.
• Upon T2 expiry, the pair (T2,T3) is returned
• Upon T4 expiry, the pair (T4,T5) is returned
The overall utility obtained using NearlyOverallSatisfaction is thus:
U tilityt (T 2, T 3) + U tilityt (T 3, T 2) + U tilityt (T 4, T 5) +
U tilityt (T 5, T 4) = 2.2.

5.

PSC MIDDLEWARE DEPLOYMENTS

Similarly to Web-based social networking services, the effectiveness of PSC applications will depend on the number of users
they reach. The architectural deployment of PSC middleware thus
plays a crucial role. Over the last decade, research efforts have produced a variety of semi-distributed, broker-based architectures for
pervasive computing environments. For example, Ariadne [6] uses
a semi-distributed architecture of clients and servers/brokers to enable the efficient discovery of services in MANET; in the context of
publish/subscribe systems, the Hermes platform [7] has been proposed for the semi-distributed dissemination of events. In both platforms, collaboration among brokers has proved to be a key enabler
for the development of pervasive applications. We expect similar
benefits to be obtained in PSC environments, where the collaboration of brokers enables the gathering of substantial numbers of

tasks as well as knowledge about the social network, thus improving social-based matching. However, available semi-distributed architectures vary considerably in the way brokers are elected and in
the way they cooperate, so that an analysis of the advantages and
shortcomings they bring to pervasive social computing applications
is needed. In this paper, we focus on the three semi-distributed deployment scenarios depicted in Figure 6, summarised below and
thoroughly evaluated in the next section.
Stationary, Highly Connected Network Overlay
In this deployment scenario, depicted in Figure 6a, a set of stationary brokers (e.g., desktops) covering a local area (e.g., university
campus) is responsible for the dissemination and matching of users’
tasks. Clients upload their tasks to the broker in their vicinity;
thanks to a high-bandwidth permanent connection to each other,
brokers can share all the publications they receive, as well as build
a rather large view of the distributed social network they need for
matching. Notifications can be sent back to clients from any of the
overlay brokers.
Mobile, Loosely Connected Network Overlay
In this deployment scenario, depicted in Figure 6b, a set of mobile
nodes are dynamically elected to act as brokers. This scenario is
plausible in the lack of an infrastructure (e.g., in the tube) or to
cater for short term events (e.g., a conference) where establishing
an infrastructure is not cost effective. The election can be based on
different criteria (e.g., network coverage, mobility pattern, available resources, etc.). In this paper, we use a simple election process based on node popularity (i.e., the devices that meet the higher
number of nodes within a time period are elected to act as brokers);
more advanced and dynamic election techniques, such as [6], will
be investigated as future work. Crucially, as brokers are mobile,
we cannot assume the existence of a permanent connection among
them; rather, they will exchange information about their lists of
tasks and known social network only when in reach of each other
(1-hop away). They also exchange information about matches done
but not yet notified, so that any of them can pass on the notification
to the interested client, if encountered.
Mobile, Independent Brokers
As a last scenario, depicted in Figure 6c, we consider a set of independent brokers, among which no network connection is ever
available. This could be the case of stationary hotspots covering
different parts of the campus, or mobile brokers that never meet because of network partitions. Our objective is to evaluate the effects
of such partitions onto the satisfaction of users.

6.
6.1

EVALUATION
Simulation Setup

We have evaluated the matching strategies and the architectural
deployments previously described in terms of:
Accuracy - for each matching algorithm, we have measured the
overall utility generated, as well as the distribution of this utility
among users. We have conducted a first set of experiments where
we have used a centralised deployment setting, in order to analyse
accuracy independently of the deployment strategy. We have then
repeated the experiments under different deployment strategies and
while varying the number of brokers in use.
Overhead - we have measured the run-time overhead of each matching strategy when considering a single (centralised) broker. Moreover, we have measured the communication overhead entailed by
the various deployment strategies in terms of number of messages
exchanged.
Evaluation has been conducted by means of simulation. For this
purpose, we needed a weighted social network, where each weight

a) Stationary Overlay

b) Mobile Overlay

c) Mobile Independent Brokers

Figure 6: PSC Middleware Deployments

represented the strength of a social tie, in order to analyse the utility
produced by the various matching strategies. Moreover, we needed
information about the mobility of users in a real pervasive setting,
in order to realistically simulate the task publication, dissemination
and notification functionalities of our middleware, as well as assess
the impact of different deployment strategies on both accuracy and
overhead. As a single dataset containing both information does not
exist, we have used separate datasets:
Mobility Traces - in order to simulate a real pervasive social computing environment, we have used the MIT Reality Mining dataset
as our reference scenario. This dataset logs the co-location, as detected by Bluetooth-enabled Nokia 6600 phones, of roughly one
hundred users (MIT staff and students) over a period of nine months.
To make the dataset more manageable, we have extracted three
weeks of colocation data. To cross-check our results, we have also
repeated our experiments using Cambridge Mobility Traces, which
record Bluetooth sightings by groups of users carrying small devices (iMotes) for two months in various locations around the city
of Cambridge (UK).
Social Networks - in order to measure the utility of a match, we
have used the Advogato dataset as our reference social network.
Advogato is a community discussion board for free software developers; developers can rate each other using four discrete values:
observer (0), apprentice (1), journeyer (2), and master (3). From
this dataset, we have crawled a subset of 100 users and their social
relationships, using a depth-first visit starting at a random node. In
order to study the effect of the social network on the distribution
of the utility, we have also performed experiments when using social networks with different degrees of sparseness. In particular, we
have used a subset of 100 users from the MovieLens community of
movie raters, where the strength of a tie is implicitly computed as
the cosine similarity between the rating profiles of any pair of users.
Also, we have crawled a subset of 100 users from the Last.fm social
music website; social ties are explicitly declared by users via friend
lists. Last.fm was the sparsest social network (with only 7% coverage8 ), followed by Advogato (17%), and by MovieLens (100%).
We have then mapped users in the social networks to users in the
mobility traces in a random way. Each simulation has followed this
pattern: first, some nodes (the precise number is a parameter in the
simulation) are elected to act as brokers based on their popularity
(i.e., the nodes that meet the highest number of different users in a

specific period of time - learning phase). Each time a node meets a
broker, it generates a task and publishes it to the broker; the TTL of
the generated tasks follows a uniform distribution, where the mean
value and standard deviation are parameters of the simulation. Brokers implement the various matching algorithms; a request expires
if it has not been matched within the TTL. Otherwise, a notification
is sent back to the user once in reach of the broker who has knowledge of the match. All simulations have been implemented in Java
5.0 and performed on a MacBook laptop with Mac OS X operating
system, 2Ghz Intel Core 2 Duo processor and 2 GB of memory.

8
100% coverage represents a complete graph, i.e., every node is
connected to every other node in the graph

The same results are confirmed when looking at the distribution
of utility across users. We have fixed the TTL to 24 hours; as Fig-

6.2

Evaluation of the Matching Strategies

We first report an analysis of the matching strategies, independently of the semi-distributed deployment used in practice. To do
so, a single (centralised) broker has been considered. Figure 7 illustrates the overall utility across all strategies, while increasing
the average TTL from one hour (with a standard deviation of half
an hour) to two days (with a standard deviation of twelve hours).
Our reference datasets (MIT and Advogato) have been used. As
expected, FIFO achieves the lowest overall utility, as it does not
use information from the social network. NearlyOverall and Local
display significant improvements over FIFO, with NearlyOverall
gaining further as it attempts to approximate the optimal solution.
While the differences are less marked for very short TTL, they become more visible and remain consistent for larger ones.
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Figure 7: Overall Utility for each Matching Strategy

ure 8 shows, 90% of tasks receive zero utility from the FIFO strategy, against 75% when using LocalSatisfation, and 60% when using NearlyOverall. It is worth observing that the still high number
of zero-utility matches is due to the sparsity of the social network.
We will investigate the impact of sparsity on utility in Figure 14.
Distribution of the Satisfaction wrt the Matching Algorithm,
MIT, 1 Broker, TT L 24h

distribution of utility, when using 10 brokers on the MIT mobility traces, while varying the deployment strategy. As expected, the
utility is highest when using stationary brokers: tasks are shared
across all brokers, so that the matching algorithm has a larger pool
of tasks within which to find a valuable match. The utility received
when using a mobile overlay is lower, but still neatly better than
when using independent brokers. Using an overlay, be that station-
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Figure 8: Distribution of Satisfaction wrt to Matching Strategy

In order to assess the computational overhead of the various
matching algorithms, we have performed an experiment where we
have measured the execution time of the algorithms, while varying
the length of the task queue from 10 to 100. Results are depicted
in Figure 9, where each number results from an average of 1000
executions. FIFO and LocalSatisfaction have an almost constant
running time, as the size of the queue is small enough to have a
negligible impact. However, the running time for NearlyOverall
grows exponentially with the number of tasks.
Execution Overhead wrt the Size of the Request Queue

Independent

Mobile

Stationary

Figure 10: Effect of the Deployment Strategy on the Distribution of Satisfaction
ary or mobile, entails an overhead. Figure 11 displays the number
of messages exchanged, while varying the number of brokers (the
Independent strategy is not considered, as that entails no communication overhead at all). As expected, maintaining a synchronised,
stationary overlay is very costly and such cost increases exponentially with the number of brokers. On the contrary, maintaining a
loosely connected mobile overlay entails very little cost, almost irrespective of the number of brokers used. We have then focused on
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Discussion
NearlyOverall is clearly the strategy that delivers the highest satisfaction to the users; for applications where the social network
has high importance (e.g., playing tennis), and there are enough
resources available on the brokers, these strategies should be preferred. If resources are limited, LocalSatisfaction provides good
enough utility, thus becoming a valuable choice. Finally, for applications where the social network has a smaller value and for tasks
with a very short TTL, the FIFO strategy is worth considering.

6.3

Evaluation of the Deployment Strategies

We now fix NearlyOverall as our matching algorithm, and turn
our attention to evaluating the impact of the deployment strategy
in terms of both accuracy and overhead. Figure 10 illustrates the

Stationary

Mobile

Figure 11: Communication Overhead - Number of Messages
Exchanged
the mobile overlay, and studied the effect of the number of brokers
in use on the received satisfaction. For this experiment, we have
shortened the TTL to 6 hours (the longer the TTL, the greater the
chances that brokers will meet and exchange tasks, the smaller the
effect of the number of brokers). We have repeated the experiment
on both the MIT mobility traces (Figure 12) and on the Cambridge
mobility traces (Figure 13). The charts plot the percentage of the
tasks (y axis) that receive a satisfaction in a given range (x range).
As Figure 12 shows, three brokers deliver the best distribution of
satisfaction on the MIT traces (lowest number of zero-satisfaction
matches, and highest number of high satisfaction matches); as expected, having a single broker reduces the satisfaction because of
lack of choice, but so does a number of brokers higher than three.

This is due to the fact that, for these mobility traces and this TTL,
five or more brokers cause partitions that reduce the available pool
of tasks. In the case of Cambridge mobility traces (Figure 13), the
use of a single broker is better instead.
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Figure 12: Distribution of Satisfaction - Effect of the Number
of Brokers, MIT Mobility Traces

rithm and deployment strategy (to NearlyOverall and 1 Broker respectively), and studied the effect of different social networks on
the distribution of satisfaction. The results are plotted in Figure 14.
As expected, the sparser the social network the smaller the utility, as the number of randomly paired, zero-utility tasks increases.
The utility is high in the case of MovieLens, where the social network is implicitly extracted from taste similarity; for this reason,
the network is symmetric and dense (one common rating is enough
to have a non-zero edge). However, real social networks (i.e., Advogato and Last.fm), where edges represent user-declared social
preferences, are indeed sparse. It thus becomes important to be
able to propagate social preferences in a reliable way, i.e., in a way
that is closer to how users’ would propagate their social links; for
example, if A likes B and B likes C, what can we say about A liking
C? In [9], the authors propose a mechanism for trust propagation
across social ties, that is both robust (it propagates the strength of
ties with above 80% accuracy) and lightweight (suitable for pervasive settings). As shown in Figure 14, when propagating social ties
on the Advogato dataset using such mechanism (“Expanded Advogato” line), the distribution of satisfaction increases dramatically,
thus advocating for the integration of such propagation techniques
in PSC middleware.
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7.
Discussion
When a fixed infrastructure is available, with powerful machines
and high-bandwidth stable links (as could be the case in a university
campus), a stationary overlay represents the best choice in terms of
received satisfaction. However, in situations where there is no time
or it is not cost effective to put a fixed infrastructure in place (e.g.,
at a conference), a mobile loosely connected overlay is capable of
delivering high satisfaction for very little overhead. The number
of brokers then plays a crucial role: a single choice does not exist, as it strongly depends on the mobility patterns of the nodes in
relation to the TTL of the requests. For scenarios where people
tend to spend significant amounts of time within the same cluster, a
plausible choice would be one broker per cluster [8]. Moreover, we
have been experimenting with a single broker selection mechanism
based on node popularity; however, it is worth exploring the effect
of different selection criteria on satisfaction.

6.4

Effect of the Connectivity of the Social Network

As a final experiment, we have been fixing the matching algo-

RELATED WORK

The work presented in this paper brings together a large body
of research, spanning three main directions: middleware architectures, communication protocols, and social networks.
In terms or middleware architectures, one could think of building
PSC applications using Service-Oriented Architectures, and most
notably, Web Services, as they have been successfully used to discover, develop and deploy applications across heterogeneous networked software and hardware resources. In [6], a scalable Web
Service discovery protocol is presented, specifically developed for
MANETs; in [10], a middleware based on Web Services is proposed that enables the run-time composition of services, based on
the users’ specific situation. In [11], the dynamic composition of
Web Services is performed while reasoning about the mobility of
people (and thus of the services hosted by their devices). Recently,
Semantic Web technologies (in particular, ontologies) have been
combined with SOA to unambiguously and automatically interpret
Web Service’s descriptions in open pervasive computing environments, where agreement on a single common syntactic standard
for identifying service semantics cannot be assumed [4]. The large
body of work done in the area of Web Services constitutes an ideal
starting point to develop PSC middleware; in particular, we have

been using a semi-distributed mobile overlay similar to the one proposed in [6] to perform task dissemination, and efficient semantic
ontology reasoning techniques developed in [4]. While the relationship between services (in Service Oriented Computing) and tasks
(in Pervasive Social Computing) might be appealing at first, there
are fundamental differences that require novel solutions. In particular, in the SOA vision, services are persistent in nature: they are
published by service providers into service registries and persistently reside in the network in order to be invoked by many service
requesters. In PSC, a user task has a more volatile nature instead:
it resides in the network until it is matched or expires. Furthermore, while there is a clear distinction between service providers
and requesters in SOA, the two roles are indistinguishable in PSC.
Indeed, the provider of a user task is also a requester.
In terms of communication protocols, PSC could exploit publishsubscribe protocols, specifically developed for dynamic environments, to disseminate published tasks (i.e., events) to nodes who
have registered (i.e., subscribed) an interest in them. For example,
in [12] a protocol for content-based message dissemination is presented, that does not rely on any infrastructure, and that is capable
of rapidly adapting to frequent topological changes. More recently,
protocols have been proposed to disseminate events based on information about human mobility patterns and colocation. In [13], a
publish-subscribe overlay is dynamically built based on the detection of human communities; this is similar, in spirit, to our broker
selection technique, which is based on node centrality. In [14],
an overlay is dynamically maintained based on human community
structures inferred from historical colocation patterns. While task
distribution could be realised via publish-subscribe protocols and
architectures, matching would become difficult to realise, as various copies of the same task would be available in the network, with
the risk of repeated matches being performed. Moreover, subscriptions would be useful only for long-lived/repeated tasks, but would
become cumbersome for one-off events.
The matching algorithms that form the core of our PSC middleware make use of social network information to satisfy users’
requests. Social networks have been studied for decades, and have
recently been revamped thanks to the advent of Web 2.0 social networking services like FaceBook, Bebo, and the like. Unlike Web
2.0 websites, where the whole network is known and amenable to
analysis, in pervasive computing environments only a partial (personal) view of the network is available at any given time. Given the
sparsity of relationships in real social networks, novel techniques
have to be developed to extract useful information from what little is known. Promising approaches that PSC middleware should
leverage include, for example, propagation along multiple social
relationships [9] (i.e., “if A likes B and B likes C, what can we say
about A liking C?”) and across different activities [15] (i.e., “if A
likes B for doing activity X, what can we say about A liking B for
doing activity Y?”).

8.

CONCLUSION

In this paper we have presented our Pervasive Social Computing vision, and we have proposed a middleware to help realise such
vision. In particular, we have proposed a variety of social-based
matching algorithms, that reason about users’ social networks to
satisfy users’ requests, together with alternative architectural deployments, to effectively disseminate tasks in a pervasive environment. The various algorithms and deployment strategies have been
thoroughly evaluated, both in terms of accuracy and overhead, using a variety of real mobility traces and social network datasets. A
number of research perspectives are still to be investigated in PSC.
For example, semantic matching among heterogeneous semantic

sources (e.g., activities referring to Wordnet against others referring to Wikipedia) may yield to a more flexible reasoning on user
interests and tasks. Furthermore, the propagation of user social
preferences across different activities will have a valuable effect on
user task matching. Finally, techniques inspired by privacy-aware
service discovery can be employed to protect the privacy of user
sensitive tasks and preferences.
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