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to generalise on unseen data

What does that entail in practice?

1 Model the data science problem
E.g.: spam detection

I Can it be formalised as a binary classification problem?
I Shall I use logistic regression or a SVM?
I How should I represent emails?

2 Learn the model parameters from examples
Estimate the weight vector of the logistic regression model:

I Shall I use iterative least squares?
I Shall I use stochastic gradient descent?
I Shall I use adagrad?

3 Use the model to make predictions
Decide if this new email is spam or not?

I Shall I optimise for precision?
I Shall I optimise for recall?



The performance of machine learning models depends on
meta-parameters that need to be tuned with care...

Who are these meta-parameters?

Regularisation parameters

Parameters specifying hyperpriors

Model complexity

Optimisation parameters

Makov Chain Monte Carlo

Feature parameters

Model validation

Decision rule

These parameters are commonly known as hyperparameters or system parameters
and are tuned manually by human experts.
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Naive global optimisation

1 Define an objective or metric to optimise

2 Identify the knobs that impact this objective

3 Measure the quality of configurations

The last step requires to iterate over configurations:

Expert search

Grid search

Random search?

This is a painful process, prone to errors and possibly noisy:

Can we automate this procedure?

Can we do better?
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What’s the relation with Bayesian optimisation?

Bayesian optimisation is a global optimisation technique that adopts
a probabilistic approach:

Builds a probabilistic model of the (expensive) objective:
I Optimises a (cheap) proxy instead of the objective
I Models the uncertainty

Performs an efficient grid search by balancing
exploration against exploitation!
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Exploration-exploitation trade-off?

(Figure by Ryan Adams – modified)
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Deep learning

Breakthroughs in image recognition, speech recognition, search,
recommendations, self-driving cars, . . .

Largest networks have billions of parameters (Dean, at al., 2012)

Hyperparameters include number of layers, weight regularization, layer size,
which nonlinearity, mini-batch size, learning rate, stopping conditions.

Exhaustive search over “all” hyperparameters configuration is not practical:
I Careful tuning is critical for performance
I Training time at our disposal is finite
I Wasteful of expert time, energy, money, resources!
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How to represent text in NLP applications? (Yogatama & Smith, 2015)

Text categorisation: sentiment analysis, bill vote, review moderation, ...
Big (binary) logistic regression
“Classical” feature extraction
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Organise and browse large document collections

Capture underlying semantic structure (in an unsupervised way)

Extremely popular (Blei, et al., 2003, has >14k citations in Google Scholar)

Easily extended to discover trends, to account for the author, to model
multilingual documents, to relate to the social network, etc.
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Topic models

D
Nd K

α θd zi wi φk β

θd ∼ Dirichlet(α1K ), zi |θd ∼ Categorical(θd ),

φk ∼ Dirichlet(β1V ), wi |zi , {φk}Kk=1 ∼ Categorical(φzi ).

Inference via collapsed Gibbs sampling (Griffiths & Steyvers, 2004):

p(zi = k|w , z\i ) ∝
(α+ n

\i
·kd )(β + n

\i
vk·)

Vβ + n
\i
·k·

,

where nvkd is the number of times word v is assigned to topic k in document d .

Stochastic variational inference to speed up inference (Hoffman, et al., 2010)

Hyperparameters include prior parameters, number of topics, learning rate,
mini-batch size, removal of stop-words.
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Many other applications

Robotics & automatic control (Berkenkamp, et al., 2016)

Preference learning (Freno, et al., 2015)

DNA sequence classification (Miller, et al., 2012)

Design of aerodynamics structures (Forester, et al., 2008)

Calibrating parameters of climate models

...
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What is global optimisation?

Consider the objective f : Rd → R, which is
generally not concave.

Let X ⊆ Rd be the feasible set; d is
moderate (typically < 20).

Our goal is to solve a global “0th order” optimisation problem:

x∗ = arg max
x∈X

f (x).

The mapping f : x 7→ f (x) is unknown, possibly corrupted by noise.

We do not have access to the gradient of f .

The evaluation of f (x) is computationally expensive.
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Example: (binary) logistic regression

MNIST digits.

Sigmoid: σ(z) = 1
1+exp(−z) .

Logistic link: Pw (t = +1|x) = σ(y(x)).

Linear discriminant: y(x) = w>φ(x) + w0 .

Likelihood: t|x ,w ∼ Bernoulli (Pw (t = +1|x)).

Prior: w ∼ Gaussian(0, λI ).

MAP learning by stochastic gradient descent.

f : x = (#epochs,learning-rate,regularisation) 7→ f (x) = AUC
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Two straightforward approaches

Grid search

Exhaustive on a regular layout

Robust (on the grid) and deterministic

Complexity increase exponentially in d

Wasteful of resources, but easy to
parallelise

Random search (Bergstra & Bengio, 2012)

Exhaustive on a random layout

More efficient, but non-deterministic

New trials can be added on demand

Wasteful of resources, but easy to
parallelise

Can we do better?
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What is Bayesian global optimisation?

We cannot evaluate f directly.

We cannot compute the gradient of f .

Our goal is to solve
x∗ = arg max

x∈X
f (x).

We use Bayesian inference to learn a surrogate objective (or simulator):

y(x) = f (x) + ε, E(y(x)) = f (x).

We use the posterior to decide where to query the objective f :
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Bayesian experimental design

p(w |y)︸ ︷︷ ︸
posterior

=

likelihood︷ ︸︸ ︷
p(y |w)

prior︷ ︸︸ ︷
p(w)

p(y)︸︷︷︸
evidence

, p(y) =

∫
p(y ,w)dw .

Let f∗ be the latent value associated to the candidate x∗
and y∗ its value (when observed).

Bayesian experimental design applies Bayes’ rule sequentially:
I Select a candidate to evaluate according to its expected utility:

u(x∗;θ) =

∫
p(f∗|y)u(x∗, f∗;θ)df∗.

I Update the posterior:

p(f∗|y∗, y) =
p(y∗|f∗)p(f∗|y)

p(y∗|y)
.
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I Select a candidate to evaluate according to its expected utility:
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Sequential Bayesian optimisation algorithm

Set of candidates G ⊆ X – predefined regular or random grid

Set of evaluated candidates C = {}
While {budget > 0}

I xnext = M.getNext(C,G)
I ynext = f .evaluate(xnext) – the most expensive step
I C = C ∪ {(xnext, ynext)}
I Update budget – decrease

What is hidden in the function M.getNext(C,G)?

1 Update the posterior p(f (G)|C).

2 Select the most promising candidate:

xnext = arg max
x∈G\C

u(x ;θ).
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Bayesian optimisation

Set of candidates G ⊆ X
Set of evaluated candidates C = {}
While {budget 6 0}

I xnext = M.getNext(C,G)
I ynext = f .evaluate(xnext)
I C = C ∪ {(xnext, ynext)}
I Update budget

Two key questions:

1 How do we model the latent objective – surrogate ?

2 How do we identify interesting candidates – acquisition?



Historical overview of Bayesian optimisation

Closely related to optimal design of experiments, dating back to Kirstine
Smith (1918).

As Bayesian optimisation, studied first by Kushner (1964), then by Mockus
(1978), and more recently by Jones, et al. (1998).

Methodologically, it is closely related to several ML areas such as active
learning, contextual bandits, and Bayesian nonparametrics.

Interest exploded when it was realised that Bayesian optimisation provides a
tool for finding good ML hyperparameters:

I Workshops at NIPS (bayesopt.com) and ICML (www.automl.org)
I Open source software:

SMAC (http://www.cs.ubc.ca/labs/beta/Projects/SMAC/) – RF,
Hyperopt (http://jaberg.github.io/hyperopt/) – TPE,
Spearmint (https://github.com/JasperSnoek/spearmint) – GP,
Bayesopt (http://rmcantin.bitbucket.org/) – GP,
Scikitlearn – ?

I Challenges and benchmarks (HPOLIb: www.automl.org/hpolib.html)!

Picked-up by industry (e.g., Twitter, Amazon)

bayesopt.com
www.automl.org
http://www.cs.ubc.ca/labs/beta/Projects/SMAC/
http://jaberg.github.io/hyperopt/
https://github.com/JasperSnoek/spearmint
http://rmcantin.bitbucket.org/
www.automl.org/hpolib.html
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Other (derivative-free) global optimisation methods

Pattern search, such as the Simplex search (Nelder & Mead, 1965)

Stochastic search, such as the Simultaneous Perturbation method (Spall,
1992)

Lipschitzian optimisation (Jones, et al., 1993)

Simulated annealing (Kirkpatrick, et al., 1983), quantum annealing (Finilla,
et al., 1994), tabu search (Glover, 1986)

Evolutionary algorithms, including genetic and swarm algorithms

Response surface methods (design of experiments)



Reference material

Review paper by Shahriari, et al. (2016): Taking the Human Out of the Loop: A
Review of Bayesian Optimization. Proceedings of the IEEE 104(1):148–175.

Slides by Ryan Adams (2014): A Tutorial on Bayesian Optimization for Machine
Learning. CIFAR NCAP Summer School.

Slides by Peter Frazier (2010): Tutorial: Bayesian Methods for Global and
Simulation Optimization. INFORMS Annual Meeting.
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Multivariate Gaussian distribution

Let X be a D-dimensional Gaussian random vector. Its density is given by

Gaussian (x ;µ,Σ) = (2π)−D/2|Σ|−1/2 exp

{
−1

2
(x − µ)>Σ−1(x − µ)

}
,

where µ ∈ RD×1 is the mean and Σ ∈ RD×D is the covariance matrix.

The Gaussian Distribution

The Gaussian distribution is given by

p(x|µ Σ) = N(µ Σ) = (2π)!D/2|Σ|!1/2 exp
!

! 1
2 (x ! µ)!Σ!1(x ! µ)

"

where µ is the mean vector and Σ the covariance matrix.

Rasmussen (MPI for Biological Cybernetics) Advances in Gaussian Processes December 4th, 2006 8 / 55

Iso-density contours of a 2-dimensional Gaussian.



Gaussian identities

Let X and Y be jointly Gaussian:

p(x , y) = Gaussian

([
µx
µy

]
,

[
Σxx Σxy
Σ>xy Σyy

])
.

The marginal p(x) is Gaussian with mean µx and covariance Σxx .

The conditional p(x |y) is Gaussian with mean and covariance given by

µx|y = µx + ΣxyΣ−1
yy (y − µy ),

Σx|y = Σxx −ΣxyΣ−1
yy Σ>xy .

Conditionals and Marginals of a Gaussian

 

 

joint Gaussian

conditional

 

 

joint Gaussian

marginal

Both the conditionals and the marginals of a joint Gaussian are again Gaussian.
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Gaussian identities (continued)

Consider the following two Gaussian distributions:

p(x) = Gaussian (µx ,Σxx) ,

p(y |x) = Gaussian (Ax + b,Λ) .

The marginal p(y) is Gaussian with mean and covariance given by

µy = Aµx + b,

Σyy = Λ+AΣxxA>.

The posterior p(x |y) is Gaussian with mean and covariance equal to

µx|y = Σx|y

(
Σ−1

xx µx + A>Λ−1(y − b)
)
,

Σx|y = (Σ−1
xx + A>Λ−1A)−1.
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Gaussian process

A multivariate Gaussian distribution:

f ≡ (f1, . . . , fD)> ∼ Gaussian (m,K ) .

I Probability density over D random variables based on correlations.
I Characterised by a mean vector m and a covariance matrix K .

A Gaussian process generalises the a multivariate Gaussian to infinitely many
variables:

f (·) ∼ GP (m(·), k(·, ·)) .

I It defines a probability measure over random functions.
I The joint density of any finite subset is a consistent Gaussian density.
I Characterised by a mean function m(x) and a covariance function k(x , x ′).
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Gaussian processes for regression

The covariance function k(·, ·) defines the prior process:

f (x) ∼ GP (0, k(x , ·)) .

We assume a finite number of observations and iid Gaussian noise:

y |f ∼ Gaussian
(
f , σ2IN

)
,

where f ≡ (f (x1), . . . , f (xN))> are the latent function values.

The posterior process is again a Gaussian process:

f (x)|y∼ GP (µ(x),Σ(x , ·)),

where

µ(x) = k>N (x)(KN + σ2IN)−1y ,

Σ(x , x ′) = k(x , x ′)− k>N (x)(KN + σ2IN)−1kN(x ′).
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Any latent function value f (x) is jointly Gaussian with the finite subset f :

p(f , f (x)) = Gaussian

(
0,

[
K K(x)

K>(x) k(x , x)

])
,

where K(x) ≡ (k(x , x1), . . . , k(x , xN))>:

The mean and variance of the conditional Gaussian process p(f (x)|f ) are given by

m(x) = k>(x)K−1y ,

S(x , ·) = k(x , x ′)− k>(x)K−1k(·).

We have the p(f ) = Gaussian (0,K) and the p(y |f ) = Gaussian
(
f , σ2IN

)
, such

that

p(f |y) = Gaussian
(
σ−2Λy ,Λ

)
, Λ = (K−1 + σ−2IN)−1.

Hence, the marginal posterior p(f (x)|y) =
∫
p(f (x)|f )p(f |y)dy is a Gaussian process

with mean and covariance functions given by

µ(x) = k>(x)(K + σ2IN)−1y ,

Σ(x , ·) = k(x , ·)− k>(x)(K + σ2IN)−1k(·),

where the Woodbury identity was invoked.



Example
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(a) Prior.
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(b) Posterior.

Three random functions generated from (a) the prior GP and (b) the posterior GP. An

observation is indicated by a +, the mean function by a dashed line and the 3 standard deviation

error bars by the shaded regions. We used a squared exponential covariance function.



Which covariance function to pick?

Matérn covariance function:

k(x , x ′) =
21−ν

Γ(ν)

(√
2ν |x − x ′|

`

)ν
Kν

(√
2ν |x − x ′|

`

)
,

where ` > 0 is the length scale and Kν(·) is the modified Bessel function of the
second kind.

The order ν > 0 defines the roughness of the random functions as they are
bν − 1c times differentiable:

We have the Laplacian (or Ornstein-Uhlenbeck1) kernel for ν = 1
2 .

For ν = p + 1
2 with p ∈ N, the covariance function takes the form of a

product of an exponential and a polynomial of order p.

The squared exponential kernel for ν →∞.

1The Ornstein-Uhlenbeck (OU) process is a mathematical description of the velocity of a
particle undergoing Brownian motion.
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Example revisited
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(f) Posterior ν →∞.

Three random functions generated from (a) the prior GP and (b) the posterior GP with the

Matérn kernel (` = 0.25). The observations are indicated by +, the means by a dashed lines and

the 3 standard deviation error bars by the shaded regions.



Bayesian optimisation with Gaussian Processes

Set of candidates G ⊆ X
Set of evaluated candidates C = {}
While {budget 6 0}

I xnext = M.getNext(C,G)
I ynext = f .evaluate(xnext)
I C = C ∪ {(xnext, ynext)}
I Update budget

We model the latent objective f by a Gaussian process (Jones, et al., 1998;
Snoek, et al., 2012):

y(x)|f (x) ∼ Gaussian
(
f (x), σ2

)
,

f (x) ∼ GP (0, k(x , ·)) ,

f (G)|y ∼ Gaussian (µ(G),Σ(G,G)).
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Bayesian optimisation with Gaussian Processes

Set of candidates G ⊆ X
Set of evaluated candidates C = {}
While {budget 6 0}

I xnext = M.getNext(C,G)
I ynext = f .evaluate(xnext)
I C = C ∪ {(xnext, ynext)}
I Update budget

What is hidden in the function M.getNext(C,G)?

1 Update the posterior p(f (G)|C):

µ(x) = kC(x)>(KC + σ2I )−1yC ,

Σ(x , x) = k(x , x)− kC(x)>(KC + σ2I )−1kC(x).

2 Select the most promising candidate: xnext = arg max
x∈G\C

u(x ;θ).
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Random forests for regression

Ensemble method – tree bagging

Weak learners are regression trees

Random subsamples of the data

Random feature subset selection

Algorithm

1 Draw B bootstrap samples.

2 Grow B unpruned regression trees, where the best split at each node is
chosen based on F randomly chosen features.

3 Predict by averaging the B trees:

y(x) =
1

B

B∑
b=1

yb(x).

where yb(x) is a regression tree learnt on bootstrap sample b.
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Bayesian optimisation with random forests

Set of candidates G ⊆ X
Set of evaluated candidates C = {}
While {budget 6 0}

I xnext = M.getNext(C,G)
I ynext = f .evaluate(xnext)
I C = C ∪ {(xnext, ynext)}
I Update budget

We model the surrogate y by a random forest (Hutter, et al., 2011):

y(x) = RF,

y(G)|y ∼ Gaussian (µ(G),Σ(G)).
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I Update budget

What is hidden in the function M.getNext(C,G)?

1 Update the RF and the “predictive” p(y(G)|C):

µ(x) ≈ 1

B

∑
i

yi (x),

Σ(x) ≈ 1

B−1

∑
i

(yi (x)− µ(x))2.

2 Select the most promising candidate: xnext = arg max
x∈G\C

u(x ;θ).
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Linear models for regression

The model f (x ; w) is linear in the parameters w and is expressed as a weighted
sum of nonlinear basis functions {φm(·)}Mm=1:

f (x ; w) =
M∑

m=1

wmφm(x) + w0 = w>φ(x).

Examples?

Least squares regression

Partial least squares

Regularization networks

Support vector machines

Radial basis function networks

Splines

...
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Bayesian linear models for regression

We assume noisy iid observations drawn from a (univariate) Gaussian:

(y1, . . . , yN)|w ∼
N∏

n=1

Gaussian
(
w>φ(xn), σ2

)
= Gaussian

(
Φw , σ2IN

)
.

We impose an isotropic Gaussian prior on the weight vector:

w ∼ Gaussian (0, αID) .

The posterior of w is Gaussian with mean and covariance given by

m = σ−2S−1Φ>y ,

S = (σ−2Φ>Φ + α−1ID)−1.

The predictive distribution is analytically tractable:

p(y∗|y) = Gaussian
(
m>φ(x∗), σ2 + φ>(x∗)S−1φ(x∗)

)
.
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Adaptive basis regression with Bayesian linear regression

How shall we learn the nonlinear basis functions?

Learn f by a deep neural network!

Augment the last layer by Bayesian linear regression

Marginalise out the output weights to produce uncertainty estimates

(Figure by Snoek, et al., 2015)
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Bayesian optimisation with neural networks

Set of candidates G ⊆ X
Set of evaluated candidates C = {}
While {budget 6 0}

I xnext = M.getNext(C,G)
I ynext = f .evaluate(xnext)
I C = C ∪ {(xnext, ynext)}
I Update budget

We model the latent objective f by a neural network (Snoek, et al., 2015):

y(x)|f (x) ∼ Gaussian
(
f (x), σ2

)
,

f (x) = w>φ(x),

y(G)|y ∼ Gaussian (µ(G),Σ(G)).
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I Update budget

What is hidden in the function M.getNext(C,G)?

1 Update the network and the predictive p(y(G)|C):

µ(x) = m>φ(x),

Σ(x) = σ2 + φ>(x)S−1φ(x).

2 Select the most promising candidate: xnext = arg max
x∈G\C

u(x ;θ).
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What are acquisition functions for?

Decide which are most promising regions in X\C
Makes the exploration-exploitation tradeoff

Get as quickly as possible to “the” optimum (unlike experimental design)

Let C = {xc , yc} denote a set of observed parameter-value pairs. The acquisition
function is defined as follows:

A : x 7→ A(x |C;θ) = E (u(y , x ;θ)|C) .

A relies on the surrogate of f and the candidate set X
Rank candidates according to A and pick the best one:

x∗ = arg max
x∈X

A(x ;θ),
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Examples of acquisition functions

Let y∗ = maxc∈C yc and assume y(x) ∼ Gaussian (µ(x),Σ(x)):

Probability of improvement:

A(x |C) = P(y(x) > y∗) = GaussianCDF (ν(x); 0, 1) ,

where ν(x) = µ(x)−y∗√
Σ(x)

.

Expected improvement (Jones, 1998):

A(x |C) = E (max{0, y(x)− y∗})
= (µ(x)− y∗)GaussianCDF (ν(x); 0, 1)

+
√

Σ(x)Gaussian (ν(x); 0, 1) .

Upper confidence bound (Srinivas, et al., 2010):

A(x |C) = µ(x) + β
√

Σ(x) (β > 0).

Predictive entropy search (Hernández-Labato, et al., 2014), . . .
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Thompson sampling (Thompson, 1933)

Randomised acquisition function:

A(x |C) = y(x),

where y(x) ∼ P(y(x)|y) = Gaussian (µ(x),Σ(x)).

One need to be able to perform posterior sampling:

E.g.: Sampling from GP:

y ∼ p(yn|y\n) = Gaussian
(
m̃n, σ̃

2
n

)
,

where y\n = (yn−1, . . . , y1)>.

Repeat for xn ∈ X\C:

I Draw a sample zn from Gaussian (0, 1).
I Compute the function value associated to xn as yn = σ̃nzn + m̃n.
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I Compute the function value associated to xn as yn = σ̃nzn + m̃n.
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The function values yn and y\n are jointly Gaussian:

p(yn, y\n) = Gaussian

([
m(xn)
m\n

]
,

[
k(xn, xn) K n

K>n K\n

])
= Gaussian (m,K ) .

The conditional p(yn|y\n) is Gaussian with the conditional mean and the
conditional variance respectively given by

m̃n = m(xn) + K nK−1
\n (y\n −m\n),

σ̃2
n = k(xn, xn)−K nK−1

\n K>n .
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How to encode the system parameters?

Types of parameters:

Continuous: specified by [l , u]

Integral: specified by counts in [l , u]

Categorical: specified by categories {c1, . . . , cK}

Parameter encoding:

Hypercube: each non-categorical parameter mapped to [0, 1]

One-hot encoding: each categorical parameter mapped to vector {0, 1}K

Example: logistic regression

# epochs in {1, . . . , 50}: linearly rescaled to [0, 1]

Learning-rate in [0, 100]: linearly rescaled to [0, 1]

Regularisation in {`1, `2, `∞}: one-hot encoding in {0, 1}3

Resulting # of parameters: d = 1 + 1 + 3 = 5
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Densely populating the hypercube by Sobol sequences

How to generate the candidate set G?

Populate hypercube [0, 1]D as densely as possible, as well as it’s lower
dimensional faces.

Quasi random sequence generator, such that
limn→∞

1
n

∑n
i=1 f (x)i) =

∫
[0,1]D

f as quickly as possible.
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Automatic relevance determination (ARD)

Can we identify the system parameters that matter?

k(x , x ′) =
21−ν

Γ(ν)

(
√

2ν
∑
d

|xd − x ′d |
`d

)ν
Kν

√2ν
∑
j

|xd − x ′d |
`d

 .

The length scale `d measures the distance for being uncorrelated along xd .

The length scales can be optimised by empirical Bayes.
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Input warping

How to search for the optimal learning rate?

“Go for the log-spaced grid-search!”

Performance is highly dependent on parameter transformations!

Automatic input warping (Snoek, et al., 2014):

ω : x 7→ ω(x) = BetaCDF(x ;α, β).

Many alternatives (e.g., Kumaraswamy distribution: ω(x) = 1− (1− xα)β).
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Discover products by recommending the right product, to
the right customer, in the right place, at the right time

20M+ products fulfilled by Amazon alone!

1k+ features (i.e., 1M+ dimensions)

Feedback is only obtained for displayed products – selection bias

Products are different/similar in different ways

Products have different lifetimes

Dependency on appearance, location and context

Recommendations require low-latency at prediction (< 40ms)



Discover products by recommending the right product, to
the right customer, in the right place, at the right time

20M+ products fulfilled by Amazon alone!

1k+ features (i.e., 1M+ dimensions)

Feedback is only obtained for displayed products – selection bias

Products are different/similar in different ways

Products have different lifetimes

Dependency on appearance, location and context

Recommendations require low-latency at prediction (< 40ms)



Learning to rank

Listwise ranking – observations are entire lists

Scoring function – to produce initial ranking

Pairwise loss to capture relative scores

Delta function to measure rank importance (e.g., NDCG):

E.g.: DCG(r , l) =
∑m

i=1
2li−1

log2 ri+1
.
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Learning to rank results (Freno, et al., 2015)

Small memory footprint, single pass

Extremely sparse solution (no more than a dozen parameters active)



Learning to rank results (Freno, et al., 2015)

Amazon product recommendation data: N is several orders of magnitude
larger than LETOR benchmarks2 and D ≈ 106.

Hyperparameters: learning rate, regularisation parameters, pruning rate

FOBOS (Forward-backward splitting; Duchi and Singer, 2011)

RDA (Regularized dual averaging; Xiao, 2010)

PSGD (Pruned SGD)

2http://research.microsoft.com/en-us/um/beijing/projects/letor/default.aspx

http://research.microsoft. com/en-us/um/beijing/projects/letor/default.aspx
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Online display advertising

Ad allocation problem has been studied extensively

What about optimising the campaign setup process itself?

Tune parameters to meet business goals

Performance depends on intuition/
experience of campaign manager

No clearly defined objective

Measurements are expensive (and delayed)

Not scalable!
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Ad campaign optimisation

Performance metric:
I Return on ad spend
I On-schedule indicator – delivery

Campaign parameters:
I Base bid under cost-per-mille
I Frequency cap

Currently in A/B test. . .
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What about the hyper-hyperparameters?

(Banksy, London)

Surrogate parameters, acquisition function, warping parameters, etc.

Marginal likelihood, MCMC (e.g., slice sampling (Neal, 2003)), quadrature?
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How to account for (stochastic) constraints?



Transfer learning?
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How to evaluating many candidates at the same time?

(Principled) Bayesian optimisation is inherently sequential.

Fantisise outcomes (Snoek, et al., 2012).
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Can we stop experiments prematurely?

Humans abort unpromising experiments.

Freeze-Thaw Bayesian optimisation (Domhan, et al., 2015).
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How to handle conditional parameters?



Conclusion

Bayesian optimisation automates
machine learning:

Model tuning

Training algorithms

Pipeline tuning

Complex systems

There are still many interesting open questions (and things to prove)!
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