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Size Control via Size Fair Genetic Operators
in the PushGP Genetic Programming System

Raphael Crawford-Marks
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Abstract

The growth of program size during evolu-
tion (code \bloat") is a well-documented
and well-studied problem in genetic program-
ming. This paper examines the use of \size
fair" genetic operators to combat code bloat
in the PushGP genetic programming system.
Size fair operators are compared to naive op-
erators and to operators that use \node se-
lection" as described by Koza. The e ects of
the operator choices are assessed in runs on
symbolic regression, parity and multiplexor
problems (2,700 runs in total). The results
show that the size fair operators control bloat
well while producing unusually parsimonious
solutions. The computational e ort required
to nd a solution using size fair operators is
about equal to, or slightly better than, the
e ort required using the comparison opera-
tors.

1 INTRODUCTION

Code bloat in genetic programming has been docu-
mented since the eld came into existence a decade
ago. In the past few years bloat has been studied
extensively, with researchers examining the causes of
bloat as well as testing new operators designed to
limit code bloat (D'haeseleer, 1994; Angeline, 1994;
Langdon and Poli, 1997; Poli and Langdon, 1997;
Banzhaf, et al., 1998; Soule and Foster, 1998; Lang-
don, et al.,, 1999; Francone, et al., 1999; Langdon,
1999; Luke, 2000). Recently, \size fair" operators
have been shown to limit bloat signi cantly without
decreasing the problem-solving ability of the genetic
programming system (Langdon, et al., 1999; Langdon,
1999).
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This paper extends Langdon's work by testing size fair
operators in a genetic programming system that uses
unusual representations for programs. The PushGP
system is conventional in most respects but it ma-
nipulates and produces Push programs rather than
the Lisp-like program trees used in more conventional
genetic programming systems (for example (Koza,
1992)). Push programs, like Lisp programs, are vari-
ably sized strings of symbols and balanced (possibly
nested) sets of parentheses. On the other hand, Push
programs are interpreted quite dierently from Lisp
programs; Push program interpretation is more simi-
lar to the interpretation of stack-based languages like
Forth or Postscript. The applicability of Langdon's
work to PushGP is therefore an interesting test of the
generality of his ndings.

A detailed description of the Push programming lan-
guage is beyond the scope of this paper; see (Spector
and Robinson, 2002) for a full introduction and lan-
guage reference, or (Spector, 2001; Robinson, 2001)
for brief introductions. The essential feature of the
Push language for the present study is just that the
programs are syntactically similar to, yet semantically
quite di erent from, the Lisp-like programs used in tra-
ditional genetic programming systems. Push's unique
structure supports many enhancements to genetic pro-
gramming systems (for example, e cient and fully au-
tomatic evolution of modular programs) but none of
these are relevant to the present study; see (Spector
and Robinson, 2002) for details.

In Langdon's prior work he tested a 50%-150% fair
mutation operator in stochastic problem solving sys-
tems (e.g., hill climbing and simulated annealing sys-
tems) but not speci cally in genetic programming sys-
tems. In this study we apply a variant of this op-
erator in PushGP and demonstrate its utility for ge-
netic programming. We also describe a new size fair
crossover operator and describe the performance of the
size fair operators in all possible combinations with



naive operators and operators that use node selection search techniques (Langdon, 1998). There are many
(a technique based on Koza's 90%-10% tree/leaf selec- studies on the origins of bloat. Some ndings suggest

tion method (Koza, 1992)). that because there are more large programs than small
ones in a search space, tness-based selection on av-
2 Bloat in PushGP erage nds larger programs with better tness than

smaller or equal-sized programs (Langdon and Poli,
1997). Others suggest that bloat occurs as an evolu-
tionary defense mechanism against destructive opera-
tors. Traditional crossover and mutation can often be
fatal when applied to a small, t program as they ran-
domly rip out a chunk of the t program and replace

it with a di erent random chunk of program. Thus,
programs evolve \introns" (segments of neutral code)
as a means to preserve tness when subjected to de-
structive evolutionary operators (Nordin and Banzhaf,
1995). Similar to defense theory, (Soule and Foster,
1998) suggest that individuals are penalized when a
large chunk of code is removed, but not so when a
large chunk is inserted, thus driving up the size of the
program. This is called \removal bias". More recently,
(Luke, 2000) suggested that introns are not the cause
of code growth, but rather a symptom, and that a bias
towards deeper crossover points drives code growth.

Nested parentheses in the Push syntax make it pos-
sible to model a Push program as a tree, and ther-
fore to apply standard, tree-based genetic operators in
PushGP. The original version of PushGP used what
we will call \naive" operators which were meant to
be as simple as possible while capturing the essential
ideas of traditional genetic programming operators.
The naive mutation operator selects a random \point"
of the program to replace, with each point having an
equal probability of being chosen. Each symbol and
each parenthesized expression in the program counts
as a point. The chosen point is then replaced with a
new randomly generated expression, which will have
a size uniformly selected from the range [In], where
n is a system parameter. The naive crossover oper-
ator selects random points in both parent programs
(again with all points having an equal probability of
being chosen) and returns a copy of one of the parents The underlying cause of bloat is still open to debate.
with the chosen point from its mate replacing its own  What is universally agreed upon, however, is that bloat
chosen point* occurs and often has detrimental e ects on the im-
provement in tness in genetic programming runs. In
addition, it clearly slows down genetic programming
runs by consuming CPU cycles and large amounts of
memory.

Bloat is quite strong in PushGP when the naive opera-
tors are used, in large part because the naive mutation
operator generates random subtrees that are larger,
on average, than the subtrees they replace. In order
to keep program lengths manageable, PushGP imple-
ments a size ceiling. Any program exceeding the size 4 New Operators

ceiling is discarded, and a clone of one of its parents is

used in its place; in the tables below we refer to this e studied four variations of the genetic operators

as a \size limit replication." Most runs with the naive (two variations of mutation, two of crossover), in ad-
crossover and mutation operators exhibit rapid code dition to the naive operators described above.

bloat, with program sizes climbing steadily toward the
size ceiling. It has been shown that when put to work

on simple symbolic regression problems, 20%-45% of ' ; ,
the children were over the size limit at Generation 50 node 10% of the time for either mutation or crossover.

and thus discarded in favor of a clone of the parent Node selection was implemented both for mutation

(Robinson, 2001). (Robinson, 2001) also discovered &nd crossover in PushGP.
that the naive crossover and mutation operators were \Sjze Fair" crossover and mutation operators are op-

more likely to select leaf nodes than internal nodes, erators that on average produce children of the same

Node Selection, a method described in (Koza, 1992),
chooses an internal node 90% of the time and a leaf

resulting in little variation in the internal structure of size as their parents_ The size fair mutation operator

programs across the population. we use is identical to the 50%-150% operator described
in (Langdon, 1998; Langdon, et al. 1999), except that

3  What Causes Bloat? it produces mutations of length* 5 instead of* 5,

where ~ is the number of points in the subtree to be

Code bloat is not a phenomenon particu|ar to GP. It mutated.2 The size distribution of the replacement

has been shown to occur in several non-GP stochastic —— .~ - o . .
- T The fraction ; was chosen arbitrarily, prior to reading

The random code generator is described in (Spector  Langdon's work. We assume the speci ¢ fraction has little
and Robinson, 2002). e ect on performance.



subtrees (and thus the resulting children) is uniform.

Our new crossover operator, Fair Crossover, diers
from the size fair crossover operator described in
(Langdon, 1999). Langdon's operator selects the rst
crossover point at random from Parent 1. The size
(*) of the subtree at the rst crossover point is cal-
culated, and the lengths of all subtrees in Parent 2
are also calculated. All subtrees from Parent 2 whose
size is larger than 1+2 are excluded. This limits the
amount by which the child can increase in size to 1+
larger than its parent. For the remaining subtrees, the
number that are smaller, the same size and larger than
* are each counted, along with the mean size di erence
for the larger and smaller subtrees. A roulette wheel
is used to select the size of the subtree to be crossed
over. The selection method is biased using calculated
mean size di erences such that on average there is no
change in program size after crossover is performed.

With our new Fair Crossover operator, the rst
crossover point is selected at random from Parent 1,
and the length of the subtree at that point is mea-
sured. Then a randomly selected subtree from Parent
2 is measured. If its length is within the range” i
(where " is the length of the subtree from the rst
parent), the subtree from Parent 2 replaces the sub-
tree in Parent 1. If not, another subtree is randomly
selected from Parent 2, and the test is repeated. If
no subtrees are found within the range’ ﬁ after n
attempts, the subtree whose size was closest to ﬁ is
used in crossover. The size distribution of replacement
subtrees is dependent on the parents, and may not be
uniform.®

For the experiments described in this paper, Fair
Crossover would perform 20 retries before giving up
and using the subtree with the closest length. We will
call this a \punt". In the 300 runs on symbolic regres-
sion of a sextic polynomial that used Fair Crossover,
the operator punted just over 80% of the time. This
means that if 2250 crossovers were performed, the
operator only found replacement subtrees within the
length ° ﬁ about 450 times. However, since the sub-
tree whose size iclosestto ° ﬁ is used after 20 tries,
Fair Crossover still has an e ect close to that of a size
fair operator. In the same 300 runs, replacement sub-
trees found by Fair Crossover were on average only 0.8
points larger than the original subtree. Given the low
bloat observed when Fair Crossover is used, it appears
that while Fair Crossover may not be perfectly size
fair, it is quite close.

3Fair Crossover was used instead of Langdon's size fair
crossover operator because it was simpler to implement.

- push-base-type:
dup, pop, swap, rep, =, set, get, convert,
pull, pulldup, noop
- number: +, -, * [, > <
- integer: pull, pulldup, /
- boolean: not, and, or
- expression:
quote, car, cdr, cons, list, append, subst,
container, length, size, atom, null, nth,
nthcdr, member, position, contains, insert,
extract, instructions, replace-atoms,
discrepancy
- code: do, do*, if, map

Figure 1: Push function set used for the PushGP runs.

5 Results

All combinations of crossover and mutation operators
were used in sets of 100 independent genetic program-
ming runs on 3 di erent problems: Sextic Regression,
Even-5 Parity, and 6-Bit Multiplexor.

For all problems, the population size was 5000, the
program size ceiling 50 points, and the runs were lim-
ited to 50 generations. The size of mutant subtrees
added by the Naive Mutation operator was limited to
10 points. The operator rates were 45% crossover, 45%
mutation and 10% straight reproduction. The tourna-
ment size was 7. The function set is listed in Figure 1.
See (Spector and Robinson, 2002) additional informa-
tion on the Push functions.

Computational E ort was computed in the standard
way, as described by Koza on pages 99 through 103 of
(Koza, 1994). To summarize briey, one conducts a
large number of runs with the same parameters (ex-
cept random seeds) and begins by calculating® (M; i),
the cumulative probability of success by generationi
using a population of sizeM. For each generationi
this is simply the total number of runs that succeeded
on or before theith generation, divided by the total
number of runs conducted. FromP (M;i) one can cal-
culate | (M;i;z), the number of individuals that must
be processed to produce a solution by generatioinwith
probability greater than z. Following the convention
in the literature we use a value of z=99%. | (M;i;z)
can be calculated using the following formula:

log(1 2)

I(M;i;z)= M log(L P(M;i))

(i+1)

The more steeply the graph ofl (M;i; z) falls, and the
lower its minimum, the better the genetic program-
ming system is performing. Koza de nes the mini-
mum of 1 (M;i;z) as the \computational e ort" re-



Table 1: Results for symbolic regression ok®

2x* + x?, sorted by computational e ort.

Crossover | Mutation | Successful| Average Average Average Computational
Method Method Runs Solution | Size Limit Size Limit E ort
Size Replications | Replications
(Gen. 25) (Gen. 49)
Fair Node Sel| 93/100 31.29 363.00 715.71 450000
Fair Naive 85/100 32.66 965.76 1456.47 480000
Node Sel Fair 87/100 39.29 725.46 948.71 495000
Naive Node Sel| 88/100 37.10 941.20 1216.17 540000
Fair Fair 88/100 21.77 10.19 64.85 540000
Naive Fair 87/100 33.63 362.70 587.21 585000
Naive Naive 71/100 38.17 1519.24 1920.52 800000
Node Sel | Node Sel| 76/100 40.58 1328.78 1576.00 820000
Node Sel Naive 61/100 42.36 2024.82 2280.97 960000
Table 2: Results for Even-5 Parity, sorted by computational e ort.
Crossover | Mutation | Successful| Average Average Average Computational
Method Method Runs Solution | Size Limit Size Limit E ort
Size Replications | Replications
(Gen. 25) (Gen. 49)
Fair Naive 100/100 34.85 318.50 * 240000
Naive Naive 98/100 36.62 1201.22 850.00 250000
Fair Node Sel| 99/100 29.32 29.69 281.00 270000
Naive Node Sel| 99/100 36.06 413.65 386.00 280000
Node Sel Naive 100/100 41.58 1659.48 * 290000
Naive Fair 96/100 29.56 214.06 258.60 310000
Node Sel Fair 96/100 31.75 342.15 793.50 320000
Fair Fair 97/100 20.99 8.23 0.00 330000
Node Sel | Node Sel| 98/100 37.89 657.51 1016.00 350000

* All runs completed before 49th Generation

Table 3: Results for 6-Bit Multiplexor, sorted by computational e ort.

Crossover | Mutation | Successful| Average Average Average Computational
Method Method Runs Solution | Size Limit Size Limit E ort
Size Replications | Replications
(Gen. 25) (Gen. 49)
Fair Fair 30/100 19.80 0.46 28.56 1870000
Fair Node Sel| 36/100 27.58 7141 428.67 1885000
Naive Fair 32/100 27.53 127.00 410.82 2080000
Naive Node Sel| 26/100 30.96 389.41 749.47 2520000
Fair Naive 26/100 32.27 623.75 1388.20 2635000
Node Sel Naive 23/100 37.57 1375.40 1725.29 2835000
Node Sel Fair 26/100 27.96 325.13 673.92 3120000
Naive Naive 26/100 37.92 972.08 1519.34 3200000
Node Sel | Node Sel| 18/100 31.11 697.06 1014.76 4320000




quired to solve the problem. Computational e ort is
not a perfect measure (see, for example, (Luke and
Panait, 2002)) but we believe it is su cient for the
modest uses to which it is put here.
5.1 Symbolic Regression of x® 2x%+ x?

As shown in Table 1, the combination of Fair Crossover
and Node Selection Mutation yielded the most solu-
tions, least computational e ort and the second-most
parsimonious solution sizes. The combination of Fair
Mutation and Fair Crossover yielded the second most
solutions (tied with Naive Crossover and Node Selec-
tion mutation) and the most parsimonious ones as well
(by nearly 10 points), but scored in the middle of the
eld in terms of computational e ort. Notable also
is that the operators causing the greatest amount of
bloat (and thus the greatest number of replications due
to hitting the size ceiling) nished in the last three
spots in terms of solutions found and computational
e ort.

5.2 Even-5 Parity

Even-5 Parity is a fairly easy problem for PushGP
to solve, as shown by the high number of solutions
found. Interestingly, one of the least successful combi-
nations from the regression runs, Naive Crossover with
Naive Mutation, scored just behind Fair Crossover
with Naive Mutation in terms of computational e ort.
Again, Fair Crossover with Fair Mutation found the
most parsimonious solutions by nearly 10 points, and
kept replications down to almost nothing, but scored
next to last in terms of computational e ort.

5.3 6-Bit Multiplexor

When applied to the 6-bit Multiplexor problem dif-
ferent operators performed best. The pairing of size
fair mutation and crossover found the third most so-
lutions with the least computational e ort. The size
fair operators also found the most parsimonious solu-
tions, beating the next best pair of operators by al-
most 8 points. The rest of the top performers all had
performed well in previous runs. Performing particu-
larly poorly was the pairing of Node Selection muta-
tion and crossover, which found the fewest solutions
and required the most computational e ort.

6 Discussion

The e cacy of the size fair operators in controlling
bloat and in producing parsimonious solutions is clear
from the data. Certainly for the cases in which fair

mutation and fair crossover were used together the
improvements in these measures were dramatic. Ad-
ditionally, in many cases the use of just one size fair
operator, in conjunction with a non-size-fair operator,
seems to confer advantages.

It should come as no surprise that it is impossible to
declare one operator or combination of operators as
clearly being better than the rest with respect to the
computational e ort required to nd a solution. How-
ever, we do note that all of the runs with size fair
operators performed at least reasonably well; the use
of size fair operators does not appear to be detrimen-
tal with respect to this measure. We also note that
the better combinations often included one size fair
operator and one non-size-fair operator. One could
speculate that size fair operators, used by themselves,
slow the genetic programming system in its progress
to larger areas of the search space (where solutions are
more plentiful) thus increasing the time it takes to nd
solutions. If so then one might further speculate that
the judicious mixing of non-size-fair operators, which
can have more dramatic impacts on program size, with
size fair operators would be the best way to encourage
robust problem solving performance. More research
would be required to con rm or falsify these specula-
tions.

7 Conclusions

The size fair operators examined in this work appear
to control bloat well and to encourage the production
of parsimonious solutions without negative impacts on
the computational e ort required to nd a solution.
This is important because unchecked bloat limits the
applicability of genetic programming by requiring ex-
orbitant computational resources, and because naive
approaches to bloat control can change the system's
evolutionary dynamics in ways that make it harder to
nd solutions. Solution parsimony is also important
because it simplies the work of humans who must
interpret the output of genetic programming systems,
and because more parsimonious solutions may in some
cases also be more general.

This work was conducted using the PushGP system
which is similar to traditional genetic programming
systems in some ways but di erent from them in oth-
ers. The reported work extends Langdon's earlier
work, demonstrating that the idea of size fair opera-
tors has utility across a broader range of program rep-
resentations. The obvious next step is to repeat this
study, using Langdon's operators and the new size fair
crossover operator that we have developed, in a more
traditional genetic programming system. If they per-



form as well in such a follow-up study, controlling bloat
and producing parsimonious solutions without sacri c-
ing the problem-solving capacity of the system, then
we would recommend their wide-spread adoption.
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GENETIC PROGRAMMING

conditions above which plays an important part in our
system implementation.

Term rewriting [12, 15] can be considered an efficient
implementation of unidirectional equational deduction
by viewing equations as rewrite rules from left to right.
Given a Y-equation (VX )t = ¢/, consider: a term ¢o can
be rewritten into a term t; provided that ¢y contains a
subterm that is a substitution instance of the left side
t of the equation. Then ¢; is the result of replacing the
substitution instance of ¢ with the appropriate substi-
tution instance of ¢ in tg. Given this, every term can
be rewritten to a unique canonical form under mild
conditions on the set E of Y-equations, such as every
variable of a right side of an equation must also appear
in the left side. This forms the basis of the operational
semantics of the OBJ specification language [5, 6].

3 INDUCTIVE LOGIC
PROGRAMMING

Traditionally, inductive logic programming has con-
cerned itself with the induction of first-order logic
theories from facts and background knowledge. The
normal semantics for ILP is usually stated as follows
3, 20],

Definition 11 Given a set B of horn clause defini-
tions (background theory), a set P of ground facts to
be entailed (positive examples), a set N of ground facts
not to be entailed (negative examples), and a hypothe-
sis language L, then a construct H € L is an hypoth-
esis if

BUH [ p, for every p € P (Completeness),
BUH n, for everyn € N (Consistency).

Here, L is the set of all well-formed logical formu-
lae over a fixed vocabulary. Completeness states that
the conjunction of the background and the hypothesis
entail the positive facts. Consistency states that the
background and the hypothesis do not entail the neg-
ative facts or counter examples. Logical entailment is
derived by interpreting the clauses in the appropriate
Herbrand models [22].

Please note that this semantic definition does not say
anything about the quality of a particular hypothe-
sis. In fact, it is interesting to note that this seman-
tic definition admits a number of trivial solutions; for
instance, let H = P. Also consider the case where
B |= p for every p € P. Typically, the weighing of
one hypothesis over another is left to the operational
or search semantics of an ILP system. In practical
ILP systems trivial solutions like the ones above are
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typically immediately dismissed by the system on its
search for an “optimal” hypothesis, since these trivial
solutions tend not to pass a set of performance criteria
when compared to other more general hypotheses.

4 AN ALGEBRAIC SEMANTICS

The above semantics for ILP treats signatures implic-
itly. However, type information and signatures play
a central role in many-sorted equational logic. There-
fore, we recast the above semantics in an algebraic
setting based on signatures, equational theories, and
theory morphisms. We start by defining what we mean
by facts.

Definition 12 A theory (X, E) is called Y-facts if
each e € E is a ground equation.

This allows us to define our notion of induced theory.

Definition 13 Given a background theory B =
(X, EB), positive facts P = (¥p,Ep), and nega-
tive facts N = (Xn, En), then an induced theory
H = (X¥y,Fpy), is a theory with a pair of mappings

(;5]3 and ¢p
H
N
B P

such that

e ¢p: B — H is a theory morphism,
e ¢p: P — H is a theory morphism,

o and H W~ ¢n(e), for all e € En, and signature
morphism ¢n: XN — 2.

Our induced theory is not unlike the hypothesis in the
normal semantics. In fact, by making ¢p an inclu-
sion morphism we have the algebraic equivalent for-
mulation of the normal semantics for ILP. We like the
added generality our semantics supports and will ex-
plore this in future implementations. Currently, the
prototype interprets ¢p as the inclusion morphism.

Taking a closer look at ¢ g, from the definition we have
¢p: B — H is a theory morphism if H = ¢p(e), for
each e € Fp. This is equivalent of saying that in order
for this mapping to be valid the induced theory must
semantically entail the given background knowledge.
Of course this holds trivially if ¢ g is the inclusion mor-
phism.

A closer look at the theory morphism ¢ p that maps the
positive facts into the induced theory reveals a similar
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relationship. Again from the definition, ¢pp: P — H
is a theory morphism if H = ¢p(e), for each e € Ep.
This can be considered the algebraic formulation of
the completeness criteria of the normal ILP seman-
tics. Please note, by replacing the semantic entailment
with proof theoretic deduction which follows from the
soundness and completeness of equational logic we ob-
tain a computable relation. This is precisely what we
use in our system implementation below.

The last part of the definition above is the algebraic
formulation of the consistency statement: negative
facts should not be entailed by the induced theory.
Similar to the normal semantics our algebraic seman-
tics says nothing about the quality of the induced the-
ory. This is left to the search semantics of the system:;
in our case this is left to the genetic programming en-
gine.

So far we have treated models that satisfy H implicitly.
It is interesting to take a look at the models per se.

Proposition 14 Given an induced theory H, with the
background theory B, the positive facts P, and the neg-
ative facts N, then each model m that satisfies the
induced theory H and is consistent with the negative
facts N also satisfies the background theory B and the
positive facts P.

Proof: From the previous section we know that for
every theory morphism ¢ : T — T” and a model m’ |=
T’ there is a reduct ¢m’ such that ¢m’ = T. Let
us assume that there exists a model m that satisfies
the induced theory H and is consistent with N, i.e.,
m = H and m £ N. We then have two reducts along
the theory morphisms ¢p : B — H and ¢p : P — H,
namely ¢pm and ¢pm, respectively, where ppm = B
and ¢pm = P. Thus, consistent models that satisfy
the induced theory H have reducts along the theory
morphisms and behave as expected. O

5 SYSTEM IMPLEMENTATION

We have implemented our prototype system within the
OBJ3 algebraic specification system [5, 6]. OBJ3 im-
plements many-sorted equational logic* with algebras
as its denotational semantics and many-sorted term
rewriting as its operational semantics.

The following specification of a stack of elements can
be considered a prototypical OBJ3 specification.

4Actually, OBJ3 implements order-sorted equational
logic, which means that the sorts are related to each other
through a type lattice. In our current implementation we
do not support this type ordering.
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obj STACK is sorts Stack Element .

op empty : -> Stack .

op push : Stack Element -> Stack .
op top : Stack -> Element

op pop : Stack -> Stack .

var X : Element . var S : Stack .

X .
S .

eq top(push(S,X))
eq pop(push(S,X))

endo

The first line of the specification names the theory and
also defines two sorts; namely, Stack and Element.
The following four lines define the operations on the
stack. We then define the variables we need in the
equations on the following two lines.

The current prototype incorporates a genetic program-
ming engine based on Koza’s canonical LISP imple-
mentation [14] into the OBJ3 system. The engine
performs the following steps given a (possibly empty)
background theory and the facts:

1. Compute initial (random) population of candi-
date theories;

2. Evaluate each candidate theory’s fitness using the
OBJ3 rewrite engine;

3. Perform candidate theory reproduction according
to the genetic programming paradigm;

4. Compute new population of candidate theories;

5. Goto step 2 or stop if target criteria have been
met.

This series of steps does not significantly differ from
the standard genetic programming paradigm. The
fittest individual of the final population is considered
to be the induced theory satisfying the given facts.

A couple of things are noteworthy. The signatures of
the candidate theories are computed using the signa-
ture morphism constructions underlying the algebraic
semantics outlined above. Both, for the background
theory as well as for the positive facts we let the sig-
nature morphisms be inclusions. In order to complete
the candidate theories the system adds equations to
the computed signatures according the to the genetic
programming paradigm.

For the negative facts we take advantage of OBJ3’s
builtin boolean operator =/=. This operator allows
us to recast negative facts as inequality relations that
need to hold in the candidate theories. In effect, these
inequalities become positive facts and we treat them
as such by adding them to the positive facts theory.
Consequently we set the negative fact theory to the
empty theory. This technique facilitates the coding
for the genetic programming engine, since the notion
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of positive facts aligns very nicely with the notion of
fitness cases in the genetic programming paradigm. An
example of this technique can be seen in the results
section.

The system uses the OBJ3 rewrite engine to evalu-
ate candidate theories against the positive facts. The
proof obligation arises from the theory morphism con-
dition for the positive facts. Given a fact equation
and a candidate theory, the theory morphism condi-
tion is tested by rewriting the left and right sides of
the fact equation to their unique canonical forms using
the equations of the candidate theory as rewrite rules.
If the unique canonical forms of the left and right sides
are equal then the fact equation is said to hold.

Since the equations in the candidate theories are gener-
ated at random, there is no guarantee that the theories
do not contain circularities throwing the rewriting en-
gine into an infinite rewriting loop when evaluating the
facts. To guard against this situation we allow the user
to set a parameter that limits the number of rewrites
the engine is allowed to do per fact evaluation. This
pragmatic approach proved very effective. The alter-
native would have been an in-depth analysis of the
equations in each candidate theory adding significant
overhead to the execution time of the evolutionary al-
gorithm. In some sense this is analogous to guarding
against division by zero when evaluating arithmetic
expressions within the canonical genetic programming
paradigm.

The fitness function used by the system to evaluate
each candidate theory is
1

fitness(7") = (facts(7))* + length(T) ’

where T' denotes a candidate theory, facts(T) is the

number of facts or fitness cases entailed by the can-
didate theory, and length(7T') is the number of equa-
tions in the candidate theory. The fitness function is
designed to primarily exert evolutionary pressure to-
wards finding candidate theories that match all the
facts (the first term of the function). In addition, in
the tradition of Occam’s Razor [8] the function also ex-
erts pressure towards finding the shortest theory that
supports all the facts (second term). The system at-
tempts to maximize this function in each generation
of candidate theories.

The genetic programming engine itself is implemented
as a strongly typed genetic programming system [18, 4]
in the sense that it knows about the syntactic structure
of theories and equations and does not have to redis-
cover these notions with every run. The only genetic
operators we have implemented so far are fitness pro-
portionate reproduction and a type sensitive crossover

753

operator. We found that mutation proved too disrup-
tive probably due to our incomplete type system im-
plementation, as the current prototype does not prop-
erly support user declared equational logic types. This
did not prevent us from performing some interesting
experiments, however. We are currently working on
the next generation system that supports user defined
types fully.

6 EXPERIMENTS AND RESULTS

To study the system we performed three experiments
with encouraging results. These experiments were in-
spired by case studies on the FLIP home page [2].

6.1 INFERRING STACK PROPERTIES
FROM EXAMPLES

In the first example we were looking for the general
concept of the stack operator top given a set of facts.
The facts are as follows:

obj STACK-FACT is sort Sort .
ops a buvs: ->Sort .
op top : Sort -> Sort .
op push : Sort Sort -> Sort .
eq top(push(v,a)) = a .
eq top(push(push(v,a),b))
eq top(push(push(v,b),a))
eq top(push(push(v,u),s))
endo

b
a .
s

Each ground equation in the fact theory gives a spe-
cific application instance of the operator top. We ex-
pect the equational inductive logic system to discover
a theory that generalizes the description the operator
beyond the seen instances. After 28 generations with
200 individuals the system discovered the following in-
duced theory:

obj STACK is sort Sort .
ops a buvs: -> Sort .
op top : Sort -> Sort .
op push : Sort Sort -> Sort .
vars X1 X2 X3 X4 X5 : Sort .
eq top(push(X4,X2)) = X2 .
endo

This theory correctly characterizes all the ground
equations in the fact theory by stating that the top
of a stack is the last element pushed. The following
parameters were used during this run:

Maximum number of Generations: 60
Size of Population: 200
Maximum equations for theories: 4
Maximum Rewrites: 20
Maximum depth of new individuals: 5

Maximum depth of new subtrees for mutants: 5
Maximum depth of individuals after crossover: 1
Fitness-proportionate reproduction fraction: 0.1
Crossover at any point fraction: 0.8
Crossover at function points fraction: 0.1
Number of fitness cases: 4

Selection method: fit-prop
Generation method: ramped
Randomizer seed: 1.0
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The Maximum Rewrites parameter limits the number
of rewrites the OBJ3 rewriting engine is allowed to
perform when evaluating a fact. Readers familiar with
Koza’s implementation will notice that the above pa-
rameter setting does not allow for mutation.

6.2 INFERRING A RECURSIVE
FUNCTION DEFINITION

In the following example we want to infer the recur-
sive definition of the function sum from a set of ground
equations. The fact theory is given in Peano nota-
tion where the naturals are represented as s(0) — 1,
5(s(0)) — 2, etc. The fact theory is as follows:

obj SUM-FACT is sort Sort .
op 0 : -> Sort .
op s : Sort -> Sort .
op sum : Sort Sort -> Sort .
eq sum(0,0) =0 .
eq sum(s(0),s(0)) = s(s(0)) .
eq sum(0,s(0)) = s(0) .
eq sum(s(s(0)),0) = s(s(0)) .
eq sum(s(0),0) = s(0) .
eq sum(s(0),s(s(0)))= s(s(s(0))) .
eq sum(s(s(0)),s(s(0)))= s(s(s(s(0)))) .
eq sum(s(s(s(0))),s(0)) = s(s(s(s(0)))) .
eq sum(s(s(s(0))),s(s(0))) = s(s(s(s(s(0))))) .
eq (s(0) =/= 0) = true .
eq (s(s(0)) =/= 0) = true .
eq (s(s(s(0))) =/= 0) = true .
eq (sum(s(0),0) =/= 0) = true .
eq (sum(0,0) =/= s(0)) = true .

eq (sum(s(0),s(0)) =/= s(0)) = true .
eq (sum(s(0),0) =/= s(s(0))) = true .
eq (sum(0,s(0)) =/= s(s(0))) = true .

eq (sum(0,s(0)) =/= 0) = true
endo

The first half of the theory are positive facts and
the second half are negative facts coded as positive
facts taking advantage of OBJ3’s builtin boolean op-
erator =/=. As hinted at before, we take advantage
of this builtin capability to express everything as posi-
tive facts rather than trying to prove that the negative
facts do not hold in the induced theory. Additionally,
this is more inline with the notion of fitness cases in
the genetic programming engine.

After 10 generations with 200 individuals the system

converged on the following theory as the induced the-
ory:

obj SUM is sort Sort .

op 0 : -> Sort .

op s : Sort -> Sort .

op sum : Sort Sort -> Sort .

vars X0 X1 : Sort .

eq sum(X1,0) = X1 .

eq sum(X1,s(X0)) = s(sum(X1,X0)) .
endo

The first equation of this recursive definition of the
operator sum states that that adding 0 to a value leaves
the value unchanged. The second equation states that
adding a value to the successor of another value is the
same as the successor of the sum of the two values.
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The parameters for the genetic programming engine in
this experiment were:

Maximum number of Generations: 20
Size of Population: 200
Maximum equations for theories: 8
Maximum Rewrites: 25
Maximum depth of new individuals: 5

Maximum depth of new subtrees for mutants: 5
Maximum depth of individuals after crossover: 1
Fitness-proportionate reproduction fraction: 0.1
Crossover at any point fraction: 0.8
Crossover at function points fraction: 0.1
Number of fitness cases: 1

Selection method: fit-prop
Generation method: ramped
Randomizer seed: 1.0

6.3 INFERRING ANOTHER RECURSIVE
FUNCTION DEFINITION

In this last example we would like to infer the concept
of even from a set of facts. Again we use the Peano
notation for naturals. The fact theory is given as fol-
lows:

obj EVEN-FACT is sort Sort .
op 0 : -> Sort .
op s : Sort -> Sort .
op even : Sort -> Bool
eq even(0) = true .
eq even(s(s(0))) = true .
eq even(s(s(s(s(0))))) = true .
eq (s(0) =/=0) = true .
eq (s(s(0)) =/= 0)= true .
eq (s(s(s(0))) =/= 0) = true .
eq (s(s(s(s(0)))) =/= 0) = true .
eq (even(s(0)) =/= true) = true .
eq (even(s(s(s(0)))) =/= true) = true .
endo

Please note that as in the previous example we employ
the convention of coding negative examples as inequal-
ities that must hold in the induced theory.

Unfortunately, here the system did not converge on
a sensible induced theory even after as many as fifty
generations with 200 individuals. We had expected
something like the following;:

obj EVEN is sort Sort .
op 0 : -> Sort .
op s : Sort -> Sort .
op even : Sort -> Bool
var X0 : Sort .
eq even(s(s(X0))) = even(X0) .
eq even(0) = true .
endo

We suspect that the failure to converge is due to the
fact that in this particular case it is paramount to dis-
tinguish between the user defined type Sort and the
builtin type Bool. Due to the incomplete implemen-
tation of our type system the genetic programming
engine is allowed to produce too many “junk” terms,
i.e., syntactically malformed terms, which prevents the
system from converging. We suspect that the system
will not have any problems with this specification once
we implement our type system fully.



GENETIC PROGRAMMING

7 CONCLUSIONS

Starting with the general notion of concept learning
we developed an approach to inductive logic program-
ming based on many-sorted equational logic with ge-
netic programming as the underlying search paradigm.
Many-sorted equational logic has a strong notion of
signature and we accommodated this by developing an
algebraic semantics for inductive equational logic pro-
gramming using the the normal semantics for inductive
logic programming as a starting point. Based on these
underpinnings we implemented a prototype inductive
equational logic programming system within the alge-
braic specification language OBJ3. Results of initial
experiments looked encouraging and we expect that a
more complete implementation of the type system in
the prototype will remedy the current short comings.
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Abstract

This paper proposes an advanced method of
object detection using a data crawler. Start-
ing from a preliminary ‘object identification’,
the data crawler scrutinizes the object’s sur-
roundings, and places flags where its interest
has been aroused. Next, the binary map de-
fined by these flags is analyzed statistically
to quantify the context in which the object
appears. The crawler’s overall output indi-
cates whether the object is a required tar-
get or a false alarm. The crawler’s navi-
gator program, its flag-placement program
and its target detection program, are all con-
trolled by a tree-based Genetic Programming
(GP) method with fixed architecture Auto-
matically Defined Functions (ADF's).

1 Introduction

The perennial problem with machine vision is to dis-
til features which characterize an object from a huge
amount of available information, i.e. the specification
of an intelligent data reduction mechanism. This data
reduction must be discovered because it cannot be de-
termined a priori.

Moreover, if an object is viewed too closely, there is not
enough contextual information upon which to make an
identification. Conversely, if an object is too far away,
information overload makes identification equally diffi-
cult. To deal with this surfeit of information, a way of
selecting a sub-set of data, which is representative of
an object, needs to be derived which allows the object
to be identified.

In the context of GP, (Tackett, 1993, Poli, 1996, Daida
et al., 1996, Howard and Roberts, 1999) settled for

very practical schemes which manipulated statistics

Conor Ryan
University of Limerick
Limerick
Ireland

computed from pixel data, and (Andre, 1994, Johnson
et al., 1994, Teller and Veloso, 1996, Harris and Bux-
ton, 1996) pursued other evolvable object detection
themes. (Roberts and Howard, 2000) also exploited
the evolutionary paradigm to obtain the orientation of
poorly defined objects such as vehicles in IR imagery.
(Benson, 2000) exploited the software reuse paradigm
(Koza, 1994) by embedding tree GP inside an evolv-
able Finite State Machine, a scheme that parallels
the Automatically Defined Functions (ADFs) idea.
(Roberts et al., 2001) successfully exploited problem
modularities and regularities for a difficult object de-
tection task with the subtree encapsulation idea.

This paper draws on the ADF idea to arrive at a
mechanism of exploring the surrounding context and a
more informed object detection (Howard et al., 2002).
As post-processor to the (Roberts and Howard, 1999)
scheme, it aims to intelligently lower that scheme’s
false alarm rate. The (Roberts and Howard, 1999)
scheme processes infrared line-scan (IRLS) imagery ac-
quired by low-flying aircraft to detect land vehicles.
The scheme produces many false alarms because its
aim is to detect any region which represents some part
of a vehicle. Users of this scheme know that objects
may be obscured by other objects accidentally or de-
liberately, and so a high false alarm rate is acceptable.
However, the scheme cannot combine clues together
to eliminate obvious misidentifications, e.g. a vehicle
cannot be parked on a roof top. So the proposition
is that obvious false alarms may be eliminated by ex-
ploring the context of misidentifications.

2 Overview and inspiration

It is clearly impossible to identify the vehicle object
when the image is viewed from too close, for example,
as shown for the vehicle detection problem in Figure 1.

Animal vision probably attempts to identify a number
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Figure 1: Two different views: close-up and from afar.

of very specific image clues that resemble some close-
up detail of an object. The brain can then interpret
these clues to ‘imagine’ the object from afar. In other
words, object recognition involves constructing a men-
tal model of an object, and superimposing this model
onto the evidence perceived from the real-world. The
scheme proposed in this paper is based on this idea of
using both views, near and far, and of using a small
number of image clues to connect these views to detect
the object. The central problem then becomes how to
identify the required image clues?

Evolution with GP tackles this difficult issue. Start-
ing from the location of an object identification by the
(Roberts and Howard, 1999) detector, a ‘data crawler’
inspects the image surroundings to discover a few use-
ful clues. It marks a 2D binary map to flag the location
of discovered ‘clues’, and constructs statistics based on
their distribution. These statistics are also combined
by GP to arrive at a decision concerning the originat-
ing pixel: whether to confirm or reject that the pixel
belongs to a target object.

The evolutionary process is driven by the global objec-
tive of reducing misses and false alarms. It is imple-
mented using GP with fixed architecture ADFs (Koza,
1994). The GP system decides the following. How
should this image crawler be guided in its search for
the clues? How far should it travel and turn? What
should excite it sufficiently to cause it to flag the exis-
tence of an image clue?

3 Structure and representation

Each individual data crawler in the population is a
GP tree structure, equipped with two result-producing
branches and two ADF branches:

e First Result Branch (FRB)
e Turn Decision Branch (TDB)
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Table 1: Function sets. GL represents glue functions.

Branch
FRB
TDB

Functions

GL2, GL3, MDD

+, - % / (T/O = 1):
min(A, B), max(A4, B),

if (A < B) then C else D
+, - % / (T/O = 1):
min(A4, B), max(A, B),

if (A < B) then C else D,
WRITEMEM, READMEM
+, - % / (T/O = 1):
min(A, B), max(A4, B),

if (A < B) then C else D

MDB

SRB

e Mark Decision Branch (MDB)

e Second Result Branch (SRB)

FRB is allowed to call TDB and MDDB many times but
otherwise the branches are unrelated. SRB works on
the 2D memory devised by FRB as will be explained
shortly. Each branch determines a specific property of
the crawler, and each has its own set of terminals and
functions. Moreover, some have access to task specific
working memories:

e FLAG memory
e WORKING memory

e MOVE memory

Each individual maintains these memories to save in-
formation about its past experience. Data crawler de-
cisions, e.g. whether or not to mark the image with
a flag, require a memory of past events which allows
the data crawler to consult and integrate previous in-
formation prior to a decision.

FRB, working with the TDB and MDD, guides the
data crawler to explore the image in the near field, and
to deposit a number of ‘flags’ or image clues. Once this
process is completed, the discriminant SRB looks from
afar at this binary 2D map of ‘flags’ and ‘no flags’. The
SRB then decides whether the original starting point
was correctly indicated as a true target, or whether it
was a false alarm. Tables 1 and 2 give the function
and terminal sets for each GP branch.

3.1 First Result Branch (FRB)

The data crawler has similarity with the Santa Fe trail
ant in (Koza, 1992), e.g. the glue functions GL2 and
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Table 2: Terminal sets (see text).

Branch | Terminals n

FRB M, TDB

TDB :u?lv Uﬁa /l’ﬁv O—ﬁv /l’lElv Uﬁv /l’islv Uisla w i :
iy, oV, READFLAG, READMOVE,
altitude in feet (250:650) L

MDB Hdisks Odisk
altitude in feet (250:650),
READFLAG, READMOVE Figure 2: Left: TDB terminals: mean and standard

SRB 10 flag based terminals, deviation computed over square arcas above, below, to
altitude in feet (250:959)’ the right, to the left, and centred on the pixel. These
10 textural area statistics are the ‘sensors’ of the data crawler. Right: Four con-

G L3 and the M or ‘move terminal’ to move the crawler
one pixel in the direction of its travel. However, the L
(left) and R (right) terminals used to turn the Santa
Fe trail ant are replaced by TDB which first turns and
then moves the crawler.

The FRB is executed until the data crawler has moved
a predetermined number of times, i.e. 9 % w times,
where w is the width of a vehicle. This width is auto-
matically scaled by aircraft altitude so that w at 600ft
is half w at 300ft (Roberts and Howard, 1999). FRB
is iteratively evaluated until the crawler executes the
predetermined number of moves. In future research
the number of moves will not be predetermined but
will also be allowed to evolve.

The number of image clues that could be flagged was
limited to 50. When this limit was exceeded, the FRB
aborted and returned the clues found so far.

3.2 Turn Decision Branch (TDB)

TDB first decides on a direction of travel and then
moves the crawler in this direction. Terminals p§;, o
are averages and standard deviations obtained from
the pixel values in an eleven pixel square window cen-
tred on the crawler. Labels C, N, E,S, W stand for
centre, north, east, south and west locations as shown
in Figure 2. The window size is automatically scaled
according to altitude.

TDB is always evaluated four times, once for each per-
mutation of the order of the terminals at directions N,
E, S, and W, and this produces four outputs. In the
current implementation, the chosen data crawler direc-
tion is given by the permutation returning the largest
output and follows certain rules.

The MOVE memory is updated after every data
crawler move, i.e. when the FRB invokes M or TDDB.
This memory records the local turns of the crawler:

centric pixel rings centred on a vehicle with diameters:
0.5, 1.0, 1.5 and 2.0 vehicle widths.

forward, right, back, left (F, R, B, L) rather than the
absolute directions N, E; S, and W. Pixel statistics are
also recorded and so the MOVE memory consists of:

1. last 10 directions, e.g. F,R,B,BF F B,L,R,L is
stored as [1,2,3,3,1,1,3,4,2,4];

2. last 10 u$y;

3. last 10 0$};

At the start of travel, the direction memory locations
are initialized to (0 and all ten values in each statistic
memory location are set to the initial ©$; and 0.

3.3 Mark Decision Branch (MDB)

MDB determines whether a flag should be left at the
current pixel position in the trail to indicate the pres-
ence of an ‘image clue’. If the MDB returns a positive
number it deposits a flag. This decision is based on
pixel data and trail data. MDDB acts as an ‘IF’ state-
ment in the FRB. Placing a flag executes a THEN
subtree, otherwise an ELSE subtree is executed. The
executed portion is returned to FRB.

Terminals fig4isr and 0g;s, in Table 2 are averages and
standard deviations that are calculated over a small
disk centred on the current pixel. The disk diameter is
half the width of a car and corresponds to the smallest
disk on the right of Figure 2. This disk is scaled by
aircraft altitude, and it is distorted into an ellipse when
the image is at perspective due to aircraft roll.

The FLAG memory is updated following the call to
MDB. This memory consists of:

1. last 10 MDB results, e.g. [-1,-1,1,1,1,1,-1,1,-1,-1];
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2. last 10 pgisk;

3. last 10 0g;sk;

Here —1 stands for ‘no flag’, and 1 stands for ‘flag set’.
Initially, all values in the vector of results are set to
—1 and in the other two memory vectors are set to the
initial pgisr and ogisp respectively.

WRITEMEM and READMEM write to and read from
the indexed WORKING memory, which consists of
three locations or slots. All three locations are ini-
tialized to 0.0 before the crawl. Note that succes-
sive calls to MDB from FRB will not move the data
crawler. The result of the repeated calls, however, can
differ from one another because the memory states can
change between calls. Note also that the data crawler
may revisit a pixel and change its decision about flag
placement.

3.4 Second Result Branch (SRB)

SRB returns a real numbered value that can be either
positive (target is present) or negative (no target is
present). The SRB is only executed after the FRB
has completed.

The FRB uses a 2D square map to store the deposited
flags. The map is initialized to 0 values and flag loca-
tions are indicated by 1 values. The suspicious pixel
which is the starting point of the crawl, is at the centre
of this map. If the map stores fewer than a threshold
number of flags, T = 4, then the suspicious pixel is
labelled ‘negative’ (no target present), and the SRB is
not invoked. If the map stores at least T flags, then
the SRB processes statistical measures based on the
distribution of the flags.

The ten flag based terminals in Table 2 require com-
putation of the centre of mass of the flags. They are
arbitrarily based on statistical measures over the vec-
tor of distances between the centre of mass and each
flag. All ten statistics are positive in value:

1. the number of flags;

2. the distance from the centre of mass to the fur-
thest flag;

3. the longest distance between any two flags;
4. the average distance between any two flags;

5. the standard deviation in distance between any
two flags;

6. the average distance between the centre of mass
and each flag;
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Table 3: GP parameters.

Parameter
kill tournament

Setting
size 2 for steady-state GP
size 4 for steady-state GP

breed tournament

regeneration 90% x-over, 0% clone,
10% truncation mutation

population 500

max generations 50

1000 nodes

max branch size

7. the standard deviation in distance between the
centre of mass and each flag;

8. the degree of asymmetry of the distance distribu-
tion (skewness);

9. the relative shape of the distribution compared
with a normal distribution (kurtosis);

10. the co-variance after the vector is sorted into
ascending order and halved to form two sub-
distributions.

Textural statistics over a wide area are input to SRB so
that the branch can form its own image segmentation.
In this way, the SRB can give different detections for
the same flag distribution appearing in different textu-
ral contexts. For example, a horse in a rural area may
receive the same flag distribution as a vehicle in an ur-
ban area, but the SRB could discriminate the horse as
a false alarm, whilst detecting the vehicle, due to the
differences in rural and urban textures (Roberts and
Howard, 1999). These textural statistics are based on
a co-occurrence matrix and are taken over an area of
5 car-lengths square.

4 GP implementation

The GP run parameters are given in Table 3.
Crossover was branch typed, meaning that it could
only exchange genetic material between like branches,
e.g. an FRB only with another FRB. Each branch
was assigned a probability to participate in crossover.
The FRB had a probability of 40% and the other three
branches had a probability of 20%. Truncation muta-
tion selects any node (and the associated subtree) and
replaces it with a terminal from the relevant terminal
set.

The suspicious points detected by the (Roberts and
Howard, 1999) scheme constituted the fitness cases.
These points were known to be ‘true positives’ (TP)
or ‘false positives’ (FP), i.e. false alarms. The fitness
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Figure 3: Trail terminating at the right of a vehicle.

measure was computed once all fitness cases had been
processed:

oTP
BEF P + nVehicles

fitness =

The parameters « and [ balance the importance of
TP relative to FP. These parameters were optimized
to minimize FP whilst retaining near-maximal TP.

5 Experimental Results

The scheme was implemented to process previously
detected vehicles and false alarms in airborne recon-
naissance IRLS imagery (Roberts and Howard, 1999).
The vehicles appear in many sizes and orientations, in
many perspectives and thermal states, next to various
objects (such as buildings) which cast thermal shad-
ows onto the vehicles, and in many environments and
weather conditions. Hence, the vehicle detection task
in these operational images is extremely challenging.

This section presents examples of the trails produced
by a data crawler evolved with o = 2.6 and g = 1.0.
The trails are drawn on sub-images cropped from IRLS
imagery with approximate dimensions of 3000 x 10, 000
pixels. The end of each trail is indicated with two dots,
except when the trail is iterative.

Figures 3 and 4 show that the crawler can make a sim-
ilar trail on different vehicles. Each trail starts on the
vehicle’s roof because this was the starting point as
detected by the (Roberts and Howard, 1999) scheme.
Interestingly however, each trail terminates at the ve-
hicle’s side, even though the vehicles are oriented dif-
ferently.

Generally, when the crawler is applied to the same ve-
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Figure 4: Trail terminating at the left of a vehicle.

Figure 5: Spiral trail on a vehicle.

hicle, but with different starting points, it can take
different routes but still detect the vehicle. Figure 5
displays a case where the crawler homed in on a vehi-
cle’s wind-screen.

The power of the data crawler is illustrated in Fig-
ures 6 and 7, where false alarms are rejected due to
contextual information. In other words, the ‘false pos-
itives’ as detected by the (Roberts and Howard, 1999)
scheme are correctly converted to ‘true negatives’. In
Figure 6, the starting point could resemble some fea-
ture of a vehicle, but crawling onto an open roof dis-
missed this hypothesis. Similarly, a more complicated
trail in Figure 7 rejects a grass verge by crawling onto
an open carriageway. The grass verge was probably
initially detected as a false alarm because it has the
width of a car. This sub-image clearly shows the jit-
ter in the IRLS imagery which hinders the detection
task. Experiments reduced the false alarm rate typi-
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Figure 6: A potential vehicle feature on a roof is cor-

rectly rejected.
| I

Figure 7: Trail commencing on a grass verge between
carriageways. Note the two cars on the right.

cally by 30%.

Other false alarms are rejected not by wandering trails,
but instead by tight trails which stay close to the start-
ing point, as shown in Figures 8 to 10. In these cases,
the starting point is within the confines of an object
which is too small to be a target, and thus there is
no need to explore the object’s surroundings. Note
that the ends of these trails are not shown because the
trails are iterative, with the crawler retracing its steps
or performing a cyclic motion.

Systematic flag formations to characterize object de-
tections are not visibly evident in the crawler’s trails.
For example, the false alarms are not characterized by
a typical flag distribution pattern. This is probably
because the flag placement, and indeed the trail itself,

Figure 8: Iterative trail on an obstructed section of
roof.

Figure 9: Iterative trail on a garden plot.

Figure 10: Cyclic trail in a rural driveway near a tree
and out-buildings.
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depends on the particular ‘image clues’ in an object’s
vicinity.

However, some typical flag distribution patterns are
evident. There is a tendency for the crawler to place
flags with a near-equal distribution along the trail, and
to prefer placements on turning points. More strik-
ingly, the last few steps in each trail are often flagged.
The crawler governs the length of its trail by itera-
tively retracing its final steps to effectively time-out
the FRB. Hence, these final steps are often repeatedly
flagged.

Recall that at least Tr = 4 flags had to be set for the
SRB to be executed, and that fewer flags gave a default
negative detection (Section 3.4). Experiments found
that the number of individuals that place at least Tg
flags increased during each evolution run. This sug-
gests that individuals could not use the number of flags
alone to detect the vehicles, by simply invoking SRB
to output a positive value. This also suggests that
SRB was employed to manipulate the flag distribution
statistics in a more sophisticated way.

For example, each step in the iterative trails in Fig-
ures 8 and 9 are flagged, thus yielding short distances
for the flag distribution statistics. The SRB could then
interpret these statistics as an indicator to reject these
false alarms.

6 Conclusions

This paper describes a data crawler to improve tar-
get detection by exploring the context in which candi-
date targets appear. The crawler initially processes
close-up views to “sense” an object’s surroundings
and to flag where it becomes aroused. The distribu-
tion of these flags then represents a distant view of
the object, where contextual information has neces-
sarily been greatly reduced. The crawler then indi-
cates whether the object is a required target or a false
alarm. All aspects of the crawler’s design are evolved
using GP with fixed architecture ADFs.

The data crawler improved the performance of a pre-
liminary target detection scheme, by typically reduc-
ing the false alarm rate by 30% whilst retaining most
of the actual targets.

The present scheme is computationally demanding,
due to the calculation of pixel statistics every time
the crawler moves. Computation speed may be im-
proved by allowing the crawler to jump, and indeed
this may be more in-keeping with the way that a scene
is scanned in animal vision. Other advancements could
explore iterations between the SRB and FRB to rein-

GENETIC PROGRAMMING

force detection decisions, and “colonies” of crawlers
could participate via pheromone trails.
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Abstract structure of team ftraining in real soccer involves

individual, pair, and small group drills, resulting in a well-
defined hierarchy of behaviors. Traditional GP produces

: : hierarchical programs by evolving and reusing
multi-agent learning problems. To break down a . X ;
probler% that requ?rgs cooperation of multiple automatically defined functions (ADFs). [Ko94, RB94]

agents, we use th&eam objective functiorio In this paper, we show howayered learningcan also
derive a simpler, intermediate objective function achieve reuse — faster and more reliably than GP with
for pairs of cooperating agents. We apply GP to ADFs — in developing a solution to an MAS subproblem

We present an adaptation of the standard genetic
program (GP) to hierarchically decomposable,

optimize first for the intermediate, then for the of robotic soccer. Just as ADFs provide reusable code
team objective function, using the final and subroutine structure [Ko94], layered learning
population from the earlier GP as the initial seed provides a way to build solutions using a divide-and-
population for the next. Thisayered learning conquer approach [St00, SV00a]. The difference between

approach facilitates the discovery of primitive ADF learning and layered learning, using GPs or other
behaviors that can be reused and adapted towards methods, is that layered learning describes a wayatio
complex objectives based on a shared team goal. a learning intelligent agent, while ADFs describe a way to
We use this method to evolve agents to play a  implement structuren the agent representation — i.e.,
subproblem of robotic soccer (keep-away code.

soccer). Finally, we show how layered learning Layered learning GPLLGP) [GHO1] can be used to
i(ri(F:)Iugi\gZ;lveSGF?ettv?/irthagZzttf)n;[gggalﬁfanggfriﬂegP, break down MAS learning tasks by first evolving
functions, and how the problem decomposition solutions for smaller fitness cases or for smaller groups of
results in'a significant learning-speed increase agents Wlth a more primitive fitness criterion. _Wh|le our
: adaptation of layered learning to GP is based in part upon
Stone and Veloso’s work in reinforcement learning
1 INTRODUCTION [SV00a], similar approaches have been developed that
perform sequential evolution of populations using
For complex problems with low-level primitive different fitness functions [De90, HHC94].

_operations, such as robotic Soccer [Ki97’ MNHQ?]’ it isThis aper extends our previous study of LLGP for an
mtractable_ to search for a dlr_ect solutl_on using genet'(i\/lAS ptagk in the roboticpsoccer dom)a-/tin [GHO1] with
programming  (GP). = This is due in part to the rther experiments and analysis of LL behavior. We

combinatorial explosion of the GP search space as . . o .
P P g)cus on automatic tuning and validationiofermediate

function of the problem state space —e.g., the size of th representationsn incremental LL. The purpose of our
playing field. [SVR99] Other factors, such as operatortest bed is to facilitate development of fitness criteria for

granularity, also contribute to this growth. Many of GP oaching” or training agents based upon their strictly

researchers who have worked on robotic soccer hawvi - X
cooperative performance in a two-agent task. We then

simplified the GP search space through problem SLe X

redefinition: raising the level of terminals in order to use the evolved ".‘d""d“a's to seed a population of agents

evolve higher-level behaviors [Lu98] or using a more ©© be further improved in three-way competitive

sophisticated fitness function [AT99]. Because roboticMteraction againsta fourth agent, the opponent. This new
population and the associated GP form the second layer of

soccer is a multi-agent systenMAS) problem that is .
based upon a real game played by humans, it is helpful t§'€ LLGP system. The product of LLGP is an agent that
s evolvedusing highly fit primitive agents, but does not

compare learning strategies with those of human teaméﬁ il ntain ¢ X fih mit ¢
even if we use a different approach to automatically ecessarily contain exact copies of these primitive agents

develop a solution. One important observation is that th&S subroutines.
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Another advantage of layered learning is that it provides agents to coordinate effectively, each must be able, when
logical methodology for implementing a hierarchical in possession of the ball, to: select a teammate to pass to,
approach to teamwork. In order to evolve more complextime the pass appropriately, and maintain open at least
teamwork, we may be able to take advantage of th@ne passing lane.

?ee;)neqnmd;ggyu %fn bﬁ&?gb‘gsbew;ag’:gﬁn\}gﬁﬁ (?Jstr?xgel:igure 1 shows a text-mode screen capture from the
pon p g ‘simple program that we used to visualize and animate

For example, a low-level primitive in soccer is passing the ames of keep-away soccer. The figure depicts three
ball, a two-agent activity that is incorporated into several® b Y ’ g P

multi-agent activities: guarding the ball; moving the ball offensive agents passing the ball in a counterclockwise

downfield; setting up for a goal attempt; etc. In the rest OmetIOH (agent 3 passes the ball twice) about a defender.

this paper, we shall explore LLGP for MAS problems :I.',he trail of the ball is denoted by . The symbols "+,

using keep-away soccer subproblem of robotic soccer . and ™ show the paths of agents 1, 3, and 4,

[SV00a, GHO1] that shows how complex teamwork Canrespectwely. _ The simulation and visualization were run

be hier,archical in nature and therefgre can be Iearneg)r about 30 time steps to collect the screen capture.

efficiently in a hierarchical fashion. Several MAS variants of robotic soccer exist; keep-away
soccer belongs to the category of multi-agent learning
with homogeneous, nhoncommunicatigents [SVO0b] —

2 THE KEEP-AWAY SOCCER DOMAIN those that share identical code but have no direct channels

of communication other than by observing the behavior of

21  DEFINITION AND JUSTIFICATION teammates. This type of pro_blem requires more robL!st,
) autonomous solutions and is therefore an interesting
We call keep-away soccethe task of keeping the ball framework for teamwork learning.

away from a defensive player who is attempting toS heth vzed h boi
capture it from multiple offensive opponents. We chose>0ccer, Whether analyzed as a human or robotic game,

keep-away soccer as a learning test bed for MAS becaugg@ Pe broken down into skill-optimization subproblems
it: such as ball control, passing, and moving. Keep-away

soccer can be decomposed in the same manner. A natural
1. captures a compositional element of teamworkway to reduce complex, MAS problems, such as that
composing and refining passing behaviors toinvestigated in keep-away soccer, could generalize to
achieve full keep-away soccer behavior, thatother cooperative MAS problems [Ta97].
occurs in real and robotic soccer

2. elides some objectives of soccer (such as moving.2 PROBLEM SPECIFICATION
the ball downfield and attempting to score) that
while crucial, would overcomplicate our study of
basic low-level MAS

"Test beds for robotic soccer-playing agents have been
framed through theRoboCup competition [KAK+95,
As99]. These have been found to be rich experimental
3. allows us to easily adjust opponent difficulty environments for many MAS research areas, including
flexible  teamwork  learning [TAA+99], and
methodologies, including hierarchical sensing and
14 reinforcement learning by Q-learning, temporal
* 4 differences, team-partitioned algorithms [SV98], artificial
* & neural networks, and genetic programming [As99]. At
*
*

present, however, hand-coded and hybrid learning

techniques that employ a large amount of hand-coded

2 * % domain-specific knowledge still outperform strategies that
. * 5 . are learned automatically.

- 4 - - In keep-away soccer, three offensive agents are located on
------ 3 a rectangular field with a ball and a defensive agent. The
defensive agent moves twice as quickly as the offensive
agents, and the ball, when passed, moves twice as quickly
Figure 1. Screen capture of simulator. 1, 2, and 3 are as the defensive agent. This is similar to the predator-
offensive agents, 4 is the defender, and 5 is the ball, prey problem in [LS96], where more than one agent is
which moves in trajectory 3-1-2-3-1. required to solve the problem. The objective in keep-
. . away soccer is to minimize the number of times the ball is
Although there is a strong compositional element,;;neq over to the defender. A turnover occurs at every
learning to pass the ball effectively is only part of the yisqrete time step in which the defender is within one grid

keep-away soccer learning task. In real soccer, humafj,i¢ of the ball. Thus, subsidiary objectives for offensive

players learn to minimize the number of turnovers to theéyyents are to continuously move and pass the ball to one
offensive opponent by passing accurately,

. MOVe 10, nther in order to minimize turnovers.
receive a pass, and make themselves open to receive a

pass, and control the ball effectively. For 3 or more
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We think of keep-away soccer as consisting of two layersevolved for a subtask in LLGP are used to seed an initial
of behavior: passing accurately with no defensive agenpopulation for the next layer, but they may not be
present, and moving and passing with a defender tincorporated verbatim in the overall solution as ADFs are.
minimize the number of turnovers that occur during aThis type of hierarchical solution is different from the
game. The two layers of behaviors come from a humantype that ADF-based GP learning proposes to find, which
like view of soccer, but are not heavily dependent uporfocuses on code reuse and structure rather than on how
domain knowledge. Both types of behavior are importanthe subtasks are learned.

to playing good keep-away soccer, but the Operat'on‘""{)roblems that attempt to achieve human-competitive

?heflnlf':clorl_does notfne::essar;ly glvet uvsvha Vﬂ to rr][e‘"’l‘surgehaviors [Ko98], such as robotic soccer and keep-away
€ elfectiveness ot a team ot agents who have JUst played, .o |end themselves well to bottom-up decomposition.
keep-away soccer, which would be useful for finding a

fitness function This is _because_ human task_ learning, especial_ly of
: cooperative multi-agent behavior, often occurs in a
Next, we present the application of layered learning to GFbottom-up fashion where individuals or small groups first
and explain further how the keep-away soccer is a goodearn smaller tasks, then how to compose and coordinate
illustrative test bed for LLGP. them to solve larger tasks. When the problem is of this
type and we are already using a biologically motivated
method such as GP, it seems very natural to use a bottom-
3 LAYERED LEARNING up decomposition of the problem that simulates this

Layered learnings a term used in the machine learning aspect of human learning and allows GP to learn each of
and intelligent agents literature [St00, SV00a] to describdn® smaller problems.

a task-driven and often incremental approach to acquiringable 1 is a variant of the table found in [SV00a], which
hierarchies of behaviors by reinforcement learning. we have adapted to correlate each prerequisite of layered
de Garis [De90] introduced a very similar concept that hd€aming with a property of genetic programming for
called behavioral memonyfor a genetic algorithm that KEeP-away soccer.

encoded neural networks. Weights and signs of theTable 1: Requirements for using layered learning and GP

networks evolved for one behavior were used to construct keep-away soccer justifications.
a new population, evolved for a second behavior. Some _ i i
of the initial network persisted in the solutions for the new Layered Learning Genetic Programming

behz_ivior. _Schoenauer and Xant_hakis [SX9_3] then _Iater 1. Learning fromraw _ Complex MAS problems
applied this concept for constrained genetic algorithm input is not tractable for GP need to be defined

optimization. at multiple levels v
Harvey et al [HHC94] used a layered, incremental 2. A bottom-up MAS learning task is
learning approach to robot control in a vision-based decomposition is given compositional v
navigation system. The authors achieved this by . )
sequentially evolving a population using a range of targets 3. Learning occurs GP can be applied to each

from simple to complex. Winkeler and Manjunath independently at each layer independently v’
[WM98] and Eriksson [Er00] later analyzed this approach level

toward incremental learning. 4. The output of one  The population in the last
Dorigo et al [DC97] developed another hierarchical layer feeds thenext — generation of one layer is
learning system that is somewhat different from layered layer's input used as the next layer’s
learning as we have adapted it. In this method, inputs and initial population v

processing elements are organized into a hierarchy (from
simple to complex), each of whose layers is incrementally ) )

trained and frozen. This is similar to previous work When we modify standard GP for layered learning, we
applied in domains such as robot soccer, but is nofieed to develop a learning objective for each layer, i.e.,
identical to layered learning or behavioral memory asthe fitness at each layer that selects ideal individfads
these methods do not arrest learning in a particulathe subtask As seen in [Lu98], using a single-objective
portion of the hierarchical model. fitness value often leads to the best performance, and is

. . . much easier than trying to define multi-objective fithess
Applying the layered learning paradigm to a problem¢nciions. While multi-objective fitness functions should

consists of breaking that problem up into a hierarchy ofy)16, GP to evolve more complex behaviors, it becomes
subproblems.  The original problem is then solved

X . . more difficult to decide what the components of fithess
sequentially, by using the learning results from all the

X .~ '=should be and how important each one is to the solution.
member problems of each layer in the next layer. This iy preliminary experiments, we found that it was
conceptually similar to many other divide-and-conquefinfeasihle to develop either a set of Pareto optimization
learning paradigms, but a key difference is that th€giteria or a weighted function over multiple objectives
structure of thesolutiondoes not necessarily reflect this ¢, keep-away soccer. Instead, we chose to focus on

procedural hierarchy dfaining. For example, programs
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automatically discovering how to compgsassing agents Our preliminary experiments indicated that a population
into keep-away soccer agents size of 2000 yielded good results for the keep-away

Another issue we addressed for layered learning in GP i occer domain using both SGP and ADFGP. We also

the transfer of the population from the last generation OC%L:R/(ZI’ tgﬂ::et?r? f_tlr?l-genﬁéatiqo dn' . O?GT _achier\]lgdth be:_)tfr
previous layer to the initial population of the next. The 9 'ness and individual siz€ a € oL

ideal team will consist of individuals with high fitness on generation SGP, with negligible fitness improvement after

the coordinated MAS task. Meanwhile, in every 101 generations.

population, there are certain individuals that have a bettelThe genetic crossover operator generates 90 percent of the
fitness than others. We might therefore consider copyingext generation; tournament selection generates the other
that best individual only and seeding the entire initial 10 percent. [Ko92] The tournament size is 7, with
population of the subsequent layer with it. However, thismaximum depth 17. Table 2 summarizes the terminal set
duplication removes the diversity that was evolved in theused, consisting of vectors that are egocentric, or relative
previous layer, which may be detrimental because the besd the agent whose tree is being evaluated. Table 3
individual on the subtask may be a suboptimal problemsummarizes the function set used, where all functions
solver for the overall coordinated team activity. Thus, weoperate on and return vectors. Both sets are similar to
designed two experiments using LLGP: one thatthose used in [Lu98] and [AT99].

duplicates the best individual and one that simply copies

the entire population.

The final issue we address for LLGP is learning-spee dTable 2: Keep-away soccer terminals (egocentric vectors)

improvement: to what degree can layered learning Terminal

Description

simplify the learning problem, allowing the target fithess
to be reached faster than with standard GP? This increase Defender
in the slope of the learning-speed curve [Ka95] is to be Matel
distinguished from speed-up learning wherein the

efficiency of the learned problem solver is improved. We Mate2
show how layered intermediate and team fitness Ball
objectives achieve greater learning-speed than &

Vector to opponent

Vector to first teammate
Vector to second teammate
Vector to ball

monolithic fithess objective in the keep-away soccer test
bed. We also demonstrate a technique for empirically
choosing a point at which to stop learning primitive MAS

Table 3: Keep-away soccer function set

Description

behaviors and switch to the high-level MAS behavior. Function
(arguments)

4GP AND EXPERIMENT DESIGN Rotate90(1)

We designed four initial GP experiments to investigate Random(1)

and benchmark the performance of LLGP: standard GP

(SGP), GP with ADFs ADFGP), LLGP with the best

individual duplicated to fill initial populationsL{.GP- Negate(1)

Besf, and LLGP with the entire final population of the Div2(1)

first layer used to seed the netLGP-All ). SGP and

ADFGP use the singlemonolithic (i.e., non-layered)  Mult2(2)

fitness function of minimizing the number of turnovers yadd(2)

that occur in a simulation. ADFGP allows each tree for

kicking and moving to have two additional trees that VSub(2)

represent ADFs, where the first ADF can call the second, |FLTE(4)
and both have access to the full function set available for

Rotate current vector 90 degrees
counter-clockwise

New random vector with magnitude
between 0 and current value

Reverse vector direction
Divide vector magnitude by 2
Multiply vector magnitude by 2
Add two vectors
Subtract two vectors
if [Ival| < [[v2l| thenv; elsev,

SGP. LLGP-Best and LLGP-AIl both have two layers;

the fitneSS ObjeCtive for the ﬁrSt |aye|’ iS to maXimiZe theThe GP System we use was deve'oped by Luke and is
number of accurate passes (a two-agent task evaluated|ied Evolutionary Computation in Java (ECJ) [Lu00].
same size field as the keep-away soccer task), whilgpstracts some of the low-level details of agents playing
fitness Objectlve for the second Iayer IS t0o minimize thesoccer from theTeamBots[Baol] environmenL which in
number of turnovers. turn abstracts low-level details from th®occerServer
We developed two variations on each experiment, withlAn98] environment. _Abstract|ons Of_ this type allow the
maximum generation values of 51 and 101. The stoppin?‘eep'away soccer simulator to be incorporated later to
criterion for both variations is achieved when an ideallearn strategies for theTeamBots environment and
fitness measure of 0 (where fewer turnover turns are>occerServer

better) is found, or the maximum generation is reached.



768 GENETIC PROGRAMMING

In SoccerServeand TeamBotsplayers push the ball to 5 RESULTS

maintain possession. To kick the ball, the player needs to ) )

be within a certain distance. For keep-away soccer, wé&ach experiment was run 10 times, and averages were
eliminate the need for low-level ball possession skills andaken across the runs. For all experiments, we achieved
allow offensive agents to have possession of the ballthe best convergence behavior with 100 generations, so
Once an agent has possession, it can only lose possessiths was used as the baseline for SGP, ADFGP, and all
by kicking the ball, i.e., by evaluating its kick tree. LLGP variants.

Because we use vectors that have direction andaple 4 shows our initial experimental results. For
magnitude, this implementation would allow for dribbling ADFGP, Good-Average represents the average of the 10
actions to be learned, where the agent simply passes thgst runs selected from among 20. ADFGP experiments
ball a few units away. This abstraction greatly simplifies converged to two clusters of fithesses — one better than
the problem and still allows for a wide range of behaviorssgp, the other much worse. When we considered the
to be learned. individual size of the good cluster, we found that the poor

At each simulation step that allows agents to act, if thecluster contains individuals with about half the number of
agent has possession of the ball — i.e., the agent and bdlpdes as individuals in the good cluster. Prefiltering
occupy the same grid position — the agent's kick tree iADFGP runs based upon individual size may be an
evaluated. The kick tree evaluates to a vector that give@Ppropriate remedy, but this is beyond the scope of this
the direction and distance to kick the ball. Otherwise, thePaper, as we are focusing on LLGP. We report both
agent’s move tree is evaluated. Both trees are composedverall and good averages here, however, to show that

of terminals listed in Table 2 and functions listed in Table LILGtP can achieve performance as high as the good
3. cluster’s.

For layered learning experiments, the first 5-50 percent oAS shown in Table 4, our first LLGP experiment divided
the maximum number of generations are spent in Layer 101 generations into 40 for Layer 1 (successful pass
learning accurate passing without a defender present. T@iterion) and 61 for Layer 2 (minimum turnover
evaluate accurate passes, we count the number of pass@derion). Copy-Best represents the LLGP-Best seeding
that are made to a location within 3 grid units of anothermethod for Layer 2; Copy-All, the LLGP-All method.
agent. The fitness function for thistermediate objective These initial results did not indicate any notable
is then (200 -passe) where there are 200 time steps peradvantage or disadvantage of LLGP, indicating only that
simulation; a fitness of 0 is best and one of 200 is worstWe Ccan obtain comparable solutions using LLGP-All,
The remaining 50-95 percent of the generations are spetGP, and ADFGP.

in Layer 2 with a fitness value that is inversely

proportional to the number of turnovers that occur with a . . . .
defender present. This is theeam objective The Table 4: Results for experiments with population size =
defender uses a hand-coded strategy, based upon one 04000, max generations = 101, averaged over 10 runs.

the standardTeamBots[Ba01] defensive agents, that Lower f (anti-fitness) values are better.
always moves towards the ball to cause a turnover. SGP ADFGP LLGP, 40-61
Each evaluation of an individual in the simulator takes

. Avg. - - -
200 time steps, where the ball can move on each step, the Ve S\?; d (B:gg%/ gl? Py

defender moves on every other time step, and all
offensive agents move together on every fourth time stepBest f
The initial configuration of the simulation places the gen. 11.25 19.67 8.75 23.71  12.67
defensive agent in the center of a 20-by-20 unit grid. Thel01

field is then partitioned into three sections: the top haIfMeanf
and the bottom left and right quadrants. One offensive 66.89 6021 64.27 82.03 64.64
agent is placed randomly in each section, and the ball i 01'
placed a few units from one of the offensive agents,

chosen at random. Avg.

Early runs of the system resulted in local optima beingmedr'] 521 22874 113.25 123.07 161.71 171.40

achieved; the most common of these was a control polic 01'
in which all offensive agents crowded the ball to prevent a
defender from stealing it, causing turnover. To eliminateFirst
this “loophole”, the defender, if blocked from the ball, can gen. f 33 62 22 101 55
move through an offensive agent without the ball by <20
simply trading places with the opponent if the two are

adjacent on the grid. Efer?}nf 9.0 16;56 6.83 | 1929 20%

498 1745
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Table 5: Results for different Layer 1 durations

(population size = 2000), averaged over 10 runs.

Lower f (anti-fitness) values are better.

769

though this may be a good question for future
experimentation.

A population size of 2000 is used for the fitness curves, as

Layer 2 First First Bestf the performance for 2000 is similar to that for 4000, as
Start Gen. Gen. Gen, Dbestf reported in [Gu00]. Note that if the learning-speed curve
Generation | f<20 f<15 101 COfRun for Layer 1 duration of O were plotted in Figure 2 above,
it would be equivalent to that of the SGP, because the
> 62 79 12 11.75 SGP runs for 101 generations with only the team
10 18 30 11.4 9.7 objective function (Layer 2 fitness).
15 24 43 9.63 9.38 Table 6: Results for experiments with population size =
4000, max generations = 101, averaged over 10 runs.
20 38 a7 9.6 9.6 Lower f (anti-fitness) values are better.
25 47 80 11.88 11.25 —op Cood- TLGPAT
30 51 58 14.1 12.7 ADFGP 10-91
35 46 55 7.75 7.25 Best f
40 57 82 13.6 13.2 gen. 101 11.25 8.75 9.43
45 67 93 14.11 13.11
Mean | 66.80 64.27 70.39
50 62 82 11.5 111 gen. 101 : : -
Avg.
) ind. sz. 228.74 123.07 249.21
Learning-Speed Curves (5-50, Step 5) gen. 101
100 1% gen.
- f<20 33 22 26
- 10 f of
1) Bestfoll 944 408 6.83 | 5.78+2.28
20 run
25

- 30

Best fitness

- 35

—40
45
50

Generation

Figure 2. Layer 2 learning-speed curves (each
starting at the end of Layer 1) for different Layer 1

durations. Lower is better.

Having found that the 10-91 LLGP exhibited a better

learning speed curve, we repeated the LLGP-All

experiment with population size 4000 and found that it
was able to match the Good-ADFGP performance,
converged at least as quickly as any other GP, and
resulted in the lowest best-of-run fithess values we found
(fewer than 6 turnovers per simulation). This result is
shown in Table 6, with the SGP and Good-ADFGP results
repeated for comparison. We note that the Layer 2
individuals are much larger for LLGP-AIlI-10-91 than for

We hypothesized that we were not yet realizing the fullLLGP-All-40-61. That is, while stopping Layer 1 early
improvement in learning-speed that could be achievedields a slight improvement in overall fithess and a
using LLGP. To test this hypothesis, we plotted the Layersignificant improvement in learning-speed, it does not
2 learning-speed curves [Ka95] shown in Table 5 ancpe_ces_sarlly result in a more str_eam_llned agent code. This
Figure 1 for the following LLGP-AIll configurations: 5 IS intuitive because more learning is deferred to Layer 2,
generations in Layer 1 and 96 in Layer 2, 10 and 91, up tdvhere “passing” behavior is incorporated into the more
50 and 51. The 10-91, 15-86, and 20-81 versions ofOphisticated “keep-away” agents.
LLGP-AIl achieve better convergence than those that start
Layer 2 later, except for 35-66. Even accounting for the
“early start”, we can see that the convergence rate is fasteq‘ CONCLUSIONS
and the final fitness is better for LLGP when Layer 1 lastswe have shown that using layered learning, genetic
between 10 and 20 generations. We ran a second seriesgfogramming can evolve intelligent agents for a
Layer 2 learning-speed curves (6 through 15, step 1) thajooperative MAS task such as keep-away soccer more
indicated that the learning rates for 10 through 15 wereyuickly, with better fitness.  Additionally, layered
not significantly different. We have not yet evaluated thelearning GP allows for a natural decomposition of the
inherent benefit to generalization quality — i.e., overfitting MAS learning problem into subproblems, each of which
control and reusability — of stopping Layer 1 earlier, is more easily solved with GP. The keep-away soccer
problem is a good test bed for abstracting away the
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complexities of simulated soccer and allows for different{/AT99] D. A. Andre and A. Teller. Evolving Team
GP methods to be evaluated and their relative merit®arwin United. In RoboCup-98: Robot Soccer World
compared. It is also easily extended to the full game ofCup Il (Lecture Notes in Artificial Intelligence Vol. 1604)
robotic soccer, and is highly portable across platformsSpringer-Verlag, New York, NY, 1999.

because our simulatoTeamBots[Ba01l], SoccerServer :

; o Ba01l] T. Balch. TeamBotsoftware and documentation.
[An99], andECJ[Lu00] are all written in Java. ,[Availa]ble through the World-Wide Web at
Conceptually, we can liken our success with LLGP to thehttp://www.teambots.or,2001.
success of human soccer teams. Successful teams
usually made up of players with unique strategies, wher
learning took place in a bottom-up fashion and individualsP

first learned to play well together in pairs and Smallet al, editors, Proceedings of the Seventh International

groups, then as a coordinated team. The LLGP-All : : A i
experiments simulate this kind of behavior, where We(lloggerence on Machine Learning (ICML-90) 132-139,

attempt to minimize the number of generations needed per

layer. Our results indicate that layered learning in GP[DC97] M. Dorigo and M. Colombetti. Robot Shaping:
yields benefits over both standard GP and over handAn Experiment in Behavior Engineering MIT
coded hierarchical approaches that depend on a largéress/Bradford Books, 1997.

volume of domain knowledge. This is because it is easie
and more natural to use the team fitness function to deriv arning to maintain diversity during incremental
an intermediate fitness function, evolve primitive MAS o\ glution. In A. A. Freitas editorData Mining with
agents, then let the higher-level (Layer 2) GP disco"erEvolutionary Algorithmsp. 12’0_124_ 2000.

how to compose and refine primitive MAS behavior into

complex MAS behavior. [HHC94] I. Harvey, P. Husbands, and D. Cliff. Seeing
. . . he light: artificial evolution, real vision. In D. Cliff et al,
We have considered several extensions to this researclyiiors From Animals to Animats 3: Proceedings of the
First, developing a full-scale team for thRObOCUDP  Thirg |nternational Conference on Simulation of Adaptive

competition using LLGP would be a good way 1o test itSgghayior MIT Press/Bradford Books, Boston MA, 1994
abilities more thoroughly (however, the focus in this

paper was on evaluating MAS task decomposition andGHO1] S. M. Gustafson and W. H. Hsu. Layered
improvement of learning accuracy and learning speed)Learning in Genetic Programming for A Cooperative
Diversity in populations is also an interesting issue, andRobot Soccer Problem. In J. F. Milleet al, editors,

our continuing research in LLGP investigates how andProceedings of the European Conference on Genetic
whether LLGP promotes diversity. A related question isProgramming (EuroGP-2001).  Lake Como, Italy.
the degree to which LLGPeusescode versusefiningit ~ Springer-Verlag, 2001.

in higher layers. Other interesting modifications include[kags] c. M. Kadie. Seer: Maximum Likelihood
developing heterogeneous teams, adding additional loweRegression for Learning-Speed Curves Ph.D.
and higher-level layers, and hybridizing ADFs and pjssertation, University of Illinois at Urbana-Champaign

[?eQO] H. deGaris. Genetic Programming: Building
rtificial  Nervous  Systems Using Genetically
rogrammed Neural Network Modules”. In B. W. Porter

Er00] R.l. Eriksson. An initial analysis of the ability of

layered learning GP. (Technical Report UIUC-DCS-R1874). August, 1995.
[KAK+95] H. Kitano, M. Asada, Y. Kuniyoshi, I. Noda,
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Abstract

The HFC model for parallel evolutionary
computation is inspired by the stratified
competition often seen in society and biology.
Subpopulations are stratified by fitness.
Individuals move from low-fitness to
higher-fitness subpopulations if and only if they
exceed the fitness-based admission threshold of
the receiving subpopulation, but not of a higher
one. The HFC model implements several critical
features of a competent parallel evolutionary
computation model, simultaneously and
naturally, allowing rapid exploitation while
impeding premature convergence. The AHFC
model is an adaptive version of HFC, extending it
by allowing the admission thresholds of fitness
levels to be determined dynamically by the
evolution process itself. The effectiveness of the
Adaptive HFC model is compared with the HFC
model on a genetic programming-based
evolutionary synthesis example.

1 INTRODUCTION

Parallel evolutionary algorithms (PEA’s) have gained
increasing attention in many large-scale application
problems including graph-partitioning problems, set
partitioning problems, and many commercial efforts in
analog circuit synthesis at Analog Design Automation Co.
(Liang, 2001), Neolinear Inc (Ochotta, 1996; Krasnicki,
1999) and Genetic Programming Inc. (Andre, 1996).
Parallel evolutionary computation models can be largely
categorized into three classes (Cantu-Paz, 1998;
Nowostawski, 1999): (1) global single- population
master-slave models (2) single-population fine grained
models, and (3) multi-population coarse-grained (or
island) models. As cluster computing and networked PC's
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goodman@egr.msu.edu

Kisung Seo* Min Pei*

ksseo@egr.msu.edu pei@egr.msu.edu

*QGenetic Algorithms Research and Applications Group

Michigan State University
2857 W. Jolly Rd., Okemos, MI 48864

have become available in many companies,
multi-population parallel models (sometimes combined
with master-slave models) have become increasingly
popular. Parallel evolutionary algorithms have major
advantages over single-population models, including
parallel evaluation and rapid exploration with decreased
risk of premature convergence. However, current parallel
EA's are still not competent vis-a-vis scalability, either
with respect to increasing degree of difficulty of the
problem or to speedup with an increasing number of
processors. It is clear that a competent parallel
evolutionary algorithm should have the capability to:

(1) quickly exploit high-fitness individuals as they
are discovered. One of these mechanisms is
Elitism, which is effective in preserving good
individuals, as has been demonstrated in several
of the most successful evolutionary
multi-objective optimization algorithms, such as
NSGAII and SPEAII (Zitzler, 2000).

(2) keep  multiple  high-fitness  individuals
simultaneously to facilitate exploration in
multiple search areas or directions

(3) maintain diversity of the population to avoid
premature convergence

(4) be scalable with respect to increasing number of
processors

(5) adapt its  parameters  for
evolutionary computation.

Multi-population PEA’s can be classified into
homogeneous models and heterogeneous models. Sprave
(1999) proposed a unified model of population structures
in PEAs, but his model doesn’t concern with the
heterogeneity of the sub-populations. In homogeneous
parallel EA models, each subpopulation is regarded as
playing the same role in evolution. Homogeneous PEA’s
often lack efficient mechanisms to exploit the newly
discovered high-fitness individuals. Although they may
keep several high fitness individuals in different demes,

autonomous
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they suffer from the fact that high-fitness individuals may
easily dominate all subpopulations by means of the
exchange (“migration”) process. Heterogeneous parallel
EA’s are typically more resistant to this phenomenon. For
example, the injection island GA (iiGA) (Lin, 1994; Eby,
1999) uses a hierarchical structure, typically stratifying
subpopulations according to the level of resolution of the
representation, allowing control of the tradeoff between
low-resolution  exploration  and  high-resolution
exploitation. The 1iGA has also been used with different
fitness functions in various subpopulations, even if they
used the same problem representation.  Aickelin (1999)
also proposed such a PEA, which he called a pyramidal
EA, in which the hierarchical structure of the
subpopulations is defined by a hierarchy of fitness
functions.

In a recent paper (Hu and Goodman, 2002), we proposed
the Hierarchical Fair Competition (HFC) model for
parallel evolutionary computation. The HFC model is
inspired by the observation of a strategy employed in
some societal and biological systems to maintain different
high-fitness individuals in a whole population. HFC turns
out to have the features of a competent PEA cited above
except the adaptability of (6). In this paper, we introduce
an adaptive version of the HFC model, in which the
admission thresholds are automatically determined and
adjusted in the evolutionary process. In Section 2, the
metaphor and the HFC model are described relative to the
above features. In Section 3, an adaptive mechanism for
determining the parameters of the HFC model is
presented, along with the algorithm. We apply the AHFC
model to a genetic programming problem and compare it
with the static HFC model in Section 4. The conclusions
and discussion are provided in Section 5.

2 THE HIERARCHICAL FAIR
COMPETION MODEL (HFC) FOR
PARALLEL EVOLUTION

2.1 MOTIVATION AND BACKGROUND OF
HFC

The HFC model originates from an effort to combat the
premature convergence phenomenon in traditional genetic
algorithms and genetic programming. In a traditional GA,
as the evolutionary process goes on, the average fitness of
the population gets higher and higher, so that new
individuals tend to survive only if they have similarly
high fitness. New “explorer” individuals in fairly
different regions of the search space usually have low
fitness, until some local exploration and exploitation of
their beneficial characteristics has occurred. So a
standard EA tends to concentrate more and more of its
search effort near one or more early-discovered peaks,
and to get “stuck” near these attractors (or local optima).
It is clear that in a standard EA, there exists a severely
unfair competition. That is, selection pressure makes
high-fitness individuals reproduce quickly and thus
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supplant other individuals with lower fitness, some of
which may lie in the vicinity of the global optimum, when
if their neighborhood were explored more thoroughly,
much higher-fitness individuals would be found. This fact
holds true even when we find search points near a global
optimum, as long as they are not close enough to have
high fitness relative to those near other, earlier-explored
local optima. This “unfair” competition contributes a lot
to the slow search progress of many EA’s when
confronted with difficult, high- dimensionality,
multi-modal problems. To address this unfair competition
problem, we need allow young but promising individuals
(i.e., those in relatively newly-found regions, which may
ultimately give rise to high-fitness offspring, but which
are currently not of high fitness) to “grow up” and, at an
appropriate time, join in the cruel competition process and
be kept for further exploitation or be killed (as appropriate)
when they are demonstrated with some confidence to be
bad. At the same time, we hope to maintain the
already-discovered high-fitness individuals and select
from them even more promising individuals for
exploitation without Kkilling younger individuals.
Following the tradition of getting inspiration from biology,
we find that in some societal and biological systems, there
exists an efficient mechanism that can maintain and foster
potentially-high-fitness individuals (or, more accurately,
potential  progenitors of high-fitness individuals)
efficiently. This is the hierarchical fair competition (HFC)
principle as discussed below.

2.2 THE METAPHOR OF HFC:
HIERARCHICAL FAIR COMPETITION IN
SOCIETAL AND BIOLOGICAL SYSTEMS

Competition is widespread in societal and biological
systems, but diversity remains large.  After close
examination, we find there is a fundamental principle
underlying many types of competition in both societal and
biological systems: the Fair Competition Principle.

2.2.1  The Fair Competition Principle in Societal

Systems

In human society, competitions are often organized into a
hierarchy of levels. None of them will allow unfair
competition — for example, a young child will not
normally compete with college students in a math
competition. We use the educational system to illustrate
this principle in more detail.

In the education system of China and many other
developing countries, primary school students compete to
get admission to middle schools and middle school
students compete for spots in high schools. High school
students compete to go to college and college students
compete to go to graduate school (Fig. 1) (in many
Western countries, this competition starts at a later level,
but is eventually present, nonetheless). In this
hierarchically structured competition, at each level, only
individuals of roughly equivalent ability will participate
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Figure 1: In education systems, low
level students compete to get
admission to higher level schools.

in any competition; i.e., in such societal systems, only fair
competition is allowed. This hierarchical competition
system is an efficient mechanism to protect young,
potentially promising individuals from unfair competition,
by allowing them to survive, learn, and grow before
joining more intense levels of competition. Individuals
that “lose” in these fair competitions were selected against
while competing fairly only against their peers. Students
compete fairly against others in their grade level because
they are usually of similar absolute fitness levels, having
been exposed to similar amounts of education and
experience.

An interesting phenomenon sometimes found in societal
competitions is the “child prodigy.” A ten-year-old child
may have some extraordinary academic ability. These
prodigies may skip across several educational levels and
begin to take college classes at a young age. An
individual with sufficient ability (fitness) is allowed to
join any level of competition. This also suggests that in
subpopulation migration, we should migrate individuals
according to their fitness levels, rather than according to
“time in grade.”

With such a fair competition mechanism that exports
high-fitness individuals to higher-level competitions,
societal systems reduce the prevalence of unfair
competition and the unhealthy dominance or disruption
that might otherwise be caused by “early-achieving”
individuals.

2.2.2  The Fair Competition Principle in Biological

Systems

It is somewhat surprising that in “cruel” biological/
ecological systems, the fair competition principle also
holds in many cases. For example, there are mechanisms
that reduce unmatched or unfair competition between
young animals and mature ones. Among mammals, young
individuals often compete with their siblings under the
supervision of parents, but not directly with other mature
individuals, since their parents protect them against other
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adults. When the young grow up enough, they leave their
parents and join the competition with other mature
individuals. Evolution has found the mechanisms of
parental care and sibling competition to be useful in
protecting the young and allowing them to grow up and
develop their full potentials. Fair competition seems to be
beneficial to the evolution of many species.

“fitness

level 4

level 3

level 2
level 1

level 0

Figure 2: HFC model extends the search horizontally in
search space and vertically in fitness dimension and kills
bad individuals at appropriate times while allowing
promising young individuals grow up continuously

2.3 THE HFC MODEL

Inspired by the fair competition principle and the
hierarchical organization of competition within
subpopulations in societal systems, we propose the
Hierarchical Fair Competition parallel model (HFC), for
genetic algorithms, genetic programming, and other forms
of evolutionary computation.

Admission A
fitness

max

— = ADT5

ADT4

ADT3  ADT:
Admission
Threshold

ADT2

— — — - ADTI

random
individuals

f

min

Figure 3: In HFC model, subpopulations are organized in
a hierarchy with ascending fitness levels. Each level (with
one or more subpopulations) accomodates individuals
within a certain fitness range determined by the admission
thresholds
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In this model (Fig 3), multiple subpopulations are
organized in a hierarchy, in which each subpopulation can
only accommodate individuals within a specified range of
fitness. The entire range of possible fitnesses is spanned
by the union of the subpopulations’ ranges. Conceptually,
each subpopulation has an admission buffer that has an
admission threshold determined either initially (fixed) or
adaptively. The admission buffer is used to collect
qualified candidates, synchronously or asynchronously,
from other subpopulations. Each subpopulation also has
an export threshold (fitness level), defined by the
admission  threshold of the next higher-level
subpopulation. Only individuals whose fitnesses are
between the subpopulation’s admission threshold and
export threshold are allowed to stay in that subpopulation.
Otherwise, they are exported to the appropriate
higher-level subpopulation. Exchange of individuals is
allowed only in one direction, from lower-fitness
subpopulations to higher-fitness subpopulations, but
migration is not confined to only the immediately higher
level.

Each subpopulation can have the same or different sizes,
operators, and other parameters. However, considering
that there are often more low-fitness peaks than
high-fitness peaks, we tend to allocate larger population
sizes or more subpopulations to lower fitness levels, to
provide extensive exploration; and we tend to use higher
selection pressures in higher-fitness-level subpopulations
to ensure efficient exploitation. As it is often easier to
make a big fitness jump in a lower level subpopulation,
we often end up using larger fitness ranges for low-level
subpopulations, and smaller ranges for high-level
subpopulations (Fig. 2), but, of course, that depends on
the properties of the fitness landscape being explored. The
critical point is that the whole range of possible fitnesses
must be spanned by the union of the ranges of all levels of
subpopulations. Of course, the highest-level
subpopulation(s) need no export threshold (unbounded
above) and the lowest-level subpopulation(s) need no
admission threshold (unbounded below).

Exchange of individuals can be conducted synchronously
after a certain interval, or asynchronously, as in many
parallel models. At each moment of exchange, each
individual in each subpopulation is examined, and if it is
outside the fitness range for its subpopulation, it is
exported to the admission buffer of a subpopulation with
an appropriate fitness range. When a new candidate is
inserted into an admission buffer, it can be inserted into a
random position or inserted by sorting (or a null buffer
may be used, inserting migrants directly into the receiving
subpopulation, using some replacement rule). After export,
each subpopulation imports the appropriate number of
qualified candidates from its admission buffer into its
pool. Subpopulations (especially at the base level) fill any
spaces still open after emptying their admission buffers by
generating new individuals at random to fill the spaces
left by the exported individuals.
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The number of levels in the hierarchy or number of
subpopulations (if each level has only one subpopulation)
can be determined initially or adaptively. In the static
HFC model, we must manually decide into how many
levels the fitness range will be divided, the fitness
thresholds, and all other GA parameters. In a dynamic
HFC model, we can dynamically change the number of
levels, number of subpopulations, size of each
subpopulation, and admission and export fitness
thresholds. As will be seen below, a benefit of the
adaptive HFC model (an example of a dynamic HFC) is
that it can adaptively allocate search effort according to
the characteristics of the search space of the problem to be
solved, thereby searching more efficiently (initial research
on various methods for adaptation of thresholds is in
preparation for reporting elsewhere). However, even
“coarse” setting of the parameters in a static HFC model
has yielded major improvement in search efficiency over
current EA’s on example problems.

Another useful extension to HFC used here is to introduce
one or more sliding subpopulations, with dynamic
admission thresholds that are continually reset to the
admission threshold of the level in which the current best
individual has been found. Thus, these subpopulations
provide additional search in the vicinity of the advancing
frontier in the hierarchy.

2.3.1 HFC as a competent parallel model for

parallel evolutionary computation

(1) While low-fitness individuals can persist long enough
to allow thorough exploration, as soon as they
produce high-fitness offspring, the offspring can
advance to higher-fitness levels immediately for
further exploitation, to compete and be recombined
with other high-fitness individuals.

(2) The HFC model maintains a large number of
high-fitness  individuals in  high-fitness-level
subpopulations without threatening lower-fitness (but
perhaps promising) individuals. Thus possibly
promising new search locales can persist long enough
to be appropriately exploited.

(3) HFC provides another mechanism for maintaining
diversity. First, the diversity of the population is
ensured by the stratification in the fitness space.
Second, continuous introduction of random
individuals into the lowest-level subpopulations and
the promotion of their high-fitness offspring to
upper-level subpopulations can be regarded as the
introduction of entropy and randomness into the
overall evolutionary system. Actually, looking from
low-fitness levels to higher-fitness levels, we observe
increasing order in the population. The HFC
evolution is thus a self-organizing process in which
the highest order is achieved at the top fitness level.
This mechanism reduces the chance of HFC
becoming “stuck” at local optima and helps it explore
new search areas. HFC thus implements implicitly a
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multi-start or re-initialization mechanism on a
continual basis.

(4) The HFC model quickly captures superior offspring
and moves them to a place where they are free to
compete with, and be recombined with, each other.
This produces an effect similar to the elitism often
used in multi-objective evolutionary computation,
such as NSGAII or SPEAII (Zitzler et al., 2000), in
which superior individuals are also kept separately.
At that level, we can control the intensity of selection
to determine the tradeoff between exploitation of
those high-fitness individuals and exploration in their
neighborhoods.

(5) HFC has a good scalability to more processing hosts.
As more processors are available, they can be
distributed to different fitness levels — either to
low-level subpopulations for more extensive
exploration, or to the higher-level ones for intensive
exploitation of high-fitness individuals.

One of the major difficulties in the HFC evolutionary
algorithm is the determination of the admission thresholds
for a given problem. As the fitness landscape is often
unknown before evolutionary search, it is hard to define
these admission thresholds initially. Considering that
admission thresholds in HFC are only used to segregate
the whole population to avoid unfair competition, the
behavior of the search is generally not extremely sensitive
to the values of these admission thresholds, so that it is
not necessary to set them to exactly optimal values. The
only requirement for these thresholds is that the union of
the fitness level ranges (which is determined by these
admission thresholds) span the entire range of possible
fitnesses. Based on this analysis, we propose an automatic
admission thresholds determination mechanism for HFC
model.

3 THE ADAPTIVE HFC MODEL

In the static HFC model, we need to determine the
number of subpopulations, the number of fitness levels,
the relationship of subpopulations to fitness levels and the
admission thresholds of each fitness level. All the
admission thresholds are determined based on some initial
exploration of the fitness landscape of the problem, such
as the range of the fitness or distribution of
early-discovered peaks. The threshold adaptation
mechanism proposed here enables us to be relieved from
this prerequisite expertise in the problem space. All we
must decide is the number of admission levels (N, ).

Since in HFC, random individuals are continuously
inserted into subpopulations of the base fitness level, the
export threshold of the base fitness level can be set as the
average fitness of the whole population after several
(nCalibGen) generations. In AHFC, this is called the
calibration stage, which determines the level of the
fitness value of frequently encountered (“normal”)
individuals with respect to random individuals. So the
base level is used to export normal individuals to higher
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levels for further exploitation. At the end of the
calibration process, the standard deviation orand the
max fitness f.c of individuals at the highest level, the
average fitness f; of individuals at the base level are
calculated. Then the fitness range of each level can be
calculated by the following formula:

Admission threshold of base level= - o0 (1)
Admission threshold of the first level = 7,  (2)
Admission threshold of the highest fitness level =

Jomx=of (3)

Admission thresholds of other fitness levels L, , are

determined by:

futLix(frax =0 = f)((N] =2)  i=1.,N~1 “)

Table 1: Adaptive Heterogeneous HFC Algorithm for
Parallel EA’s
1. Initialization
Determine Py, parameters  for
multi-population EA. (We assume here using one set
of parameters for all subpopulations)
N, :Number of levels of the hierarchy

nCalibGen: calibration generations

nUpdateGen: admission threshold update
interval

nExch: generations between admission process
exchanges

gen = 1: current generation

2. Do

if gen <nCalibGen (in calibration stage)
run EA without exchange

else if gen = nCalibGen (calibration stage ends)
determine the admission thresholds for each
level by formulas (1) - (4)

else if gen% nExch =0
Do for each subpopulation from lowest level to
highest level {

Examine fitness of each individual and

standard

export to corresponding subpopulation at
higher level for which fitness range
accommodates this exported individual
(replacing worst individual in
subpopulation)}
end do

else if gen % nUpdateGen =0

update admission thresholds of all but the base

level by (3), (4)

gen ++
until the stopping criterion is satisfied.

target

return the highest-fitness individual(s) from the
highest-level subpopulation
End
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However, it is clear that as the evolutionary search goes
on, higher-fitness individuals are continuously discovered
that ruin the segregation by the above admission
thresholds determined at the initial calibration stage. So a
dynamic admission threshold updating mechanism is
proposed here. After each nUpdateGen generations, the
maximal fitness, fpax , and the fitness standard deviation
of the top level sub-populations, ¢ r , are recomputed to
determine the admission threshold of all the fitness levels
except the base level and the first level, by (3) - (4).

To enable efficient search, the mapping relationship of
sub-populations to all levels also needs to be adapted
dynamically. It is obvious that at initial stage, as all
individuals are randomly generated, these individuals
usually have low fitness. So most of the subpopulations
should belong to the base level. As higher-level
individuals discovered, more subpopulations should be
allocated to higher levels to exploit high-fitness
individuals. The following scheme is used in this paper:
firstly, all subpopulations are allocated to base level. After
the calibration stage, subpopulations are then evenly
allocated to each level. Extra subpopulations can be
allocated to higher levels (if aggressive exploitation is
desired) or to lower level (if intensive exploration is
desired).

This AHFC algorithm works like a string. At the initial
stage, it is quite compressed, but gradually, the string
stretches to accommodate individuals with a larger range
of fitness. The whole algorithm of AHFC is given in Table
1. For simplicity, we give the pseudo code only for the
adaptive HFC model with synchronous exchanges (no
buffers).

4 EXPERIMENTS

The adaptive HFC model for Genetic Programming
(HFC-GP) has been applied to a real-world analog circuit
synthesis problem that was first pursued using GP with a
static HFC (Hu, 2002). In this problem, an analog circuit
is represented by a bond graph model (Seo, 2001; Fan,
2001) and is composed of inductors (I), resistors (R),
capacitors (C), transformers (TF), gyrators (GY), and
Sources of Effort (SE). Our task is to synthesize a circuit,
including its topology and sizing of components, to
achieve specified behavior. The objective is to evolve an
analog circuit with response properties characterized by a
pre-specified set of eigenvalues. By increasing the
number of eigenvalues specified, we can define a series of
synthesis problems of increasing difficulty, in which
premature convergence problems become more and more
significant when traditional GP methods are used.

Circuit synthesis by GP is a well-studied problem that
generally demands large computational power to achieve
good results. Since both topology and the parameters of a
circuit affect its performance, it is easy to get stuck in the
evolution process.

7

4.1.1 Experiments on an Analog Circuit Synthesis

Problem

Four circuits with increasing difficulty are to be
synthesized, with eigenvalue sets as specified in Table 2.
Circuits were evolved with single-population GP,
multiple-population GP, HFC-GP, and AHFC-GP. The GP
parameter for the single-population GP is shown in cell
(1,2) of Table 3. The GP parameters for the
multi-population GP were the same as for the
single-population GP, except that the total population is
divided into subpopulations with sizes shown in cell (2, 2)
of Table 3. A one-way ring migration topology was used.

The parameters for the HFC-GP were the same as for the
multi-population GP, except that the ring migration was

Table 2: Target Eigenvalues

Problem 1: 6-eigenvalue problem

-213.3i, -7.574.5i, -3.5712.0i

Problem 2: 8-eigenvalue problem

—2%3.3i, =7.5%4.5i, —=3.5712.0i, -3.4712.0i

Problem 3: 10-eigenvalue problem

-273.3i, —7.5°4.5i, -3.5"12.0i, -3.4"12.0i, —10.0°8.0i
Problem 4: 12-eigenvalue problem

-2%3.3i, —=7.574.5i, -3.5712.0i,

-3.4712.0i, —10.078.0i, —1.5%3.0i

Table 3: Parameter Settings for GP

Popsize: 2000

. Parameters of | injt.method = half and_half
Single Population initdepth=3-6 ~

GP max_nodes = 800

max_depth =13
crossover rate = 0.9
mutation rate = 0.1
max_generation = 1000

Number of subpopulations = 15;
Size of subpop 2 to 14 =100
Parameters of | gize of subpop 1 =300
Multi-Population | gize of subpop 15 = 400
GP | migration interval = 10 generations
migration strategy: migrate (copy) 10
best individuals to the next
subpopulation in the ring to replace its
10 worst individuals

Additional

admission_fitnesses of:

Additional subpop 1 = -100000.0
Parameters subpop 2 to 14: 0.65, 0.68, 0.72,
of HFC-GP 0.75, 0.78, 0.80, 0.83,

0.85, 0.87, 0.9, 0.92, 0.95
subpop 15 = varying

Additional nUpdateGen= nCalibGen = 10

Parameters of | ,Exch =10
AHFC-GP | =g

replaced by the HFC scheme. The fitness admission
thresholds were set based on our prior experience with
such eigenvalue problems. In this problem, we defined a
fitness admission threshold for each subpopulation (one
subpopulation per level, in this case) as shown in cell (2,
3) of Table 3. Subpopulation 15 was used as a “sliding”
subpopulation to aggressively explore the fitness frontier.
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The parameters of AHFC-GP were nearly identical to
those of the HFC, except that we don’t need to determine
the admission thresholds of each level.

The performances of the four approaches were assessed
on four problems with increasing difficulty.  Each
experiment was run ten times, with the average of the
results reported in Fig.4, where the four GP methods are
indicated by

OnePop: Single-population GP

MulPop: multi-population GP (ring topology)

HFC-GP: HFC model for GP

AHFC-GP: Adaptive HFC model for GP

From Figure 4, it is impressive to see that in all four
problems, both AHFC and HFC performed dramatically
better than the other algorithms vis-a-vis best of run, and
the improvement was more dramatic on the more difficult
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Figure 4. Fitness of Best Individual to Date vs. Generation:
dashdot (OnePop), solid (MulPop), dashed (HFC)

problems. The superior performance at the initial
generations may have resulted from the rapid exploitation
of superior individuals, in a single subpopulation, in
comparison to the ring parallel GA. Yet convergence in
the HFC and AHFC was much slower than in the single-
and multi-population GP runs. In fact, we observe
relatively steady improvement during the runs for this set
of problems. For the easier problems, the (dynamic)
AHFC actually out-performed the (static) HFC slightly, in
spite of the rich experience on this class of problems that
was used for setting the HFC thresholds. The fact that
the HFC ultimately surpassed the AHFC on the two
harder problems indicates that there is room for
improvement of the AHFC scheme used here. However,
the fact that it is competitive with human-determined
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static values based on prior experience shows that it is a
step in a beneficial direction.

S CONCLUSIONS AND FUTURE WORK

Based on our analysis of the role of admission thresholds
used in the HFC model and our experiments on a series of
difficult, highly epistatic real-world problems, it has been
demonstrated that the adaptive HFC model can work
nearly as well as the original HFC model, and even better
in some cases, without any prerequisite knowledge of the
fitness landscape of the problem. The dynamic allocation
of the subpopulations to fitness levels also improves the
search efficiency. These adaptation mechanisms make our
algorithm to be easily plugged into new problems without
much parameter tuning. Our experiments demonstrated
the effectiveness of the HFC and AHFC models in
improving significantly both the search speed and the
quality of the best solutions found compared with
standard EAs.

This paper represents a first step toward autonomous
parallel evolutionary computation based on the HFC
model. The second step is the automation of the adaptive
distribution of the computing resource among levels. We
expect that the number of subpopulations, the number of
fitness levels, the distribution of subpopulations to each
level, along with the admission thresholds, can all be
determined adaptively, in which case we would have an
autonomous parallel evolutionary computation model in
which the communication topology and migration scheme
are all decided by the evolutionary process itself,
according to the characteristics of the problem at hand.

In this paper, we implemented the synchronous version of
the AHFC model and simulated parallel genetic
programming on a single PC. More consideration about
the communication cost and asynchronous adaptation
mechanism of the AHFC model in the case of a large
population is needed. The scalability of the AHFC model
with respect to more processors also needs to be proved
with experiments on real parallel cluster computing
facilities, which is on the top of our task list.
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Abstract

Balanced structure and parameter search is
critical to evolutionary design with genetic
programming (GP). Structure Fitness Sharing
(SFS), based on a structure labeling technique, is
proposed to maintain the structural diversity of a
population and combat premature convergence
of structures. SFS achieves balanced structure
and parameter search by applying fitness sharing
to each unique structure in a population, to
prevent takeover by the best structure and
thereby maintain the diversity of both structures
and parameters simultaneously. SFS does not
require definition of a distance metric among
structures, and is thus more universal and
efficient than other fitness sharing methods for
GP. The effectiveness of SFS is demonstrated on
a real-world bond-graph-based analog circuit
synthesis problem.

1 INTRODUCTION

Genetic programming has been applied successfully to a
rich variety of problems such as machine code evolution
(Nordin, 1997), quantum algorithm design (Spector,
1999), cellular automaton rule discovery, and
soccer-playing program evolution (Andre 1999). GP has
been particularly effectively used as an efficient
Darwinian Invention Machine that enabled Koza et al. to
achieve human-competitive results in analog circuit
design and in the transmembrane segment identification
problem (Koza 1999). Indeed, one of GP’s most
significant features is the ability to simultaneously evolve
both a structure and its parameters, opening up promising
applications in many real-world engineering design
problems and in neural network design. In all of these
problems, the objective is to search for an open-ended
structure, together with its related parameters, to achieve
several desired goals. Genetic programming — especially
evolutionary design by genetic programming — is
recognized as making a high demand on computational
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resources (Koza, 1999). To some extent, this demand can
be traced to the premature convergence problem,
especially convergence of the structures in a GP
population; it can be ameliorated using diversity-
maintenance techniques for the population. Based on an
analysis of the weak causality of GP, the new concept of
Structure Fitness Sharing (SFS), based on a structure
labeling technique, is proposed to achieve balanced
structure and parameter search by maintaining the
diversity of both structures and parameters at all times.
This method does not require definition of a distance
metric, and is thus very efficient compared to other fitness
sharing methods. Its effectiveness is demonstrated on a
real-world bond-graph-based analog circuit synthesis
problem using GP.

2 THE DIVERSITY PROBLEM IN
EVOLUTIONARY DESIGN BY GP

2.1 CATEGORIES OF EVOLUTIONARY DESIGN
PROBLEMS

Most evolutionary design problems can be classified into
one of three types:

TYPE I: Fixed structure with fixed number of
parameters.

These problems are essentially parameter
optimization problems — the task is to optimize the
parameters of a given structure. Genetic algorithms,
simulated annealing, evolutionary programming,
evolution strategies, and even gradient-based
optimization techniques are often used here.

TYPE II: Variable structure with no parameters.

This type includes problems such as algorithm
design, program induction and logic design, in which
only structure search is needed. These problems are
well suited for GP, which intrinsically manipulates
the program structure, often represented as a tree. Of
course, some of these problems can be solved with



GENETIC PROGRAMMING

genetic algorithms, simulated annealing, and other
techniques, by wusing a somewhat indirect
representation of the structure.

TYPE III: Variable structure with variable number of
parameters (of course, there can also be variable
structure with a fixed number of parameters, but that
is not the typical case — number of parameters
usually varies with the size of the structure).

Many of the most interesting evolutionary design
problems belong to this third category, in which a
structure is sought within a topologically open-ended
space, but the fitness of a structure can often only be
evaluated after parameters are assigned to key variables
associated with the structures evolved. Since the structure
is varied during the search process, the number of
parameters and their semantics change frequently. Such
problems include analog circuit design (Koza, 1999),
mechanical system design (Fonseca, 1993), and neural
network design (Oliker, 1992). Although a GA with a
variable-length representation can be used here, GP, with
its outstanding capability to search simultaneously for a
good structure and for appropriate parameters,
distinguishes itself as the most important tool for this kind
of open-ended design problem.

2.2 PREMATURE CONVERGENCE AND
DIVERSITY IN THREE TYPES OF
EVOLUTONARY DESIGN PROBLEMS

TYPE 1 problems are often described as parameter
optimization problems, readily addressable by GA.
Premature convergence in GA has been well studied.
Common diversity maintenance techniques include
crowding (DeJong, 1975), deterministic crowding
(Mahfoud, 1992), and fitness sharing (Goldberg, 1989).
The fitness derating method (Beasley, 1993), a
multi-objective method, employs fitness sharing in a
popular and effective way.

The premature convergence problem when GP is applied
to TYPE II problems has also been well studied. Most of
the resulting methods are derived from GA, but with some
specific consideration of the GP context. In
multi-objective  genetic  programming, Rodriguez
(Rodriguez-Vazquez, 1997) uses the MOGA approach
with fitness sharing being performed in the fitness space,
and extends it to genetic programming. Though easier to
implement, it remains an open question whether diversity
of fitness values is generally a true indicator of the
diversity of a population — a measure which should
actually be based on the parameter space. DeJong et al.
(DeJong, 2001) use the multi-objective method to
explicitly promote diversity by adding a diversity
objective. In their method, a distance measure defined as
follows is used in the diversity objective. The distance
between two corresponding nodes is zero if they are
identical and one if they are not. The distance between two
trees is the sum of the distances of the corresponding
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nodes — i.e., distances between nodes that overlap when
the two trees are overlaid, starting from the root. The
distance between two trees is normalized by dividing by
the size of the smaller of the two trees. The diversity
objective is defined as the average squared distance to
other members of the population. An improved version of
the above distance metric between two trees is proposed in
Ekart and Nemeth (2000) and used to do fitness sharing in
GP. Their method includes the following three steps:

1) The two GP trees to be compared are brought to
the same tree-structure (only the contents of the
nodes remain different).

2) The distance between each pair of symbols
situated at the same position in the two trees is
computed.

3) The distances computed in the previous step are
combined in a weighted sum to form the
distance of the two trees.

The major improvement of this method is that it
differentiates the types of nodes when calculating the
distance between two nodes. It first divides the GP
functions and terminals into several subsets. For nodes
with types belonging to the same subset, it calculates the
relative distance. For nodes with types belonging to
different subsets, it uses a defined function to make sure
that the distance between nodes from different subsets is
larger than that between nodes of the same subset. It also
considers the fact that a difference at some node closer to
the root could be more significant than a difference at
some node farther from the root, using a multiplier K to
distinguish them. Edit distance and phenotypic distance
for fitness sharing for GP are also tested in their
experiment. The former gets slightly better accuracy but
with relatively high computational cost. The latter doesn’t
provide much improvement over the original GP without
fitness sharing.

Implicit fitness sharing (McKay, 2000) has also been
applied to GP. Instead of calculating the distance between
the structures of GP trees, it is a kind of phenotypic
(behavior-based) fitness sharing method. The fitness is
“shared” based on the number of other individuals who
have similar behaviors, capabilities or functions. Implicit
fitness sharing provides selection pressure for each
individual to make different predictions from those made
by other individuals.

Population diversity of TYPE III problems in GP has not
been investigated thoroughly. These problems are
characterized by the need for simultaneous optimization
of topology and parameters. In a GP population, structure
diversity is needed to enable efficient topology
exploration, which is the main objective, in most case, for
discovery of innovative designs. At the same time, the
goodness (or fitness) of a structure can only be evaluated
after sufficient parameter exploration within the same
structure. Thus, the parameter diversity of each structure
also needs to be maintained. As a result, in the context of
variable structure and parameter design by GP, the
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population diversity has some significant differences from
that of a GA, in the following respects:

e  Number of peaks

When applying fitness sharing in GA, two
assumptions are made. One is that the number of
peaks is known or can be estimated. The second
is that the peaks are almost evenly distributed. In
many problems of GA, a relatively limited
number of peaks is expected to enable efficient
use of fitness sharing. However, in TYPE III
problems, each structure may have a huge
number of peaks with respect to its parameter
space, while in the structure space, each structure
is a distinct peak, since the structure space is not
a continuous space, but rather a highly nonlinear
discrete space.

e  Continuity of search space

In GA, many problems can be considered as
defined in an approximately continuous space,
although sometimes certain aspects have
distinctly discrete behavior. However, in TYPE
IIT problems, GP deals with a highly discrete
structure space that also has a huge continuous
space (of parameter values), since for each
structure, the search for appropriate parameters
can be regarded as an instance of GA search.

e  Constraints

In GA, only parameter constraints exist.
However, in TYPE III problems, GP must deal
with both structure constraints and parameter
constraints.

The demand for structure diversity as well as parameter
diversity makes the existing fitness sharing methods
inefficient for Type III problems. For fitness-space-based
fitness sharing (Rodriguez-Vazquez, 1997) and the
implicit fitness sharing (McKay, 2000) methods,
significant parameter diversity is lost since they do not
promote coexistence of individuals with the same
structure but with different parameters in order to enable
efficient parameter search. Fitness sharing with the
distance metric, as in (Ekart, 2000; KeJong, 2001), is also
inefficient in this case. First, the computational cost is still
demanding, since in TYPE III problems, a complex
structure and its parameters often require a big tree —
perhaps 1000 - 2000 nodes in most of our experiments —
especially when parameters are normally represented by a
numeric subtree such as Koza uses (Koza, 1999). Second,
but more importantly, the underlying assumption of the
above distance metrics is that structural dissimilarity
measured between two GP trees meaningfully reflects the
dissimilarity in function between the two structures.
However, as the structure space represented by a GP tree
is a highly non-linear space, in most cases, a change of a
single (non-parameter) node changes the behavior of the
GP tree dramatically. This phenomenon can be traced to
the weak causality of GP (Rosca, 1995), which means that
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small alterations in the underlying structure of a GP tree
cause big changes in the behavior of the GP tree. So
measuring a sort of "Hamming" distance between the
structures of two GP trees to predict the difference of the
behavior/function is not well founded, and thus inefficient.
This makes a useful definition of a sharing radius hard to
determine. It seems that distance metrics in the structure
space and the parameter space and the association of a set
of parameters with the structure to which they apply must
be faithfully captured in order to most effectively maintain
both structure diversity and parameter diversity and
thereby to achieve efficient search. Therefore, given the
inherent difficulty of structure/function mapping, perhaps
it is counterproductive to use any structural similarity
measure beyond the most basic and completely faithful
one — the identity mapping: two structures are either
identical, or they are not. That is the structural distance
measure used here. While it is possible to define a broader
relationship that still captures identity of function (for
example, if swapping of the order of two children of a
node has no effect on the function computed), such
definitions depend on the semantics of the functions, and
were not implemented here.

3 BALANCED STRUCTURE AND
PARAMETER SEARCH IN
EVOLUTIONARY DESIGN BY GP

In design problems involving both variable structure and
variable parameters, search must be balanced between the
structure and parameters. On one hand, each structure
needs sufficient exploration of its parameters to develop
its potential to some extent, which means that a reasonable
number of individuals of the same structure must probably
be kept in the population. On the other hand, no structure
should dominate the population, or it would prevent
sufficient future exploration of the structure space.

Premature convergence of structures in evolutionary
design by GP can be caused by neglecting the different
roles of structure and parameter search. In standard GP,
nodes at which to perform crossover and mutation are
selected randomly from the entire set of nodes, treating
those specifying structure modifications identically with
those specifying numerical modifications (provided that
numerical subtrees are used to define the parameters of
components, as is often done). This means that a new
circuit structure is often discarded by the selection process
if its fitness is low with its initial set of parameters. The
result is that often, structures of moderate quality with
slightly better parameters proliferate and dominate the
population, while inherently better structures with bad
parameters are discarded. This is called the premature
structural convergence problem. This phenomenon arises
from the fact that “promising” structures are often
discarded just because their current parameters are not
adjusted well enough to demonstrate their potential.
Ideally, a structure should be discarded only when it is
demonstrated to be bad after a sufficient effort to adjust its
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parameters. In addition, since there are often many more
numeric nodes than structure modifying nodes, premature
structural convergence is accentuated, since there is a
lower probability of choosing a structure modifying node
that will generate a new structure than of choosing a node
that changes only parameters.

In order to address this problem, structure and parameter
search must be controlled explicitly. In our work, a
probabilistic method is first devised to decide whether GP
does a structure modification (crossover or mutation on a
structure modifying node) or does parameter modification
(crossover or mutation on a parameter modifying node).
Since structure changes have a more fundamental effect
than the parameter changes on the performance of the
system, we introduce a bias toward more parameter
modifications than structure modifications by controlling
the probability of selecting these types of nodes for
crossover and mutation sites. The following example
probabilities are defined to facilitate keeping the structure
and its function stable and to allow parameters to be
adjusted well enough to demonstrate the potential of a
structure.

p(structure modification ) = 0.1

p(parameter modification) = 0.9

We also use explicit control of the node selection process
to achieve balanced parameter evolution for all
parameters in a structure. During the parameter
modification stage, we first establish a list of all variables
whose values need to be established during evolution,
then we randomly select a variable as the current variable
to be changed. We then select a node in the numeric
subtree of this variable and do a crossover or mutation
operation. In this way, each variable has an equal
opportunity to be changed during evolution. This
improvement speeds the evolution of balanced numeric
subtrees. All variables tend to have numeric subtrees with
similar depths.

Even with the methods above, premature structural
convergence still often occurs as structures with
well-fitted parameters quickly dominate the whole
population. The Structure Fitness Sharing (SFS) method is
proposed to control the reproduction of high-fitness
structures. Our assumptions are that fitness sharing can
profitably be based on the number of individuals with the
same structure, and that distance between the structures of
two GP trees with distinct structures is not generally an
adequate predictor of the differences between their
behaviors. Thus, any “counting of positions where the
trees differ” distance metric is not well founded. Instead,
a simple labeling technique is used to distinguish
structures.
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4 STRUCTURE FITNESSS SHARING
(SFS)

Structure Fitness Sharing is the application of fitness
sharing to structures in GP. In contrast to the GA fitness
sharing using a distance measure to identify peaks, in SFS,
fitness sharing is based on the tree structures, treating each
tree structure in GP as a peak in the space of parameters
and structures.

In SFS, each structure is uniquely labeled, whenever it is
first created. So long as GP operations on an individual do
not change its structure, but only its parameters, the
structure label of this individual is not changed.
Parameter crossover and mutation, or replication of the
individual, simply increase the number of individuals with
this structure (label) in the population. If structure
modifications are conducted on an individual that change
the structure — for example, we change a Rep C (a GP
function node replacing a resistor or inductor of the circuit
with a capacitor) to a Rep I (a GP function replacing a
resistor or capacitor of the circuit with an inductor) node —
then a new structure label (structurelD) is created and is
attached to this new individual. Our assumption is that the
possibility that any particular structure-altering operation
produces exactly the same structure possessed by other
individuals in the current population is relatively low, so it
is not necessary (or worthwhile) to check a new structure
against all other existing structures to see if it is identical
with one of them (and so could use its label), although a
hashing technique might make this relatively easy to do.
Furthermore, even if some newly created individual
shares the same structure with another individual but is
labeled with a different structure label, the algorithm is not
strongly affected, so long as it occurs infrequently.

In standard GP, individuals with certain structures will
prosper while others will disappear because of their low
fitnesses. If this process is allowed to continue without
control, some good structures (usually one) tend to
dominate the population and premature convergence
occurs. To maintain diversity of structures, fitness sharing
is applied to individuals of each structure. SFS decreases
the fitness of the individual as follows: SFS penalizes
only those structures having too many individuals,
according to the following fitness adjustment rule used for
the experiments in this paper:

N s : Number of structures to be searched simultaneously

N esp : Expected number of search points (individuals)
for each structure in the whole population

Nsi : Number of individuals with structure s; (of
ma,es;, ~ Which individual ind, is one)

For each individual Ind, if Nsi >0.8*N, then

esp

Ind;es;
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where a =1.5

esp
If k>1 then k=1.0

Joy = Jou * K M

With this method, each structure has a chance to do
parameter search. Premature convergence of structures is
limited, and we can still devote more effort to high-fitness
structure search.

4.1 LABELING TECHNIQUE IN SFS

A labeling technique is used in SFS to distinguish
different structures efficiently. A similar technique has
been used by Spears (1994), in which tag bits are used to
identify different subpopulations. Spears’s result suggests
that in crowding and fitness sharing in GA, we only need
to decide whether or not two individuals have the same
label. The added precision of the distance metric for
maintaining the diverse state of a subpopulation is often
unnecessary. In SFS, the label is used only to decide
whether or not two individuals have the same label (i.e.,
structure). We use simple integer numbers as labels rather
than more complicated tag bits. Ryan (1994, 1995) also
uses similar labelling ideas to decide which race an
individual belongs to in his racial GA (RGA).

4.2 HASH TABLE TECHNIQUE IN SFS

In order to keep track of all individuals with each
particular label, SFS uses a hash table is used -- this
speeds up the access to the structure by each individual
when we do crossover, mutation, and reproduction. Each
time we create a new structure, we create an entry in the
hashtable with the structureID (next integer) as the key.
The size of the hash table is controlled to accommodate at
most 500 structures in our experiments. Whenever the
number of structure entries in the hashtable exceeds 500,
those structure entries with no individuals in the current
population or with a low fitness of its best individuals and
with old ages (generations since their labels were created)
are removed from the hashtable. The corresponding
individuals of these structures are removed from the
current population at the same time.

4.3 THE STRUCTURE FITNESS SHARING
ALGORITHM IN GP

The following is the outline of the algorithm of SFS as
applied to GP:
Step 1: Initialize the population with randomly

generated individuals. Initialize the structure hash
table.
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Step 2: Assign each individual a unique label. Here a
label is just an wunassigned integer number
incremented by one at each assignment.

Step 3: Loop over generations

3.1 Select the parents for a genetic operation
according to their standard fitness

3.2: If current operation is an operation that
changes the structure from that of the parent(s),
(including crossover and mutation at structure
operator nodes of GP trees)

Create a new label for each new structure
created and add the new structure item to
the structure hash table.

3.3: If the current operation is a parameter
modification (mutating the parameter nodes or
crossing over at a parameter node) or only
replication of an existing individual, do not
create a new label. New individuals inherit the
labels from their parents. Update information
about the structure items in the hash table,
including the best fitness of this structure,
number of individuals, age, etc.

3.4: If the maximum number of structures in the
hash table is reached, first purge those structures
that have no individuals in the current
population. If there are still too many structures,
then delete those structures whose best
individuals have lower fitness and high age (>10
generation, in our case) and delete their
individuals in the population and replace them
with new individuals formed by crossover or
mutation until the maximum number of
structures in hash table is kept.

3.5: Adjust the fitness of each individual
according to equation (1).

Step 4: If stopping criterion is satisfied, stop; else go
to step 3.

5 EXPERIMENTS

5.1 PROBLEM DEFINITION

GP with the SFS technique has been applied to an analog
circuit synthesis problem that was previously approached
using GP without SFS (Rosenberg, 2001). In this problem,
an analog circuit is represented by a bond graph model
(Fan, 2001) and is composed of inductors (I), resistors (R),
capacitors (C), transformers (TF), gyrators (GY), and
sources of effort (SE). The developmental evolution
method similar to (Koza, 1999) is used to evolve both the
structure and parameters of a bond graph representation of
a circuit that achieves the user-specified behavior. With
this method, a set of structure modifying operators (e.g.
Rep C, Rep I) are provided to operate on the embryo
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bond graph. A set of numeric operators (such as +, -, *, /)
are provided to modify the parameters of the structure.

In this paper, the design objective is to evolve an analog
circuit with response properties characterized by a
pre-specified set of eigenvalues of the system equation.
By increasing the number of eigenvalues specified, we
can define a series of synthesis problems of increasing
difficulty, in which premature convergence problems
become more and more significant when traditional GP
methods are used. This eigenvalue assignment problem
has received a great deal of attention in control system
design. Control over eigenvalues in designing systems, in
order to avoid instability and to provide particular
response characteristics, is often an important and
practical problem.

Circuit synthesis by GP is a well-studied problem that
generally demands large computational power to achieve
good results. Since both the topology and the parameters
of a circuit affect its performance, it is easy to get stuck in
the evolution process.

5.2 EXPERIMENTAL SETUP

In the example that follows, a set of target eigenvalues
was given and a bond graph model with those eigenvalues
was generated. Table 1 shows the three sets of 6, 8, and 10
target eigenvalues used as targets for example genetic
programming runs:

We applied single population GP with and without SFS
and multi-population GP with and without SFS to all three
problem instances. Each experiment was repeated 10
times with different random seeds.

Table 1. Target Eigenvalues

Problem 1: 6-eigenvalue problem
~0.1+5.0/,-1.0£2.0/,—2.0+1.0/

Problem 2: 8-eigenvalue problem
~0.1£5.0/,-1.0£2.0/,-2.0£1.0/~3.0£0.7
Problem 3: 10-eigenvalue problem
~0.1£5.0/,-1.0£2.0/,-2.0£1.0j~3.0£0.7
~4.0+0.4;

R1
K (250
SE w1k 0 = R (500)
""""""""""" R2

Figure 1. The Embryo Bond Graph Model
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The embryo model used is shown in Figure 1. It represents
an embryo bond graph with three initial modifiable sites
(represented as dotted boxes). In each case, the fixed
components of the embryo are sufficient to allow
definition of the system input and output, yielding a
system for which the eigenvalues can be evaluated,
including appropriate impedances. The construction steps
specified in the GP tree are executed beginning from this
embryo. The numbers in parentheses represent the
parameter values of the elements.

Three circuits of increasing complexity are to be
synthesized, with eigenvalue sets as specified above. The
GP parameter tableau for the single population method is
shown in Table 2 below.

These problems exhibit a very high degree of epistasis, as
a change in the placement of any pair of eigenvalues has a

Table 2. Parameter Settings for GP

Popsize: 1000
init.method = half and_half

. Parameterg of init.depth = 3-6

Single Population
Gp | max_nodes = 1000

max_depth =15
crossover rate = 0.9
mutation rate = 0.1
max_generation = 1000

Number of subpopulations = 10;

Parameters of | Size of subpop =100
Multi-Population | migration interval = 10 generations
GP | migration strategy: ring topology,
migrate 10 best individuals to the
next subpopulation in the ring to
replace its 10 worst individuals

Additional

SFS | N,:50

Parameters .
Nesp : 20 = popsize/ Ny

strong effect on the location of the remaining eigenvalues.
Eigenvalue placement is very different from “one-max” or
additively decomposable optimization problems, and
these problems become increasingly difficult with the
problem order. The performance of each of the three GP
approaches is reported in Figure 2, in which the four GP
methods are indicated by

OneGP: single population GP, no SFS
MulGP: multi-population GP, no SFS
ONE.SFS: single population GP with SFS
MULPOP.SFS: multi-population GP with SFS

To observe the effect of structure fitness sharing, we
monitor the number of distinct structures in the
experiments with and without SFS techniques. From Fig 2,
one can see that Structure Fitness Sharing can
significantly improve the performance for single
population GP and also does better in multi-population GP,
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though the difference is not as significant. The reason may
be that multi-population runs already provide an inherent
diversity maintenance mechanism. We also find that SFS
can help to provide probabilistic control of structure and
parameter modifications to maintain a stable number of
search structures in the whole population, as illustrated in
Fig 3.

6 CONCLUSIONS

In this paper, Structure Fitness Sharing (SFS) is proposed
to achieve balanced structure and parameter search in
evolutionary design by Genetic Programming. SFS can
effectively prevent the dominance of any specific
structure and when combined with probabilistic control of
structure and parameter modification, SFS can maintain a
stable number of structures for simultaneous structure and
parameter search. The labeling technique in SFS
eliminates the necessity of computing the distance
between two individuals, which saves computing effort
that we believe is often largely wasted when attempting to
measure GP structural similarity. The user parameters of
the standard fitness sharing method are also eliminated
(e.g. the sharing radius). All that must be done is to define
the fitness adjustment scheme: how to penalize the fitness
of a structure when the number of individuals with that
structure label grows large enough to threaten the
diversity of the population. The hash table technique
allows SFS to quickly update the structure information
about the current population during evolution. More
complicated balanced structure parameter search methods
can be derived using the concept of structure diversity. For
example, the authors intend to incorporate the age concept
and the elitism method of multi-objective evolutionary
computation into SFS. We also intend to explore use of a
separate GA for explicit exploration of the parameter
spaces of individual structures, with the expectation of a
significant impact on the selection, crossover and
mutation dynamics of the overarching simultaneous
evolutionary search of structure and parameters.
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Abstract

This paper describes an evolutionary method
for identifying a causal model from the ob-
served time series data. We use a system
of ordinary differential equations (ODEs) as
the causal model. This approach is well-
known to be useful for the practical applica-
tion, e.g., bioinformatics, chemical reaction
models, controlling theory etc. To explore
the search space more effectively in the course
of evolution, the right-hand sides of ODEs
are inferred by Genetic Programming (GP)
and the least mean square (LMS) method is
used along with the ordinary GP. We apply
our method to several target tasks and em-
pirically show how successfully GP infers the
systems of ODEs.

1 Introduction

Ordinary differential equations (ODEs) are one of the
easiest media for modeling complex systems, where
basic differential relationships are known between the
system components. Solving a set of differential equa-
tions to produce their equivalent functions is relatively
easy so as to obtain useful time-series data. On the
other hand, the inverse problem, i.e., the inference of
the system of ODE from the observed time-series data,
is not necessarily easy, although very important for
many fields. This is because there is no knowing the
appropriate form, i.e., the order and terms of ODEs,
beforehand.

In this paper, we deal with an arbitrary form in the
right-hand side of the system of ODEs to allow the
flexibility of the model. More precisely, we consider
the following general form:

Erina Sakamoto
Grad. School of Inf. and Comm. Eng.,
The University of Tokyo
7-3-1 Hongo, Bunkyo-ku, 113-8656, Japan

dX;
dt

:fi(Xl,XQ,...,Xn) (i:1,2,...7n), (1)

where X; is the state variable and n is the number of
the observable components.

For the sake of identifying the system, we use Genetic
Programming (GP) to evolve the ODEs from the ob-
served time series. Although GP is effective in finding
the suitable structure, it is sometimes difficult to opti-
mize the parameters, such as constants or coefficients
of the polynomials. This is because the ordinary GP
searches for them simply by combining randomly gen-
erated constants. To avoid this difficulty, we introduce
the least mean square (LMS) method.

There have been several studies for identifying differ-
ential equation models by means of EAs (Evolution-
ary Algorithms). For instance, GP was used to find a
function in a symbolic form, which satisfies the differ-
ential equation and initial conditions [Koza92]. Cao
and his colleagues used hybrid evolutionary model-
ing algorithms [Cao00]. The main idea was to em-
bed GA in GP, where GP was employed to discover
and optimize the structure of a model, while GA
was used to optimize its parameters, i.e., coefficients.
[Babovic00] also applied GP to approximate several
ODEs from the domain of ecological modeling, e.g.,
Lotka-Volterra and logistic equations. They showed
that the GP-based approach introduced numerous
advantages over the most available modeling meth-
ods. In our previous researches [Sakamoto and Iba00)
and [Sakamoto and Iba01], we proposed another inte-
grated scheme, in which the least mean square (LMS)
method is used along with GP. In this scheme, some
individuals were created by the LMS method at some
intervals of generations and they replaced the worst
individuals in the population.

In this paper, we extend our previous approach so
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as to achieve the inference of the ODEs more effec-
tively. More precisely, we empirically show the follow-
ing points:

e The success in the acquisition of ODEs, which are
close to the observed time series.

e The inference of the exact equation form, i.e., the
exact causal relationship.

e The effectiveness of the LMS method.

e The superiority of our approach over the previous
methods.

The rest of this paper is organized as follows. In Sec-
tion 2, we describe the details of our method, i.e., how
GP and LMS methods are integrated to work in the
course of evolution. Three examples are used to exam-
ine the effectiveness of our method. Their experimen-
tal results are shown in Section 3. Then, we discuss
the results in Section 4 and give some conclusion in
Section 5.

2 Integration of GP and LMS

We use GP to identify a causal model in the form of
the system of ODEs. Though GP is capable of finding
a desirable structure effectively, it cannot always be
effective in finding the proper coefficients because GP
uses the combination of randomly selected ones. We
have chosen the least mean square method (LMS) to
tackle this defect of the ordinary GP. For this purpose,
coefficients are not included in the terminal set for a
GP individual tree. The coeflicients of each term of
a GP tree are calculated by the LMS method and a
table of them composes a GP individual along with a
tree.

2.1 Inference of the form of equations using
GP

We use GP to identify the form of the system of dif-

ferential equations. For this purpose, we encode right-

hand sides of ODEs into a GP individual. Each in-

dividual contains a set of n trees, i.e., an n-tuple of

trees(f1,..., fn). For example, consider the two trees

in Fig.1. This shows the following system of ODEs:
aX1X22 + b

X =
X2 = CX1X2 + d)(g7

where the coefficients a, b, ¢, d, are derived by LMS de-
scribed later. Note that the constant term b is added
to the right hand side of the first equation, because of

(2)
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the constant terminal, i.e., 1. Thus, each equation uses
a distinct program. A GP individual maintains mul-
tiple branches, each of which serves as the right-hand
side of a differential equation.

Crossover operations are restricted to the correspon-
dent branch pairs. Actually, each tree, i.e., each right
hand side of the ODE sytem, is evolved independently
in parallel.

dX1/dt
+
/\1
/ N\
X2

/ N\
X1 X2

dX2/dt
+
/ N\
X X2
/" \

X2 X1

Figure 1: Example of a GP individual.

2.2 Optimization of models using LMS
method

Coeflicients of a GP individual is derived by the LMS
method described below. Assume that we want to
acquire the approximate expression in the following
form:

M
y(:cl,...,a:L):Zaka(zl,...,xL), (3)
k=1

where Fy(z1,...,2r) is the basis function, z1,...,zL
are the independent variables, y(z1,...,zr) is the de-
pendent variable, and M is the number of the basis
functions. Let a be the vector of coefficients, i.e.,
(a1,...,ap). Then, our purpose is to minimize x?2
described in (4) to acquire a.

¢ =3 (0 - Y aw i@, @) @)
i=1 k=1

where x1(i),...,z1(i) and y(i) are data given for the
LMS method and N is the number of data points. Let

b be the vector of (y(1),...,y(N)) and A be the NxM
matrix described below:
F1($U1(1),...,$L(1)) FAI(CU1(1)7...,$L(1))
Fi(z1(2),...,20(2)) Fr(z1(2),...,20(2))
Fi(z1(N),...,zL(N)) Fuy(21(N), ...,z (N))



790

Then, (5) should be satisfied to minimize x?2.

(AT.-A)-a=AT b (5)
Thus, a can be acquired by solving this equation.

When applying to the time-series problem, y(#) for the
jth equation of the system of differential equations is
calculated according to the following discrete differ-
ence of the time-series x;(t):

l‘j(ti + At) — xj(ti — At) (6)
2At ’

y(i) = Xjle=t, =

where t; is the time of the ith selected data point.
For example, consider the first ODE (X;) of the sys-
tem (2), in which the number of the components is
two (L = n = 2). In this case, we are using two
basis functions, i.e., M = 2 and (Fy, F2)=(X1X2,1).
Then, the ith row of the matrix A is determined as
(Z’l(ti)xg(ti)2,1).

The coefficients in the approximate expressions of the
right-hand sides of the equations can be derived by
using A and b(y(1),...,y(IN)) acquired above.

2.3 Fitness definition

The fitness of each individual is defined as the sum of
the squared error and the penalty for the degree of the
equations:

n T-1
fitness = Z Z () (to+kAL) —xi(to +EAL))  +a-m,
i=1 k=0
(7)
to : the starting time
At : the stepsize
n : the number of the observable components

the number of the data points

where z; (to + kAt) is the given target time series (k =
0,1,---,T—1). x}(to+kAt) is the time series acquired
by calculating the system of ODEs represented by a
GP individual. All these time series are calculated by
using the forth-order Runge-Kutta method. m is the
number of terms and a is the weight constant. In other
words, the individual which has a smaller number of
terms and is closer to the target time series has the
higher possibility to be selected and inherited to the
next generation. This fitness derivation is based on the
MDL (Minimum Description Length) criterion, which
has been often used in GP (see [Iba94], [Zhang95] and
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| [ Expl Exp2 Exp3 Expd |
Population size | 1000 1000 1000 3000
Generation 100 100 100 100

Crossover rate 0.80 0.80 0.80 0.80
Mutation rate 0.10 0.10 0.10 0.10

# time series 1 1 3 3
Stepsize 0.01 0.01 0.01
# data points 100 40 30

Table 1: GP and LMS parameters for experiments.

[Nikolaev and Iba01] for examples). When calculating
the time series, some individuals may go overflow. In
this case, the individual’s fitness value gets so large
that it will be weeded out from the population.

We use several sets of time series as the training data
for GP. This is to acquire the equations as close to the
target as possible. Each data set was generated from
the same target by using different initial values.

3 Experimental results

We have prepared three different tasks to test the ef-
fectiveness of our method. Experimental parameters
are summarized in Table 1. Function and terminal sets
F and T are as follows:

F= {+a_7*}
T= {X17"'7XTL71}

3.1 Example 1 : Chemical reaction model

The reaction between formaldehyde (X;) and car-
bamide in the aqueous solution gives methylol urea
(X2) which continues to react with carbamide and
form methylene urea (X3) (see [Cao00] for details).
The reaction equations are described as below:

HCHO + (NH,),CO X5 H,N - CO - NH - CH,0H
(8)

HyN-CO-NH -CH>OH + (NH3)2CO
M, (NH,CONH),CH, (9)
As a kind of typical consecutive reaction, the concen-

trations of the three components in the system satisfy
the following system:

Xl = —1.4000X,
Xy = 1.4000X; —4.2000X, (10)
X3 = 4.2000X5
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Experimental parameters for this task are shown in
Table 1. By applying our method, we have acquired
the system of eq.(11), which gave the sums of square
errors as (X1, Xa2, X3) = (0.000,2.082 * 10711, 1.883 x
10~!1). The time series generated by this system is
shown in Fig.2 along with that of the target.

X; = —1.4000X,
Xo = 1.4004X; —4.2006X5 (11)
X3 = 4.1998X,
0.1 ‘
X1
X2 e
X3
0.08 r pred X1
pred X2 -------
2 pred X3 ------
g 006
§ 0.04 |
8 -
0.02 | _/,,__;;,;iii«“,x o
0/_/,.«‘ e
0 01 02 03 04 05 06 07 08 09 1
Time

Figure 2: Time series of the acquired model for chem-
ical reaction.

The best kinetic model acquired in [Cao00] was as fol-
lows:

Xl = —1.400035X;
Xy = 1.355543(X | +t) — 4.482911X, (12)
X5 = 4.069420X + t — 0.002812

where the sums of square errors were (X7, Xo, X3) =
(1.600%10711,3.240%1078,3.025%107?). Note that the
terminal set used in [Cao00] included the time variable
t.

3.2 Example 2 : Three-species
Lotka-Volterra model

The Lotka-Volterra model describes interactions be-
tween two or more species, i.e., predators and preys,
in an ecosystem [Takeuchi96]. The following DOEs
represent a three-species Lotka-Volterra model:

Xi= (1-X1—X;—10X3)X,
Xy = (0.992—1.5X; — X3 — X3) X, (13)
X3 = (—1.2+5X1 +O.5X2)X3
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This system models the introduction of the third
species, i.e., a predator, into a two-species system of
competition, i.e., preys. More precisely, X1 and Xo
are the number of preys competing with each other,
whereas X3 represents the number of predators.

The GP and LMS parameters we used are shown in Ta-
ble 1. As a result of experiments, the following DOEs
were acquired in a typical run:

Xl = —10.001X;X3 — 1.000X1 X2 — 0.999X12 + 1.000X1
XQ = 0.992X, — 1.500X1 X2 — 0.996 X2 X35 — 1.000X22
X3 = 4.998X7: X3+ 0.500X2X3 — 1.200X3

(14)

Note that the two systems of DOEs, i.e., egs.(13) and
egs.(14), are almost identical except for slightly dif-
ferent coefficients. In all runs, we have succeeded in
acquiring almost the same DOEs. The MES (Mean
Square Error) of the above DOEs are very small
(4.78 + 10~ 11).

We have conducted the further experiments with this
Lotka-Volterra model to compare the performances of
the following methods:

e Standard GP
e Old version of GP with LMS
e Proposed method of GP with LMS

As mentioned in Section 1, in our previous papers
[Sakamoto and Iba0l] and [Sakamoto and Iba00], we
used the least mean square (LMS) method along with
GP in a different way, i.e., some individuals were cre-
ated by the LMS method at some intervals of gener-
ations and they replaced the worst individuals in the
population. We compared the performance of the old
version to see the effectiveness of the approach pro-
posed in this paper.

The experimental results are given in Table 2. The ta-
ble shows the MSE data and hit percentages, i.e., the
ratios of successes in acquiring the target DOEs, aver-
aged over ten runs. As clearly shown in the table, GP
with LMS performed better than GP alone (standard
GP), in view of MSE values. Moreover, the superior-
ity of the proposed approach over the old version has
been confirmed by the hit percentage.

3.3 Example 3 : E-cell simulation

We have conducted the experiment on the data of a
metabolic network that consists of three substances.
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| [ MSE

Standard GP
Old version
Proposed method

| Hit(%) |
4.47%107° 0%
2.85% 107 0%
47810711 | 100%

Table 2: Comparision of Three methods.

This target network is a part of the biological phos-
pholipid pathway. The data were derived from the E-
cell simulation model. E-cell Simulation Environment
(E-CELL SE) is a software package for cellular and
biochemical modeling and simulation (see [Tomita99]
for details of bioinformatics). This network can be
approximated as (15).

X1 = —kiX1X35
Xo= k1 X1X3— koXo (15)
Xz = —ki1X1 X35+ kaXo

Note that the parameters ki, ko, and k3 are unknown
for the simulation experiment.

Three sets of time series generated by E-cell with a
different initial value were used for the training of GP.
Experimental parameters are shown in Table 1. By
applying our method, we have acquired the following
equations in a typical run:

X1 = —10.3176X1 X3
Xo = 9.7149X; X5 — 17.5084 X5 (16)
X3 = —9.7018X; X5 + 17.4766 X

When we compare the two systems, i.e., eq.(16) and
eq.(15), we can confirm the success in acquiring the
almost identical model to the target ODEs. The time
series generated by eq.(16) is shown in Fig.3 along with
that of the target. The average MSE (Mean Square
Error) of 10 runs was 2.545 * 1073,

We have also conducted a comparative experiment
without the LMS method to confirm its effectiveness
(in this case, coefficients are added to the terminal
set). The average MSE of 10 runs is 5.328 x 1073,
whereas that of the experiment with the LMS method
is 2.545 % 1073. Besides, the correct form of ODEs was
not always acquired without the LMS method. For
example, in no runs, the correct ODE for X3 was ac-
quired without the LMS method.

3.4 Example 4 : S-system model

S-system is a type of power-law formalism and has
been proposed for the causality model. The concrete
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1.2

0.8 -

0.6

Concentrations

04 -

02} /

Figure 3: Time series of the acquired model for E-cell
simulation.

form of S-system is given as follows:

dX; g N h
7 za,-]__[le' —ﬂiHXj'(z=172,...,n),
=

J=1

where X, is a state variable. The first term repre-
sents all influences that increase X;, whereas the sec-
ond term represents all the influences that decrease
X, [Savageau76]. S-system is commonly used in many
fields and its parameters were optimized by using GA
[Tominaga00].

We tested on the gene regulatory network which con-
sists of five nodes and had been generated from the
S-system. This causality model can be approximated
as follows (see [Tominaga00] for details):

X; = 15.0X3X; 0 — 10.0X20

X, = 10.0X7° —10.0Xx3°

Xy = 10.0X;"" —10.0X; "' X20 (17)
Xy = 8.0X70X;'Y —10.0X3°

X5 = 10.0X2°-10.0x20

Three sets of time series with a different initial value
were used for the training of GP. Experimental pa-
rameters are shown in Table 1. To cope with the real-
valued power of the component variables, we used the
following terminal set:

T = {X1, X7 XL X700 X, X5 X9 X0
L 7X57X5717Xg.1,X570‘1} (18)

By applying our method, we have acquired the follow-
ing equations in a typical run:
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Figure 4: Acquired and target time series data of S-system.
0.01 —

, o1 00 GP+LMS ——
X1 = 14.926X3X; " —9.941X7} GP
Xo = 9.950X70 —9.938Xx30
X3 = 10.010X, %" —10.005X, %1 X230 (19) 0001 | ]
X, = 7.880X20X; 10— 9.826X20 T
X5 = 9.935X29-9.919x20 E

0.0001 | |
Note that two systems, i.e., eq.(19) and eq.(17), are
almost identical. The acquired and the given target
time series are shown in Fig.4. As can be seen, the 16-005 ‘ ‘ ‘

acquired time series is quite close to the target one.

For the above task, the average MSE (Mean Square
Error) of 10 runs was 4.532% 1076, On the other hand,
that of the experiment without the LMS method was
6.145 % 10~%. The equations of the correct forms were
acquired in 92% of the runs with LMS, whereas in no
runs the correct form of equations was acquired with-
out the LMS method. Fig.5 shows the fitness transi-
tions for both methods in typical cases. Thus, we can
confirm that the search became more effective by using
GP along with LMS method.

0O 10 20 30 40 50 60 70 80 90 100

generations

Figure 5: Typical case of the evolution for S-sytem.

4 Discussion

Although the above section shows the effectiveness of
our approach in acquiring the exact form which is very
close to the target observed data, there is another
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factor to be considered, i.e., the robustness. To test
the robustness of our method to the real noisy world,
we conducted the E-cell experiment (i.e., Exp.2) with
noise-added data sets. 5% and 10% random noises
were added to the target time series. The acquired
time series are plotted in Fig.6 with the target data.
The MSE values and the success ratios averaged over
15 runs are shown in Table 3. The table compares
these values by our approach and the standard GP,
in which the right hand sides of ODEs are evolved in
a similar way to the symbolic regression (see [Koza92]
for details). We can observe that the proposed method
worked effectively to acquire the better individual with
noisy environments than the standard GP.

2.5 ‘
Xl ——
X2 e
51 X3 |
pred X1
pred er TTmmmIE
= pred X3 oo
g 1.5+ 4
g
=
g ™
s o1f :
S
0.5 | 1
0 L L L L L L — -

0 005 01 015 02 025 03 035 04
time

(a) Standard GP.

2.5 :
Xl ——
X2 s
L X3 T 4
2 pred X1
pred X2 -
_pred X3 -
1.5 1

concentration

0 | | | | | N e
0 005 01 015 02 025 03 035 04

time

(b) Proposed method.

Figure 6: Acquired time series of noisy data.

As can be seen in Section3.1, the proposed approach
is superior to the traditional method [Cao00]. Re-
member that the coefficients of ODEs were derived
by means of GA in Cao’s scheme, whereas we used
LMS for this purpose. Therefore, the superiority of
our approach can also be confirmed when we consider
the difference of computational burden of these tech-
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niques.

As with many other proposed models, the solution
which fits the given time series quite well is not nec-
essarily determined uniquely. In other words, there
may exist more than one solution which behave consis-
tently with the target. Therefore, even if one system
of ODEs is acquired as a solution, we cannot disre-
gard other candidates. Our aim is to obtain the candi-
dates scattered in the huge search space and to propose
to users the possible causal relationship among the
observable components. Therefore, as future works,
we will concentrate on the construction of the inter-
active system, which proposes the possible solutions
and tells users what kinds of data are needed to de-
termine the relationship among the components (see
[Mimura and Iba02] for details).

5 Conclusion

We have proposed the inference method of the system
of ODEs from the observed time series by using GP
along with the LMS method. We showed how success-
fully our method can infer the causal model by several
experiments. More precisely, we succeeded in acquir-
ing the system of ODEs which is very close to the
observed time series and inferring the exact equation
form. The effectiveness of the LMS method and the
superiority of our approach over the previous method
were confirmed by comparative experiments.

As a future research, we will apply our approach to
some real-world tasks. For this purpose, we are work-
ing on the development of the interactive inference sys-
tem, in which users will be able to pick up the cor-
rect equations or discard the meaningless equations
from the suggested ones. We are trying to solve some
of the real biological problems by using this system
[Mimura and Iba02].
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Abstract

Optimal fault masking N-Version Genetic
Programming (NVGP) is a technique for building
fault tolerant software via ensemble of
automatically generated modules in such a way as
to maximize their collective fault masking ability.
Decision ~ Abstaining  N-Version  Genetic
Programming is NVGP that abstains from
decision-making, when there is no decisive vote
among the modules to make a decision. A special
course of action may be taken for an abstained
instance. We found that decision abstention
contributed to error reduction in our experimental
Escherichia coli DNA promoter sequence
classification ~ problem.  Though  decision
abstention may reduce errors, high abstention rate
makes the system of little use. This paper
investigates the trade-off between abstention rate
and error reduction.

1 INTRODUCTION

This paper investigates the effect of an abstention threshold
on the trade-off between abstention rate and error
reduction, using an N-Version Genetic Programming
ensemble classifier [1].

An ensemble binary classifier makes a yes/no decision
based on votes from the participating ensemble member
classifiers. A decision abstention occurs, when there is no
decisive vote among the ensemble modules to make
decision. An unanimous vote is the most decisive (highest
ensemble confidence), while a tie vote is the least decisive
(lowest ensemble confidence). The abstention threshold is
set somewhere between these two extremes. If the vote
count of either “yes” or “no” does not reach to this
threshold, the ensemble abstains from decision-making.
The ensemble, thus, produces three outputs: yes, no, and
don’t know. A special course of action may be taken for an
abstained instance (such as classification by human
experts) [2]. Abstention reduces the number of errors,

potentially avoiding overfitting [2]. However, if the
ensemble classifier abstains too often, it is of little use. Our
experimental test problem is Escherichia coli DNA
promoter sequence classification. This problem has been
explored with artificial neural networks [3][4][5] and
genetic programming [6].

1.1 BRIEF INTRODUCTION OF N-VERSION
GENETIC PROGRAMMING (NVGP)

N-Version Genetic Programming (NVGP), which provides
an optimal fault masking ensemble of automatically
generated modules, is a new technique for building fault
tolerant software that significantly reduces errors when
applied to an E. coli promoter sequence classification
problem [1]. Genetic programming is used to provide a
large pool of candidate modules with sufficient diversity to
allow us to select an ensemble whose faults are nearly
uncorrelated. We find ensembles with a high degree of
fault masking by randomly sampling from this large pool
of modules. The ensembles that produce the expected error
rate are retained. The expected failure rate f for n
independent components, each of which fails with
probability p, where the composite system requires m
component faults in order to fail (initially derived for n-
modular redundant hardware systems [7]) is

F=3" Z (=p)*tpt)

For an N-version classifier system, such as ours, the i-th
individual fault rate p; is the ratio of misclassified examples
to the total number of training instances. In this case, f is
the failure rate of an ideal ensemble. If the fault rate is the
same for every p;, f is an area under a binomial probability
density function as shown in the above formula. The failure
rate of an ensemble is close to the theoretically optimal rate
S precisely when component failures are not correlated.
This is our criterion for selecting the gualified ensembles.
Explicit quantification of the module diversity with the
theoretical failure probability is a distinct feature of NVGP,
guaranteeing phenotypic diversity and the optimal
ensemble.
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N-version programming (NVP) was an early approach to
building fault tolerant software that adapted proven
hardware approaches to fault tolerance [8]. A fundamental
assumption of the NVP approach was that independent
programming efforts would reduce the probability that
similar errors will occur in two or more versions [9]. But
this assumption was questioned, because experiments
showed that modules developed for NVP tended to fail
under similar circumstances. For example, Knight and
Leveson rejected the hypothesis of the assumed
independence of faults by independently developed
programs [10]. However, this conclusion does not
invalidate NVP in general. Hatton showed that his 3-
version NVP system increased the reliability by a factor of
45. Though this is far less than the theoretical improvement
of a factor of 833.6, it is still a significant improvement in
system reliability [11].

The next section reviews previous work on abstention and
ensemble methods.

2 PREVIOUS WORK

Different ensemble construction methods have been studied
in an effort to enhance accuracy. This section reviews
abstention, averaging, median selection, boosting, and
bagging. All methods exploit heterogeneity of ensemble
components in one way or another.

2.1 ABSTENTION

Freund, et al., showed the error bound of averaging
classifier with abstention [2]. The abstention threshold is
based on the log ratio of the weighted sum of positive
predictions and negative predictions. If the absolute value
of this log ratio is smaller than the threshold, the ensemble
classifier abstains from predicting. They identify the region
of abstention as the locations of potential overfitting. Their
theoretical work shows that the error of such predictor
cannot be worse than twice of the best individual.

2.2 AVERAGE AND MEDIAN

A simple averaging method gathers outputs from all
component modules and calculates their arithmetic
average. Imamura and Foster showed simple averaging
reduces error margins in path prediction [12] and function
approximation with evolved digital circuits [13]. Another
approach is weighted averaging, in which component
modules are assigned optimal weights for computing a
weighted average of the module outputs. Linearly optimal
combination of artificial neural networks takes this
approach [14][15]. Zang and Joung proposed Mixing
Genetic Programs (MGP). MGP chooses a pool of
individuals from a population and the master unit assigns
the voting weights to these individuals using an additive
weighting scheme [16]. The median value of the outputs is
then the ensemble output. Soule approximated the sine
function by taking the median of individuals, which were
evolved, with subset of the entire training set for
specialization [17]. Brameier and Banzhaf evolved teams
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of predictors. The individuals are coevolved as a team as
opposed to post-evolutionary combination [18].

2.3 BOOSTING AND BAGGING

Boosting and bagging are methods that perturb the training
data by resampling to induce classifier diversity. The
AdaBoost algorithm trains a weak learner (slightly better
than random guessing) by iterating training while
increasing the weights of misclassified samples and
decreasing the weights of correctly classified ones [19].
The effect is that the weak learner focuses more and more
on the misclassified samples. The trained classifiers in each
successive round are weighted according to their
performance. The final decision is a weighted majority
vote. Bagging (Bootstrap aggregating) replicates training
subsets by sampling with replacement [20]. It then trains
classifiers separately on these subsets and builds an
ensemble by aggregating these individual classifiers. For
evolutionary computation, Iba applied Boosting and
Bagging to genetic programming and his experiment
validated their effectiveness and their potential for
controlling bloat [21]. Land used a boosting technique to
improve performance of Evolutionary Programming
derived neural network architectures in a breast cancer
diagnostic application [22]. However, both techniques have
limitations. Boosting is susceptible to noise, Bagging is not
any better than a simple ensemble in some cases, neither
Boosting nor Bagging is appropriate for data poor cases,
and bootstrap methods can have a large bias [19, 23, 24,
25, 26, 27].

2.4 CLASSIFICATION OF ENSEMBLES

Table 1 categorizes current ensemble methods in genetic
programming in terms of their sampling technique in
combination with the evolutionary approach. In cooperative
methods [17][28], speciation pressure (such as that caused
by crowding penalties [28]) plays a vital role in evolving
heterogeneous individuals, while in isolation methods there
is no interaction between individuals during evolution.
Resampling methods create different classifiers by using
different training sets (bagging) or varying weights of
training instances (boosting). Non-resampling methods
create different classifiers from the same training set with
or without explicit speciation pressure. NVGP and
Decision abstaining NVGP are non-resampling techniques
based on isolated evolution of diverse individuals.

Table 1. Classification of ensemble creation methods.

Evolutionary Training set selection
Approach Resampling  Non-resampling
Non-Isolation Boosting Crowding
Isolation Bagging NVGP
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3 EXPERIMENT

This section briefly summarizes the NVGP computational
method (for detail description, see [1]) and presents the test
results. We first run NVGP then incorporate abstention
threshold to it. Our experimental problem is to classify
whether a given DNA sequence is an E. coli promoter,
using a decision abstaining NVGP. The data set is taken
from UCI ML repository [29]. It contains 53 E. coli DNA
promoter sequences and 53 non-promoter sequences of
length 68.

3.1 COMPUTING ENVIRONMENT

The cluster supercomputing facilities from the Initiative for
Bioinformatics and Evolutionary STudies (IBEST) is used
to implement distributed computation. This device uses
commodity computing parts to build substantial computing
power for considerably less money than traditional
supercomputers'. (http: /lwww.cs.uidaho.edu/
thecollective). This machine enabled experiments that
would normally run for a month to complete in half a day.

3.2 INPUT AND OUTPUT

We used 2-gram encoding for input [30]. The 2-gram
encoding counts the occurrences of two consecutive input
characters (nucleotides) in a sliding window. Since there
are four characters in DNA sequences (“a”, “c”, “g”, “t”),
we have 16 unique two-character strings to count. For
example, a sequence “caaag” will be encoded as {ca=1,
aa=2, ag=1}. The classifier clusters the positive instances
and places the negative instances outside the cluster. The
cluster is defined by the mean output value of postitve
instances + 3*(standard deviation). If an output value from
a given sequence falls in the cluster, it is classified as a
promoter. Otherwise, it is classified as a non-promoter.

3.3 CLASSIFIER
3.3.1 Target Machine Architecture

Our classifier is a linear genome machine [31], which
mimics MIPS architecture [32]. There are two instruction
formats in this architecture: (Opcode rl,r2,r3) and
(Opcode rl,r2,data). The instructions are ADDI,
ADDR, MUL, DIV, MULI, DIVI, SIN, COS, LOG, EXP,
NOP, MOVE, LOAD, CIMP, and CJMPI. The length of an
individual program is restricted to a maximum of 80
instructions. Each evolving individual (a potential
component for our NVGP ensemble system) used sixteen
read-only registers for input data, which contained counts
for individual nucleotide 2-grams as described above, and
four read/write working registers.

! The total cost of the machine is about US$44,000. Micron Technology
generously donated all of the memory for the machine.
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3.3.2  Genetic Programming

We used 5 crossover methods. Methods (1) and (2) are
traditional one and two point crossover, respectively.
Method (3) is one point crossover with inversion applied to
each crossover segment. Methods (4) and (5) use four
random crossover points, with (5) being a single parent
recombination operator. Fitness is calculated by the
following correlation formula

— PN-F N
JN+N Y(N+Pp)(P+N )(P+P; )

where P and N are numbers of correctly identified positives
and negatives, and P; and N; are the numbers of falsely
identified positives and negatives [33]. Steady state is used
for population replacement. Evolution continues until an
individual of fitness 0.8 or above appears.

3.3.3 Evolution and Ensemble Testing

A common holdout test divides the dataset into 2 exclusive
sets, 2/3 for the training set and 1/3 for the test set [27].
Our training sets used a random sample of 35 (53%2/3)
positive and 35 negative examples, and used the remaining
examples for the test sets. We performed experiments for
10 different holdout sets. The evolution and ensemble
procedures are described below:

1. Create a training set and test set.

2. Evolve 40 isolated islands with 100 individuals each in
parallel. Add an individual whose fitness is 0.8 from
each island to a set B of single best versions.

3. Select N individuals by uniform-random sampling from
B for N=15, 31 to form an NVGP ensemble. See 3.4.1
for the sampling frequency.

4. Evaluate the performance of each ensemble. If the
ensemble is qualified, then retain it for a test set trial.
Goto 3. The ensemble is qualified if the difference
between the number of errors expected when versions
have independent faults and the number of errors
observed is small (less than one in our case).

3.4 EXPERIMENTAL RESULTS

The evolution and ensemble testing procedure described in
section 3.3 is repeated for 10 different holdout tests in an
attempt to reduce stochastic errors caused by sampling in
performance estimation. We first show the performance of
NVGP without abstention, then with abstention. We
assume the number of errors have a normal distribution,
since each test instance can be viewed as a Bernoulli trial
[27].

3.4.1 Performance of NVGP

There are 40x10° and 27x10’ possible ensembles to be
formed respectively for 15 and 31 voter systems out of 40
candidate modules. Uniform random search sampled
approximately 40x10° and 27x10* ensembles for 15 and 31
voter ensembles respectively, from which we selected
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qualified ensembles for statistics. Table 2 shows the
numbers of qualified ensembles found for each test. For
example, we found 23199 qualified 15-voter ensembles out
of 40x10° samples for the test 1. Table 3 is the result of t-
test on the null hypothesis that average performance of the
ensembles and the single best versions is not significantly
different. Table 4 is the result of F-test on the null
hypothesis that standard error of the ensembles and the
single best versions is not significantly different. Table 5
shows error reduction percentage observed in ensembles
relative to the error rates of the single best versions in the
set B (see 3.3.3). It represents the average error reduction

Table 2. The number of sampled qualified-ensembles

799

achieved by NVGP over single modules produced by
genetic programming.

Figure 1 presents the performance distribution intervals of
the single best versions and the corresponding N-voter
NVGP ensemble at a 90% limit. For each holdout test, we
present statistics for the single best versions, and for each
of the four NVGP ensembles (N=15, 31). For example, the
leftmost bar in holdout test 1 is the performance
distribution of the 40 single best versions, showing that the
best is estimated to be 20% error and the worst to be 48%,
with a mean of 34%. The middle bar is 15-voter and the
rightmost bar is 31-voter ensembles.

test1 test2 test3 test4 tests test6 test7 test8 test9 test10
15-voter | 23199 29370 11596 8601 15973 4267 30455 32141 13171 17279
31-voter 19650 27205 9910 3197 13778 814 27340 27340 7672 23113
Table 3. The result of t-test, degree of freedom .= 40 for all the test cases.
test1 test2 test3 test4 tests test6 test7 test7 test9 test10
15-voter 11.07 9.10 3.27 8.67 9.67 10.21 8.80 6.06 6.64 5.46
31-voter 14.08 10.47 2.14 8.17 10.54 13.53 9.30 5.78 6.62 6.94
Table 4. The result of F test on error rate standard deviations
test1 test2 test3 test4 tests test6 test7 test7 test9 test10
15voter 3.15 410 4.98 3.53 4.01 2.22 2.71 4.37 7.22 3.76
31-voter 717 6.47 12.03 9.36 10.89 4.71 8.13 2411 47.44 8.07
Table 5. Percentage error reduction of NVGP relative to set of best individual in isolation
test1 test2 test3 test4 tests test6 test7 test7 test9 test10
15-voter 44 33 14 31 40 31 37 22 25 24
31-voter 56 38 9 29 43 42 39 21 25 31
0.6
0.5
0.4
0.3 i i i HT
oo I AL,
0.1
0 i f f f f i i i

testl test2 test3 testd testS testd

test7

test8 test9 testl0

Figure 1. Error rate distribution intervals of the single best versions and the corresponding N-
voter NVGP ensemble at a 90% limit. Leftmost, middle, and rightmost bars are distribution of
single-version, 15-voter, and 31 voter system respectively.
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Figure 4. average abstention and error rates from figure 2 and 3.

3.4.2  Behavior of Decision Abstaining NVGP

The abstention thresholds are incorporated into the NVGP
outputs of 3.4.1. The decision abstaining ensemble
requires abstention threshold, /, and needs (N+1)/2 + h)
votes, either positive or negative, to make a decision,
where N (odd) is the number of vote participating
individuals. The voting scheme is a simple majority rule,
if h=0. Figure 2 and 3 are the plots of the abstention rates
and the error rates of 15 and 31 voter ensemble for the 10
holdout tests with respect to the abstention threshold, A.
Figure 4 represents the average abstention and error rates
from figure 2 and 3 for collective analysis. The error rate
is a decreasing function and the abstention rate is an
increasing function.

4 DISCUSSION

41 NVGP

Though a holdout test is commonly used to measure
performance of evolutionary algorithms, it is not reliable.
Kohavi argues that holdout testing does not provide a
good estimate of error rate [27]. Nonetheless, we repeated
the holdout test 10 times with different training/test sets
for somewhat fair statistics. In figure 1, the hold-out test 3
does not exhibit apparent superiority of NVGP as in the
test 1, though we reject the null hypothesis that average
performance of single best version and NVGP are not
significantly different at 0=0.975. For all the other nine
test cases, we reject the hypothesis virtually at 100% and
conclude that NVGP is superior. NVGP error rates in all
ten tests are far below the theoretical bound shown by

Freund [2] even without abstention. Table 4 indicates that
performance fluctuation of NVGP is statistically
significantly smaller than single versions. Apparently, as
the ensemble size approaches to the pool size, the
performance fluctuation becomes smaller. If we combine
all the individuals in the pool, there is no performance
fluctuation. Therefore, a larger fluctuation may be
expected for NVGP if the component pool size is huge.
But, also true is that duplicate phenotypes start populating
the pool as the pool size becomes larger. In fact, our
experiment witnessed that an exhaustive search for an
optimal ensemble of 39 voters from the pool failed in
three out of the ten holdout tests. This possibly indicates
that the entropy of the pool may have reached a plateau
with the given training data and training method. If this is
the case, the small performance fluctuation for optimally
sized NVGP will still hold regardless of the pool size
increase. Further study is needed for an optimal size of
NVGP.

Notice that a single best individual has a chance to
become practically a random classifier (error rate above
0.4) roughly 10%-20% of the time on unseen data.
Unfortunately, we have no way of knowing which
individual would become a random classifier beforehand,
because they all have the same fitness (0.8) on the
training set. This is the risk we must bear with a single
best classifier. Fluctuation in performance is the very
reason why we compared the distributions, and why
NVGP has superior performance.

4.2 ABSTENTION

Figure 4 shows (see dashed lines) that the decision
abstaining NVGP achieved a near zero error rate, at high
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Table 6. Q values for 31-voter ensembles (p=0.5)
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abstention

threshold test1 test2 test3 test4 tests test6 test7 test8 test9 test10
0 6.7 8.0 10.1 7.7 6.8 8.8 7.3 10.4 9.1 9.5
1 7.2 8.3 10.0 7.9 71 9.1 7.6 10.6 9.0 9.7
2 8.5 9.2 9.8 8.4 7.8 9.9 8.6 11.1 9.1 10.2
3 10.5 10.5 10.1 9.5 9.3 11.2 10.1 12.2 9.8 11.0

cost of abstention rate, approximately 80%, for both 15-
voter and 31-voter ensembles. Abstention rates 29% of
15-voter and 28% of 31-voter ensembles give 50% error
reduction over NVGP alone (no abstention). Whether
these abstention rates are acceptable for error reduction
depends on how critical it is to have wrong predictions.

The abstention rates and the error rates are monotonic
with respect to the abstention thresholds, and the trade-off
between abstention and error reduction can be estimated
almost linearly. Consequently, there is no analytically
measurable peak gain by abstention. Subjective judgment
must be used to set the abstention threshold. The
following formula may be used to numerically measure
the effect of abstention: Q= E, + pN, where E, is the
number of errors with abstention, N is the number of
don’t know outputs, and 0<p<l1. If p=1, then don’t know is
as bad as wrong prediction and counted as an error. On
the other extreme, if p=0, it is as good as correct
prediction. The larger the p value is the more penalties for
don’t know outputs.

Let the number of errors of NVGP alone (no abstention)
be E,. If Q < E,, then we are unconditionally better off
with abstention. For example, setting p=0.5 (half way
between correct and incorrect prediction), we obtain Q
values for 31-voter ensembles as shown in Table 6. The Q
values are fairly close to E, when the threshold is 1, which
gives 3.2% error reduction (Figure 4 data). In other
words, threshold = 1 is a break-even point for the trade-
off between abstention and error reduction for p=0.5. For
safety critical applications, such as medical diagnostics, a
smaller p value would be appropriate for the trade-off
analysis. That is to say, do not penalize heavily when an
ensemble is trying to avoid a random guess. It may well
be the case where the training set was inappropriate for
particular instances.

4.3 POST-EVOLUTIONARY COMBINATION

Post-evolutionary combination is thought to be
computationally inefficient, because many runs are
required to obtain a sufficient number of individuals [18].
However, inexpensive cluster computing alleviates this
problem (see section 3.1). Not only can the post-
evolutionary search for the optimal NVGP ensemble be
performed in parallel, but also the search may no longer
need to be continued after an optimal ensemble is found.

S CONCLUSION AND FUTURE
RESEARCH

We showed the experimental classification result by
NVGP, which significantly improved accuracy and
reduced the performance fluctuation. Then, we
incorporated decision abstention to it. Abstention in effect
avoids random guesses when the ensemble confidence is
low, i.e., votes are too close to call. It is a viable method
to reduce errors. The trade-off between abstention and
error reduction is subjective. The abstention threshold
value depends on how critical an application is.

It is important to curve the abstention rate increase. We
plan to embed the individual confidence to enhance the
ensemble confidence. The individual confidence, in our
case, can be measured by the distance of an instance from
the cluster center. The further the distance, the lower the
confidence. The ensemble confidence in prediction is
measured by the level of disagreement among the voters.

Acknowledgments

This work is supported by the Initiative for
Bioinformatics and Evolutionary STudies (IBEST) at the
University of Idaho; by NIH NCRR grant
1P20RR016454-01; and by NIH NCRR grant NIH NCRR
1P20RR016448-01; and by NSF grant NSF EPS 809935.
We are grateful to colleagues in the Initiative for
Bioinformatics and Evolutionary STudies (IBEST) for
insightful discussions. Finally, we wish to thank the many
students who designed and built our Beowulf cluster, and
Micron Technology for donating the memory for that
machine. We thank John Cavalieri and Janet Holmberg
for proofreading.

References

1. Imamura, K., Heckendorn,R B., Soule, T., Foster, J
A.: N-version Genetic Programming via Fault
Masking Proceedings of the Euro EuroGP2002 5th
European Conference on Genetic Programming (To
appear)

2. Freund, Y., Mansour, Y., Schapire, R E.: Why
Averaging Classifiers Can Protect Against Overfitting.
Proceedings of the 8" International Workshop on
Artificial Intelligence and Statistics,2001
(www.ai.mit.edu/confereces/aistats2001/papers.html)



802

3. Pedersen, A.G., Engelbrecht, J.: Investigations of
Escherichia Coli promoter sequences with artificial
neural networks: New signals discovered upstream of
the transcriptional startpoint. Proceedings of the Third
International Conference on Intelligent Systems for
Molecular Biology (1995) 292-299
(http://citeseer.nj.nec.com/25393.html)

4. Towell,G.G., Shavlik, J.W., Noordewier, M.O.:
Refinement of approximate domain theories by
knowledge-based neural networks. Proceedings of
AAAI-90 (1990) 861-866
(http://citeseer.nj.nec.com/towell90refinement.html)

5. Ma, Q., Wang, J.T.L.: Recognizing Promoters in DNA
Using Bayesian Neural Networks. Proceedings of the
IASTED International Conference, Artificial
Intelligence and Soft Computing (1999) 301-305
(http://citeseer.nj.nec.com/174424 html)

6. Handley, S.: Predicting Whether Or Not a Nucleic
Acid Sequence is an E. Coli Promoter Region Using
Genetic  Programming.  Proceedings of  First
International Symposium on Intelligence in Neural and
Biological Systems, IEEE Computer Society Press,
(1995) 122-127

7. Pradhan, D. K., Banerjee, P.. Fault-Tolerance
Multiprocessor and Distributed Systems: Principles. In
Pradhan, D.K.: Fault-Tolerant Computer System
Design. Chapter 3, Prentice Hall PTR, (1996), 142

8. Avizienis, A. and J.P.J. Kelly: Fault Tolerance by
Design Diversity: Concepts and Experiments. IEEE
Computer, vol. 17 no. 8, (1984), 67-80

9. Victoria Hilford., Lyu, M. R., Cukic B., Jamoussi A.,
Bastani F. B.: Diversity in the Software Development
Process. Proceedings of Third International Workshop
on Object-Oriented Real-Time Dependable Systems,
IEEE Comput. Soc, (1997), 129-36
(http://www.cse.cuhk.edu.hk/~lyu/papers.html#SFT_T
echniques)

10.Knight, J.C., Leveson, N.B.: An Experimental
Evaluation of the Assumption of Independence in
Multiversion Programming. IEEE Transaction on
Software Engineering, vol. SE-12, no. 1 (1986)

11.Hatton, L.: N-version vs. one good program. IEEE
Software, vol 14, no. 6 (1997) 71-76

12.Imamura, K., Foster, J.A.: Fault Tolerant Computing
with N-Version Genetic Programming. Proceedings of
Genetic and Evolvable Computing Conference
(GECCO), Morgan Kaufmann, (2001) 178

13.Imamura, K., Foster, J.A.: Fault Tolerant Evolvable
Hardware Through N-Version Genetic Programming.
Proceedings of World Multiconference on Systemics,
Cybernetics, and Informatics (SCI), vol. 3, (2001)
182-186

14.Hashem, S.: Optimal Linear Combinations of Neural
Networks. Neural Networks, vol. 10, no. 4, (1997)
599-614

GENETIC PROGRAMMING

(http://www.emsl.pnl.gov:2080/proj/neuron/papers/has
hem.nn97.abs.html)

15.Hashem, S.: Improving Model Accuracy Using
Optimal Linear Combinations of Trained Neural
Networks. IEEE Transactions on Neural Networks,
vol.6, no.3 (1995) 792-794 (www.emsl.pnl.gov
:2080/proj/neuron//papers/hashem.tonn95.abs.html)

16.Zang, B-T., Joung, J-G.: Enhancing Robustness of
Genetic Programming at the Species Level.
Proceedings of the 2nd Annual Conference Genetic
Programming 97, Morgan Kaufmann (1997) 336-342.

17.Terence Soule, “Heterogeneity and Specialization in
Evolving Teams”, Proceeding of Genetic and
Evolvable Computing Conference (GECCO), Morgan
Kaufmann (2000) 778-785

18.Brameier, M., Banzhaf, W.:Evolving Teams of
Predictors with Linear Genetic Programming. Genetic
Programmin and Evolvable Machines, vol. 2, (2001)
381-407

19.Schapire R.E., Freund, F.: A Short Introduction to
Boosting. Journal of Japanese Society for Artificial
Intelligence 14, no. 5, (1999) 771-80
(http://citeseer.nj.nec.com/freund99short.html)

20. Breiman, L.: Bagging Predictor. Technical Report
No.421, Department of Statistics, University of
California  Berkley, 1994  (http://www.salford-
systems.com/docs/BAGGING_PREDICTORS.PDF)

21.Iba, H.: Bagging, Boosting, and Bloating in Genetic
Programming. Proceedings of the Genetic and
Evolutionary Computation Conference, vol. 2, Morgan
Kaufmann, (1999) 1053-1060

22.Land, W.H. Jr., Masters T., Lo J.Y., McKee, D.W.,
Anderson, F.R.: New results in breast cancer
classification obtained from an evolutionary
computation/adaptive ~ boosting  hybrid  using
mammogram and history data. Proceedings of the
2001 IEEE Mountain Workshop on Soft Computing in
Industrial Applications. IEEE, (2001) 47-52

23.Basak, S.C., Gute, B.D., Grunwald, G.D., David W.
Opitz, D.W., Balasubramanian, K.: Use of statistical
and neural net methods in predicting toxicity of
chemicals: A hierarchical QSAR approach. Predictive
Toxicology of Chemicals: Experiences and Impact of
Al Tools - Papers from the 1999 AAAI Symposium,
AAAI Press, (1999) 108-111

24.0pitz, D.W., Basak, S.C., Gute, B.D.: Hazard
Assessment Modeling: An Evolutionary Ensemble
Approach. Proceedings of the Genetic and
Evolutionary Computation Conference, vol. 2, Morgan
Kaufmann (1999) 1643-1650

25.Maclin, R., Opitz, D.: An empirical evaluation of
bagging and boosting. Proceedings of the Fourteenth
International Conference on Artificial Intelligence,
AAAI Press/MIT Press (1999) 546-551
(http://citeseer.nj.nec.com/maclin97empirical.html)



GENETIC PROGRAMMING

26.Bauer, E., Kohavi, R.: An Empirical Comparison of
Voting Classification Algorithms: Bagging, Boosting,
and Variants. Machine Learning, vol. 36, 1/2, Kluwer
Academic Publishers (1999) 105-139
(http://citeseer.nj.nec.com/bauer98empirical.html)

27.Kohavi, R.: A Study of Cross-Validation and
Bootstrap for Accuracy Estimation and Model
Selection. Proceedings of the 14th International Joint
Conference on Artificial Intelligence (IJCAI), Morgan
Kaufmann (1995) 1137-1145
(http://citeseer.nj.nec.com/kohavi95study.html)

28.Soule, T.: Voting Teams: A Cooperative Approach to
Non-Typical Problems. Proceedings of the Genetic
and Evolutionary Computation Conference (GECCO-
99), vol. 1,Morgan Kaufmann (1999) 916-922

29.UCI Machine Learning Repository, Molecular
Biology Databases
(http://wwwl.ics.uci.edu/~mlearn/MLSummary.html)

30.Wang, J.T.L., Ma, Q., Shash D., Wu, C.: Application
of neural networks to biological data mining: a case
study in protein sequence classification. Proceedings
KDD-2000. Sixth ACM SIGKDD International
Conference on Knowledge Discovery and Data
Mining. ACM, (2000) 305-309
(http://citeseer.nj.nec.com/382372.html)

31.Banzhaf, W., Nordin, P., Keller, R.E., Francone, F.D.:
Genetic Programming: An Introduction: On the
Automatic Evolution of Computer Programs and Its

Applications. Academic Press/Morgan Kaufmann
(1998)

32. MIPS32™ Architecture for Programmers Volume I:
Introduction to  the MIPS32™  Architecture
(http://www.mips.com/publications/index.html)

33.Matthwes, B. W.:Comparison of the predicted and
observed secondary structure of T4 phage lysozyme.
Biochimica et Biophysica Acta, vol. 405 (1975) 443-
451

803












260

240

220

200

[N
®
=]

Ave. Fitness
=
[2]
o

140

120

100

80

60
[¢]

T T T T T
— With ReadSensorShouldPass
Without ReadSensorShouldPass

10

15

20

.
25
Generation

30 35 40 45

50






Ave. Fitness

4500

3500

N
a
=}
=}

1500

500

50

Generation

150









Convergence Rates for the Distribution of Program Outputs

W. B. Langdon
Computer Science, University College, London, Gower Street, London, WC1E 6BT, UK
W.Langdon@cs.ucl.ac.uk
http://www.cs.ucl.ac.uk/sta /W.Langdon
Tel: +44 (0) 20 7679 4436, Fax: +44 (0) 20 7387 1397

Abstract

Fitness distributions (landscapes) of pro-
grams tend to a limit as they get bigger.
Markov chain convergence theorems give gen-
eral upper bounds on the linear program sizes
needed for convergence. Tight bounds (ex-
ponential in N, N logN and smaller) are
given for ve computer models (any, aver-
age, cyclic, bit ip and Boolean). Mutation
randomizes a genetic algorithm population in
%(I + 1)(log( 1) + 4) generations. Results for
a genetic programming (GP) like model are
con rmed by experiment.

1 INTRODUCTION

We have shown that the tness distribution of su -
ciently large programs will converge eventually[Lang-
don and Poli, 2004. We now use standard results from
Markov chain theory, to give quantitative bounds_on
the length_of random linear genetic programs, such
that the distribution of their outputs is independent
of their size. The bounds depend heavily on the type
of computer, the tness function, and scale with the
size of the computer's memory. Proving general con-
vergence rates for the tness of programs requires de-
tailed consideration of the interaction within random
programs between di erent input values. In some cases
we can do this, while in others we leave this for future
work.

The next section summarises the Markov model of lin-
ear genetic programming (GP). Sections 3.1{3.5 de-
scribe a wide range of models of computers for running
linear GP and prove their convergence propetties] Sec-
tions 3.1 and 3.2 highlight the importance of internal
coupling. Section 3.3 and 3.4 use Markov minorization
to prdvel uppdrBounds for, rstly any computer (3.3)
(I R

]

and secondly average computers (3.4). Section 3.5 is
close to some practical GP systemgBanzhaf et al.,
1994, while Section 3.6 gives an [inferesting re§ult on
the convergence of bit string genetic algorithms. The
application of our rdsults are given in Section 4 and
we conclude in Section 5.

O

2 MARKOV MODELS OF
PROGRAM SEARCH SPACES

[Langdon and Poli, 2007 deals with both tree based
and linear GP. For simplicity we will consider only

large random linear programs. However we anticipate
similar bounds also exist for large random trees.

In the following models, the computer is split in two.
The random program and all control circuitry form one
part, while the computer's data memory, inputs and
outputs form the second. The memory is treated as a
nite state machine (FSM) with 2 N states. (WhereN
is the number of bits of data in the machine.) Each
time a program instruction is executed, data are read
from the memory, the result is calculated and written
into the memory. This changes the pattern of bits
inside the memory. This is modelled as moving the
FSM from one state to another. This is deterministic.
Given a bit pattern and an instruction, the bit written

to memory is also xed. That is, given a particular
state, executing a particular instruction will always
move the FSM to the same state. Of course, in general,
executing a di erent instruction will move the FSM to

a di erent state.

Before starting a program, the memory is zeroed and
the inputs are loaded. As each instruction in the pro-
gram is executed, the FSM is updated. If the program
is | instructions Iong[] the memory (FSM) is updated
| times and then the program halts. The program's

1Some practical GPs, e.g. Discipulus, write protects the
inputs.
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answer is then read from the memory. l.e. the output
is determined by the last state reached by the FSM.

If there are | instructions then there are |' possible
programs of lengthl. Suppose we calculate each one's
tness by running it on a X set of tests and then
compare its answers with the tests' target values. The
tness distribution is given by plotting a histogram

of the number of programs (divided by I') with each
tness value. [Langdon and Poli, 2003 shows, for big
enoughl, the distribution for one length is pretty much
the same as for any another.

It is usually impractical to generate every program of
a given length. Instead we consider a large randomly
drawn sample of the possible programs. To generate a
random program of length I, we simply choose at ran-
dom | times from the instruction set. When this pro-
gram is executed, the FSM (i.e. the computer's mem-
ory) is updated randomly at each step. But note that
the FSM can only move to one of a small nhumber of

possible states at each step. Which ones are possi-

ble dependsonly on its current state. These are the
conditions for a Markov process.

Provided it is possible for a program to set any pattern
of bits and there is an instruction which leaves a bit
pattern unchanged (no-op), then the Markov process
will converge. These conditions mean the FSM is con-
nected, i.e. it is possible to move, in a nite humber
of steps, from any state to any other. The require-
ment for at least one no-op keeps the maths simple
later by avoiding cycles but its not fundamental. If
these conditions hold, then the process of randomly
updating the FSM is a Markov process with nice lim-
iting properties. For example, this means if we run the

process for long enough (i.e. execute enough random

instructions) the probability of the FSM being in any
particular state will be a constant. I.e. the probability
does not change as more random instructions are exe-
cuted. (Although it may depend upon which state we
are considering.) Secondly it does not depend on how
the FSM was started. Since the program's answer is
read from the memory, it is determined by the FSM
nal state. l.e. the probability of any particular an-
swer being given by a random sequence of instructions
does not depend on how many instructions there are
(provided there are su cient). As the probability is
independent of starting conditions, which include the
program's inputs, it does not depend on them either.
However if the inputs are write protected, then they
are external to the computer's data memory. In which

case changes to the inputs have to be considered as
changes to the state machine and hence may change

the limiting distribution of its outputs.

This convergence applies to the whole of the com-
puter's memory. We expect shorter random programs
(i.e. fewer instructions) to be needed if less memory is
used. Therefore, depending upon the type of the com-
puter, we might expect much shorter programs to be
su cient to give convergence of just the (small) output

register. Indeed, in some cases, we can prove this.

3 CONVERGENCE RESULTS

3.1 SLOW CONVERGENCE EXAMPLE

[Rosenthal, 1995 gives several results on the number
of random steps needed by a Markov process to reach
equilibrium.__In lthis section we chose what appears
to close to a worst case, in order to show an exam-
ple where the random programs have to be very long
indeed. The example is a frog's random walk around
a circle of W lily pads. At each time step, the frog
can only jump clockwise, anti-clockwise or stay still.
[Rosenthal, 199% uses Markov analysis to show that
after su cient time steps the frog may be found on any
Illy with_equal probability ( ) and to show O(W?)
steps are needed before the chance of any of them be-
ing occupied is approximately the same.

We shall use the total variation distance between two
probability distributions to indicate how close they

are. The total variation distance between probabil-
ity distributions a and b is dened as jja bj =

sup, ja(x) b(x)j. l.e. the largest value (supremum)
of the absolute di erence in the probabilities [Rosen-
thal, 1995]. The sup is taken overall subsetsi.e. every
possible grouping of statesx, not just single hoints)
(Otherwise it would be small as long asa(x) and b(x)

are both always small, even if the distributions a and
b are not similar).

Suppose there are three instructions: do nothing, add
one to memory and subtract one from memory. We
have carry over from one memory word to the next and
wrap around if all memory bits are set or all are clear.
This corresponds to the frog jumping from lily pad W
to 1 or 1 to W. (Remember the lilies are arranged in
a circle.) Part of the memory is loaded with inputs
and part designated the output register. (Read only
inputs are not permitted in this example.)

[Rosenthal, 1995 shows that the actual probability
distribution | after | random instructions is exponen-
tially close for large | to the limiting distribution (in
which each of the 2 states is equally likely). Actually
(if there more than two bits of memory, i.e. N > 2)
we have both lower and upper bounds on the maxi-
mum di erence (sup) between the actual distribution



of outputs of length | random programs and the uni-
form 2 N distribution:

Y

2
1, 42 P e sa!
> 32N N ) . e 2

That is the programs have to be longer than O(ZN ) for
the distribution of FSM states to be very close to the
limiting distribution. E.g. to make jj | jj < 0:1 the
lower bound saysl must exceed @8;3,22N, while the
upper bound says it need not exceed log(10%%, 2%V .
For a computer with 1 byte of memory, programs with
between 4,000 and 23,000 random instructions need to

be considered before each state is equally likely.

The output is read from part of the whole computer's
memory (the m bit output register). Since in the limit
each of the 2 states is equally likely, each of the 2
possible answers is also equally likely. The special in-
struction set means, the distribution of answers takes
just as long to converge as does the whole of the com-
puter. This is despite the fact that the output register
only occupies a fraction of the whole of the computer.

The output of any program is x + pmod 2", where
X is the input and p is a constant (specic to that
program). Note this computer can only implement 2"
functions. The probability distribution of functions
clearly follows the distribution of outputs. So when |
is long enough to ensure each output is equally likely,
then so too is each function.

In general, the distribution of program tnesses will
also take between @06 2N and 0:35 2N to converge
(assuming largeN). Of course specic tness func-
tions may converge more rapidly.

3.2 FAST CONVERGENCE EXAMPLE

The second example also uses results frofRosenthal,
1994 (Bit ipping) [Diaconis, 1988, pages 28{30 As-
sume a computer with N bits of memory and N_+1
instructions. The zeroth instruction does nothing (no-
op) while each of the others ips a bit. l.e. executing
instruction i, reads bit i, inverts it and then writes
the new value back to biti. Again input ( n bits) and
output (m bits) registers are de ned (and read only
inputs are forbidden).

Once again the limiting distribution is that each of
the states of the computer is equally likely. How-

ever the size of programs needed to get reason-

ably close to the limit is radically dierent. Only

%(N +1)(log(N) + c¢;) program instructions are re-
guired to get close to uniform[Diaconis, 1988, page 28
[Rosenthal, 1993. In fact, for large N, it can also

be shown that, in general, convergence will take more
than (N +1)(log(N) c) instructions.

Using the upper bound and settingc; 4 will ensure
we get su ciently close to convergence. Since then
ik i 10%. l.e. random programs of length
%(N + 1)(log( N) + 4) will be enough to ensure each
bit of the computer is equally likely to be set as to be
clear, regardless of the programs' inputs. (Section 3.5
explains whyc; = 4 is su cient.) Again in the limiting
distribution each state is equally likely. ]

Returning to our computer with 1 byte of memory,
programs with no more than 14 random instructions
are needed to ensure each state is equally likely.

Only m=(N +1) bit ips actually e ect the output, so
%(N + 1)(log( m) + 4) random instructions will su ce
for the each of the 2" outputs to be equally likely (cf.
Section 3.5).

Assum its are shared by the input and output reg-
isters. can construct a truth table for each pro-
gram. It will have 2% rows. (The non-overlapping

bits of the input register are discarded.) The zeroth
row gives the output of the program (in the range
0:::2™ 1) when all s bits of the input register are
zero. Each bit of the row is equal to the number of
times the corresponding memory bit has been swapped
by the program, modulo two. Each of Z 1 other rows
is determined by the zeroth row. l.e. the complete
table and hence the complete function implemented
by a program, is determined by its output with input
zero. Therefore 1) for large programs, each of the™
functions is equally likely and 2) the distribution of
functions converges with the distribution of outputs.
Finally the distribution of program tnesses converges
at least as fast. However, since a given tness function
need not treat each of them output bits equally, its
limiting distribution need not be uniform and it can
converge faster.

This suggests 9 random instructions will be enough to
ensure the output of a 1 byte Boolean (i.e. one hit)
computer is random. Further that every Boolean t-

ness function will also be close to its limiting distribu-
tion. Note this does not depend upon the number of
input bits n (although n cannot exceed 8 of course).

3.3 ANY COMPUTER

This section gives a quantitative upper bound on the
convergence of the distribution of outputs produced by
any computer which ts the general framework given
in Section 2.

The general Markov minorization condition [Rosen-



thal, 1999] is fairly complex. Fortunately for this proof

(and Section 3.4) we can use a simpli ed special case.

Dene Pj to pejthe probability that starting in state i
the next operation will take us to state j. (If j cannot
be reached fromi in one move, thenP; = 0.) The
complete matrix P formed from all the P; is known as
the transition matrix. A simple Markov minorization
condition is that there is at least one state which can
be reached from all the others in one step. That is,
there is at least one column of the transition matrix P
whose entries are all positive (not zero). Given this the
corresponding Markov chain converges geometrically
guickly [Rosenthal, 1995.

i@ )~

where X
= min P (X;
x=1:2N ( y)
y=1:2N
l.e. is the sum of the minimum values of the entries

in each column ofP.

All ne and dandy, however, there are 2¥ elements
in each column of P but only a small number | of
possible instructions. Thus there will be at least 2 |
elements in each column ofP that are zero. Thus

= 0. This does not mean that the Markov process
will not converge or even that it will take a long time.
It just means the simple application of a minorization
condition does not take us very far.

One way round this di culty is to replace P by Pk
in the minorization condition. This means, instead of
looking at the available state transitions if each of the
| instructions is used once, we consider the transitions
possible when they are used times. For any given
state there are up to | ¥ states the FSM could be in
after k instructions. (Ignoring overlaps, each is equally
likely.) Soif I* 2N it is now possible that in at least
one column ofP there will be no zero entries.

From the way that we constructed our computer, it is

possible, eventually, to move from the starting statesg

to any state y. Let a be the number of steps required.
This meets the minorization condition for P2. In fact

Pa(sp;y) | 2> 08y. Therefore I 2 and so for
any computer:

ik i@ bR

Setting jj jj to 10% yields a convergence lengthk for
any computer with | instructions k  2:3025854lI 2.

Where a is the number of instructions to reach any
state. (a< 2V).

3.4 AVERAGE COMPUTER MODEL

Suppose given any possible data in memory each of
the | instructions independently randomises it.

Thus for any state x P(x;y) = 0 or 1=I or 2=l
or ::: or I=l. Most elements of the transition ma-
trix P (x;y) will be zero but between 1 andl elements
in each column will be non zero. The chance of any
given P(x;y) being zerois (1 2 N)'.

Consider two instructions chosen at random.
P2(x;y) = 0,0r 1=I2 or ::: or 21=12. The chance
of any given element of P?(x;y) being zero is
(1 2 N)2I.

For | instructions, each element ofP'(x;y) will be a
multiple i (possibly zero) ofl '. The values ofi will
be randomly distributed and follow a binomial distri-
bution with p=1=2Y,q=1 p and number of trials
= IN. Sothe distributjpn of i's mean sl =N and its
standard deviation is I 1=2N (1 1=2N). For
large 1' the distribution will approximate a Normal
distribution. 1f 1! 2\, even for large 2, practi-
cally all i will lie within a few (say 5) standard devi-
ations of the mean. l.e. the smallestpvalue of in any

column will be more than |'=2N r? I 1=2N. So
will be 3 least 2V 1 '(I'=2 5 IT 1=2N). le.
@ 511 2V).
Let = 5pl 2N, So (I ). Next chose a
particular value of | so that is not too small. E.g.
set =0:5s0 0:5.
p
=5 1 N
p
It 2N = =5
0:5( llogl + Nlog2) = log(=05)
2log(=5)+ Nlog2

logl

Now we have a practical value of we can use the

minorization condition on P' to give

P bkalc
e i 1@ 51" 2V
P—  bk=lc
= 51 N
- bk=Ic

Choosing a target value ofjj
el i« =01
2:3025851
2:3025851I
log
2:3025851 ( 2log(=5)+ N log2)
log logl

ji of 10% gives:

bk=Iclog




2:3025851 (21og 10 +N log 2)
log 2logl
15:298044 + 23025851N

k logl @)

Note this predicts quite rapid convergence for our ran-
domly wired computer. E.g. if it has 8 instructions

k 7+ N. That is for a one byte 8 random instruc-

tion computer programs longer than 16 will be close
to the computer's limiting distribution.

Inequality (1) bounds the length of random programs
need to be to ensure, starting from any state, the whole
computer glts close to its limiting distribution. Again
we de ne parts of the memory as input and output
registers. Each program's output is given bym output
bits.

Due to the random interconnection of states, on av-
erage we can treat each of the 2 states associ-
ated with the output register as projection of 2N ™

states in the whole computer, so Inequality (1) be-
comesk  (15:298044 + 23025851m)=log!. E.g. for
Boolean problems ( = 1). Only about 9 randdin in-

structions are need for an 8 random instruction com-
puter to have e ectively reached the programs' outputs
limiting distribution.

As in Section 3.2, we can construct a look up table for
a particular program which contains the value it yields

for each input_1i will have 2" rows, each of which can
have one of 2' values. As in Section 3.2, the relation-
ship between each row is determined by the program.
However, the more powerful architetitire means that

each row can have an apparently independent value.

So there are (2)2" possible tables (and hence? 2’
possible functions). For a given input (i.e. row in the
lookup table) each output is equally likely. If each
row were independent then every complete table (and
hence each function) would be equally likely. A loose
argument says, we can |l the table by running k ran-
dom instructions and storing the output register in
the table. We then re-use the current contents of the
memory ( rst noting the contents of the input regis-
ter). We run another k random instructions. This
yields another random output value, which is e ec-
tively independent of the rst. This is stored in the
table row corresponding to the intermediate value of
the input register. It will take at least 2" such opera-
tions to Il the table but each row will be independent
and so each ofthe ® 2" possible tables will be equally
likely. l.e. running O(2"m=log!) random instructions
will ensure each function is equally likely (cf. no free
lunch, NFL [Wolpert and Macready, 1997). Finally
the distribution of program tness' will also have con-
verged by this point (though its distribution need not

be uniform and, for a specic tness function, it may
have converged more quickly).

While such a random connection machine might seem
perverse, and we would expect it to be hard for a hu-
man to program, on the face of it, it could well be
Turing complete (taking into account its nite mem-
ory). However since it lacks any particular regularities,
we would anticipate random search to be as e ective
as any other technique (such as genetic programming)
at programming it.

3.5 FOUR BOOLEAN INSTRUCTION
COMPUTER

This model is the closest to actual (linear) GPs. The
CPU has 4 Boolean instructions: AND, NAND, OR
and NOR. Before executing any of these, two bits of
data are read from the memory. Any bit can be read.
The Boolean operation is performed on the two bits
and a one bit answer is created. The CPU then writes
this anywhere in memory, overwriting what ever was
stored in that location before.

Note the instruction set is complete in the sense that,
given enough memory, the computer can implement
any Boolean function.

As before, we look at the distribution of memory pat-
terns that are produced by running all programs of a
given length, |, by considering a large number of ran-
dom programs of that length. l.e. programs with |

randomly chosen instructions.

Each time a random instruction is executed, two mem-
ory locations are (independently) randomly chosen.
Their data values are read into the CPU. The CPU
performs one of the four instructions at random. Fi-
nally the new bit is written to a randomly chosen mem-
ory location.

Now it considerably simpli es the argument to note
that the four instructions are symmetric. In the sense
that no matter what the values of the two bits read are,
the CPU is as likely to generate a 0 as a 1. That is,
each instruction has a 50% chance of inverting exactly
one bit (chosen uniformly) from the memory and a
50% chance of doing nothing. Thus we can update the
analysis in Section 3.2 based ofDiaconis, 1988, pages
28{30] and [RosenthEa]\I, 19935.

i} ! 1 X INI j?
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Figure 1: Convergence of outputs of random 3 bit
Boolean (AND, NAND, OR, NOR) linear programs
with di erent rgemory sizes. Note the agreement with
upper bound = 1=2(exp(me 2=N) 1) (dotted lines).
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Requiring jj | jj not to exceed 10% gives the upper
bound | %N(Iog(N)+4). That is, programs need

only be twice as long on this computer (which is capa-
ble of real computation) as on the simple bit ipping
computer of Section 3.2.

In this computer th ance of updating the output
register is directly proportional to its size. So the nhum-
ber of instructions needed to randomised the output
register is given by its size ( bits). But we need to
take note that most of the activity goes on the other
N m bits of the memory. Therefore Inequality (2)
becomes

X m! j? I

1
4J,:11!(m i) N

which leads tol
this.

N (log(m) +4). Figure 1 con rms

On this computer, the output of a program[L]iven one
input is strongly related to its output with another
input. This means the loose lookup table argument of
Section 3.4 breaks down. The distribution of functions
does converge (albeit more slowly than the distribution
of outpUfts) but in the limit each of the 2™ 2" possible
functions are not equally likely (see Figure 2). Detailed
modelling of this is left to further work.

How long it takes for a tness distribut%n to con-
verge will depend upon the nature of the tness func-

Figure 2: Convergence of Even-3 parity tness. Even
in the limit some functions are more common than
others. Longer programs are needed to achieve conver-
gence of functions than of outputs, (Figure 1, 8 bits)

tion. Once its function distribution has converged, the
tness distribution must also converge. However, it
could require substantially shorter programs.

3.6 CONVERGENCE IN BIT STRING GAs

The bit ipping model (in Section 3.2) is very close
to standard mutation in bit string genetic algorithms
(GAs). The principle dierence is ih_GAs the num-
ber of bits ipped follows a Poission distribution (unit
mean is often recommendedBack, 1996]). Thus 0.38
(rather than 1=(l + 1) ) of chromosomes are not mu-
tated and 0.26 (rather than zero) chromosomes have
two or more bits ipped. (In this section, the length of
the bit string chromosome is denoted byl.) Ignoring
these di erences, it takes only%(l +1)(log( 1) +4) mu-
tations to scramble a chromosome from any starting
condition.

Itis no surprise to nd asymptotic boundsof O(l log(l))
reported before [Garnier et al., 1999, but note that
%(I + 1)(log( 1) +4) is quantitative and does not re-
guire I 11 . Also it is a reasonably tight bound in
the sense that replacing \+4" by a modest negative
constant leads to a lower bound. However we include
this section mainly because the answer comes straight
from standard results without hard work.

Since each chromosome in a GA population is mu-
tated independently, the time taken to scramble an en-
tire GA population is scarcely more than to scramble
each of its chromosomes. Crossover makes the analysis
more complex but since it moves bit values rather than
changing them, we do not expect it to radically change
the time needed[Gao, 1998. E.g. for a GA population



of 32 bit strings, mutation alone (note we turn o se-
lection) will scramble it within about 61 generations.
(For standard mutation the value may be slightly dif-
ferent.) Notice this is independent of population size,
in contrast the number of generations taken by selec-
tion to unscramble the population depends on the size
of the population but not | [Blickle, 1996]. According
to [Back, 1996, Table 5.4 binary tournament selection
(without mutation or crossover) takes anly 9 genera-
tioris_to remove all diversity from a population of 100.

4 APPLICABILITY

The results in Section 3 refer to speci ¢ types of com-
putation, nevertheless we feel they are useful, particu-
larly for common varietles of genetic programming.

The model does not cover programs that contain in-
structions that are executed more than once. l.e. no
loops or backward jumps. (Forward jumps are in prin-
ciple acceptable, as long as the number of executed
instructions remains large.) This is, of course, a big
restriction. However, many problems have been solved
by GP systems without such loops or recursive func-
tion calls [Banzhaf et al., 1994. The di culty for the
proofsis that, in general, repeating (a sequence of) ran-
dom instructions_does not give, on average, the same
results as the same number of random instructions
chosen independently. (If the loop contains enough
random instructions to reach the limiting distribution
then the problem does not arise because the input to
the next iteration to the loop is already in the limiting
distribution and so will remain there.) Similarly, there

is no problem if the loop is followed by a large number
of random instructions.

While the proofs suggests that the program will halt
after | instructions, they can be made slightly more
general by extracting the answer from the output reg-
ister after | time intervals, allowing the program to
continue (or to be aborted). These have been called
\any time algorithms". They have been used in GP,
e.g.[Teller, 1994].

for near convergence are the type of computer consid-
ered and the size of its (data) memory. The scaling
law is given by the type. Comparing the four types in
Section 3 suggests that the degree of interconnections
in the state space is the important factor. The ability
to movelbirectly from one memory pattern to another
leads to linear scaling, while only being able to move
to 2 adjacent data patterns lead to exponential scal-
ing. We suggest that the \bit ipping" and \4 Boolean
Function" models are more typical and so we suggest

O(N logN) would be found on real computers.

Most computers support random access at the byte or
word level. This would suggestN should be the num-
ber of bytes or words in the data memory. However
then we would expect the individual bits in each byte
or word to be highly correlated, and so we would an-
ticipate the simple O(N logN) law would break down.
I.e. further random instructions will be required to ran-
domise them. This might result in a multiplicative
factor of 8log8 or 32log 32 but this yields the same
scaling law ((8log 8N=8logN=8 = O(N logN)) pos-
sibly with di erent numerical values.

Some linear GP systems write protect their inputs.
The proofs can be extended to cover this by viewing
the read-only register as part of the CPU (i.e. not part
of the data memory). Then we get a limiting distribu-
tion as before, but it depends on the contents of the
read-only register, i.e. the programs' input. In general
we would expect this to give the machine a very strong
bias (i.e. an asymmetric limiting distribution) and in
some cases this might be very useful.

All of the calculations in Section 3 have been explicitly
concerned with the distribution of answers produced
by the programs and the functibns implemented by
them. In principle we can use the Markov arguments
to consider the distribution of functions implemented
by the programs in other types of computer. The
Markov process now becomes a sequence of changes
in function. We start with the identity function and

the distribution of functions rapidly spreads through

N
the 2Y° functions. An obvious di culty is that the
size of the transition matrixes increases exponentially
N N
(from 2N 2N to 2N* 2N*') This might lead to
an exponential (or worse) increase the upper bound
scaling laws.

The random computer (cf. Section 3.4) gives an in-
teresting model. Indeed it represents the average be-
haviour over all possible computers [(of this type).

Finally an alternative view is to treat random instruc-
tions as introducing noise. Some instructions, e.g.
clear, introduce a lot of noise, while others e.g. NAND,
introduce less. So we start with a very strong, noise
free, signal (the inputs) but each random instruction
degrades it. Eventually, in the limiting distribution,
there is no information about the inputs left. Thus
the entropy has monotonically increased from zero to
a maximum.



5 CONCLUSIONS

The distribution of outputs produced by all comput-
ers converges to a limiting distribution as their (linear)
programs get longer. We provide a general quantita-
tive upper bound (2:31al 2, where | is the number of
instructions and a is the length programs needed to
store every possible value in the computer's memory,
Section 3.3). Tighter bounds are given for four types of
computer. There are radical di erences in their con-
vergende Fates. The length of programs needed for
convergence depends heavily on the type of computer,
the size of its (data) memoryN and its instruction set.

The cyclic computer (Section 3.1) converges most
slowly, 0:35 2N | for large N . In contrast the bit ip
computer (Section 3.2) takes onIE]N +1)(log( m)+4)
random instructions (m bits in output register). How-
ever in both, the distfibutions of outputs and of func-
tions converge at this same rate to a uniform limiting
distribution.

In Section 3.4 we introduced a random, model of com-
puters. This represents the average behaviour over all
computers[(df. NFL [Wolpert and Macready, 1997).
It takes less than (153 +2:3m)=log| random instruc-
tions to get close to the uniform output limit. However
a less formal arguments suggests a multiplicative fac-
tor of 2" needs to be included before the distribution
of functions is also close its limit.

Section 3.5 shows the output of programs comprised
of four common Boolean operators converges to a uni-
form disfribution within N (log(m) + 4) random in-
structions. The importance of the pragmatic heuristic
of write protecting the input register, is highlighted,
since without it there are no \interesting" functions in
the limit of large programs.

Section 3.6 shows the number of generations
(%(I + 1)(log(1) +4)) needed for mutation alone to
randomisE_a bit string GA (chromosome ofl bits).

Practical GP tness functions will converge faster
than the distribution of all functions, since they typ-
ically test only a small part of the whole function.
Real GP systems allow rapid movement about the
computer's state space and so appear to be close to
the bit ipping (Section 3.2) and four Boolean in-
struction (Section 3.5) models. We speculate rapid
O(jtest sefN logm) convdrgknce in tness distribu-
tions may be obsefyed.

It is ten years since Jaws 1, these are the rst general
guantitative scaling laws on the space that genetic pro-
gramming searches. They provide theoretical support
for some pragmatic choices made in GP.
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Is the Perfect the Enemy of the Good?

SeanLuke
GeogeMasonUniversity
http://www.cs.gmu.edu/ sean/

Abstract

Much of the genetic programming literature
comparegechniguesising countsof ideal solu-
tionsfound. Thesecountsin turn form common
comparisormeasuresuchasKoza's Computa-
tional Effort or Cumulatve Probability of Suc-
cess. The useof thesemeasuresontinuesde-
spite pastwarningsthatthey arenot statistically
valid. In this paperwe too criticize the mea-
suredor seriousstatisticalproblemsandalsoar-
guethattheir motivationaljusti cation is faulty.
We then presentevidencesuggestinghatideal-
solutioncountsarenot necessarilypositively re-
latedto best- thess-of-rurstatistics:in factthey
areofteninverselycorrelated Thusclaimsbased
onideal-solutioncountscanmisleadreadersnto
thinking techniqueswill provide superior nal
resultswhenin factthe oppositeis true.

1 INTRODUCTION

Thebestis theenemyof thegood.
— Voltaire (1694-1778)

He who is determinednot to be satis ed with
arything shortof perfectionwill never do ary-
thing to pleasehimselfor others.
— William Hazlitt (1778-1830)

The researchmethodologyin the genetic programming
(GP)hasmary unusuafeatures Someof thesefeaturesare
good.Somearenot. But we tendto stick with thebadones
out of inertia: we do it thatway becausethersdid. Sur
prisingly, theliteraturedoesnothave alargenumberof crit-
ics of the existing methodology Onenotableexceptionis
JasorDaida,who hascriticized poorrandomnumbergen-
eratorusag€g1997], evaluationandveri cation methodol-
ogy [1999a], and historical metaphorgd1999b]. Paterson

Liviu Panait
GeogeMasonUniversity
http://www.cs.gmu.edu/ Ipanait/

andLivese [2000] have decriedthe poor statisticsbehind
mary claims,notingthatmary papersdo no meangesting
atall. Angeline[1996] hascriticizedthestatisticalreliabil-
ity of Koza's Cumulative Probability of Successneasure,
acriticismechoedn [PatersorandLivesg 2000].

Herewe will continuethe criticism of the popularCumu-
lative Probabilityof Succes@andothermeasurebasedon
countingthe numberof ideal solutionsdiscovered. There
are seriousstatistical aws with suchmeasuresput that
is notall. Thesemeasuresilsohave questionablenotiva-
tional philosophy and mostimportantly they are poorly
correlatedwith othermoreacceptedneasuresf run qual-
ity in the evolutionarycomputatiorcommunity

This paperwas born out of experimentsfor anotherpur-

pose: to testwhether tness might be improved andtree
sizereducedby increasinghe noiseof a GP breedingop-
erator The operatorchosenwas subtreecrosseer, andit

was madenoisierthroughincreasingthe numberof times
two parentswere crossedover to createa child. Crossing
over moretimes doesin fact decreaséhe meantree size
by statisticallysigni cant amountsput it alsoworsenghe
best tness of therun by a statisticallysigni cant mamgin.

But theseexperimentsyieldedanothemddfact: idealsolu-
tion countswerenot necessariltied to tness results,and
in somecasesvereinverselycorrelatedwvith them.

The remainderof the paperwill discusscommonideal-
solution count measuresand their statisticalweaknesses,
and questionthe motivational philosophy behind them.
Thenthe paperwill presentthe evidencestemmingfrom
theseexperiments The paperthen nishes with discussion
andrecommendations.

2 A TALE OF TWO MEASURES

The non-GP evolutionary computationliterature has tra-
ditionally comparedtechniquesusing the meanbest t-

nesse®f a large (> 30) sampleof runspertechniqueac-
companiedvith so-called'best-so-ar-curves” (plotsof the



meanbest tness discoveredsofar), plusat-test or other
difference-of-meantest. Whengeneralizabilityis impor-
tant, the meanbest tness resultsare supplementedvith
generalizatiomatingson atestset.

Koza[1992] presented very differentmetricfor comput-
ing the“quality” of anevolutionaryprocedure:how often
andhow rapidly it discoveredtheidealsolution. Fromthis
datawerederiveda variety of statisticalmetricsultimately
computinghow mary individualswould needto be evalu-
atedbeforeanidealsolutionwasexpectedo befoundwith
someprobability.

Kozade ned four dependenstatisticalmeasuresgivenas
follows. Theinstantaneouprobability of successneasure
Y (m;i) is theprobabilitythatarunwith apopulationsizeof
mwill discover anideal solutionfor the rst time on gen-
erationi. Fromthis it is simpleto determineP(m;i), the
cumulativeprobability of successwhich is the probability
thatarunwill discoseranidealsolutionbeforeor ongener
ationi. KozawritesR(m;i; Z) asthenumberof evolutionary
runsrequiredto have a probabilityz= 99% of discovering
asolutionbeforegeneration. He de nesthisas

log(l 2
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Sometimeshisis shortenedo justR(Z). Theindividualsto
be processedneasurd (m;i;2) is thende ned straightfor
wardly asl(m;i;2 = m(i + 1)R(m;i;2), at leastfor gener
ationalevolutionaryproceduresThe computationakeffort
measurde is theminimumof | (m;i; 2) overall valuesof i.

Ideal-solutioncountmeasure$iave sincetakenrootin the
GP community Of thesefour, thetwo mostcommonmea-
suresin the literatureare Cumulative Probability of Suc-
cess,for which higher valuesare better and its derived
measuréComputationaEffort, for which lower valuesare
better We performedaninformalsurwey of thegeneticpro-
grammingandevolvablehardwarenon-postepapersn the
threeGECCOconferenceso far (1999, 2000,2001). Of
these,44 comparediwo or more techniquedfor solution
quality. Eighteencomparedthe meanbest tness of run
betweertechniqueg. Twelve insteadusedstatisticsbased
onthenumberof ideal solutionsdiscorered(mostusedthe

IThevalidity of thet-testand ANOVA for GPwereexamined
in [PatersorandLiveseg 2000]. As thet-testand ANOVA assume
normality, the authorshad expectedto nd themwantingin the
GPrealm,but astonishinglythey signi cantly outperformedhon-
parametridests.Evenso,theauthorsvarnedaboutthedangerof
relying too muchon t-testsfor the skewed distributionscommon
to GP. We agree!Still, we think thatt-testsand ANOVAs should
atleastbethebare minimumfor meangestingin GP.

20f the eighteenexperimentswhich used tness cunes to
comparetechniquespnly seven usedgood statistics. The other
eleven hadsamplesizesthat weretoo small (muchlessthan30)
or unreportedpr they did not indicatestatisticalsigni cancere-
sultsor varianceinformation. Oneof us (SeanLuke) hastengo

Kozameasures).Fourteenuseda train/testmethodology
borrovedfrom the machindearningcommunity:typically
they measuredhow long it took to discover a perfectsolu-
tion to a trainingset,thentestedgeneralizatiorability.

We feel therearethreeproblemswith ideal-solutioncount
measureskirst, they rely onunacceptablypoorstatisticsat
leastasgenerallypracticedin the community andto rem-
edy this would requirea very large samplesize. Second,
they are foundedon, in our opinion, an unclearmotiva-
tional philosophy The third problem,and mosttroubling,
is thatthey appearto be uncorrelatedvith best- tness-of-
run comparisons.Theseproblemscall a fair chunkof the
literatureinto question.

2.1 STATISTICAL PROBLEMS

Idealsolutioncountmeasuresarestatisticallysuspect.

First, the measuresre basedon a single point sampleof
thenumberof ideal solutionsandthe generationsn which
they werefound. A point sampledoesnot have a mean
test: thereis no acceptedprocedureo statethattwo such
samplediffer in a statisticallysigni cant way.

The point sampledif culty might be alleviated by doing
a large numberof runs, then dividing theminto at least
thirty piles, thencountingthe ideal solutionsin eachpile
andusingthe meannumberof ideal solutionsper pile asa
samplestatistic. For SymbolicRegressiorthis is feasible,
asalarge numberof runsendin perfectsolutions.But for
mary problemdomains,ideal solutionsare typically few
andfar between.In this paperwe gatheredsampleof ve
hundredeach typically ve to tentimesthe numberfound
in mostof the experimentaliterature. And still, theideal-
solution countsfor the Arti cial Ant and 11-Bit Boolean
Multiplexer were so small (at mostsixteenandtwelve re-
spectvely) thatdividing into pileswasnot doable.

Secondseveral of the measuresirestatisticallydependent
acrosggenerationsFor example,to truly computestatisti-
cally independen€umulative Probabilityof Successnea-
suresfor both generatiord andfor generatior8 would re-
quiretwo separateindependensamples.

Third, changesin the Individuals to be Processednea-
sureandits derived ComputationaEffort measureareboth
greatlyexaggeratedvhensmallchange®ccurin ideal so-

notethat he too haspublishedpaperswith statisticaldif culties,
thoughin his defensehey wereeithercorrected[Luke andSpec-
tor 1997] x edin [Luke and Spector1998]) or openlyacknavl-
edgedandjusti ed in the paperitself [Luke 2001b].

3As mary machindearningalgorithmsaredeterministicthey
donotrequirestatisticaimeantests.This s nottruefor stochastic
evolutionarycomputatioralgorithms:yetrelatively few train/test
methodologypapersin this surey presentedstatisticalsigni -
canceresults.



lution counts. For example, note that the Computational
Effort in Figure 12 is a strongly nonlinearfunction of the
numberof idealsolutionsfound,shavn in Figure10.

To overcomeall the statistical problems detailed here
would requiremultiple independensamplesacrossyener
ations,plus dramaticallylarger samplesizesfor the more
dif cult domains.We feel thesestatistical a ws would be
forgivableonly if ideal-solutioncountsweretheonly feasi-
ble way to comparegechniquesBut they arenot.

2.2 MOTIVATIONAL PHILOSOPHY

The evaluationfunctionsusedin the assessmertf a GP
individual's tness do not corresponadvell to a statedgoal
of anideal-solutionendresult. GP optimizesfor asgooda
tness asit canget,notfor increasingprobability of attain-
ing the ideal. Many GP problemdomainsare highly de-
ceptive, leadingthe evolutionarytrajectoryaway from the
idealratherthantowardit. Considerthe SymbolicRegres-
siondomain:if theidealsolutionis notfoundearlyon,and
the populationhas xated on certainnearsolutions,it will
continueto tack on codeto the bottom of treeswhich can
male the solutionsonly incrementally tter. Many Sym-
bolic Regressionrunswill ultimately generatevery large
treeswith solutionsvery closeto the answer but far (in
malkeup)from anything remotelyresemblinghe answer

Giventhis, andgiventhe statisticalproblemsbehindideal-
solutioncountmeasuresyhatis the GP community's mo-

tivationaljusti cation for usingideal-solutiorcountsatall?

We believe that countsare popular becauseof a philo-

sophicalconceitthat GP operatesover problemdomains
which demandcorrect programs More generallythis can
bethoughtof asanabsolutenhardconstrainton the desired
outcome:eitherthe programworksor it doesnt work, and
ahighly t but suboptimalkolutionis notvaluable.A term

peculiarto GPR, “discovery”, reinforcesthis notion: either
GP“discovers”theansweror it doesnt.*

4n fact, though his in uential text introducedthe ideal-
solution count measuresliscussedn this paper Koza couched
his supportof this philosophywriting:

“Several pagesago,when| spole of writing a computerpro-
gramto centerthecartin optimaltime, you probablyassumedhat
| wastalking aboutwriting a correct computermprogramto solve
the problem.Nothingcouldbefurtherfrom thetruth. In fact,this
bookfocusesalmostentirelyonincorrectprogramslin particular
| wantto develop the notion that thereare gradationsin perfor
manceamongcomputerprograms.Someincorrectprogramsare
very poor; someare betterthan others;someare approximately
correct;occasionallyonemay be 100%correct. Expressinghis
biologically, onecould saythat somecomputermprogramsare t-
ter thanothersin their ervironment. It is rarefor ary biological
organismto be optimal” [Koza1992,p. 130]

Regression 3 2 4 1 5 6 7 10 8 9

Multiplexer 2 1 3 4 5 6 7 8 9 10

Ant 2 1 4 6 3 5 7 8 9 10
Table 1: Statisticalsigni cance groupingsfor the mean
best- tness-of-runfor each problem domain, using the
Tukey post-hocANOVA test. Numbersindicatethe num-
ber of crosswersfor a given multi-cross@er technique.
Techniquesareorderedby increasing(poorer)meanbest-
tness-of-run. Bars connecttechniqueswith statistically
insigni cant differencesn meansamongthem. Note that
more crosseers generally results in worse mean best-
tness-of-run. Compareto Figuresl, 5, and9.

It is clear that there exist valid and important GP prob-
lem domainswherediscoveryis of paramountmportance.
However, we believe thatmary, andlikely most,new prob-
lemsin GPrarelyrequire100%correctnesasa necessary
attribute. Theseproblemsincludeneuralnetworks, molec-
ular structuressoccersoftbotprograms probabilisticand
guantumalgorithms, analogelectrical circuits, etc. The
primary reasonfor this, we think, is that thesenew do-
mainsare signi cantly harderand their optima are often
unknown. Discovering the optimum,and particularly dis-
coveringit enoughtimesto make statisticalconclusionsis
a luxury usuallyreseredfor only the simplestof problem
domains.

We arenow out of the proof-of-concepperiodfor GP For
thetechniqudo now beusedrealisticallyasatool, we must
assumat will typically beusedto attackhardproblemsfor
whichwe donotknow theoptimum,do notexpectit to dis-
cover the optimum,nor evenknow if thereis anoptimum.
An engineerwould ask: if we alreadyknow the answey
why botherto useGPto nd it? Whatmatterds notif tech-
nigueA nds moreperfectsolutionsthantechniqueB does
to EasyProblemC. Whatusuallymattersis thattechnique
A getsa betteranswerthan B doesfor Hard ProblemD.
We submitthatif onecan“discover” the optimumenough
timesto validly measurethe performanceof a technique
againsta given problemdomain,thenwe aredealingwith
atoy problem.

If pastliteratureuseda weakmethodologywe shoulddis-
continueits use. Nonethelessye recognizethat for those
problemswhich demandperfection,ideal-solution-count
statisticanay have someusefulnessLaterin this papemwe
will recommendxperimentalprotocolswhich mayincor-
porateidealsolutioncountsasonepartof acomprehensie
analysis.At the sametime, we will proposeanalternatve
whichwe think providesmoreusefulinformation.
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Figure 1: Boxplots of the distribution of best- tness-of-
run, by numberof crosseers, Symbolic Regressiondo-
main. Lower tness is better Compareo Table1.
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Figure2: Numberof ideal solutionsfound, by numberof
crosswers,SymbolicRegressiordomain.

3 A TROUBLING LACK OF
CORRELATION

At rst it seemsntuitive thata systemwhich searchebet-
ter for high- tnesssolutionswould alsotendto nd more
ideal solutions.An experimentgoneawry showvs usthatin
factthisis notnecessarilyhecase.

The experimentwe performedappliedwhatwe call multi-

crosswer to GPR. Ordinarily GP crosseer selectgwo indi-

viduals, and performsone swap of randomly-choseisub-
trees, producingtwo children. If a child passesvalidity

constraint{suchasmaximaldepth),it thenentershe next

generation;otherwisea copy of the child's motherenters
in its stead Multi-crossoveris simply a compositiorof GP
crossweroperatorstwo parentareselectecandcrosseer
is performed,ncludingvalidity constraintsThenthechil-

drenbecomethe “parents”for the next cross@er operator
which producegwo new children. This happensN times,
thenthe nal resultsenterthenext generation.

We hadtwo reasongor doingmulti-cross@erexperiments.
First, somemodelsof code bloat (our own depth-based
theory[Luke 2000], DefenseAgainstCrosseer [Banzhaf
etal. 1998],andRemoval Bias[Langdonet al. 1999]) as-
sumethatthereis a singlecross@er perindividual; hence
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Figure 3: Cumulative Probability of Succesger genera-
tion, by numberof crosseers, Symbolic Regressiondo-
main.
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Figure4: ComputationaEffort by numberof crosswers,
SymbolicRegressiordomain.

theprobabilitiesof choosingcrosseerpointA or B respec-
tively were not independent.While increasingthe num-
berof cross@er eventswould not breakthis dependeny; it

couldlowertheeffectthedependenghadin causingbloat.

Second, adding more nonhomologouscrosseer events
meantaddingmore variation (more noise)into the breed-
ing procedure This gave usadial to turn which would ef-

fectively changethe amountthat crosseer “randomized”
individuals (an ideainspiredby argumentsmadein [An-

geline1997]). Would morerandomizatiorbe bene cial or
detrimentato GP?

The experimentsveredoneasfollows. We ranfor 51 gen-
erationsjncludingtheinitial generationusingapopulation
of 500,andtournamenselectiorof size7. Multi-crossover
was the sole operatorused. The three problemdomains
chosenwere Symbolic Regression,11-Bit BooleanMul-

tiplexer, and Arti cial Ant. Symbolic Regressionused
no EphemeraRandomConstants.Arti cial Ant usedthe
SantaFe Trail. All otherrun andproblemdomainparam-
eterswere doneasstipulatedin [Koza1992]. The evolu-
tionary computatiorsystemusedwasECJ[Luke 2001a].
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Figure 5: Boxplots of the distribution of best- tness-of-
run, by numberof crosswers,11-Bit BooleanMultiplexer
domain.Lower tnessis better Compareo Tablel.
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Figure6: Numberof ideal solutionsfound, by numberof
crosseers,11-Bit BooleanMultiplexerdomain.

We performed ten different experiments, with multi-
crosswersetto 1 throughl0 crosseersrespectrely. Each
experimentconsistedf 500 independentuns. This num-
ber of runsis much higher thanis necessaryo produce
best- tness-of-rurresults,but we neededcasmary runsas
possibleto feel at least partially con dent in our ideal-
solution counts,and 15,000total runs was the most we
couldafford to do. For eachproblemdomainwe usedbox-
plots® to plot best- tness-of-rundistributionsfor different
numberof crosswers.We alsoplottedthenumberof ideal
solutionsfound,andthe Cumulative Probabilityof Success
andComputationaEffort measures.

3.1 SYMBOLIC REGRESSIONRESULTS

SymbolicRegressiondid in factlower treesize. But it did
soat the costof a statisticallysigni cant worseningof t-

nessthoughonly gradually:large swathsof crosswer ex-
perimentsverein the samestatisticalequivalenceclass,as
shavn in Tablel. Increasingthe amountof noisein the
crosseerprocedurethusmoving thesystemmoretowards

5In aboxplot, therectangularegion coversall valuesbetween
the rst andthird quartiles the stemsmarkthefurthestindividual
within 1.5 of the quartile ranges,and the centerhorizontalline
indicateshe median.Dotsshaw outliers,and marksthe mean.
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Figure 7: Cumulative Probability of Succesger genera-
tion, by numberof crosseers,11-Bit BooleanMultiplexer
domain.
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Figure8: ComputationaEffort by numberof crosswers,
11-Bit BooleanMultiplexer domain.

randomsearchyieldedworseresultson averageusingthe
meanbest- tness-of-ruimeasuresshavn in Figurel.

But onewould not have known this from theideal-solution
counts. As noisein crosseer increasedthe numberof
ideal solutionsincreasedrapidly from 150 per 500 runs
with a singlecrosseer, to stabilizingat about350 per 500
runswith sevencrosseersor more,asshaovn in Figure?2.
This in turn resultedin an unexpectedCumulative Proba-
bility of Successurve, anda major decreasen Compu-
tational Effort asthe numberof crosseersincreasedas
shavn in Figures3 and4.

SymbolicRegressioris theeasiesbf thethreeproblemdo-
mainspresentedit nds theideal solutionvery often (no
lessthan30% of the time in theseexperiments).Thusour
countswere very high andthe Cumulative Probability of
Successurve wasvery smooth.

This outcomewasvery disturbing. Werewe to have used
ideal-solutioncountmeasurementsour basisof compar
isonin this experiment,our conclusionavouldn't justhave
been uncorrelatedwith best- tness-of-runresults: they
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Figure9: Boxplotsof thedistribution of best- thess-of-run,
by numberof crosswers,Arti cial Ant domain.Lower t-
nesss better Compareo Tablel.
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Figure10: Numberof ideal solutionsfound, by numberof
crosseers,Arti cial Ant domain.

would have beenthe opposite We would have concluded
thatincreasinghumberof cross@ersdoesa betterjob.

3.2 11-BIT BOOLEAN MULTIPLEXER RESULTS

11-Bit BooleanMultiplexer wasto yield anothersurprise.
First, it too loweredtree size, andlike Symbolic Regres-
sion,it did soby statisticallysigni cantly worseninghe t-
nesgesults.Again, increasingheamountof noiseyielded
worseresultsonaveragewhenusingthemeanbest- tness-
of-run measureasshavn in Figure5. This time, the t-
nessesvorsenedrapidly, with few in the samestatistical
equivalenceclassasseenn Tablel.

Given its tendeng to bloat like Regressiondoes, we

fully expectedMultiplexer to have similar ideal-solution
counts. But this was not quite the case. As the number
of cross@ersincreasedthe numberof ideal solutionsin-

creasedbut thenit thendecreasedgain. Multiplexeris a
relatively more dif cult problemdomainto nd ideal so-
lutionsin: thuswe found no morethanthirteenideal so-
lutionsin 500 runs,with the maximumpeakingwhenwe
applied ve crosseers. The nadir was a single solution
discovered,whenwe appliednine crosseers,asshavn in

Figure6.
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Figure 11: Cumulative Probabilityof Succespergenera-
tion, by numberof crosseers,Arti cial Ant domain.
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Figure12: ComputationaEffort by numberof crosswers,
Arti cial Ant domain.

The Cumulative Probabilityof Successimilarly followed
a bell curve distribution, asis shovn in Figure 7. The
relatively low numberof ideal solutionsresultedin the
expectedexaggeratedgwingsin ComputationaEffort, as
shavn in Figure8.

Here, while a best- tness-of-runmeasurewould state
thatincreasingcrosseoers generallydecreasedjuality, an
ideal-solutioncount measurewvould argue that increasing
crosseers somevhat (to ve) madethe result twice as
good.

3.3 ARTIFICIAL ANT RESULTS

Arti cial Ant gave us yet anotherresult. Again, it low-
eredtree size, and once again, it also did so by statisti-
cally signi cantly worseningthe tness results(Figure 9)
thoughlike SymbolicRegressiortheresultsworsenednly
slightly, resultingin large numbersof experimentsin the
samestatisticalequivalenceclass(Tablel).

Figure 10 revealsthat this time, the ideal-solutioncounts
followedthe statisticallysigni cant tness: increasingthe
amountof noisedecreasedhe numberof ideal solutions



discovered. As shawn in Figure 11, the Cumulatve Prob-
ability of Succesdolloweda radically differentcurve than
was the casein Symbolic Regression. Like Multiplexer,
Arti cial Ant discoversrelatively few ideal solutions(no
morethansixteenout of 500). And like Multiplexer, this
exaggeratethe ComputationaEffort results(Figure12).

Here,asin Symbolic Regression,onewould concludeon

thebasisof thebest- thess-of-rutmeasurehatthemeanis

gettingjust a little worse,thoughstatisticallysigni cantly.

But hereanideal-solution-counimeasuresuggestshatin-

creasingthe numberof crosseers considerablyworsens
theresult.

4 WHAT'S GOING ON?

For all three problems, tness graduallyworsenedas the
numberof cross@ersincreasedBut eachproblemyielded
a wildly differentresultin the ideal-solutionscount, and
thusin the Cumulatve Probabilityof SuccesandCompu-
tational Effort metrics. In short,the ideal-solutioncounts
werenot correlatedwith the best- thess-of-rurmeasure.

We think thereasorfor this phenomenoiris that,asshovn

in Figuresl, 5,and9, thenumberof idealsolutionsis more
closelylinkedto thevarianceof — ratherthanthe meanof

— the best- tness-of-rundistribution. As the variancein-

creasestness is increasinglyscatteredothup anddown.

But thereis aboundat zero(onecannotbe betterthanper

fect), whereaghereis no boundon gettingworse. Thusa
wider variancetendsto rack up more perfectscores.This

trendis echoedn the datafor all threeproblemdomains,
althoughthe ideal-solutioncountsin the Arti cial Ant and
Multiplexerdomainsarelow enougho make uswary about
makinga pronouncement.

In the Symbolic Regressiondomain, the distributions are
skewed. As the numberof crosseersincreasesthe mean
increases little, but not nearly as much asthe variance
does. Thusa worseningin the meanis not ableto pre-
ventideal solutionsfrom piling up. In the Multiplexer do-
main, the meanworsensonly a little initially but rapidly
atthe end,while the variancegenerallyincreasesteadily

This allows the meanto lose to, then catchup with the
variance,which might explain the ideal-solutioncounts.
Lastly, the Arti cial Ant domains meanworsensslowly

while thevariancedecieaseswhich canexplainthe steady
decreasén ideal-solutioncounts.

This combinationof meanand variancehasa closelyre-
latedeffect: evenif low-variancetechniqueA hasa higher
expectedvaluethanhigh-variancetechniqueB for a single
run, B canstill have ahigherexpectedbestresultof N inde-
pendentuns(Figure 13). This phenomenonvasexplored
in [Luke 2001b].

Figure 13: Exampleof two distributions which differ in
meanandin variance. While one samplefrom the atter
distribution will give a lower expectedresult (the mean)
thanthetall distribution,in this casehebestof two or more
sampledrom the atter distribution will give a higherex-
pectedresult.

We will notventurea guessasto whyincreasinghe num-
berof cross@erschangedhe meanandvarianceresultsin

theway it did. We hadexpectedhatincreasinghenumber
of cross@erswould consistentlyincreasehe variance put

clearlyit doesnot.

Regardlesof theoutcomewe do notbelieve thattheseex-
perimentsbodewell for the body of GP literaturewhich
relies on ideal-solutioncountsto comparethe quality of
differenttechniques.We are concernedhat uponreading
thisliterature experimentersnaymistalenly concludethat
certaintechniquesare betterthanotherson average when
in somecasedetterideal-solutioncountsare actuallyin-
dicative of aworseresultin meanbest- tness-of-run.

5 RECOMMEND ATIONS

One downside to mean-best- thess-of-runresults is
demonstratedn the Symbolic Regressiondomain: tech-
nigueswhich producdarge,bloatedreesthatarefunction-
ally “close” to theidealaregivenhigh marks,eventhough
theresultsdo notremotelyresembleour notionof whatthe
ideal individual oughtto look like. ldeal-solutioncounts
canbe somavhat usefulherein weedingthesepretenders
out. But giventheir statisticalproblemswe feel thatideal-
solutioncountresultsalonesimply cannotbejusti ed.

If suchincrementalismis the critical sticking-pointtempt-
ing anauthorto only reportideal-solutioncounts,we sug-
gestinsteadthat the authorproduceresultsshaving both
meanbest tness of run and meantree size. If a tech-
nigueis superiotbothin treesizeandmeanbest tness, it is
moredif cult to arguethattheimprovementsn meanbest-
tness-of-runare dueto incrementalismsincethis would
likely alsoincreasdreesize. Anotherapproactwould be



to changehe methodologyto oneshawving generalization,
usingtrainingandtestingsets.Incrementalisntendsto re-
sult in solutionscustom-tailoredo the training set: such
poor generalizabilitywould then shawv up whenthe nal
solutionis comparedo thetestingset.

If insteadonewereperformingrunsin adomainwhich de-
mandedperfection,thenit would obviously be useful to
know how oftenatechniquewaslikely to nd theidealso-
lution. Anothersituationalsocommonlyarises:trying to
beatan existing record,whereit's usefulto know notif a
techniquas likely to nd theideal,but whetheror notit is
likely to nd ary solutionbetterthanthe record. In these
situationswe suggesthatcountscouldsupplementhut not
replacethe meanbest- tness-of-rurresults.

But for most caseswe suggesta different point statistic
to useasa supplement.The procedurespeci ed in [Luke
2001b]givestheexpectednaximumbest- tness-of-rurfor
N total runs. This procedurelik e the ideal-solution-count
proceduresuffersstatisticallyfrom theassumptiorthatthe
samplds exactlyrepresentatie of thepopulation andfrom
its reuseof statisticallydependentlata.However, asa sup-
plementto meanbest- tness-of-rurresults we think it is a
moreusefulmetricthanidealsolutioncountsin mostcases.

Theproceduras asfollows. Performalargenumbemruns
for agiventechniqueT. Sorttherunsby tnessandassign
ranks1;:::;;mto theruns,whererank 1 is theworst- tness
run for the technique. Let F(r) be the tness of the run
rankedr. Thenif onewereto performN runsandreturn
thebestrun, theexpectedest tness E(T; N) amongthose
N runswould be:

O S G bl

r=1

This presumeghat higher tness valuesare better Now
considettwo technique#\ andB, wherebeyondsomepoint
N C, E(B;N) is consistentlygreaterthan or equalto
E(A;N). Ideally, C would be 1. Thiswould lend evidence
to thebeliefthatnotonly is A betterthanB on average put
it is alsosuperiorno matterhow mary runsyou arelikely
to perform. This givesstrongweightto the claim that A
really is betterthanB. Further it seemdikely thatif tech-
nigue A nds mary more ideal solutionsthan technique
B, that E(A;N) will surpas<E(B;N) above somepoint N
where nding ideal solutionswith A becomessufciently
common.

F(r)

In ary case,given their grievous statisticalproblems,we
strongly urge that an ideal solution countmeasuresever
be usedalone as proof that one techniqueis superiorto
anothey exceptunderspecialcircumstanceand with the
appropriatedisclaimers.If usedatall, they shouldbe only
usedto bolstera morestatisticallyviable thess compari-
sonprocedure.

Last,werecommendhatexperimentersnorecloselyadopt
difference-of-meantests(at leastt-testsand ANOVAS),
and a reasonablesamplesize (30 at a minimum) in pub-
lishedevolutionarycomputatiorexperimentspr give justi-
cations for doingotherwise.

6 CONCLUSION

Many papersn the GP literatureuseideal-solutioncounts
in oneway or anothey usuallyto comparethe quality of
techniquesThis notionwaspopularizedy Koza's Cumu-
lative Probability of Successindividualsto be Processed,
andComputationaEffort measuresThisusecontinuesie-
spitewarningsthatcountsare poor estimatesasthey area
point statisticwith no associate@neangest;asthey make
assumptionaboutdependenciescrosgjenerationsandas
they areexaggeratedy smallcountsizes.

In this paperwe reiteratedthis warningaboutcounts,and
notedmotivationalconcernsSpeci cally, we notedthatfor
most“dif cult” problemsthegoalisto nd asgooda so-
lution aspossible.Countingthe numberof timesthe ideal
solutionis found doesnot help achieve this goal. Further
if onecan nd theidealreliably, thenthe problemis trivial.

We alsodemonstratethedisturbingfactthatidealsolution
countsare not well correlatedwith meanbest-of- tness
measureslin fact, for someproblemdomainswe shaved
thatideal solutioncountsmayleadto the oppositeconclu-
sionthatmeanbest-of- thessmeasure¢eadto. This begs
a reevaluationof much of the GP literature,as published
resultsmay be dubious,andin somecaseghe oppositeof
theirintendedmeaning.
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Abstract

We introduce a techniquecalled lexicographic
parsimoly pressurefor controlling the signi -
cantgrowth of geneticprogrammingtreesdur-
ing the courseof an evolutionary computation
run. Lexicographicparsimory pressuranodi es
selectionto prefer smallertreesonly when t-
nessesare equal(or equalin rank). This tech-
nigueis simpleto implementandis not affected
by speci c differencesn tness values,but only
by their relative ranking. In two experimentsve
shaw that lexicographicparsimoly pressurere-
ducestree size while maintaininggood tness
values, particularly when coupled with Koza-
style maximumtreedepthlimits.

1 INTRODUCTION

Like mary arbitrary-sizedrepresentations evolutionary
computation,geneticprogramming(GP) individuals tend
to grow signi cantly in sizewhenno codegrowth counter
agentsareapplied.Thisgrowthis relatively independenof
signi cantincrease@ tness. Thephenomenorknownin
GP circlesasbloat, is shapingup to be a major impedi-
mentto GP's scalabilityto moredif cult problemswhich
necessitatéongerevolutionaryruns.

The chief way bloat is controlledin GP is through the
useof breedingrestrictionsstipulatingthe maximumdepth
of a GP parsetreeindividual. Lately other approaches
have taken root, most popularly various forms of parsi-
monypressue, wherethesizeof anindividualis takeninto
consideratiorduring selection.Parsimory pressurénasto
date taken two basicforms: parametricparsimoly pres-
sure,whereanindividual's sizedirectly changests tness,
andparetoparsimory pressurewhereanindividual's size
is consideredas an additional objective in a paretoopti-
mizationscheme.

Liviu Panait
GeogeMasonUniversity
http://www.cs.gmu.edu/ Ipanait/

In this paperwe presenta new family of parsimory pres-
suretechniquesvhich we think may be particularly apro-
posto GP andotherevolutionarysystemswith large num-
bersof tness-equvalentindividualsin a population.This
family is collectively known as lexicographic parsimony
pressue, andis basedon the ideaof placing tness, then
sizein lexicographicorder;thatis, preferringsmallerindi-
vidualsonly when tness is identical(or in someversions,
similar). Lexicographicparsimoly pressures simple to
implement,andit is lesstied to the speci ¢ absolute t-
nessvaluesin the populationthan parametrictechniques
are,muchin thesameway thattournamenselectiortouted
over tness-proportionateelection.

We openthepapemwith discussionsf currentbloat-control
techniquesfollowedby a descriptionof lexicographicpar
simory pressur@ndvariationswe havetried. We thengive
theresultsof anexperimentshawving thatin mostcasedex-
icographicparsimoty pressureproducesequivalent best-
tness-of-run resultswith signi cantly smallertreesthan
doesdepthrestriction,exceptin the Symbolic Regression
domain,whereit performspoorly. We then give the re-
sultsof a secondexperimentwherewe shav thatcombina-
tions of lexicographicparsimoly pressureanddepthlimit-
ing work very well comparedo depthlimiting alone.

2 CONTROLLING BLOAT

Theevolutionarycomputatiorcommunityhastried anum-
ber of approacheso controlling the growth of arbitrary-
sizedindividuals.Firstandforemostarea numberof parsi-
mory pressurdgechniqueswhich include consideratiorof
anindividual's sizeaspartof the selectionprocedure Ge-
neticprogramminchaspopularizedsomeothertechniques.
Below we list four suchtechniquesfollowedby arangeof
parsimoly pressurepproaches.

Maximum Size or Depth Restriction This approach
simply limits the maximumsize of anindividual, usually
by rejectinglarge childrenaspart of the breedingprocess.



For example muchwork in GPfollows thetechniqueused
in Koza[1992], which restrictsmodi cation operatorso
producenew treesof depthlessthanl17.

Explicitly De ned Intr ons This GP-speci c technique
allowstheinclusionof speciainodesvhich adapthelik eli-
hoodof subtreecrosseer or mutationat speci ¢ positions
in thetree[Nordin etal. 1996].

Code Editing One easyway to attackgrowth is to di-
rectly simplify and optimize an individual's parsetree.
Souleet al. [1996] for examplereportstrongresultswith
this approachHowever, Hayneg[1998] warnsthat editing
canleadto prematurecornvergence.

Pseudo-Hillclimbing This techniquerejectschildren if
they arenotsuperiorto (or simply differentfrom) their par
entsin tness. If achild is rejectedfrom joining the next
generationa copy of its parenfjoinsthe next generationn
its stead. One effect of this techniqueis to replicatelarge
numbersf parentdnto future generationsearlierindivid-
ualsaregenerallysmallerthanlaterindividuals(hencethe
bloat), this resultsin slower growth in averagesize. This
techniquehasbeenreportedwith somesuccessn [Lang-
donandPoli 1998;SouleandFoster1998b].

2.1 PARSIMONY PRESSURE

Unlike the techniquesnentionedearlier, parsimory pres-
sure is not GP-speci ¢ and has been used whenever
arbitrary-sizedrepresentationtendedto get out of hand.
Suchusageto date can be divided into two broad cate-
gories: parametrigparsimoly pressurewheresizeis a di-
rectnumericalfactorin tness, andparetoparsimoly pres-
sure,wheresizeis consideredhsa separat@bjective in a
pareto-optimizatiomprocedure.

Parametric Parsimony Pressue This includes size
metrics,alongwith raw tness, as part of an equationin
computingthe nal tnessof anindividual. For purpose®f
the discussionlet f betheindividual'sraw tness, where
higheris better andg bethe tness after parsimoly pres-
sureis considered.Let s be an individual's size, and let
a;b; c bearbitraryconstants.

The mostwidely-usedapproachto parametricparsimoly
pressurds to treattheindividual's sizeasa linearfactorin
tness, thatis, g= af bs Thistechniquehasbeenused
in bothGP[Ko0zal992]andin non-GP[Burke etal. 1998].
SouleandFoster[1998a]presentaninterestinganalysisof
linear parsimoty pressureand whenandwhy it canfail.
Linear parsimory pressures occasionallyaugmenteavith
alimit, thatisif s ctheng= af, elseg= af + b(c 9)
[CavarettaandChellapilla1999]. Belpaemg1999] useda

similarlimit, but considerednaximaltreedepthratherthan
sizeasthe parameterNordin andBanzhaf{1995] alsoap-
plied parametriqparsimoly pressurebelievedto belinear,
to evolve machindanguageGP strings.

Linear parsimory pressurehas beenusedin combina-
tion with adaptve stratgies. Zhang and Muhlenbein
[1995] adjustedb basedon currentpopulationquality. 1ba
et al. [1994] proposea similar technique exceptthey use
information-theoretidunctionsfor f ands. Linear par

simory pressureéhasalsobeenappliedin stages: rst by

settingg = f, thenfactoringin size only after the pop-
ulation has reacheda sufcient quality [Kalganova and
Miller 1999]. Somenon-GPpapergWu et al. 1999;Bas-
settandDe Jong2000]useanonlinearparsimoty pressure:
g= (1 agf. BassetandDe Jongnotethatthis hasthe
addedfeatureof increasingthe penalty proportionallyto

the tness.

Theproblemwith parametrigparsimoty pressurés exactly
that: it is parametricyatherthanbasedon rank. Onemust
tune the parsimoly pressureso as not to overwhelmthe
tness metric. This canbe dif cult whenthe tness as-
sessmenprocedures nonlinear asis usuallythe case:it
may well be that a differencebetween0.9and0.91in t-
nessis much more signi cant than a differencebetween
0.7 and0.9. Parametricparsimoly pressureanthusgive
size an unwantedadvantageover tness whenthe differ-
encein tnessis only 0.01asopposedo 0.2. Unexpected
strengthin the size parametecanalsoarisewhenthe pop-
ulation's tnessesarecorverginglatein the evolution pro-
cedure. Theseissuesare similar to thosewhich gave rise
to the preferenceof tournamentselectionand other non-
parametricselectionproceduresver tness-proportionate
selection.

Pareto Parsimony Pressue The recenttrendin parsi-
mory pressurdasbeento treatit asa separat@bjectivein
a nonparametricparetooptimizationscheme Paretoopti-
mizationis usedwhenthe evolutionary systemmustopti-
mizefor two or moreobjectivesat once,but it is notclear
which objective is “more important”. An individual A is
saidto pareto-dominata@notheiindividual B if Aisasgood
asB onall objectives,andbetterthanB in atleastoneob-
jective. One paretooptimizationschemeassumeshatone
individual hasa higher tness thananotheif it dominates
the other Anotherschemeébaseghe tness of individuals
onthenumberof otherindividualsthey dominate.

Paretoparsimoly pressurdreatsraw tness asoneobjec-
tive to optimize,andtheindividual's sizeasanothermbjec-
tive. Oneparticularlyenticingfeatureof paretoparsimory
pressurds that thereis nothingto tune. Unfortunately
thetechniquehassofar hadmixedresultsin theliterature.
Somepapergeportsmallertreesandthediscovery of more



idealsolutiongBleuleretal. 2001;DeJongetal. 2001],but
tellingly they omit best- tness-of-rurresults! Ekart and
Nemeth[2001] reportthe meanbest- tness-of-runbut it is
worsethanwhennot usingthetechnique.

3 LEXICOGRAPHIC PARSIMONY
PRESSURE

Lexicographic parsimoty pressureis a straightforvard
multiobjective techniquefor optimizing both tness and
tree size, by treating tness asthe primary objective and
treesizeasa secondarybjective in alexicographicorder

ing. The proceduredoesnot assigna newv tness value,
but insteadusesa modi ed tournamenselectionoperator
to considersize.

To selectanindividual, two individualsarechoserat ran-
dom,andtheir tnessescomparedlf anindividual hassu-
perior tness, it is selected.If the tnessesarethe same,
thensizesare comparedandthe smallerindividual is se-
lected. If both tness andsizearethe same anindividual
is selectecatrandom.

We think the procedures attractve becausét is basedon
therelative rank of individualsin a populationratherthan
their explicit tness values:thusspeci c differencesn t-
nessareimmaterial. All that mattersis thatone tness is
greatetthananother Additionally, plain lexicographicpar
simory pressuréhasnothingto tune. However, the proce-
dureonly works well in ervironmentswhich have a large
numberof individualswith identical tness. As it sohap-
pens,geneticprogrammingis just suchan ervironment,
thanksto a large amountof inviable code (regionswhere
crosseer hasno effect) and other eventscausingneutral
crosseersandmutations.

Of course, there exist problem domainswhere few in-

dividuals have the same tness. For thesedomainswe

proposetwo possiblemodi cations of lexicographicpar

simory pressurepoth basedon the notion of sorting the
population puttingit into rankedbuckets,andtreatingeach
individual in the bucket asif it hadthe sametness. These
two modi cationsare:

Direct Bucketing The numberof buckets, b, is speci-
ed beforehandandeachis assigneda rank from 1 to b.
The population,of sizep, is sortedby tness. Thebottom
dp=be individuals are placedin the worst ranked bucket,
plus ary individualsremainingin the populationwith the
sametness asthe bestindividual in the bucket. Thenthe
secondworst dp=be individuals are placedin the second

1As wearguein anaccompaying paperideal-solutiorcounts
areavery poormeasuref quality. Not only arethey statistically
invalid, but in factarenot correlatedpr asbadlyasinverselycor-
related with meanbest- tness-of-rurresults.

worst ranked bucket, plus ary individualsin the popula-
tion equalin tness to the bestindividual in that bucket.
This continuesuntil thereare no individualsin the popu-
lation. Note that the topmostbucket with individualscan
hold fewer thandp=be individuals,if p is notamultiple of
b. Dependingon the numberof equal- tnessindividuals
in the population,therecanbe sometop bucketsthat are
never lled. The tness of eachindividualin abucketis set
to the rank of the bucket holdingit. Direct bucketing has
the effect of trading off tness differencedor size. Thus
thelargerthe bucket, the strongetheemphasi®n sizeasa
secondarpbjectie.

Ratio Bucketing Here the buckets are proportionedso
that low- tness individuals are placedinto much larger
bucketsthan high- tness individuals. A bucket ratio 1=r
is speci ed beforehandThebottomdl=re fractionof indi-
vidualsof thepopulationareplacedinto thebottombucket.
If ary individualsremainin the populationwith the same
tness asthe bestindividualin the bottombucket, they too
are placedin that bucket. Of the remainingpopulation,
the next dl=re fraction of individuals are placedinto the
next bucket, plus ary individualsremainingin the popu-
lation with the same tness asthe bestindividual now in
that bucket, and so on. This continuesuntil every mem-
ber of the populationhasbeenplacedin a bucket. Once
again the tness of everyindividualin abucketis setto the
rankof thebucketrelative to otherbuckets.As theremain-
ing populationdecreaseshedl=refractionalsodecreases:
hencehigherrankedbucketsgenerallyhold fewerindividu-
alsthanlowerrankedbuckets. Ratiobucketingthusallows
parsimoly to have moreof an effect on averagewhentwo
similar low- tness individuals are consideredhan when
two high- tnessindividualsareconsidered.

Both bucketing schemesll the buckets with remaining
individuals equalin tness to the bestindividual in the
bucket. The purposeof this is to guaranteghat all indi-
viduals of the same tness fall into the samebucket and
thushave the samerank. This removesartifactsdueto the
particularorderingof the population. Bucketing schemes
requirethatthe userspecifya bucket parametefeitherthe
numberof buckets or the bucket ratio). This parameter
guideshow strongan effect parsimoty canhave onthe se-
lection procedure Note however thatthis parameters not
a direct factorin tness. Thusthe speci c differencein
tness betweentwo individualsis still immaterial;all that
matterss tnessrank.

We are aware of two papersin the literaturewhich have
usedvariationson lexicographicparsimoty pressure.Lu-
cas[1994] useda linear parametridunctionto evolve bit-
stringsusedin contet-free grammars: but the size was
multiplied by a constantsmall enoughto guaranteehat
the largestpossibleadvantagefor small sizewaslessthan
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Figure 1: Boxplotsof distributionsof mean-tree-size-of-rufor variousparsimoly pressurenethodsascompareccom-
paredto plain depthlimiting (labeledD). Lexicographicparsimoly pressurés labeledL. Direct bucketingis labeledB,
with the givennumberof buckets.Ratiobucketingis labeledR with the givenratio value.

the smallestdifferencein tness. We believe the tness
wasthenfed into a tness-proportionakelectionoperator
In the pygmiesand civil servantsalgorithm[Ryan 1994],
crosswer is always betweenone “civil senant” and one
“pygmy”. A pygmy is selectedusing linear parsimoly
pressurewith a heary weightfor small size. A civil ser
vantis selectedusingplain lexicographicselection. Both
paperanentionparsimolty adwvantage®nly in passing.

4 EXPERIMENTS

Like mostparsimoty pressurditerature we choseto com-
pare againstthe most populartechniquefor size restric-
tion, namelyKoza-styledepthlimiting. We performedwo
setsof experiments. The rst experimentcomparedexi-
cographicparsimoly pressureagainstdepthlimiting. The
secondexperimentusedlexicographicparsimoty pressure
in combinationwith depthlimiting.

The experimentsusedpopulationsizesof 1000. Without
parsimoly pressurethedepthorderedunsusedplaintour-
namentselectionwith a tournamensize of 2. We chose
four problemdomains:Arti cial Ant, 11-bit BooleanMul-

tiplexer, SymbolicRegressionand Even-5Parity. We fol-

lowed the parameterspeci ed in thesefour domainsas
setforth in Koza[1992]. Symbolic Regressionusedno

ephemeratandomconstantsArti cial Ant usedthe Santa
Fefood trail. Statisticalsigni cancewasdeterminedvith

ANOVAs at 95%. The evolutionary computationsystem
usedwasECJ7 [Luke 2001].

As lexicographicorderingis in uencedby lik elihoodof in-

dividuals having the same(or similar) tness, it is useful
to notethe featuresof thesefour problemdomainsin this
respect. Arti cial Ant evolvestreesto control an ant to

eatasmary food pelletsaspossiblewithin 400time steps.
Fitnessis simply the numberof pellets,andthe trail has
only 89 of them,sotherearerelatively few tness values
anindividualmaytake on. The11-bitBooleanMultiplexer
and Even-5Parity problemsboth requiretheindividual to
learna complex booleanfunction. 11-bit BooleanMulti-

plexer hasinteger tness valuesrangingfrom 0 to 2048.
It is known that 11-bit BooleanMultiplexer hasrelatively
little inviable code,but mostindividuals' tnessesfall into
multiplesof 32 or 64. Even-5Parity hasthe fewestnum-
ber of tness values: only integer tness valuesranging
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Figure2: Boxplotsof distributionsof best- tness-of-rurfor variousparsimoly pressuranethodsascompareccompared
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from 0 to 33. SymbolicRegressionaskstreesto t areal-
valuedfunctionwithin thedomain[-1,1] but with ary valid
range;thusindividualscantake on ary real-\valued tness.
However, Symbolic Regressionsuffers from a very large
amountof inviable code,so mary individualsin the popu-
lation have thesametness.

4.1 FIRST EXPERIMENT

The rst experimentcompareddepthlimiting againstpure
parsimoly pressureapproaches. Speci cally, the tech-
niguescomparedre:

Lexicographicparsimory pressurevith directbucket-
ing, using10, 25,50, 100,250, 0r 500 buckets.

Lexicographicparsimoty pressurewith ratio bucket-
ing, usingbucket ratiosof 1/2,1/3,1/4,1/5, 1/6,1/7,
1/8,1/9,0r 1/10.

Plainlexicographicparsimoly pressure.

Depthlimiting (to 17).

We did 50 runspertechniqueandplottedboxplots’ show-
ing the distribution of the best tness perrun, andalso of
the averagetreesize perrun. Runscontinuedfor 51 gen-
erationsanddid not stopon the discovery of the optimum.
Resultsareshavn in Figuresl and?2.

In theArti cial Ant andEven5-Parity problemsall parsi-
mory pressureechniqueyieldedstatisticallysigni cantly
superiortree sizeresultsto depthlimiting, andhad statis-
tically insigni cant differencedn tness, exceptfor direct
bucket numbersof 10, 25, and50 for Even 5-Parity, which
hadworse tness values. Small-numberedlirect bucket-
ing yieldedmuchbettertreesizes. For Even-5Parity, this
cameat the costof muchworse tness values. Atrti cial
Ant, therewasno differencein tness.

For 11-bit Boolean Multiplexer, all parsimoly pressure
techniqueshad smaller meantree sizesthan depthlimit-
ing, but only direct bucketing numbersof 10, 25, 50, and
100 had statisticallysigni cant differences.Similarly, all

2|n aboxplot, therectangularegion coversall valuesbetween
the rst andthird quartiles the stemsmarkthefurthestindividual
within 1.5 of the quartile ranges,and the centerhorizontalline
indicateshe median.Dotsshaw outliers,and marksthe mean.
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Figure3: Boxplotsof distributionsof mean-tree-size-of-rufor variousparsimory pressuranethodsn combinatiorwith
depthlimiting, ascomparedcomparedo plain depthlimiting (labeledD). Lexicographicparsimoly pressures labeledL.
Directbucketingis labeledB, with the givennumberof buckets.Ratiobucketingis labeledR with the givenratio value.

techniquedhad statisticallyinsigni cant differencesn t-
nessexceptfor directbuckingnumbersof 10, 25, and50,
which hadworse tness.

The surprisecamewith SymbolicRegression.We hadex-
pectedexicographicparsimolry pressurdo yield poortree
sizesin this domainrelative to depthlimiting, andit did.
But interestingly bucketing alsohadpoortreesizes.Only
directbuckingwith 10 bucketsyieldedstatisticallysigni -

cantlyworse tness thandepthlimiting.

Growth Curves For the Even-5 Parity problem, parsi-
mory pressurdechniquegyenerallyheld tree growth to a
standstillor beganloweringtreesizesit by generatior80.
For Arti cial Ant, this occurredby aboutgenerationl0.
In 11-bit BooleanMultiplexer, generatior40; mostparsi-
mory pressurgéechniquesvereloweringtreesizesby then
aswell. In Symbolic Regression tree growth for all the
parsimoly pressuretechniquesosein a quadraticcurve
similar to that found for unrestrictedGP in this problem.
With depthlimiting in all four problemdomainsmeantree
growth continuedao riselinearly.

Lexicographicparsimory pressurdasanAchilles' heel:if

GPcancreatencrementallybettertreesby tackingsubtrees
ontotheirperipherythenlexicographigarsimoty pressure
cannofactagainsit. Aslongasthetreesarein nitesimally
better sizedoesnot comeinto play. SymbolicRegression
hasthis property andwe hadexpectedplain lexicographic
parsimoly pressureto do badly in this domain. But we
werevery surprisedo seethe poorperformancef bucket-
ing approacheaswell.

4.2 SECONDEXPERIMENT

If depthlimiting did well comparedo lexicographicparsi-
mory pressurén Symbolic Regression,andheld its own
reasonablyin 11-bit Boolean Multiplexer, we wondered
how the combinationof the two techniqueswould fare.
Our secondexperimentcomparedhe sametechniquesas
in the rst experiment,but combinedthe parsimoly pres-
suretechniquesvith depthlimiting. Again, we did 50runs
pertechnique.Theseresultsareshovn in Figures3 and4.

This time, parsimoly pressureplus depthlimiting signi -
cantly outperformedepthlimiting alone.In the Symbolic
RegressionArti cial Ant, andEven-5Parity problemsall
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Lower tnessis better

applicationsof parsimoly pressurelusdepthlimiting had
statisticallysigni cantly superiotreesizeswhencompared
to plain depthlimiting. In the 11-bit BooleanMultiplexer,
this wasalsothe caseexceptfor ratio bucketsof size 1/5,
1/7, and 1/10, which had statisticallyinsigni cant differ-
enceswith depthlimiting.

As before therewereno statisticallysigni cant differences
in tness in the Arti cial Ant problem. Direct bucketing
with 10, 25, and 50 buckets yielded statistically signi -
cantlyworse tness thandepthlimiting for the Even-5Par-
ity and11-bit BooleanMultiplexer problems.In the Sym-
bolic Regressionproblem, only direct bucketing with 10
bucketshadstatisticallyworse tness thandepthlimiting.

Growth Curves In the Symbolic Regressionand Even-
5 Parity problems parsimoty pressureplus depthlimiting

attenedouttreegrowth by aboutgeneratior5. In the Ar-

ti cial Ant problem,parsimory pressureplus depthlimit-

ing droppedsizesafteraboutgeneratiorb, attening outat
aboutgeneratior?0. In the 11-bitBooleanMultiplexer, the
sametechniqueseganslowly loweringtreesizesat about
generatior85.

5 CONCLUSIONS AND FUTURE WORK

In three of four problem domains, lexicographic parsi-
mory pressureand its variants(direct bucketing and ra-

tio bucketing, given reasonableparametewalues) main-

tainedthe samemeanbest- tness-of-rurasdid Koza-style
depthlimiting, with equivalentor signi cantly lower mean
treesizes. But in SymbolicRegressionwhereincremen-
tally largertreesare often (just barely) superiorin tness,

lexicographictechniquesvere practically helplessto stop
bloat. However, a combinationof depthlimiting andlex-

icographicparsimoly pressureconsistentlyoutperformed
depthlimiting in cappingbloat, while maintainingstatisti-
cally equivalentmeanbest- tness-of-runvalues.Givenits

simpleimplementatiorand generalapplicability, we hope
lexicographicparsimolty pressurenay prove a popularap-

proachto bloat control. We plan to extend this work to

other techniquessuch as layered tournamentswhich al-

ternatelyconsider tness andsize. We alsoplanto com-

paredirectly to parametrigparsimoty pressurendpareto-
optimization-basedethodsn thefuture.
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An Analysis of Random Number Generators for a Hardware Implementation
of Genetic Programming using FPGAs and Handel-C
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Abstract design decisions and to investigate alternatives where prac-
ticable.

This paper analyses the effect of using different In the hardware implementation of GP, the random num-
random number generators (RNG) in a hardware ~ ber generator is implemented using a Logical Feedback
imp|ementation of Genetic Programming using Shift Register (LFSR) which has a number of known weak-
Field Programmable Gate Arrays. Hardware sys- nesses. This suggests that other random number generators
tems have typ|ca||y used RNGs based on Logica| should be investigated. This paper begins with a brief de-
Feedback Shift Registers or Cellular Automata. scription of the hardware GP system and Handel-C. This

Different Conpgurations of these generators are is followed by a review of prEViOUS work on random num-
evaluated as well as using a source of true ran- ber generation that has been Implemented in hardware. We

dom numbers and a standard multiply/add gener- then present an analysis of the pseudo random number gen-

ator. The results show that using a more sophisti- erator used in the original design, and investigate other ran-
cated generator than a simple LFSR slightly im- dom number generators. We Pnish with a discussion of the
proves the performance of GP. results and draw some conclusions.

i 2 A Hardware Implementation of GP using
1 Introduction FPGAS

Previous work [11] described an implementation of Ge-I | ing GP in hard . . dbvth ial
netic Programming using a Field Programmable Gate Ar/mplementing In hardware is motivated by the potentia

ray (FPGA) and a high level language to hardware Cc)mpi_speedups that can be obtained. The platform chosen is an

lation system called Handel-C. Subsequent work [12] deFPGA whicg Is a r?conbgu_rg\ble logic ;:ilrcu_itfthan can tf
scribed a pipelined implementation that improved the perprogramme to perform & wide range of logic functions.

formance and demonstrated that the technique could bté(pica.l FPGA s a”‘?”g?d as an array of conbgurable logic
used to solve the artibcial ant problem . In both cases thge”S’ mput-_output cireuits gnd prog_rammabl_e mt.erconnec—
work concentrated on the implementation issues and imtions. A typical FPGA architecture is shown in Figure 1.
proving the clock speed of the implementation, but put toTraditionally FPGAs have been programmed using hard-
one side the performance of the system with respect to itgyare design languages such as VHDhut an alternative
ability to solve GP problems. Now that the raw through-approach using high level language to hardware compila-
put issues have been addressed it is time to look at howon techniques has been developed, which allows a high
good the hardware implementation performs, in particulalevel imperative language to be used to generate the con-
the effectiveness of the Random Number Generator (RNGpguration information for the FPGA. Handel-C is one ex-
used. ample of this technology, and has been used for the work

A comment often made about Genetic Programming an&lescrlbed in this paper.

other stochastic search methods is that a good random num-
ber generator is needed. The evidence so far is that the 1,,4p| is a standard hardware design language. It stands

quality of the RNG is probably not as important as oftenfor VHSIC Hardware Design Language. VHSIC itself stands for
stated. Nevertheless, itis important to consider the effect offery High Speed Integrated Circuit.



quence of words which are decoded by the problem specibc
btness function.

2.3 Previous work using FPGAs in Evolutionary
Computing

A detailed review of previous work using FPGAs in Evolu-
tionary Computing can be found in [11].

3 Previous Work on Pseudo Random
Numbers for Genetic Programming and
Hardware

Figure 1. Typical FPGA architecture. The CLBs are This section reviews the types of random number genera-
the conbgurable logic blocks, IOBs are the Input Outputors that have been used by hardware implementations of
Blocks and the RAMs are on-chip Random Access memGA, GP and other applications of hardware to probabilistic
ory blocks. algorithms.

Linear Feedback Shift Register (LFSR) or Tauseworth gen-

Handel-C is a high level language that is at the heart of £'ators have been used by Maruyama et al [14]. In their
hardware compilation system known as Celoxica DK1 [4]P@Per they referred to the generator as a m-sequence, or
which is designed to compile programs written in a C-like maximal sequence. This means that the ggnerator of length
high level language into synchronous hardware. The out? 9énerates 2 1 numbers. Graham [5] implemented a
put from Handel-C is a ble that is used to create the conSingle cycle LFSR.

Pguration data for the FPGA. A description of the processan interesting hybrid approach was used by Tommiska and
used by Handel-C to transform a high level language intoyyorj [23] where three coupled LFSRs were used to pro-
hardware and examples of the hardware generated can Rfje a random sequence. An interesting feature of this
found in [19]. The C-like syntax makes the tool appealingwork is that the RNG was combined with a source of noise.
to software engineers with little or no experience of hard-The amplibed noise from a diode was fed into an analogue
ware. They can quickly translate a software algorithm intoyg digital converter, and the resulting digital values were

hardware, without having to learn about VHDL or FPGAS ysed to seed the RNG, and also added to the LFSR at inter-
in detail. vals.

The manufacturers of FPGAs provide example designs of
LFSRs to be used as random sequence generators. For ex-
ample Xilinx [25], and Altera [2] provide Hardware Design
Language (HDL) code for LFSRs.

2.1 Target Hardware

The target hardware for this work is a Celoxica RC1000
FPGA development board btted with a Xilinx XCV2000E
Virtex-E FPGA having 43,200 logic cells and 655,360 bits Aporntewan [3] used a one dimensional 2-state Cellular
of block ram. The board also has a PCI bridge that commuAutomata (CA). Shackleford et al [21] implemented a CA
nicates between the RC1000 board and the host computeti2sed on the work by Wolfram [24].

PCI bus, and four banks of Static Random Access Memor .
(SRAM). Fast switches isolate the FPGA from the SRAM,).(n the beld of GP, the behavior of GP and GAs has been

allowing both the host CPU and the FPGA to access thénves_ngated using dlfferen_t RNGs. Meysenburg and Foster
SRAM, though not concurrently considered the effect qf different RNGs on GAs [16] an.d

' ' GP [15]. Their conclusions were that there were no statis-
tically signibcant differences in the performance of GA or

2.2 Program Representation GP when different RNGs were used.

The lack of a stack in Handel-C means that a standard tree ]

based representation is difbcult to implement because rét  Experimental setup

cursion cannot be handled by the language. An alternative

to a tree representation is a linear representation which haghe performance of the various RNGs was evaluated using
been used by others to solve some hard GP problems [18faree methods. Firstly, the Diehard test suite maintained
Using a linear representation, a program consists of a séy Marsaglia [10] was used to gauge the general perfor-



mance of the RNG. This suite consists of up to 15 tests thatvas recorded. This gives a measure of the hardware re-
are modeled on applications of random numbers. All thesources needed to implement the RNG, and also an indica-
RNGs considered in this paper were implemented in ISOtion of the logic depth required.

C and were submitted to all 15 tests. The test method for

Diehard is similar to that described in Meysenburg and Fos-

ter [15]. Each RNG was used to generate a binary ble o Random Number Generator

about 10 Mi. Each Diehard test produces one or mpre Implementations

values. Ap-value can be considered good, bad, or suspect.

Meysenburg used a scheme by Johnson [6] which assigns1 | FSR RNG

a score to g-value as follows. Ifp 0998 thenitis clas-

sibed as bad. If@5 p 0998 then it is classiPed as Figure 2 shows a schematic of the LFSR used in this work.
suspect. All othepp-values are classibed as good. Every
bad p-value scores 4, every suspgevalue scores 2 and
good p-values score zero. For each RNG, the scores for

Direction of shift

each test were summed, and the total for each RNG is the bz oz s . i |7 | oie | bis ia | i iz i |
sum of all the test scores for that RNG. Using this scheme,

high scores indicate a poor RNG and low scores indicate a L;

good RNG. The results for each test are given in Appendix — s

A.

Each RNG was then implemented using Handel-C and usefiigure 2: Logical Feedback Shift Register Random Num-
in the hardware implementation of the artibcial ant prob-0€r Generator

lem [8][12]. In the hardware implementation the function

set differs from the standard example in only having twoThe random number is read from the highest bits as re-
functions:F IF_FOOD PROGN2 wherelF_ FOOD  quired. The obvious weakness of this type of RNG is that
is a two argument function that looks at the cell ahead angequential values fail the serial test described by Knuth [7,
if it contains food it evaluates the Prst terminal, otherwisepp 55-56]. At any time stepthere is a 50% probability that

it evaluates the second terminaPROGN? evaluates its the value attim¢ 1 can be predicted. If for an LFSR of
prst and second terminals in sequence. The terminal sé&ngthn at timet the value isv, then at time 1 the value

T LEFT RIGHT MOVE NOP , whereLEFT and Willbev 2orv 2 2" 1 Thisis shown in Figure 3 where
RIGHT change the direction the ant is facinglOVE  pairs of valuest andv; ; are plotted.

moves the ant one space forwards to a new cell, and if
the new cell contains food, the food is eateNOP is a

no-operation terminal and has no effect on the ant but is in- se+09
cluded to make the number of terminals a power of 2, which

simplibes the hardware logic. Each titfeFT RIGHT or Ae+09¢
MOVE is executed, the ant consumes one time step. The 30409

run stops when either all the time steps have been used, or
the ant has eaten all the food. All the experiments use the
Santa Fe trail, which has 89 pellets of food. Each experi- 2e+09
ment was run 500 times and the total number of 100% cor-

rect programs recorded. This is used as a measure of how  1e+09¢
well the RNG performs. In all cases the population size is

1024, the maximum program length is 31 and all experi- 0
ments were run for 31 generations. The ant was allocated
600 timesteps. The probability of selecting crossover was
67%, mutation 10% and reproduction 23%. The crossover
operator used the truncating method of limiting the maxi-
mum program length, as described in [13].

=
=)
S

0 le+09 2e+09 3e+09 4e+09 5e+09
v(t+1)

Figure 3: Serial test of a simple LFSR RNG

It can be seen that for any valugthere are only two pos-

Each RNG was also implemented as a stand alone applisip|a ajyes of4 ;. Though the random number generator

cation for an FPGA using Handel-C, and the number of. s i parallel with the main GP machine, it is possible to

slices used and the maximum attainable clock frequency..oqs sequential values when creating an initial program,

2The notation MiB indicates? (1048576) bytes. This paper Of when choosing crossover points. There is then a possi-
uses the binary prebxes from the NIST.[17] bility of a potentially degrading bias by using such an RNG.



5.2 Multiple LFSRs

of running this RNG using the serial test. As in the simple

o _ LFSR RNG there is a distinct pattern to the numbers, but
One method of obtaining better serial test results for thgor most values ofx there are several possible values for

LFSR of lengthn is to allow the LFSR to run fon cycles
before reading another number. Since this would limit the
rate at which random numbers could be generated in the
present design it is not explored any further. However, an
equivalent result can be obtained by implementinigF-

SRs of lengthm and using a single bit from each LFSR at
each time step. This can also be done using a single long
LFSR ofn m bits, [22] effectively implementing par-

allel LFSRs. However, implementing a long shift register
in a Xilinx Virtex FPGA is not efpcient because the look
up tables can implement a 16 bit shift register very easily,
but longer shift registers require more extensive routing re-
sources.

The effect of using a better RNG was investigated by im-
plementing 32 16 bit LFSR machines that run in parallel,
and initializing each LFSR to a different value. Bit32 from

each LFSR is used to construct a 32 bit random number.
The serial test result is shown in Figure 4, which shows
the serial test result for 32 LFSRs is better than the single
LFSR. This generator is referred to as the 32LFSR.

v(t)

5e+09

4e+09

3e+09

2e+09

1le+09

Figure 5: Serial test for a 1DCA RNG

V¢ 1. This generator is referred to as 1DCA.
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5.4 Multiple CA generators

As in the case of the LFSR RNG, if several CAs are com-

5e+09

4e+09

bined, the results should be much better. For this test, 32
CAs were implemented, and by taking one bit from each

CA, a 32 bit random number can be generated. The serial
test appears to be much more random, as shown in Figure
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Another popular RNG for hardware implementations is
based on Cellular Automata (CA). A one-dimensional (1D)
CA consists of a string of cells. Each cell has two neighbors
- left and right, or in some literature west and east respec-
tively. At each time step, the value of any ogi$ given by a
rule. For this implementation, rule 30 is used, which states
that for any cellc at timet, ¢ 1 west+c  east ,
where denotes the exclusive OR function. In practice the

v(t+1)

Figure 6: Serial test for a 32CA

5.5 Standard C RNGs

5e+09

CA is implemented using a single 32 bit word, and for cell Another frequently used RNG is the linear congruential
0, its right-hand neighbor is cell 31, and similarly for cell (LC) generator that is often found in implementations of
31 its left hand neighbor is cell 0. Figure 5 shows the resulthe standard C library. The general equation for these is



lj 1 alj ¢ modm, wherea c andm are constants 6 Experimental Results
chosen to produce a maximal length RNG. However, as

pointed out by many authors (eg:[20]) these generators a%he results from running the Diehard tests are given in Ap-

not gooq. A_nother factor _agalnst_such a generator fo_r_ Im_pendix A and are summarized in Table 1. This shows the
plementing in hardware is that it requires one addition

2L .. 'total results for each test and ranks them according to the
one multiplication, and one modulus operator, which in

Handel-C would consume a large amount of silicon an iehard score.
because of the deep logic produced, would be slow. An
alternative given by [20] avoids the modulus operator, and]_a

is called the Even Quicker Generator (EQG). It is claimed ble 1: Summary results of running the Diehard tests on

that this is about as good as any 32 bit linear congruent-hsNR(';\lGS' Score
tial generator. Its equationls 1 alj c,andvaluesfor  pi6iher 20
a 1664525and 1013904223 are suggested. True 22
As a sanity check that the experimental method of ranking 32LFSR 162
the RNGs using Diehard was the same as that used by Mey-EQG 288
senburg, the generator known as Othe mother of all gener32CA 640
atorsO was also implemented and run against the DiehardA 676

suite. This is a multiply with carry generator and is de- LFSR 756
scribed by Marsaglia [9]. It was not implemented in the

hardware GP system.
The number of correct programs that were produced by

running the ant problem on the hardware using each ran-
dom number generator was recorded and is shown in Ta-
5.6 Nonrandom sequences ble 2. The results are ranked according to how many cor-
rect programs were found and shows how each RNG per-
Until now we have considered pseudo random sequencefso.rmed' The table also shows the slice count for the RNG

These are sequences where it is hard to guess the nel)r(l?plemented using Handel-C and the maximum clock rate

number in a sequence. As an experiment, a further set &t reported by thg place and route tools. The slice count is
a vendor and device dependent measure of the number of

runs were performed with an obviously non-random num- ; .
ber generator. For this a sequential generator which gengsﬁgig%'gnbgctﬁtg ati:?ée t?]erzn lljlsrzg t(-)rihrﬁ Clle(z)rikerzr;lﬁ:
erates the sequencen 1n 2  was used. Rather enerator, with dee gr lo if:) haviﬂ a reate? ate dela

surprisingly this also worked to produce 100% correct pro—g ' P 9 gag g Y

grams, though substantially fewer than the other generaton%nd therefore a lower maximum clock rate. The slice count
achieved. and clock rate for the true RNG assumes that the source of

random numbers is supplied by an external device to the
FPGA, and that the FPGA simply reads the value from a
port and writes it to a register.

5.7 Truly Random Sequences

All the RNGs considered so far are not true random Se:l’able 2: Summary of GP performance for all random num-

quences, relying on the manipulation of objects of pnitebzb?:l:]erators tested from 500 runs of the artibcial ant
size, and so fail one or more of the Diehard battery ofP

tests. So a set of random numbers was obtained from aRNG Rank Correct Slice  Clock

source generated by using the atmospheric noise captured rﬁ;ﬁ Fmax
by a radio receiver[1]. Each GP run for the ant problem 32CA 1 82 284 (1052)
needs about half a million random numbers, so a block of True 5 81 6 5200

10 MiB was downloaded from www.random.org, and a ran-

domly selected 2 MiB block was transferred to one of the 82LFSR 3 79 130 134
SRAM on the FPGA system using DMA. The FPGA read FDQSA : 7788 22288 14225

this block sequentially to get its random numbers. LESR 6 68 18 188

As reported in [23], RNGs based on sampling a source of Sequential 7 39 21 155

noise are often slow, so they are not always applicable to
high speed systems.



7 Discussion since it performed no better than the 32CA and 32LFSR,
this was not investigated any further.

The score obtained by the Mother RNG was close to thafzandom numbers are used in several functions within a GP

obtained by Meysenburg (19), the difference being ex System: Initial population creation, selection and crossover

plained by the fact that Meysenburg used the average dyoint selection. .In common with all reported GF_> syste_m;,
32 runs using 32 different seeds, while the work described® Same RNG is been used for all these functions within
here used only a single run. It is likely that using 32 dif- & 'Un- From a practical point of view it would appear that
ferent seeds, that different scores would be observed. Thig€re is little pointin using more than one type of RNG for

conbrms that the experimental method used for ranking théifferentfunctions, but from the result using a non-random
RNGs using Diehard is comparable. sequence a question arises about the role that random se-

quences play as opposed to sequences that simply enumer-
Despite the apparently serious debciencies found in bothte a set of numbers. From this it follows that different
the simple LFSR used in the original implementation andstages in GP may use random number sequences in differ-
the simple one dimensional CA random number generaent ways, and that using an enumeration may be helpful
tor, the overall effect of implementing a more sophisticatedyhen investigating the dynamics of GP.
RNG on the overall GP performance appeared to be small.
This result generally agrees with the work by Meysenbur .
and Foster [15], with the exception that they did not con(::|8 Conclusions

ider a single-cycle LFSR or an obviously non-random gen- . . .
siderasingle-cycle LFSR or an obviously non-random ge The main conclusion from this investigation is that for the

ter::tghGTShE:Ag%g%ﬁfth::Ssng)ee;forms the least well thar(_jware GP s_ystem, the simple LI_:SR used in the original

design can be improved upon by using a generator based on
A surprising result was the emergence of programs when enultiple LFSRs, multiple CAs, or if available, a high speed
non-random sequence was used. Clearly a non-random sseurce of true random numbers. A secondary conclusion
quence does not allow GP to operate as efpciently in termis that with the exception of the non-random sequence and
of producing 100% correct programs, presumably becausthe single LFSR, there is no signibcant difference in GP
of the failure to explore some areas of the search space. performance when different hardware RNGs are used.

Despite the small differences in performance, from the re-
sults we can say that using a different RNG from the sin/ACknowledgments
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Appendix A

Results of the Diehard Tests

This appendix contains the results of running the Diehard tests for all RNGs in this paper. Max score represents the c:
where an RNG fails all the tests.

Table 3: Diehard test results for all RNGs considered in this paper.

Test Max LFSR EQG 32LFSR IDCA 32CA  True Mother
score
Birthday 36 36 8 2 0 8 0 0
Overlapping permutation 8 8 0 4 8 8 0 0
Binary Rank 32x32 8 8 2 8 2 6 0 0
Binary Rank 6x 104 104 40 8 140 70 4 6
Bitstream 80 80 0 0 80 80 4 0
Overlapping pairs tests 328 328 188 94 328 320 6 2
Count the ones (stream) 8 8 8 8 8 8 0 0
Count the ones (specibc) 100 100 42 30 100 100 2 4
Parking Lot 44 4 0 0 4 2 0 0
Minimum Distance 4 4 0 4 4 4 0 0
3D spheres 84 4 0 2 4 2 4 4
Squeeze 4 4 0 0 4 4 0 0
Overlapping Sums 44 44 0 0 6 0 2 2
Runs 16 16 0 2 16 8 0 2
Craps 8 8 0 0 8 12 0 0

Total 876 756 288 162 676 640 22 20
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Abstract are explored.

The paper begins with a brief description of the implemen-
This paper analyses the behavior of the crossover  tation of a GP system using FPGAs. This is followed by
operator in a hardware implementation of Ge- an analysis of the crossover operator, with comparisons to
netic Programming using Field Programmable standard tree based GP [3]. We then consider two alter-
Gate Arrays. Three different crossover operators native crossover operators and analyse their behavior. The
that limit the lengths of programs are analysed: A analysis is then discussed and bnally some further work is
truncating operator, a limiting operator that con- suggested and some conclusions are given.
strains the lengths of both offspring and a limit-
ing operator that only constrains the length of one
offspring. The latter has some interesting prop-
erties that suggest a new method of limiting code
growth in the presence of btness.

2 A Hardware Implementation of GP using
FPGAs

Implementing GP in hardware is motivated by the potential
speedups that can be obtained. The platform chosen for
this work is a Field Programmable Gate Array (FPGA). An
FPGA is a reconbgurable device than can be programmed
to perform a wide range of logic functions. A typical FPGA

Previous work has described an implementation of Geis arranged as an array of conbgurable logic cells, input-

netic Programming using a Field Programmable Gate Ar'output circuits and programmable interconnections, and is
ray (FPGA) and a high level language to hardware comy swnin Figure 1
pilation system called Handel-C [6]. This was tested us- |
ing the XOR and symbolic regression problems. Furtherraditionally FPGAs have been programmed using hard-
work described a pipelined implementation that improvedware design languages such as VHDhut alternative ap-

the performance and demonstrated that the technigue coufitoaches using high level language to hardware compila-
be used to solve the artibcial ant problem [7]. In both casetion techniques have also been developed, in which a high
the work concentrated on the implementation issues and idevel imperative language is used to generate the conpgu-
creasing the clock speed of the implementation, but put taation information for the FPGA. Handel-C [1] is one ex-
one side the study of the behavior of the system. Now thaample of this technology, and has been used for the work
the raw throughput issues have been considered it is timdescribed in this paper.

to look at the behavior, and investigate and analyse som

alternative implementation issues.

1 Introduction

For a detailed review of previous work using FPGAs in
Evolutionary Computing refer to [6].

Because of limited hardware resources in an FPGA and to

keep the design simple and therefore efpcient, the max2.1 Target Hardware

mum program size is bxed. To ensure that crossover al-

ways generates programs that are shorter than the maxlhe target hardware is a Celoxica RC1000 FPGA devel-
mum length, the crossover operator limits the program siz@pment board ptted with a Xilinx XCV2000E Virtex-E
by truncating programs that exceed the maximum length. 1VHDL is a standard hardware design language. It stands

The effect of this decision is investigated in this paper andor VHSIC Hardware Design Language. VHSIC itself stands for
some other alternative methods of limiting program lengthVery High Speed Integrated Circuit.



plementation was used to obtain results both with and with-
out btness. The test problem for all the experiments where
btness is used is the artibcial ant problem.

3.1 Artibcial Ant

This popular test problem was originally described by Jef-
ferson [2] and in the context of GP by Koza [3]. It in-
volves bnding a program for an ant-like machine that en-
ables it to navigate its way round a trail of food on a
32x32 toroidal grid of cells within a Pxed number of time
steps. In the hardware implementation the function set dif-
fers from the standard example in only having two func-
tions: F IF_FOOD PROGN2 wherelF_FOODis a

Figure 1: Typical FPGA architecture. The CLBs are tWo argument function that looks at the cell ahead and if

ory blocks. Prst and second terminals in sequence. The terminal set

T LEFT RIGHT MOVE NOP , whereLEFT and

RIGHT change the direction the ant is facinglOVE
FPGA having 43,200 logic cells and 655,360 bits of blockmoves the ant one space forwards to a new cell, and if
ram. The board also has a PCI bridge that communicatethe new cell contains food, the food is eateNOP is a
between the RC1000 board and the host computerOs Pgd-operation terminal and has no effect on the ant but is in-
bus, and four banks of Static Random Access Memorycluded to make the number of terminals a power of 2, which
(SRAM). Fast switches isolate the FPGA from the SRAM, simplibes the hardware logic. Each titbleFT RIGHT or
allowing both the host CPU and the FPGA to access théOVE is executed, the ant consumes one time step. The

SRAM, though not concurrently. run stops when either all the time steps have been used, or
the ant has eaten all the food. This test problem was chosen
2.2 Program Representation because it is known to be a hard problem for GP to solve

(3].

Handel-C does not support a stack, which means that . .
standard tree based representation is not straightforwa llthe results use.the Santa Fe trail, Wh'Ch has 89 pellets of
ood. Each experiment was run 500 times and the mean of

to implement because recursion is not supported by th I th tak unl tated otherwise. th lati
language. An alternative to a tree representation is a ind' (€ runs taken. Uniess stated oinerwise, the popuiation
ize is 1024, the maximum program length is 31 and all

ear representation which has been used by others to SolV: ) .
xperiments were run for 31 generations. The ant was allo-

some hard GP problems, for example [8]. Using a linear . . .
representation, a program consists of a sequence of wor gted 600 timesteps. The probability of selecting crossover

which are interpreted by the problem specibc btness funcyas 67%, mutation 10% and straight reproduction 23%.

tion. The hardware design uses a linear program repre- ) )

sentation with a bxed maximum size. Choosing a pxec-2 Behavior Analysis
maximum size made the storage of programs in on-chi L .
RAM and off-chip RAM efbcient and simple to implement. Hhe measurement of overall GP behavior is frequently lim-

N ) ited to plotting the mean population btness vs. genera-
Consequently a method of limiting the program size dur- . - L ;
. . . tion. This is shown for the artibcial ant problem using the
ing crossover was needed. The brst implementation used,a . e )
. g hardware implementation in Figure 2 over 500 runs. This
truncating crossover. This is compared to a second methag

o o will be used as a baseline when looking at changes to the
of limiting lengths, called the limiting crossover operator. . . . )
original design. However, when looking for the reasons

to explain why a feature of an operator or representation
3 Analysis of the crossover operator has an effect, raw performance gives us a very restricted

view of what is happening, and more analytical methods
Two separate implementations were used for the analysisre needed. One such method is to consider one or more as
Firstly, a simple program that simulated the effects of GPpects of the internal population dynamics during a run. Re-
crossover was used to show the expected program lengttently a lot of work has been done to develop exact schema
distributions in the absence of btness. We refer to this atheories for Genetic Programming [10][11], which, among
the GP simulator in this paper. Secondly, the hardware imether things, give us a description of the expected changes
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Figure 4: Truncating crossover operator

in the program length distribution during a GP run. Thely, two crossover pointg, andx, are chosen at random
asymptotic distribution of program lengths is importanttoso that 0 X3 Il and 0 x, Ip. The program size
us because it is a way of comparing the sampling behavidlimit is Lmax. After crossover the new lengths ae
(search bias) of different crossover operators and replacenin xa |, Xp Lmax andl, min X la Xa Lmax-

ment strategies. . . . .
9 When the GP simulator is modibed to implement the trun-

Starting with the GP simulator with a uniform initial length cating crossover, the result is shown in Figure 5 without bt-
distribution and ignoring the effects of Ptness, Figureness. The behavior of the hardware implementation using
3 shows the expected length distribution for generations
0,1,10 and 31. In this case there is no maximum program

o
D
! . ) ) : A Gen O x
size. This agrees with the results in [11] where the distri- 8 SenLo
. . . . %) o a
bution asymptotically converges to a discrete Gamma dis- £ = = ey Gen 31 -—=
tribution. g =z G
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o U g Figure 5: Program length distribution with truncating
w crossover for standard GP without btness.
o
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the truncating crossover operator is shown in Figure 6. A
feature of these results is that there is initially a large peak

Figure 3: Program length distribution for standard GpPatthe maximum program size of 31, butin subsequent gen-
crossover using a linear program representation, a g|0b@rati0n3 the distribution tends to resemble a Gamma distri-

replacement strategy, non-steady state without btness. ~ bution like the one in Figure 3. However, it is important to
note that it is not the same Gamma distribution, because the

mean program length tends to decrease with this crossover
operator. The reason is that with the truncation the amount
of genetic material removed from the parents when creating

tf(}e offspring may be bigger than the amount of genetic ma-

This crossover operator ensures programs do not X rial replacing it. The differences between Figures 5 and
the maximum program length by selecting crossover pomt% are believed to arise because the simulator uses genera-

in two individuals at random and exchanging the tail por-_. . . .
. . ional GP, while the hardware implementation uses steady
tions up to the maximum program length. Crossovers tha&

: i . State GP.
result in programs exceeding the maximum length are trun-=
cated at the maximum length. This crossover operator wag/hen btness is used, the length distribution changes as
devised to minimize the amount of logic required and theshown in Figure 7, but it still retains some of the features

number of clock cycles needed. This is illustrated in Fig-of a Gamma distribution. The striking feature is the large

3.3 Truncating Crossover Operator
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Figure 6: Program length distribution using truncatingFigure 8: Program length distribution using limiting
crossover using a linear program representation without bterossover operator and a global replacement strategy with-
ness. From the hardware implementation. out btness.

peak at the maximum program length limit which repre-shape resembles the one produced with standard GP.

o .
sents nearly 10% of the total population. When this method of limiting the program length was im-

plemented in the hardware version, we obtained the distri-

o
=1 T . . . .
S Gen 0 —— bution shown in Figure 9. In contrast to the GP simulator
w S Gen 10~ the program length distribution remains reasonably static
2 en 31 = )
g R between generations 1 and 31. In an effort to understand
g 8
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Figure 9: Program length distribution using limiting

3.4 Limiting Crossover Operator crossover without btness, from the hardware implementa-

. . tion.
An alternative method of ensuring that programs do not ex-

ceed the bxed limit is to repeatedly choose crossover poin
until both programs are below the program size liitx.
For two programsa and b, with lengthsl; andl,, two
crossover pointg; andx, are chosen so that 0 x3  |a

tt%e different behavior between the results in Figures 8 and
9 it was noted that the hardware implementation required
both of the offspring programes AND b to be shorter than
Lmax but that the simulation only considered one offspring

alndlo %o llb' Afte;lc;:j()lssov;r thle new Ielrf1g;|ths aLre SIM- at a time, effectively requiring OR b to be shorter. The
PYla  Xa b X andly b la X a max  latter case is referred to as the single-child variant in the
orl,  Lmax the selection ok, andxy is repeated until

rest of this paper, and the original the dual-child variant. In
the case of the single-child variant, if one of the programs
This is the approach taken in lilgp (versions 1.02 and 1.1)as larger than the maximum, it was simply discarded and
when thekeep trying  parameter is enabled [12] to limit the parent substituted in its place, and if both children were
the tree depth and the total number of nodes in a progrararger than the limit, the two crossover points would be cho-
tree during crossover. When this crossover operator is imsen again. If both children were smaller than the limit, they
plemented in the GP simulator the program length distribuwould both be available as candidates in the next gener-
tion changes, as shown in Figure 8. A feature of this resulation. When the hardware implementation was modibed
is that the mean program length moves towards smaller vato incorporate the single-child variant limiting method, the
ues. After 31 generations, the population size distributiorresult shown in Figure 10 was obtained, closely matching

Lmax.

la LmaxAND I,



that from the simulation. Again, the difference between 3
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ness is enabled using the dual-child variant, there isalarge g & ¢~
bias in favor of longer programs as shown in Figure 11. & ¢
An interesting artifact of this graph is the sharp rise in pro- &
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gram lengths for generations 10 and 31 above length 15. & L'm'%?gnigt?,iz* , ,,,,,,,,,,
This is likely to be due to the distribution of btness in the = ‘ ‘ ‘ , Limiting -
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program search space and can be seen as a form of what
is commonly termed bloat. However, when the program
Figure 13: Comparative GP behavior of the hardware

Generation

Gen 0= implementation for the ant problem using truncating
8 NS - crossover and limiting crossover.
E ®..Gen 31 =
S o F “a *
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o P ot e R e . . . .
5 8 ] T T e o Finally, the distribution of 100% correct program lengths
£ S e - was measured for truncating and both limiting crossovers.
= The hardware implementation was run 500 times, and if
o
- a 100% correct program was generated, the length was
: : : : : : recorded. These are shown in Figures 14, 15 and 16 re-
o 5 10 15 20 25 30 35 .
Program Length SpeCUVer.

From these plots we can see that truncating crossover has
allowed GP to bPnd more 100% correct programs than the
‘ﬁmiting crossover using the dual-child variant. However,
when using the single-child variant, limiting crossover
found the most 100% correct programs.

Figure 11: Program length distribution using limiting
crossover with btness and the dual-child variant. From th
hardware implementation.

length distribution using the single-child variant was plot-
ted, shown in Figure 12, the length distribution peaks att is interesting to note that the results shown in Figure 13
around the mean dfyax This unexpected behavior is in- do not obviously show this difference in the outcome, high-
teresting since it appears to have avoided the phenomendighting the weakness of using the standard measure of per-
of bloat. formance.

The effect of using the limiting crossover operator with andThe results shown in Figures 14,15 and 16 suggest that for
without the single-child variant on the behavior of the sys-the artibcial ant problem implemented in hardware, pro-
tem is shown in Figure 13 together with the original be-grams of length 4 or 5 are most likely to be correct. It
havior. This graph shows that all three crossover implewas then observed that the peak program length in Figure
mentations have a similar rate of improvement, with thel2 was larger than length 4. From this it was conjectured
limiting crossover operator with single-child variant maybethat if the maximum program length was reduced from 32,
performing slightly better on the ant problem. moving the peak closer to the program length that occurred
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Figure 14: Distribution of lengths of 100% correct pro- Figure 16: Distribution of lengths of 100% correct pro-
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operator.
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Figure 15: Distribution of lengths of 100% correct pro-
grams using the dual-child variant limiting crossover Op'Figure 17: Distribution of lengths of 100% correct pro-

erator. grams using the the single-child variant limiting crossover
operator and a length limit of 16

most frequently, that GP may bnd even more successful

programs. Two further experiments were therefore per-

formed using maximum lengths of 16 and 8. The resultscrossover points are re-selected until both programs satisfy

of running the hardware implementation with these modi-the length constraint. The result is that the average pro-

Ped lengths is shown in Figures 17 and 18. gram length using this crossover will remdirgaX. How-

This conprmed the idea that, by limiting the programever’ in the smgle-c;hﬂd case, only one child needs to meet
. e length constraint. With one long and one short off-

lengths that GP is allowed to create, that GP producect1h . . . ) .

spring, the short offspring will be more likely to satisfy the

0 .
more 100% correct programs. The corresponding Progran \straint and so be selected for propagation. Because the

length distributions are shown in Figures 19 and 20. Thesehorter roaram is preferred. the mean proaram lenath will
both have similar characteristics to Figure 12 and show th ? prog P ' brog 9

o end to continually decrease. In summary, in the absence
the program length distribution peaks close to the peak o : : .
of btness, the single-child variant selects programs that are
the successful programs.

on average smaller thari>. In the presence of ptness
we believe that this pressure to decrease the mean program
4 Discussion length competes with the well documented tendency of GP
programs to grow in the presence of btness. The result is
The differences between the dual-child and single-child@t When using the single length constraint and an upper
variants can be explained by considering brst the duall—)_Ound on the program Iength_, the program length distribu-
child case. Starting with a uniform distribution of program 110N does not have a strong bias to longer lengths.
lengths 0 |  Lmax the average program length is given A side effect of using the single child variant is that when a
by Lavg '-rgax and the average crossover poin{’;@. Ev-  long programis rejected, a copy of the parentis propagated
ery crossover produces two offspring, the average lengtko the next generation. This means that even if crossover is
of which is L"Z‘aX, with one smaller and one larger program used as the only operator, a proportion of straightforward
produced. When one of the offspring exceégdsyx both  reproduction will be present.
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Figure 18: Distribution of lengths of 100% correct pro- Figure 20: Program length distribution using limiting
grams using the the single-child variant limiting crossovercrossover with btness and the single-child variant. Maxi-

operator and a length limit of 8 mum length limited to 8. From the hardware implementa-
tion.
- = e
o en 1 - .
., & — gen3e i mal program lengths suggests that allowing programs to be
g g e TR | unlimited in length may be detrimental to using GP effec-
& e e tively.
é < 2 e ol
= p 5 Further work
b s " o e 10 12 14 16 From the results in [10] we would expect similar behavior

Program Length when these techniques are applied to standard tree based
GP, and this is currently being investigated.
Figure 19: Program length distribution using limiting . .
crossover with btness and the single-child variant. Maxi—OTher techniques have been suggested for controlling the

mum length limited to 16. From the hardware implementa-pmgram size during evolution, such as the smooth oper-
tion ators [9], homologous and size fair operators [4] which

could also be adapted to a hardware implementation.

_ Lo So far, only one problem has been analysed using the hard-
A practical penalty of the limiting crossover approachWare implementation of GP and to get a more complete

is that multiple passes may be required to obtain tWoyicqre of the effects of the design decisions more problems
crossover points that satisfy the length constraints. Depaaq o e implemented and analysed.

pending on the implementation this could have an impact

on the time needed to complete a GP run. In practice for ]

most problems the time required for crossover in a stan6 Conclusions

dard GP system is much smaller than the time for evaluat-

ing programs, and so will only extend the time required byThis analysis, based on measuring the program length dis-
a small factor. In the hardware implementation, crossovetributions was prompted by the results from the work on
is performed in parallel with evaluation, so there will be a general schema theory of GP. It has led us to an imple-
no impact for most problems where btness evaluation takesentation of crossover that allows us to constrain the max-
longer than selection and breeding. For the artibcial antmum program lengths. For the ant problem implemented
problem implemented in hardware, the limiting crossoverin hardware we have discovered a mechanism that avoids
operators did not have any effect on the overall perforthe effects of unconstrained program growth, and indeed
mance of the design, both the clock speed and number @fllows us to obtain more correct programs.

clock cycles remained the same as the truncating crossover . .
n conclusion, all three crossover operators are effective

implementation. It is worth noting that the single-child lim- . . . . .
. . : . in the hardware implementation when applied to the arti-
iting crossover will need fewer iterations to bnd a legal off-

- o pcial ant problem, with the single-child limiting crossover
spring, so this will have a smaller effect on the overall per- . .
formance. performing ahead of the other two. The behavior of the

single-child limiting crossover in the presence of btness is
The effect of adjusting the program length limit so that theinteresting and suggests another mechanism for controlling
peak in the length distribution is closer to the peak of opti-code growth.
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1

Most (if not all) Genetic Programming (GP) operators have,
a variety of biases with respect to both the syntax and th%
semantics of the trees they produce. These biases can waor
against or in favor of the biases implied by the btness func

Using schema theory to explore interactions of multiple operators
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Abstract

In the last two years the schema theory for Ge-
netic Programming (GP) has been applied to the
problem of understanding the length biases of a
variety of crossover and mutation operators on
variable length linear structures. In these initial
papers, operators were studied in isolation. In
practice, however, they are typically used in var-
ious combinations, and in this paper we present
the brst schema theory analysis of the complex
interactions of multiple operators. In particular,
we apply the schema theory to the use of standard
subtree crossover, full mutation, and grow muta-
tion (in varying proportions) to variable length
linear structures in the one-then-zeros problem.
We then show how the results can be used to
guide choices about the relative proportion of
these operators in order to achieve certain struc-
tural goals during a run.
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nature, and all suggest that understanding operator interac-
tions is difbcult. It would thus be useful to have a theoreti-
cal approach to these problems that might allow us to better
understand operator interactions, and choose combinations
of operators in a more principled manner.

In the last few years work on schema theory for GP has
made huge progress, generating not only an exact the-
ory, but also one applicable to a variety of operators used
in practice, including: one-point crossover [12, 14, 11,
13], standard and other subtree-swapping crossovers [14,
16, 7], different types of subtree mutation and headless
chicken crossover [15, 8], and the class of homologous
crossovers [17].

In [16, 7] we showed how these recent developments in GP
schema theory can be used to better understand the biases
induced by the standard subtree crossover when genetic
programming is applied to variable length linear structures.
In particular we showed that subtree crossover has a very
strong bias towards oversampling shorter strings and, in
some senses, works against bloat. In [15, 8] we derived ex-
act schema equations for subtree mutation on linear struc-
tures, using both the full and grow methods to generate the
new, random subtrees. Iterating those equations on both a
Rat btness landscape and a needle-in-a-haystack style prob-
lem, called the one-then-zeros problem, we showed that
oth of these subtree mutation operators have strong biases
h regard to the populationOs length distribution. Similar
to the bias of subtree crossover, we found that these muta-

"fon operators are strongly biased in favor of shorter strings
derstanding the behavior of and relationships among th b gy g

fh both these btness domains.

In this paper we combine the schema theory for different

These interactions can be quite compIex., however, gnd COI?J'perators and apply them to the problem of better under-
sequently understanding them can be difPcult. While ther tanding the behavior produced by their interaction. Study-

is a considerable literature examining the interactions o ng these complex interactions is particularly easy using

mutation and crossover in areas like Genetic Algorithmﬁhe schema formalization because we can simply use a

(GAs), there IS much less reported vvprk on the Inter"’m'onéveighted sum of the schema equations generated for each
of operators in GP. Notable exceptions include the work

- operator in isolation. We also show how the theory can be
of OOReilly [10], Banzhgét al (1], gnd .Luke anq Spec—. used to design competent GP systems by guiding the choice
tor [5, 6, 4]. These studies are primarily experimental in



of combinations of operators together with their parameteBoth full and grow mutation generate the new sufpx ran-
settings. domly, and they differ in how the new random subse-

The work reported here is all on GP with linear structuresquences are generated, and in particular how their sizes are

(not unlike those used in, e.g., [9, 2]), although the SChemdetermmed. In full mutation, the subsequence has a spec-

theory on which it is based is much more general. We havﬁDEd length ; thus non-terminals are selected uniformly

: o . rom until length is reached, at which point a ter-
chosen in these applications to focus on linear structures . . . .
mjnal is selected uniformly from . In grow mutation, on

because the theoretical analysis is more manageable and. Siner hand. one chooses from the sealbfunctions

the computations are more tractable. This has yielded a . ) S .
. . .~ and terminals every time, only terminating the creation of

number of important results for the linear case, and prelim- S )
: : the subsequence when a terminal is chosen; thus for grow
inary results further suggest that many of the key ideas here . ) R .
: . .~ Mmutation there is na priori limit on the size of the result-

are also applicable (atleast in broad terms) to the non-linear

. . in nces.
tree structures typically used in GP. g sequences

In Sec. 2 we will introduce the schema theorem for GP Us2 2 Schema theory debnitions

ing linear structures, standard crossover and mutation, and

we will show how easily the theory for different operators In this section we will present a series of crucial dePnitions
can be combined. We then apply the theory in Sec. 3 tahat allow us to represent schemata, and count and build
the one-then-zeros problem and use the theory to both préastances of schemata.

dict and better understand the changes in the distribution oju

bt individuals and of sizes (Sec. 4). We Pnish with some fSt ?nsbwle dfvpnfvﬁla IImezr SE stru”cr:urer t&gﬁ ?nsequence
conclusions and ideas for future research (Sec. 5). ot Symbais, we aiso debne a finea emaas

the same kind of sequence except that a new
OdonOt careO symboDds added to both and .2 Thus

2 Schema theory for GP on linear structures schemata represent sets of linear structures, where the po-
sitions labelled GO can be blled in by any element ofor

2.1 Operators if it is the terminal position). A few examples of schema
are?

In this paper we will consider three common GP operators:

the standard subtree-s_wapping GP crossover operator, and - The set of all sequences of length

the full and grow mutation operators. Each operator acts by

removing a non-empty sufpx of an individual and replacing : The set of all sequences of length  starting

it with a new sufbx, with the production of that sufbx being with a 1.

the primary difference between the operators.

) . . : The singleton set containing the symbol 1 fol-
More formally, in a linear-structure GP where is the lowed by 00s.

set of non-terminal nodes and is the set of terminal

nodes, individuals can be seen as sequences of symbcﬂf .
ow that we can represent schemata, we present a series of

where for and . " .
Each of the operators, then, starts by removing a non-empt?/epn't'ons that allow us to count instances of schemata.
e T Sue Debnton . Proporion npopulaior) i e
string? proportion of strlng_s in the po_pulat|0n gt timematching

schema . For Pnite populations of size ,

In the case of crossover, the new string is taken to be a , Wwhere is the number of instances of
sufpx of another parent , attime .
where (which could differ from ) is chosen uniformly
such that . Debpnition 2 (Selection probability) is the proba-

bility of selecting an instance of schemafrom the pop-
ulation at time . This is typically a function of ,
the btness distribution in the population, and the details
:4 _ ?This new OO symbol plays a role similar to that of the O#0
OdonOt careO symbol in GA schema theory. For historical reasons,
1The requirement that sufbxes be non-empty while prebxefiowever, O#O has been assigned another meaning in the more gen-
are allowed to be empty comes from standard practice in GP. Ieral version of the GP schema theory [14].

does, however, create a number of mild but annoying asymmetries We will use the superscript notation from theory of computa-
which often clutter up the analysis (see, e.g., [18]). tion, where indicates a sequence of Os.




of the selection operators. With btness proportionate seto crossoveilny instance of at position with

lection, for example, , any instance of at position , the re-

where is the average btness of all the instances ofsult will be an instance of , provided , and
in the population at timeand is the average btness . Further, these are thanly

in the population at time. ways to use standard crossover to construct instances of

. o . ) so these debnitions fully characterize the mechanism for
Debpnition 3 (Transmission probability) is the constructing instances of .

probability that an instance of the schemawill be con-
structed in the process of creating a new individual for the
populationattime  out of the population at time This

Wlllrt]yplcall?/dbel a func?on of , the varlo;shSCZemgllta [7, 8] provide schema theorems for each of our three opera-
that could play a role In constructing , and the detalls 5 \when used in isolation. Here we extend these results to
of the various recombination and mutation operators beinga case where all three operators can be used in the same
used. run, each with specibed proportions. Since we use exactly
Debnition 4 (Creation probability) is the ©neoperatorto generate any given individual, the probabil-

probability that some GP subtree mutation operator will Iy thatwe construct an instance of a schema (i.e., )

generate a new, random subtree that is an element of thi§ SIMPly the sum of the probabilities of each specibc op-
schema  in generation . erator constructing such an instance, each weighted by the

likelihood of choosing that operator. This leads to the fol-
To clarify which operator we are working with, we in- lowing:

troduce specialized forms of the transmission probability

function , namely ,, for the transmission probability due Theorem 1 (Schema theorem for combined operators)
specibcally to crossover,, for the transmission prob- For GP on linear structures using standard crossover with
ability due specibcally to subtree mutation using the fullprobability ., full mutation with length - and probability
method, and grow for the transmission probability due ruL, @and grow mutation with probabilitysrow such that
specibcally to subtree mutation using the grow method.  xo  FuL  crow W€ have

2.3 The schema theorem

We can now model the standard evolutionary algorithm as
the transformation

X0 X0

FULL FULL GROW GROW

where

Here the arrows indicate that some new distribution (on
the RHS of the arrow) is generated by applying the speci-
Ped operation(s) to the previous distribution (on the LHS).
So, for example, the process of selection can be seen as a
transformation from the distribution of schemata  to
the selection probability . A crucial observation is
that, for aninPnitepopulation, for

, which means we can iterate these transformations
to exactlymodel the behavior of an inbnite population over
time.

X0

FULL

To formalize the creation of instances of a linear schema
we debne FULL

GROW

Here is the schema of lengthmatching the left-
most symbols of ,and is the schema of length GROW
matching the rightmost ~ symbols of .# The impor-
tant property of and is that if one uses standard crossover
4

and

and are based on operators and (see, e.g., [14])

which match theipperandlower parts of general, non-linear, GP *We will use as a binary inbxnaxoperator, and as a binary
schemata. inbx min operator.



Due tp space restriction_g we Simply report the general ex- Final distributions for operators in isolation
pressions for the quantities,,, ru, and grow for the 0.25 : ‘ ‘ ‘ ‘ ‘
: : i i Grow mutation
linear case without providing any proofs. The mtereste_d Full mutation ——————
reader can bnd these, together with extensive characteriza- Crossover -
tions of the behavior of crossover and mutation when used

separately, in [7, 8].

3 The one-then-zeros problem

Proportion in population

We will now apply the Schema Theorem to thee-then-
zeros problemWe will start by debning and motivating the
problem, and then show how the schema theorem can be
used to better understand the effects of multiple operator

interaction on this problem. Figure 1:The distributions of lengths after 50 generations when
using the three recombination operators individually on the one-
3.1 One-then-zeros problem debnition then-zeros problem. The tail of the crossover distribution contin-

ues past the right hand side of the graph, with lengths above 300

In this problem we have and , Where stilt having proportions above

both and are unary operators. This gives us a prob-

lem thatis essentially equivalentto studying variable lengthoint, though, is that these equations only need to be run
strings of 00s and 10s, with the constraint that the stringgce, and have no stochastic effects. Theyexactcal-
always end in a 0. Fitness in this problem will be 1 if the cy|ations of the relevant quantities (up to the limitations
String starts with a 1 and has zeros elseWhere, i.e., the Strirtg: the Boating point representation)' and once Computed
hastheform  where  ;Pbtnesswillbe 0 otherwise. need never be computed again. This is in contrast to typical
One of the reasons for studying this problem is that unmpirical results in evolutionary computation, where com-
der selection and crossover this problem induces bloat [7Pinations of large populations and multiple runs are nec-
whereas this does not happen when using the full and groSsary to smooth out the stochastic effects, and even then
mutation operators [8]. The key advantage of this prob-ther_e is no ggarantee that any two sets of runs will have
lem is that in order to fully and exactly describe the length-Similar behavior.

evolution dynamics and the changes in solution frequency

of inPnite populations, it is necessary to keep track of only4 QOne-then-zeros results

two classes of schemata: those of the form and those

of the form . Unfortunately most problems are not so \we know (see, e.g., [7, 16, 8, 15]) that each of these op-
restricted, and one is typically forced to track the propor-grators has signibpcant biases when used on its own, and
tion of many (possibly intractably many) more schemata. Fig. 1 summarizes some of the earlier results by presenting

the Pnal length distributions for each of the operators when
3.2 Analyzing one-then-zeros acting alone on the one-then-zeros problem. This makes it

clear that the three operators all have very different length
To apply the schema theorem to the one-then-zeros prolpiases, which suggests that they may indeed demonstrate
lem one needs to calculate the probabilitigs ru., and  interesting behaviors when used in combination.

crow for both of the schema and , and the ) , i i
probabilities ru. and erow for both of the schema We can now iterate this new combined schema equation to
and . These can be calculated from the equations restudy these combined interactions and their biases, and to

),use such results to guide the choices of the proportions of
operators to help satisfy a variety of goals. As an example
in this paper we will consider the following goals:

If we assume an inPnite population, we can numerically

iterate the equations in the Schema Theorem to better un-41 - Ay id both bloating and shrinking, by having the av-

derstand the be.hawor of an |n.Dn|Fe GP popglatlon on this erage size after 50 generations be as close as possible
problem. Tracking these distributions over time becomes to the initial average size.

expensive in terms of computational effért.A crucial

ported above and are also provided in explicitformin[7, 8
so we will not re-derive these results here.

on the numeric results and can greatly speed up the calculations
®We have found, though, that ignoring values dfelow some  since it signibcantly slows the growth of the number of strings
small threshold (we have used ) seems to have little impact that need to be tracked.



2. Avoid both bloating and shrinking (as above), but alsodistribution (6.5). The distribution itself (shown in Fig. 3)
maximize the number of correct individuals. is far from uniform, however. This seems to be a general
e . . property of OinterestingO operators, namely that they have a
3. Maximize the proportion of small solutions (as 0p- 5y ored length distribution that they move to quite quickly,
posed to just short strings). and while btness can modify that tendency, it rarely elimi-

4. Reach a state where the proportion of ~ exceeds Natesitentirely.
0.01 as early as possible.
4.2 Avoid bloat and shrinkage
In all these simulations we will be applying the three oper-
ators discussed earlier (standard subtree crossover, full miln our Prst example the goal will be to avoid both bloat-
tation, and grow mutation) on the one-then-zeros probleming and shrinkage by searching for a collection of operator

A depth limit will be used for full mutation. Ourini-  probabilities such that the average length after 50 genera-
tial population will consist of equal proportions (10% each)tions is as close as possible to the initial average size.
of the strings for ; thus the average length

Out of our 66 conbgurations, bve had a bPnal average btness
that was less than 0.15 away from the initial average of 6.5
To study the interaction of the operators, the schema equdsee Table 1); the next closest combination of parameter
tions from Theorem 1 were iterated 66 different times, us-settings had an absolute difference of over 0.23. Note that
ing each of the legal combinations of proportions of (stan-in each case the proportion of grow mutation was 0.2. In
dard) crossover, grow mutation, and full mutation with val- fact the 20 conbgurations whose Pnal average lengths were
ues from the set . WeOlll use closest to 6.5 all had small non-zero proportions for grow
triples of the form ,, ruL crow tO indicate a combi- mutation (between 0.1 and 0.4); at the same time, however,
nation of parameter settings where the brst is always th#hose 20 conbgurations had a broad range of full mutation
proportion of crossover, the second the proportion of fullproportions (ranging from 0 to 0.9) and crossover propor-
mutation, and the third the proportion of grow mutation. tions (from 0 to 0.8). Those combinations where the pro-
portion of crossover was over 0.5, however, all had average
4.1 General observations lengths that were still climbing after 50 generations, so itOs
likely that they would continue to diverge from 6.5 if we
While the majority of these iterations had converged afteiiterated the equations for more generations. Thus the cru-
50 generations, there were several which had not. Thesgal factors for long-term size stability this problenmseem
were typically those with sufpciently high crossover prob-to be a small non-zero proportion of grow, and a crossover
abilities that bloat was occurring and the average lengthgroportion of at most 0.5 so the sizes donOt bloat above 6.5.

were clearly still growing after 50 generations. As an ex—Most (but not all) of the conbgurations where the pro-
ample, the conbguration (0.8, 0, 0.2) has an average length .
portion of grow was 0.2 had bnal average lengths close

of 7.98 after 50 generations, and is thus not a terrible S0/, 6.5: the smallest average lenath after 50 generations
lution to the problem of avoiding bloat and shrinkage as e 9 g 9

debned in Sec. 4.2 below. It seems highly likely, how- /&% 6.36 (for ). and the largest was 7.98 (for

. . ; . . . ). As discussed above, however, those parame-
ever, that if we were to continue iterating the equations with A . ~
. ter sets with higher crossover proportions probably hadnOt

these parameters for another 100 generations we would ge . : .
. : ) converged after just 50 generations, and their Pnal averages
higher average length, thereby doing a worse job of meet- X : . !
;f/ould likely continue to grow if we iterated more genera-

e

in the initial population is 6.5.

ing the goal of avoiding bloat and shrinkage. This isnO ; .
. : jons. Taking that into account the range of bPnal average
necessarily a concern, however, since actual GP runs

ways have a bnite number of generations. Thus if we know ngths. 'S quite S”.‘a”' being from 6'35.t0 6.46 when the
weOre likely to run our GP for 100 generations, we can itproporuon of grow is 0.2 and the proportion of crossover is

erate these schema equations and try to bnd settings thay MOSt 0.5.

meet our goals (whatever they happen to be) at the end dfooking at Fig. 2, we can see that in each of these cases
100 generationeegardless of whether further generations there was an initial jump away from 6.5 (caused by the in-
would take us away from our goals stability of the initial uniform length distribution), followed

by a fairly rapid convergence to an average value close to

It should also be noted that the initial uniform distribution 6.5. The slowest to converge was the case where we had

qf lengths is very gnstable in the sense that any cpmplna,so% crossover, and that curve in fact looks similar to the
tion of operators will generate a very different distribution bloating seen in [7], with an asymptote close to 6.5

immediately in the brst generation. As an example, the
settings (0.1, 0.7, 0.2) have an average length after 50 geffrig. 3 shows the Pnal distribution of lengths for each of
erations thatOs very close to the average length in the inititiese bve parameter settings. While each of these distribu-



XO Full Grow Diff. from6.5 Prop. bt
0.1 0.7 0.2 0.081 0.19

02 06 0.2 -0.045 0.26 02
0.3 05 0.2 -0.131 0.31
04 04 0.2 -0.147 0.37
0.5 0.3 0.2 -0.045 0.43

Final distributions with average length 6.5

0.15

0.1
Table 1:Parameter settings for the Pve conbgurations that came
closest to having the same average length after 50 generations as
the average length of the initial distribution. OXOO is the pro-
portion of crossover, and OFull® and OGrowO are the proportions
of full and grow mutation. ODiff. from 6.50 is the difference be- 0
tween the actual bnal average length for this set of parameters and 2 4 6 8 10 12 14 16 18 20
the initial average length (6.5); negative values mean that the bnal Length

average length was less than 6.5. OProp. of btO is the proportion

of the individuals produced in the last generation that were bt.

0.05

Proportion in population

Figure 3:Final length distributions of the bve parameter settings
whose bnal average length was closest to the initial average length

(6.5).
Avg length over time near 6.5
6.8
6.6 /i , We can assess this by looking at the proportion of correct
- o E— individuals in the Pnal generation for each set of parameter
IS : values, and we indeed see that there are substantial differ-
o o T , ences among these bve conbgurations (see Table 1), with
g (010702) — the values ranging from 0.19 to 0.43. 1tOs also clear that
z 6 [ Egg,g.g,g% — increased probabilities of crossover correspond with in-
5g L (0.4.0.4,0.2) . creased proportion of bt individuals. This is not surprising
(050302) ~=—— since increased probabilities of crossover also correspond
5.6 o 5 10 15 a0 as a0 as a0 a0 tp dgcreased p(obabllltles of full mutatlon_, ar_1d fu.II muta-
Generation tion is rarely going to produce a bt offspring in this prob-

lem [8]. Crossover on the other hand, has a high probability

Figure 2: Average lengths over time for the Pve collections of of generating correct offspring, especially when given two

parameter settings leading to a Pnal average length closest to tR9Tect, fairly long individuals as parents [7].

initial average length (6.5). Another approach to optimizing these two criteria would

be to start by identifying the conbgurations with high pro-

tions has an average length that is nearly equal to that 0qxortior_1 of bt individuals in the bnal geperation, and then
the initial uniform distributions, none of these distributions choosing from those the parameter sett|.ngs that also Igad to
is remotely uniform. They instead exhibit combinations of Pnal average Ien'gth.s'near 6.5. The settmgs \_N'th the highest
features seen in earlier studies of using single recombind2roPortion of bt individuals are those with high crossover
tion operators on this problem (see Fig. 1). In each Cas‘eqrobablhtles, but these coanurat_lons also have the h|gh§st
for example, we see a peak at length=5 which is due to fulPnal average Iengths (because high crossover probapﬂmes
mutation with depth 5, and the height of the peak is clearly/ad to bloat in this problem [7]). One of the best settings
correlated to the full mutation probability. is (0.8, 0.0, 0.2), which has a bnal average length of 7.98
(nearly 1.5 nodes longer than the original average of 6.5)
but a bPnal proportion of bt individuals of 0.65 (about 0.22

4.3 Avoid bloat and shrinkage, maximizing correct higher than the proportion generated by (0.5, 0.3, 0.2)).

proportion

In the preceding example we looked for parameter settingd.4 Maximize proportion of small solutions

that avoided both bloat and shrinkage. 1tOs possible, how-

ever, that this goal was met at the expense of correctness. Wow consider the case where we want to minimize the av-
given collection of parameter settings could, for example erage size of thetindividuals (i.e., those of the form
generate the desired average size, but have a very low préer ). There are quite a few combinations of param-
portion of bt individuals. This would in turn greatly reduce eter settings that lead to average size of bt individuals that
the effective population size since most of the generatedre just above 3. The three smallest are (0, 0, 1), (0.1, O,
individuals can never be selected for recombination. 0.9),and (0.2, 0, 0.8) with bnal average sizes of bt individu-



als 3.02, 3.04, and 3.07 respectively. This suggests that (for XO Full  Grow Firstgento 0.01
this problem) the best way to make short correct solutions 1.0 0.0 0.0 26
is to primarily use grow mutation, with small amounts of 09 01 0.0 28
crossover being acceptable as well. Adding small amounts 08 0.2 0.0 32
of full mutation doesnOt lead to much bigger average sizes 0.7 03 0.0 38

(the average size for (0, 0.1, 0.9), for example, is 3.13) de-
spite the fact that depth mutation always generates stringkable 2:Parameter settings for the four conPgurations that even-
of length at least (or 6 in our case). This is probably tually achieve a proportion of 0.01 target individuals . The

due to the fact that full tati il | t brst three columns are as in Table 1. OFirst gen to 0.010 is the brst
ueto . e' a'lc a_ u .mu ation will very rarely generate generation for a given collection of parameter settings where the
correct individuals in this problem.

proportion of target individuals exceeded 0.01.

If one wanted to further maximize the proportion of bt in-
dividuals, then the three candidate combinations have pro-

gressively increasing proportion of btindividuals; the high-!T We relax the target proportion to 0.001 there are a to-
estis (0.2, 0, 0.8), which has a proportion of 0.41. If we tal of 12 parameter settings that achieve this new goal. Of

look more broadly, we bnd that (0.6, 0, 0.4) has a somethese only four have non-zero grow mutation probabilities,

what higher proportion of bt individuals after 50 genera-a” of which are the lowest pqssible value (0.1). Similarly,.
tions (0.49), with the average size of bt individuals being®/! Put three of these 12 settings have crossover probabil-
only slightly higher (3.54). ities exceeding 0.5, aIthoggh one (0.3,.0.7, 0) mgnaged to
reach the target of 0.001 in 21 generations despite the low
crossover probability. ItOs interesting to note, however, that
two of the settings with non-zero grow mutation probabili-

ties ((0.7,0.2,0.1) and (0.6, 0.3, 0.1)) both reached the goal

For our bnal example we will consider the goal of bnd-more slowly (in 23 and 29 generations respectively) despite
ing solutions of the form as quickly as possible. having much high crossover probabilities.

There are a variety of motivations for this sort of goal, |13s not terribly surprising that crossover is useful in in-
but one might be that instead of only having a two levelcreasing the length of bt strings, since weOve previously
Ptness function, we might have a three level btness funcseen that crossover can lead to bloat (presumably due to
tion: Fitness 0 for individuals that donOt have the Oone th‘?@plication accuracy) [7]. Further, one would expect both
zerosO pattern, btness 1 for individuals of the form ,  mytation operators to at least slow down the process of gen-

, and btness 2 for individuals of the form . If  grating a target string containing thirty 00s, and thus having
we further assume that our run will terminate as soon as Wangth 31 (see [18] for details):

discover a target individual , then dynamics of such
a run are identical to the original one-then-zeros problem,
except they terminate upon discovery of a target individual.

4.5 Find solutions of length 31 quickly

Given a parent string of length full mutation gener-

ates (on average) a string of length roughly ~ , so

full mutation tends to generate shorter offspring once
. Since in our examples, full muta-

Thus we can use our schema theory results to discover what
parameter settings lead most quickly to the discovery of

a target individual. Because of the inbnite population as-
sumption, however, we may bnd that early in a run there
is avery small, but still positive, proportion of target in-

tion will tend to reduce the size of strings once their
lengths begin to exceed 10.

Given a parent string of lengthgrow mutation in the

dividuals, yet with such small proportions the likelihood

is minuscule of actually generating a target individual that
quickly in a OrealO (Pnite population) run. We will, there-
fore, look for the collection of parameter settings that brst
achieves a proportion of target individuals exceeding 0.01.

one-then-zeros problems will generate (on average) a
string of length roughly . Thus grow muta-
tion will tend to reduce the size of strings once their
lengths begin to exceed 6.

Only four of our tested parameter settings ever obtain a prowhatOs perhaps more surprising is that grow mutation in-
portion of at least 0.01 target individuals (see Table 2), withterferes with the process of bnding a target string so much
all crossover (1, 0, 0) reaching the target the most quicklynore than full mutation does. The likely reason is that
(in 26 generations). Adding small amounts of full mutation grow mutation is more likely to produce bt offspring than
still allows the goal to be satisped, but even a proportion ofull mutation (see [8, 18] for details). Because of the inp-
0.3 is enough to increase the number of generations by 1ite population assumption, generating unbt offspring has
Grow mutation clearly interferes with this goal, as none ofno substantial effect on the dynamics of the system, as do-
the four parameter settings that achieve the goal have aripg so has no effect on the selection probabilities. Gen-
grow mutation. erating short, bt individuals, however, will change the dy-



namics by increasing the probability that short individuals [2]
are selected as parents in the next generation. In our case
its likely that grow mutation creates a sufpcient number of
short, bt strings that it can signibcantly hamper the procesé3
of generating bt strings of length 31.

5 Conclusions and future work [4

ItOs clear, then, that there is a fairly complex set of interac-
tions between these three recombination operators, makingf!
it quite difbcult to guesa priori what proportions of oper-
ations would aid in satisfying goals that might be important

in a particular domain. For this problem, however, we were
able to iterate the schema equations on many different com{6l
binations of operator proportions, generating a useful map
of the interactions.

In this paper the number of different combinations of pro-
portions was small enough to make manual searches for de¥]
sirable values feasible. With more operators, or a larger va-
riety of different proportions, the number of combinations
would quickly grow out of control, making it prohibitive to  [g]
iterate the equations for every combination and then search
the results by hand. Since this is essentially just another pa-
rameter optimization problem, one possibility would be to
apply a GA, although in many cases something simpler like
a hill-climber would probably also work. Another possibil- |,
ity (which could potentially dramatically reduce the num-
ber of different combinations that would need to be iter-
ated) would be to use factorial design of experiments [3]. [11]

[9

Perhaps the key observation here is that there is clearly no
ObestO set of operator proportions, and that the desirabil-
ity of a combination of operators will depend critically on [12]
the specibc goals. It is therefore particularly important that
we have tools that help us understand not only the general
interactions of operators, but also understand the more spe-
cibc interactions in order to guide our choices.

Acknowledgments .

Both authors would like the thank the Dagstuhl Interna-[19]
tional Conference and Research Center for Computer Sci-
ence, and the organizer of Dagstuhl Seminar No. 0203
for providing the wonderful environment that made this pa-
per possible.

[17]
References

[1] W. Banzhaf, F. D. Francone, and P. Nordin. The effect of extensive use of
the mutation operator on generalization in genetic programming using spars¢l8]
data sets. In H.-M. Voigt, W. Ebeling, I. Rechenberg, and H.-P. Schwefel,
editors,Parallel Problem Solving from Nature 1V, Proceedings of the Interna-
tional Conference on Evolutionary Computatjenlume 1141 o£ NCS pages
3000309, Berlin, Germany, 22-26 Sept. 1996. Springer Verlag.

D. S. Burke, K. A. D. Jong, J. J. Grefenstette, C. L. Ramsey, and A. S. Wu.
Putting more genetics into genetic algorithmg&volutionary Computation
6(4):387D410, Winter 1998.

] R. Feldt and P. Nordin. Using factorial experiments to evaluate the effect of

genetic programming parameters. In R. Poli, W. Banzhaf, W. B. Langdon,
J. F. Miller, P. Nordin, and T. C. Fogarty, editofSenetic Programming, Pro-
ceedings of EuroGPO20®0lume 1802 of NCS pages 2719282, Edinburgh,
15-16 Apr. 2000. Springer-Verlag.

S. Luke. Issues in Scaling Genetic Programming: Breeding Strategies, Tree
Generation, and Code BloatPhD thesis, Department of Computer Science,
University of Maryland, A. V. Williams Building, University of Maryland,
College Park, MD 20742 USA, 2000.

S. Luke and L. Spector. A comparison of crossover and mutation in genetic
programming. In J. R. Koza, K. Deb, M. Dorigo, D. B. Fogel, M. Garzon,
H. Iba, and R. L. Riolo, editorsGenetic Programming 1997: Proceedings
of the Second Annual Conferengmges 2400248, Stanford University, CA,
USA, 13-16 July 1997. Morgan Kaufmann.

S. Luke and L. Spector. A revised comparison of crossover and mutation in
genetic programming. In J. R. Koza, W. Banzhaf, K. Chellapilla, K. Deb,
M. Dorigo, D. B. Fogel, M. H. Garzon, D. E. Goldberg, H. Iba, and R. Riolo,
editors,Genetic Programming 1998: Proceedings of the Third Annual Con-
ference pages 2080213, University of Wisconsin, Madison, Wisconsin, USA,
22-25 July 1998. Morgan Kaufmann.

N. F. McPhee and R. Poli. A schema theory analysis of the evolution of
size in genetic programming with linear representationssémetic Program-
ming, Proceedings of EuroGP 200INCS, Milan, 18-20 Apr. 2001. Springer-
Verlag.

N. F. McPhee, R. Poli, and J. E. Rowe. A schema theory analysis of mutation
size biases in genetic programming with linear representatiofgolreedings

of the 2001 Congress on Evolutionary Computation CEC 28@bul, Korea,
May 2001.

] M. OONeill and C. Ryan. Grammatical evolutidBEE Transaction on Evo-

lutionary Computation5(4), 2001.

U.-M. OOReilly.An Analysis of Genetic ProgramminghD thesis, Carleton
University, Ottawa-Carleton Institute for Computer Science, Ottawa, Ontario,
Canada, 22 Sept. 1995.

R. Poli. Exact schema theorem and effective btness for GP with one-point
crossover. In D. Whitley, D. Goldberg, E. Cantu-Paz, L. Spector, |I. Parmee,
and H.-G. Beyer, editor®roceedings of the Genetic and Evolutionary Com-
putation Conferencepages 469D476, Las Vegas, July 2000. Morgan Kauf-
mann.

R. Poli. Hyperschema theory for GP with one-point crossover, building blocks,
and some new results in GA theory. In R. Poli, W. Banzhaf, etral., editors,
Genetic Programming, Proceedings of EuroGP 208fringer-Verlag, 15-16
Apr. 2000.

R. Poli. Exact schema theory for genetic programming and variable-length ge-
netic algorithms with one-point crossovegenetic Programming and Evolv-
able Machines2(2), 2001.

R. Poli. General schema theory for genetic programming with subtree-
swapping crossover. I8enetic Programming, Proceedings of EuroGP 2001
LNCS, Milan, 18-20 Apr. 2001. Springer-Verlag.

R. Poli and N. F. McPhee. Exact GP schema theory for headless chicken
crossover and subtree mutation.Aroceedings of the 2001 Congress on Evo-
lutionary Computation CEC 200Beoul, Korea, May 2001.

16] R. Poli and N. F. McPhee. Exact schema theorems for GP with one-point

and standard crossover operating on linear structures and their application to
the study of the evolution of size. IBenetic Programming, Proceedings of
EuroGP 2001LNCS, Milan, 18-20 Apr. 2001. Springer-Verlag.

R. Poli and N. F. McPhee. Exact schema theory for GP and variable-length
GAs with homologous crossover. Froceedings of the Genetic and Evolu-
tionary Computation Conference (GECCO-2003an Francisco, California,
USA, 7-11 July 2001. Morgan Kaufmann.

J. E. Rowe and N. F. McPhee. The effects of crossover and mutation operators
on variable length linear structures. Pmoceedings of the Genetic and Evolu-
tionary Computation Conference (GECCO-200%an Francisco, California,
USA, 7-11 July 2001. Morgan Kaufmann.






SEND
STORE

-1




IN BUFFER
INPUT TAPE 1
\ |
OUTPUT TAPE
\ |
/
OUT BUFFER













Adjusted fitness

Enhancement for different images

peppers.ppm ——

lena_std.ppm

40

Generation

80

100



On the Search Biases of Homologous Crossover in Linear Genetic
Programming and Variable-length Genetic Algorithms

Riccardo Poli Christopher R. Stephens
Department of Instituto de
Computer Science Ciencias Nucleares
University of Essex, UK UNAM, Mexico

rpoli@essex.ac.uk
Abstract

With a schema-theoretic approach and experi-
ments we study the search biases produced by
GP/GA homologous crossovers when applied
to linear, variable-length representations. By
specialising the schema theory for homologous
crossovers we show that these operators are unbi-
ased with respect to string length. Then, we pro-
vide a bxed point for the schema evolution equa-
tions where the population presents a statistically
independent distribution of primitives. This is an
important step towards generalising GeiringerOs
theorem and the notion of linkage equilibrium.
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length genetic algorithms, a lot of attention has been de-
voted to the biases of all such components: selection, muta-
tion and crossover, and replacement. Some of the resulting
studies apply also to the case of variable-length-structure
evolution. For example, the focusing effects of selection
will be exactly the same, since selection is representation-
independent. However, very little is known about the biases
of the genetic operators used to evolve variable length rep-
resentations, such as those used in linear GP (Nordin, 1994;
OONeill & Ryan, 2001) or in variable-length GAs.

Knowing the biases introduced by the operators is very
important, since it leads to a deeper understanding of the
search algorithm under investigation. This, in turn, allows

an informed choice of operators, parameter settings and

even initialisation strategies for particular problems. How
can one investigate these biases? One possibility is to use
carefully designed empirical studies. In the past these have
shed some light on the internal dynamics of GP (e.g. on

Search algorithms typically include three main steps whictPloat (McPhee & Miller, 1995; Soulet al, 1996; Lang-

are iterated in succession: choosing one or multiple pointdonet al, 1999)), but rarely has the evidence been general
of the search space the neighbourhood of which to explor@nd conclusive. This is because these studies can only con-
further, applyingexpansion operator® obtain a new set §|(j_er a I|n_1|ted number of benchmark probl_ems, and so it
of points, deciding what to do with the points previously IS impossible to know whether, and to which extent, the
visited and with the newly generated ones. For example, ipbserved behaviour is applicable to other problems. An al-
the case of genetic algorithms and genetic programmingéernative is to perform theoretical studies. Often these may
selection corresponds to the brst task, crossover and mutt&ad to more general and precise conclusions, but they are
tion are the expansion operators, and the replacement stréd€Pnitely much harder and slower to carry out. Also, some-
egy corresponds to the third task. Note that many mordimes the complexity of the mathematics involved in these
steps may be included if one looks at search algorithms attudies forces the researcher to make simplifying hypothe-
a Pner level of abstraction (Poli & Logan, 1996), but this S€S which may limit the explanatory power of the results.

is not particularly important for the purposes of this dis- A class of recent theoretical results which require very
cussion. What is important is that different algorithms will fe\y, it any, simplibcations goes under the nameegéct

use different strategies to realise the different steps. Thigchema theorendsThese provide probabilistic models (the
leads to the sampling of the search space according to dikchema evolution equations) of the expected behaviour of
ferent schedules. With the exception of random search, thig Ga or a GP system over one, or, under certain assump-

means that some areas of the search space will be explorgdns multiple generations (Poli, 2081Langdon & Poli,
sooner, will be allocated more samples, or will be ignored

altogether. This is what we mean bgarch bias

1 INTRODUCTION

1The word OexactO refers to the fact that, unlike earlier results,
. . . . these theorems provide an exact value, rather than a lower bound,
Clearly the bias of an algorithm is the result of the interacor the expected number of individuals in a schema in the next
tion of the biases of all its components. In the case of bxedeneration.



2002). The main advantage of these exact models is thaheorem (Geiringer, 1944) and the notion of linkage equi-
they provide a natural way of coarse graining the hugdibrium, which, until now, were applicable only to bxed-
number of degrees of freedom present in a genetic algdength representations. The bxed point and some experi-
rithm (Stephens & Waelbroeck, 1997). Exact schema theomental evidence (reported in Section 7) indicate the pres-
rems have recently become available for bxed-length GAgnce of a bias which pushes the population towards a statis-
with one-point crossover and mutation (Stephens & Waeltically independent distributions of primitives, as discussed
broeck, 1997; Stephens & Waelbroeck, 1999), and generah Section 8, where we also draw some conclusions.
homologous crossover and mutation (Mose & Wright, 2001;

Stephens, 2001). Even more recent is the developme@ SCHEMA THEORY BACKGROUND

of exact schema theorems for variable-length GAs, linear

GP and tree-based GP. These cover a variety of CrOSSOVgrchemata are sets of points in a search space sharing some
and mutation operators including one-point crossover (Poli P P 9

2000; Poli, 200b), subtree-swapping crossovers (Poli Syntactic feature. For example, for GAs operating on bi-

2001a; Poli & McPhee, 200k; McPhee & Poli, 2001), nﬁlryastsr:ﬂgs tgfessﬁéiﬁgirrggfﬁ : gat;](;%g;ii(:hsvrﬁ:rs usu-
different types of subtree mutation and headless chicke gcharac’?er* isyinter reted asaOgonOt c’ar’eés mbol. Tvo-
crossover (Poli & McPhee, 20@1McPheeet al., 2001), P y - 1yP

and homologous crossovers (Poli & McPhee, 2001 ically schema theorems are descriptions of how the number
9 ’ of members of the population belonging to a schema vary

These exact models can be used to understand an evolutioover time. If denotes the probability that at tima
ary system and study its behaviour in two different ways.newly created individual samples (or matches) the schema
This can be done either through simulation (i.e., by numeri- , which we term theotal transmission probabilitpf
cally iterating the equations) or through mathematical analthen an exact schema theorem for a generational system is
ysis. Although exact GP schema equations have becom&mply
available only very recently, early studies indicate their use-
fulness, for example, in providing a deeper understandingvhere
f emergent phenomena such as bloat (Poli & McPhe Lo . .
0 ®ver of individuals sampling at generation and

ig?e Jg;ahggs:?r?e&a\?;:gbzil(i)tmgf g‘)zzi[ Eg;;gr%r Zisﬁg‘rzlr;t is the expectation operator. HollandOs (Holland, 1975)
y and other (e.g. (Poli & Langdon, 1988 worst-case-

operators allows a formal St.UdY of the biases of those Opécenario schema theories normally provide a lower bound
erators. Steps forward in this direction have recently bee'?or or, equivalently, for How-
made in (Poli & McPhee, 20®] McPhee & Poli, 2001; ever, recently exact schema theorems (Stephens & Wael-

:\élgptr;]egiir%’ fgr?slhgghs;gnasﬂgsi%Cr;:m:gznﬁrggr::?;broeck, 1997; Stephens & Waelbroeck, 1999; Poli, 2000;
gth distributi W P U'doli, 200Db:; Poli, 200%:; Poli & McPhee, 200f; McPhee

attractor for variable-length linear systems under GP sub; : o i i
tree crossover and in (Pt al,, 2002) where we have ex- & Poli, 2001; Poli & McPhee, 2004 McPheeet al, 2001,

: Stephens, 2001; Poli & McPhee, 2@)Wwhich provide the
tended the study to other biases of subtree crossover. exact value for have become available for GAs and

In this paper we study the biases of the whole class of hoGP with a variety of operators. In the remainder of this
mologous GP crossover operators for the case of linear GBection we will introduce the various elements which are
and variable-length GAs. These are a set of operators, imecessary to understand the exact schema equations for GP
cluding GP one-point crossover (Poli & Langdon, 1997)homologous crossover, since these will be the starting point
and GP uniform crossover (Poli & Langdon, 1898vhere  for the new results in this paper.

the offspring are created preserving the position of the ge;

netic material taken from the parents. These operators arLet us start from our debnition of schema for GP. Syntac-
. P ' PEr: tically a GP schema is a tree composed of functions from
important because they are the natural generalisation of ﬁ}%e set and terminals from the set where

corresponding GA operators. So, the theory presented here and  are the function and terminal sets used in a GP

Is a generalisation of corresponding GA theory. run. The primitive is a OdonOt careO symbol which stands
The paper is organised as follows. We start by provid-for a singleterminal or function. A schema represents

ing some background information on the exact GP schemthe set of all programs having the same shape asd the
theory for homologous crossover and GeiringerOs theoresame non- nodes as . Particularly important for the GP

in Sections 2 and 3. Then, we simplify the theory for schema theory are schemata containing OdonOt careO sym
the case of linear, but variable-length, structures in Secbols only, since they represent all the programs of a par-
tion 4, and show that homologous crossover is totally unbiticular shape. Let , ,  be an enumeration of such
ased with respect to string length (Section 5). In Section &hape-representing schemata.

we provide a bxed point for the schema evolution equa;

tions which is a brst step towards generalising Geirin erc"é)g GP homologous crossovers the offspring are created
P 9 9 9 y exchanging genetic material (nodes and subtrees) taken

is the population size, is the num-



from the same position in the parents trees. To account farecombination distribution gives the probability that, for
the possible structural diversity of the two parents, the sea given common region, crossover maskwill be chosen
lection of the nodes and the roots of the subtrees to swaffom the set . Each GP homologous crossover is char-
are constrained to belong to tbemmon regionThis isthe  acterised by a different recombination distribution. Since
largest rooted region where the two parent trees have thine size and shape of the common region can be inferred
same topology. from the mask, in the following we will often omit the

In order to debPne more precisely how GP homologousSUperSCrIpt from

crossovers work, we start by providing a formal debni-Finally, before we introduce the exact schema equation for
tion of common region. The common region betweenGP homologous crossover developed in (Poli & McPhee,

two generic trees and is the set 2001c) we need to debne the notion of hyperschem&RA

, Where is a pair of coordi- hyperschemds a rooted tree composed of internal nodes
nates in a Cartesian node reference system (Poli, 2001 from and leaves from . Again,=is
Poli & McPhee, 2004). The predicate is  aOdonlt careO symbols which stands for exactly one node,
true if (i.e., if is the root node). It while # stands for any valid subtree. In the theory we use
also true if and hyperschemata to represent the characteristics the parents

is true, where returns the ar- must have to produce instances of a particular schema of

ity of the node at coordinates  in , , interest.

Is the maximum arity of the functions in the func- The exact schema equations for GP with homologous
tion set, and is the integer-part function. The predicate CrOSSOVer are q 9

is false otherwise. The notion of common region can be
applied to schemata, too. x0 x0 ¥ 1)

To complete our formal description of the class of GP ho-where
mologous crossovers, we need to extend to GP the no- @)
tions of crossover masks and recombination distributions
used in genetics (Geiringer, 1944) and in the GA litera-
ture (Booker, 1992; Altenberg, 1995; Spears, 2000). Let
us brst briely recall the debnition of these notions for a is the crossover probability is the selection
GA operating on bxed-length binary strings. In this case aE ’

e

T . > robability of the schema and is the complement of the
crossover mask is simply a binary string. When crossov P crossover maski.e. it is a tree with the same structure

is executed, the bits of the offspring corresponding to theas but with the 00s and 10s swapped).  is debned to

10s in the mask will be taken from one parent, those COM@a the empty set ifcontains any node not in . Otherwise

spondjng to 00s from the other_ parent. If the GA Operatggis ihe hyperschema obtained by replacing certain nodes in
on strings of length , then  different crossover masks with either= or # nodes: (1) ifa node in corresponds

are possible. If, for each maskone debnes a probability, to (i.e., has the same coordinates as) a non-leaf node in
, that the mask is selected for crossover, then it is easy -+ is labelled with a 0. then that node in is replaced
to see how different crossover operators can simply be in\'/vith a=, (2) if a node in ’ corresponds to a leaf node in

terpreted as different ways of choosing the probability dis'that is labelled with a 0, then it is replaced witha(3) all
tribution . The distribution is called arecombination other nodes in are Ieft,unchanged.

distribution

. As discussed in (Poli & McPhee, 2001 it is possible
For the more general case of GP and variable-length GA%O show that, in the absence of mutation, Equations 1
for any given common régionwe can d_ebne a set GP_ and 2 generalise and rebne not only approximate GA and
crossover masks , which contains all different trees with GP schema theorems (Holland, 1975; Poli & Langdon
the same size and shape ashich can be built with nodes 1997: Poli & Langdon, 1998 but’also m’ore recent exact ’

labelled 0 and 1 (Poli & McPhee, 20@1Poli et al, 2091)' . schematheorems (Stephens & Waelbroeck, 1997; Stephens
Each crossover mask represents one of the ways in whic Waelbroeck, 1999 Poli, 2000: Stephens, 2001)
one could generate an offspring through crossover: nodes ’ ’ ' ’ ' '

of the offspring corresponding to internal 10s in the mask the following we will use a slightly different form for
will be taken from the Prst parent, nodes corresponding=quation 2 which exploits the symmetries in the process
to internal 00s from the second parent, subtrees of the bt selection of the parent programs. This can be ob-
parent whose root corresponds to leaves labelled with a tained by dividing each set of crossover masks

in the mask will be transferred to the same position in theinto two non-overlapping sets and

offspring, and, Pnally, subtrees of the second parent whos§,ch that for each mask , there is a mask
root corresponds to leaves labelled with a 0 in the mask will

be transferred to the same position in the offspring. GRe such that , andvice versa Then, by

reordering the terms, it is easy to prove that:



Theorem 1. size linear representations. We start by specialising Equa-
tion 3 to this case.
x0 (3)

When only unary functions are used in tree-based
GP, schemata (and programs) can only take the form
where , =

for ,and . Therefore, they can

3 GEIRINGER'S THEOREM be written unambiguously as strings of symbols of the form
. It should be noted that these strings of
In this section we brieBy introduce Geiringer®s theoSymbols do not have to be necessarily interpreted as rep-
rem (Geiringer, 1944), an important result with implica- résenting programs. If one uses a special terminal set
tions both for natural population genetics and evolutionaryncluding only one terminal, salfOR(for End Of Repre-
algorithms (Booker, 1992; Spears, 2000). GeiringerOs théentation), which will be ignored when the representation
orem indicates that, in a population of bxed-length chroJs interpreted, then strings of the form .
mosomes repeatedly undergoing crossover (in the absen&@n be interpreted as chromosomes of length  (since
of mutation and selective pressure), the probability of bnd-_ ¢an only beEOR. So, if ,where O and 1 are
ing a generic string approaches a limit distri- Ounary functionsbour GP system will explore the space
bution which is only dependent on the distribution of the Of variable length binary strings. If instead includes
alleles , , etc. in the initial generation. More precisely, the Ounary functions@DD RO RIMUL RO R1
if is the proportion of individuals of type then our tree-based GP system explores the same search
at generation and is the proportion ~ space as a machine-code GP system with the same primi-

of individuals carrying allele then tive set (Nordin & Banzhaf, 1995). So, in general our spe-

cialisation of Equation 3 will be valid for variable-length

GAs and linear GP.

4)

In the specialisation to the linear case we replace the OdonOt

_ _ , careO symbol O=0 with the more standard symbol O*O. Also,
This result is valid for all homologous crossover operators,q e did previously, we represent repeated symbols in

which allow any two loci to be separated by recombina-g gyring using the power notation. Since in this case all

tion. Stpctly speaking the result is valid only for inbnite trees are linear, the space of program shapes can be enu-

populations. merated by where is for . Given this,

If one interprets as a probability distri- the common region between shapesand is simply

bution of the possible strings in the population, we canthe shorter of the two schemata, i.e.

interpret Equation 4 as saying that such a distribution is ~ Where the operator returns the minimum of its two

converging towards independence. When, at a particulaR’guments. Therefore, the set of crossover masks in the

generation , the frequency of any string in a population Common region, , can be identibped with
equals , the population is  the set . Below we will use to denote the

said to be irlinkage equilibriumor Robbins’ proportions  length of mask, and the notation to indicate the -th

o . . ~ . element of bitmask We will also use the operators
It is trivial to generalise GeiringerOs theorem to obtain

the expected bxed-point proportion of a generic linear if
bxed-length GA schema for a population undergoing *  otherwise,
crossover only:
if
(5) # otherwise,

. o ) where and are bits, is a bit string and # stands
where s the set of indices of the debning symbols for any sequence of at least one primitive. With this no-
in, is one such debPning symbols and we used theation, it is easy to show that, in a linear representation, if
power notation to mean repeated times. (Note that then is the empty set and

coincides with ) I , is
4 EXACT SCHEMA THEORY FOR
LINEAR STRUCTURES and

As indicated in Section 1 in this paper we will consider the 2w are not interested in the output of these functions, but
biases of the homologous crossovers in the case of variableimply in their topological organisation within the individual.



This equation is important because it shows that when a ho-
6 mologous crossover alone is acting, any initial distribution
6) of lengths is a bxed point length distribution for the system.

'f and 6 EXTENSION OF GEIRINGER'S
if and ’ THEOREM
otherwise. N
A full extension of GeiringerOs theorem to linear, variable-
Thus, for all for all the length structures and homologous GP crossover would re-
masks for which . So, if we choose quire two steps: (a) proving that, in the absence of mutation

,in Equation 3 only the terms for apd .of §elective pressure and for an inbnite popu!gtion, a
can be non-zero. Using this simplibcation and the previoudistribution _ , where the alleles/primitives
results, one can transform Equation 3 into: can be g:onsudered mdependent stochastic _vanables, is a
pxed point, and (b) showing that the system indeed moves

Theorem 2. If , then towards that Pxed point. In this paper we prove (a) mathe-
matically and provide experimental evidence for (b).

x0 (7

Theorem5. A xed point distribution for the proportion of
alinear, variable-length schema under homol-
ogous crossover for an in nite population on a at tness
landscape in the absence of mutation is

5 LENGTH EVOLUTION

Equation 7 can be used to study, among other things, the 9)
evolution of size in linear GP/GA systems. This is becausgyhere
it can be specialised to schemata of the formobtaining:

X0

and
But and , SO: Proof. Since the btness landscape is Rat,
for any schema. Also, because the population is
Theorem 3. o (8) inPnite, . So, combining Equations 1
and 7 yields
This result indicates that in linear representations length (10)

evolves under homologous crossovers as if selection only

was acting. So, homologous crossovers are totally unbiased %0 X0

with respect to program length. The lack of length bias of

homologous crossovers is made particularly clear if one as-

sumes a RRat btness landscape in which

forall . Inthese conditions all the dynamicsin the system

must be caused by crossover or by sampling effects. In th

inPnite population limit, the total transmission probability
can also be interpreted as the proportion of individ-

ualsin the populationin at generation .

So, for an inbPnite population and a R3at landscape Equa-

tion 8 becomes , Whereby

s\le prove that Equation 9 represents a bxed point for Equa-
tion 10 by substituting the former in the latter and reorder-
ing the terms, obtaining

Corollary4. For a at landscape, an in nite population xo
and any

X0



In our experiments we used two different initial length
distributions: a Gamma distribution with mean 10.5, and
a uniform distribution with lengths between 1 and 20.
Each population was run for 100 generations. The system
was a generational GP/GA system with either one-point
crossover or uniform crossover (applied with 100% proba-
bility) and a Rat btness landscape. One-point crossover is a
homologous crossover operator which, for variable length
strings, is characterised by the recombination distribution

Whatever the value of bit in the mask, either
and , or and . In
either case

if ,
otherwise.

. So, after reordering the terms, Uniform crossover has the recombination distribution
we obtain:

Multiple independent runs were not required since the pop-
ulation size was sufbciently large to remove any signib-
cant statistical variability and therefore to approximate the
inPnite-population behaviour (for each program length we
had tens of thousands of individuals on average).

X0

X0 We start by checking what happens to the length distri-
bution over time. Figure 1 shows that the distribution of
program length is at a bPxed point when the population is
initialised using either a uniform length distribution or a
discrete Gamma distribution. This corroborates our bnding
that any length distribution is a bxed point (Corollary 4).
Note that the small variations in the plots are due to genetic
drift (i.e. a bPnite population effect).

Itis important to note that, although Equation 9 provides a-€t US now consider the allele dynamics. Figure 2 shows
family of Pxed points, this does not prove rigorously that"0W the distribution of alleles of type 1 varies over a num-
any population will always converge to one of them. Prov-Per of generations in a populapon initialised with _the uni-
ing this is complex and requires much more space than i£rm length distribution. In Figure 2(a) only strings of
available for this conference. We will provide the proof /€ngth 2 included alleles of type 1 (in locus 1). However,
in a future more extended publication. Instead, in the fol-Under one-point crossover within a few generations (see
lowing section we will describe experimental results which Figures 2(b) and () the relative proportion of strings with
strongly suggest that indeed populations move toward af 1 in locus 1 r_eached the equilibrium value predicted by
independent allele/primitive distribution. applying Equation 9 to the schema

7 EXPERIMENTAL RESULTS

In order to check the theoretical results in this paper we
set up a population of variable length strings consisting of
1,000,000 individuals. All individuals had the same termi-

nal allele, 0, while two types of non-terminal alleles were . ;
o . _."The same asymptotic value is approached when only
used: alleles of type 0 and alleles of type 1. The majority ings of length 10 included alleles of type 1 at genera-

of alleles were of type 0 and represented a Obackgroun P o i
against which alleles of type 1 (the Ocontrast mediumO ie n 0, as shown in Figures 2(d)b(g). Qualitatively the be

4 . aviour of other loci is the same, but the asymptotic values
used to study the dynamics of non-terminal alleles) coul : . N .
. o .~ reached are slightly different, which is predicted by Theo-
be more easily traced. Initially, alleles of type 1 occupied

: : d . rem 5.
all the non-terminal loci of strings of a given length only
(which was varied between experiments). The terminal loFigure 2 reveals that the speed with which alleles in dif-
cus of those strings was occupied by an allele of type Oferent loci approach their asymptotic value varies. While
All other terminal and non-terminal alleles in the popula- alleles in locus 1 move quickly towards their bxed point,
tion were of type 0. the convergence speed decreases as the locus position in-
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Figure 2: Plots of th(g)relative proportion of non-terminal a(llr-)zles of type 1 vs. locus position and p(r)ogram length for differen
generations under different crossover operators. The population was initialised with a uniform length distribution, wher
only programs of length contained non-terminal alleles of type 1. The value afas in (a)b(c) and in (d)D(i).
One-point crossover was used in (b), (c), (e), (f) and (g), uniform crossover in (h) and (i).

creases. This is due to the fact that alleles occupying norene for each possible choice of a pair of the non-terminal

terminal loci that are present in a large number of individu-alleles 0 and 1. An element at position  of the co-

als will be swapped more frequently than alleles occupyingpccurrence matrix for non-terminal allelesand |, repre-

loci present in a small number of individuals. sented the average number of times alleleas present in

. . . . . locus while at the same time allelewas present in lo-

The behaviour of uniform crossover is almost identical. . . £l h i h |

Analysis of our results revealed that the only difference jscus N strmg_s of length 10. Once horma ised by the tota
- number of strings of length 10, the diagonal elements of the

the speed_ with which a_lleles in different IO.C' approach theer/O and 1/1 matrices represent the proportions of alleles of
asymptotic value. Uniform crossover mixes alleles more

. . . type 0 and 1, respectively, present at each locus.
quickly as can easily be seen, for example, by comparmgy
Figures 2(e) and (f) with Figures 2(h) and (i), respectively. For all allele pairs the co-occurrence matrices tended to

To further verify that under homologous crossover the p0|o:[hose predicted by the theory. For example, for the allele

ulation tends towards an independent allele distribution, wd"r 0/0 the theoretical values for the off-diagonal elements

. . .can be calculated using the following equation (obtained
performed an experiment with exactly the same set up as 8 om Equation 9)

Figures 2(h) and (i) but this time we kept track of the co-
occurrence of pairs of non-terminal alleles within the class
of programs of length 10. So, for each generation we ob-
tained a set of four ~ co-occurrence frequency matrices,



e landscape. In addition, we have provided experimental evi-
70000 | ] dence that brmly corroborates the theory, showing a perfect
match (within experimental errors) between the predictions
e, , - of the theory based on generation 0 data and the observed
ZEE A length and allele frequencies at later generations.

40000
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50000

The behaviour we have observed and characterised is sim-
2] ple: a) homologous crossovers are totally unbiased with
% respect to program length, and b) crossover shuff3es the al-
leles present in different individuals and pushes the string
distribution towards locus-wise independence.

Number of Programs

gen=
gen=:
20000 - gen=50 -
gen=100 -~

10000 -

A mixing behaviour is present in most crossover operators
described in the literature on bPxed length GAs. It is well
known that this destroys OlinkageO, i.e. correlations, be-
tween different allele positions in the population. In the
bxed length case the asymptotic convergence towards in-
dependence described by GeiringerOs theorem is the result
of the decay of correlations due to the mixing effect of
crossover. Because the representation and operators con-
sidered in this paper are generalisations of the correspond-
ing bxed-length ones, it is not so surprising to see that lin-
ear GP is also moving towards an independent bxed-point
string distribution. In other words, allele mixing is the rea-
son why the right hand side of Equation 9 is a product,
like the right hand side of Equation 4. We have no reason

80000
70000 -
60000 -
s0000 | f

40000

30000

Number of Programs

20000

10000 -

. (b) Length
Figure 1: Plots of the number of programs vs. prograny, pejieve that the situation would be signibcantly differ-

length for different generations for populations initialised

. . L ent in tree-based GP. Because our extension of GeiringerOs
with a uniform (a) and a Gamma (b) length distribution.

theorem is the result of specialising and studying the GP
schema theoremOs equations, it is not unlikely that in the
future we will be able to provide a Geiringer-like theorem
for tree-based GP.

Our theoretical results were obtained for the extreme case
of inPnite populations and Rat btness landscapes. So, why

These values are extremely close to the frequency of 0/ hould these be of any relevance to bnite GP/GA popula-

; _ e pap g
co-occurrence measured at generation 100 in our runs, t ns and realistic landscapes? Firstly, because the biases

root mean square error between the above-diagonal elé homologous crossovers in the absence of selection indi-
ments being 0.004 (note that the co-occurrence matrix igate the precise way in which this type of operators Wou_Id
symmetric). This is a tiny error considering that all fre- _naturallytend to explor_e the _search space. When select_lon
quencies were bigger than 0.8. is added, the.search bias WI||. be modibed by the focusing
bias of selection, but, except in cases of very strong selec-
tion, many of the features of the search bias shown on a Rat
8 DISCUSSION AND CONCLUSIONS landscape will be retained. Secondly, because as shown in
our experiments, the results obtained with real (but large)
Characterisations of the genetic biases of the operatofsopulations match very closely the inbnite population the-
(such as the ones offered in this paper and in (Pbél,, ory. For smaller populations, the theory can still be used to
2002)) are important because they allow the users ofjive short term indications of the behaviour of the system.
GP/GA systems to evaluate whether their operators provide
the desired search behaviour for the system. If this is no
the case, then the knowledge of the search biases of othejAFCkn()Wledgements

operators allows for an informed choice for an alternatlve.CRS would like to thank the University of Birmingham

Here we have focused our attention on the biases of hdor a visiting Professorship and DGAPA-PAPIIT grant
mologous crossovers with respect to length and allele disiN100201. RP and CRS would like to thank the Royal So-
tribution in a population of variable length linear structuresciety and the University of Essex for their support. Alden
and presented theoretical results describing the asymptoti@right did this work while visiting the University of Birm-
behaviour for a GP/GA system evolving in a Bat btnessngham, supported by EPSRC grant GR/R47394.
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