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INTRODUCTION!

The sequencing of the human genome and significant advancements in high-throughput
technology allow for exploratory analyses which have the goal of interrogating variation at
different levels of biological regulation (Reif et al., 2004; Ideker et al., 2011). This technology is
generating a massive amount of various types of data and is continuously becoming less
expensive and more efficient (Pareek et al., 2011). One major bottleneck in making full use of
this data are computational strategies for analysis. First, due to the massive amount of data being
generated, data analysts must have access to adequate computational resources. Second,
analytical tools must be used that can handle hundreds of thousands to millions of predictor
variables in a feasible amount of time. Finally, in order to incorporate the potential complexity of
these predictor variables, statistical methods need the ability to detect non-linear interactions and
to handle various types of data appropriately. Thus far, the most commonly used analytical
techniques have focused on the first two requirements. For example, typical GWAS analysis
approaches measure the association of each individual single nucleotide polymorphism (SNP)
from a high-throughput genotyping platform to the trait of interest. The resulting p-values are
then corrected for all statistical tests that were performed (Watanabe, 2011).

Inherently, this type of analysis is only going to find associations with strong enough
main effects, or the effects of each single SNP alone on the outcome, to pass the significance
threshold. Therefore, GWAS will not find purely epistatic models, or models where SNPs are
reliant on a specific state at another predictor variable to alter the phenotype. This could be a
critical factor contributing to the major criticism of GWAS—much of the trait variability
estimated due to genetic factors remains unexplained by the thousands of novel associations

identified by these studies (Visscher et al., 2012).

! Parts of the introduction were adapted from (Holzinger et al,, 2011)
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Epistasis is both a biological and a statistical concept. In strict biological terms, epistasis
is one gene altering the effect of another via molecular interaction of products (Bateson, 1909).
Statistically, we attempt to detect epistasis by measuring deviations from additivity. Epistasis has
long been suggested to play an important role in the effect of genetic variation on phenotype
(Wright, 1932). It is logical then to conclude that a portion of the missing heritability in complex
human diseases is attributable to interaction effects that would be missed by methods that only
test for marginal effects.

In addition to interactions within data types (i.e. SNP x SNP interactions), it is likely that
more knowledge could be extracted from an analysis that included data types representing
different levels of biological regulation. We refer to this type of analysis as a meta-dimensional
study, which we will discuss in detail in Chapter 1. The concept of data integration adds another
layer of complexity to the genetic analysis paradigm. Factors such as data type representation,
the number of predictor variables, differential effect sizes, and correlation patterns must be taken
into account. Ultimately, study design will play a key role in the types of models that can be
identified by such analyses.

There are several hindrances to testing for interactions within and between data types
using traditional statistical methods such as linear or logistic regression. First, as mentioned in the
previous section, exhaustively testing all multi-variable interactions in data that contain hundreds
of thousands of independent variables is a computational hindrance. Second, due to the
complexity of biology, it is impossible to pre-specify how the independent variables are modeled.
Third, the observations become sparse as the number of loci in the interaction model increases.
This is commonly referred to as the curse of dimensionality (Moore, 2003). Finally, when
performing multiple comparisons, the p-value required to reject the null hypothesis must be
altered to correct for the increased probability of making a Type I error with each additional test

(Motsinger et al., 2007).
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Collectively, these issues have prompted many genetic researchers to develop novel
analytical methods. Machine learning algorithms have become one area of interest in this field
due their ability to analyze a search space without exhaustively testing all models. Although
these methods are non-parametric, it is unlikely that initial parameter settings will perform
equally well given different underlying disease models (Moore et al., 2007). It will be important
in going forward with these algorithms to carry out rigorous optimization to determine the
specific parameters that have the greatest impact on loci detection across various genetic models.
Additionally, these methods should be developed with a level of flexibility that allows for the
incorporation of different types of data.

This project was developed to address the gaps in computational tools for integrating
various types of high-throughput data while allowing for interactions within and between data
types. First, the computational tools were selected based on known functionality. Second, these
methods were testing using various types of simulated data in order to optimize parameter setting
and to select the methods that performed best overall. Third, we applied the method to biological
data sets that consisted of high-throughput genotype and gene expression data in order to identify
meta-dimensional models that predict various lipid-related phenotypes.

In Chapter 1, we will discuss in detail the current state of computational tools for meta-
dimensional analyses. We will describe and assess the limitations of commonly used methods for
integrating different types of data in order to assess the genetic etiology of complex human traits.
In addition, we will discuss our filtering-modeling pipeline and the specific limitations of other
methods that it will address.

Chapter 2 details the first round of parameter optimization for the modeling techniques in
the ATHENA software package (GENN and GESR) using simulated SNP data sets. The purpose
of these parameter sweeps is to identify the specific initial parameter settings that have the largest

benefit for SNP model detection. Ultimately, the results from these sweeps will guide all future
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analyses, and will be used to inform other researchers on how to apply the method to their data
appropriately.

In Chapter 3, we will compare various methods using simulated meta-dimensional data
sets in order to identify which are the most powerful for filtering and modeling steps of the
ATHENA pipeline. Selecting methods that performed best under simulated genetic models, we
will apply the filtering-modeling pipeline to a biological data set for an initial assessment of the
method when presented with typical data. The results from Chapter 3 will guide the way in
which the pipeline is applied to the meta-dimensional data set in Chapter 4.

Chapter 4 will consist of two main meta-dimensional analyses. The first integrates gene
expression and genotype data in order to identify models that predict high-density lipoprotein
cholesterol (HDL-C) levels. The second will employ a more complex approach by incorporating
different pharamacogenetic hypotheses into the analysis. For each of the analyses, we will assess
the statistical and biological implications of the results and assess the performance of our method.
Finally, we will thoroughly examine the resulting models in order to determine if we are
identifying known biological effects and if any potentially novel mechanisms are present.

In Chapter 5, the conclusion chapter, we assess the main benefits and limitations of our
approach. First, we will discuss issues that were identified in the simulated data analyses and
how future work could address these issues. We will also assess the future of meta-dimensional
analyses based on the current state of the field and how our method will be flexible to the eminent
and ubiquitous changes in the field of complex human genetics. Next, we will discuss the results
from the meta-dimensional analyses in Chapter 4. We will detail alternative methods that could
address some of the key issues with the filtering-modeling pipeline. Finally, we will review the
fundamental next-steps needed to address the statistical and biological validity of any models
identified by our approach. In this section, we will also consider the conceivable improvements

in lipid trait therapeutics and disease prevention that could arise from our results.
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CHAPTERI

MOTIVATION FOR A SYSTEMS BIOLOGY APPROACH AND COMPUTATIONAL
METHODS FOR INTEGRATING HIGH-THROUGHPUT DATA'

Intreduction

One of the primary goals of current human genetics research is to elucidate the genetic
architecture of complex heritable traits, such as drug response. Technological advancements have
been crucial in driving the direction of these studies. For example, affordable high-throughput
single nucleotide polymorphism (SNP) genotyping has made the genome-wide association study
(GWAS) a popular study design for finding genetic variants that associate with a specific
phenotype. While GWAS have been successful at finding SNPs that point to novel biological
underpinnings of disease (Hindorff et al., 2011), almost all have very small effect sizes and
cumulatively account for only a small proportion of the estimated heritability of the trait. This
phenomenon has led many scientists to hypothesize where the remainder of the heritability might
lie. Another caveat to GWAS success is that the findings often do not point to a clear underlying
biological process, hindering the process of understanding the novel biology that these variants
represent.

One issue with GWAS is that typical analytical methods used examine the independent
effect of one variant at a time are not robust to the complexity of the genetic architecture of these
traits (Maher, 2008). For example, if the true genetic model involves SNPs in different genes
with little or no effect when they occur individually but a very large effect when they occur
together, traditional single locus analysis would likely fail. This concept of complex genetic
etiology also suggests the possibility that the true model consists of variation at different levels of
biological regulation, or is a meta-dimensional model. Figure 1 illustrates a portion of the genes

and pathways involved in the pathogenesis of breast cancer. Consider a hypothetical disease

! Adapted from (Holzinger and Ritchie, 2012). All figures, tables, and portions of the text were adapted from this publication.



model that requires: 1. reduced expression of XRCC/ due to hyper-methylation, 2. a SNP in
XRCC3 that results in a loss-of-function protein, and 3. a SNP in P2/ that results in increased
gene expression to pass the threshold from healthy to disease state. Identification of any of the
variants in this disease model would require the analysis of both gene expression and genotype

data. This type of complex disease model is not unlikely given the inherent complexity of

biology.
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Figure 1. DNA repair and cell cycle genes associated with breast cancer.
This pathway is used to describe a hypothetical meta-dimensional model
that would require a systems biology approach to identify.

One major motivation for meta-dimensional analyses are the advancements in high-
throughput techniques for measuring quantitative variables across their respective “omes,” such
as gene expression (Grant et al., 2007; Ozsolak et al., 2009) and methylation patterns (Nilsson et

al., 2010). Furthermore, the interpretation of meta-dimensional analysis results may be greatly



facilitated from the results of the ENCODE project, which has extensively categorized many
functional elements of the genome outside of protein coding regions using data from many of the
newly advanced high-throughput technologies (Dunham et al., 2012). These types of genomic
annotation analyses are necessary to further our understanding of GWAS results because many of
the top associations lie in intergenic regions with no clear detrimental effect on a downstream
gene. There are several key instances in which performing a meta-dimensional analysis would
allow for a more thorough and informative interrogation of risk etiology than a single-data-type
analysis. Several recent reviews go over these arguments in detail (Sieberts and Schadt, 2007;
Hamid et al., 2009; Reif et al., 2009; Hawkins et al., 2010; Stranger and De Jager, 2012) with the

main concepts being:

1. Multiple data types may compensate for missing or unreliable information in any one data
type.

2. Different sources of data that point to the same gene or pathway are less likely to be false
positives and could indicate functionality.

3. The full biological model may only be detected if different levels of regulation are considered
in an analysis.

4. Integrating GWAS results with various —omics data may point to causal SNPs and the

functional role of statistically significant associations.

One limitation to meta-dimensional analyses for human genetics studies is that data
acquisition and quantification of RNA and protein levels is not as straightforward as for germline
DNA sequence. Confident genotype calls can be made from relatively small quantities of DNA
acquired from a variety of tissue types that have been stored properly for an extended period of
time (Silander and Saarela, 2008; Bahlo et al., 2010; Ivarsson and Carlson, 2011). Conversely,

gene and protein expression levels are dynamic and, in part, dependent on the tissue-type from



which they were extracted (Ponten et al., 2009; Lundberg et al., 2010). These sources of
variability make the process of collecting samples to generate data more complex. However, this
complexity is also a strength of meta-dimensional analyses in that the dynamic nature of specific
data types reflects the true nature of biology and may allow for discoveries that would be missed
by only examining DNA sequence variation. As the use of high-throughput data other than DNA
sequence data increases, the scientific community will likely determine a gold standard for
estimating and correcting for error and unwanted variation in most types of high-throughput —
omic data.

One potential and rapidly expanding source of meta-dimensional data is the Biobank
(Zatloukal and Hainaut, 2010; Wilke et al., 2011). Biobanks are repositories for biological
specimens that will be stored for an extended period of time for future clinical or research use.
Currently, there are enormous efforts underway to create population-based Biobanks with
specimens linked to clinical and environmental data (Kaiser, 2002; Swede et al., 2007; Roden et
al., 2008). Careful collection, handling, and storage of blood and other tissues in these banks
(Botling and Micke, 2011; Ericsson and Nister, 2011; Hallmans and Vaught, 2011) would aliow
scientists to gather information from different levels of biological regulation on numerous
subjects without the added cost and effort of standard recruitment. Recent studies have
supported the idea that electronic medical records linked to genetic data can not only replicate
results seen in population-based GWAS, but also identify novel associated loci (Marylyn D.
Ritchie et al., 2010; Rasmussen-Torvik et al., 2012; Birdwell et al., 2012).

Another source for multiple high-throughput data types are immortalized lymphoblastoid
cell lines (L.CLs) (Louie and King, 1991). Genotype, gene expression, and drug-response
phenotype data on a number of established LCLs, such as those from the International HapMap
Project, have already been generated and been made publically available (Klein et al., 2001;
Edgar et al., 2002; Gibbs et al., 2003; International hapmap consortium, 2007). In addition,

many of these cell lines are commercially available through the Coriell Institute for Medical



Research, making it possible for scientists to perform in-house functional experiments
(http://ccr.coriell.org).

While several interesting findings have come from LCL studies, such as mapping the
genetic determinants of human gene expression variation within and between human populations
(Cheung and Spielman, 2002, 2009; Cheung et al., 2003, 2005; Spielman et al., 2007; Duan et al.,
2008; Zhang et al., 2008, 2009), there are some critical limitations to this model. A number of
reviews have examined in detail the strengths and weaknesses of using immortalized LCLs for
human genetics research (Shukla and Dolan, 2005; Choy et al., 2008; Sie et al., 2009; Welsh et
al., 2009; Zhang and Dolan, 2009; Stark et al., 2010). For example, one strength of this model is
that pharmacological experiments using highly toxic drugs may be performed using cell lines that
would be difficult or unethical using human subjects (Welsh et al., 2009).

On the other hand, one major weakness to this approach is that LCLs consistently express
only about 50% of known genes, on average (Zhang and Dolan, 2009). Moreover, experiments
examining the genomic stability of Epstein-Barr virus (EBV) transformed LCLs have shown that
genotype error increases with the number of LCL passages (Mohyuddin et al., 2004; Oh et al.,
2012). Comparison studies have also shown that a large proportion of expression quantitative
trait loci (eQTLs), or SNPs that are statistically associated with a gene expression trait, are cell-
and tissue-type specific (A. S. Dimas et al., 2009; Nica et al., 2011; Ding et al., 2010). If the true
disease etiology consists of altered expression levels of genes not expressed in LCLs, or tissue
specific transcriptional machinery, these variants would be missed. However, there are also a
substantial proportion of gene expression traits that are common to various cell and tissue types,
with estimates of ~30% eQTL sharing across tissue types (Nica et al., 2011). Another study
compared the results from a patient GWAS with a LCL GWAS using sensitivity toa
chemotherapeutic drug as the phenotype. Using a liberal significance threshold, they found that
the top patient GWAS hits were enriched for significant LCL GWAS associations. Additionally,

they functionally validated one of the overlapping SNPs to show that it resulted in a drug-



sensitivity phenotype (Wheeler et al., 2012). This suggests that there are common underlying
biological mechanisms between the LLCLs and the patients, and provides validation for using
LCLs to identify these overlapping results. Genes that are regulated and expressed similarly
across tissue types could be used to identify results from LCL studies that are more likely
representative of an in vivo mechanism.

Fortunately, studies using tissue types other than LCLs to assess gene expression
regulation, pathway enrichment, and tissue-specific variants are becoming more common
(Innocenti et al., 2011; Zhong et al., 2010; Zou et al., 2012; Schadt et al., 2008; Hsu et al., 2010).
As these resources continue to accumulate, future studies should aim to perform analyses in tissue

types that are most relevant to the biological etiology of the phenotype being studied.

Meta-dimensional analyses

Data integration is a broad and encompassing topic. For example, many studies from the
ENCODE project integrate different types of high-throughput data across various cell-types in a
mostly phenotype-independent manner to identify functional elements such as transcription factor
motifs, chromatin state, and regions with histone modifications (Dunham et al., 2012). While
these types of data integration studies are necessary to understand how the genome functions in
the context of systems biology, we define a meta-dimensional analysis as the integration of
different types of high-throughput data to detect biological modules that associate with a
particular complex human phenotype. There are potentially many ways of classifying a meta-
dimensional data analysis depending on aspects of the study such as the statistical techniques
used and the underlying biological hypothesis. To simplify the process, we have divided the
experiments into two main categories of analytical techniques:

1. Determine the correlation of the independent variables with each other and then with

the trait of interest to map disease loci (multi-stage approach).



2. Combine all of the data in a more agnostic fashion and allow the computational
method to find meta-dimensional models, which could include correlation between

predictor variables (simultaneous analysis).

Published meta-dimensional analyses

Table 1 lists many of the studies to date that have integrated high-throughput qualitative
(i.e. SNP genotypes) and quantitative (i.e. gene expression, protein expression, or methylation

state) data types specifically to detect —omic variation that underlies complex human traits. Thus

far, the multi-stage approach has dominated the field of integrated analyses.

Table 1. Description of published meta-dimensional analyses for complex human traits. MS =
multi-stage approach; S = simultaneous analysis; CEU = European HapMap samples; YRI =

Yoruba HapMap samples
Type | Data Source Phenotype Statistical Results Reference
and Type Method
MS LCL genotype | Etoposide- Triangle 63 SNPs that associate Huang, et al.
and gene induced method with the phenotype 2007
expression data | cytotoxicity through expression of 45
genes
MS LCL genotype | Cisplatin- Triangle 17 SNPs that associate Huang, et al.
and gene induced method with the phenotype 2007
expression data | cytotoxicity through expression of 26
genes
MS Genotype and Obesity-related | Pathway Transcriptional network Emilsson, et
gene traits analysis SNPs associated with al. 2008
expression data obesity traits
from blood and
adipose tissue
MS LCL genotype | Daunorubicin- | Triangle 63 SNPs that associate Huang, et al.
and gene induced method with the phenotype 2008
expression data | cytotoxicity through expression of 61
+ validation genes. 2 CEU SNPs
LCLs validated in independent
LCL sample
MS LCL genotype | Carboplatin- Triangle 46 SNPs that associate Huang, et al.
and gene induced method with the phenotype 2008
expression data | cytotoxicity through expression of 38
genes




MS LCL genotype | Cell growth Variation of | 3 SNPs nominally Choy, et al.
and gene response to S- triangle associated for 2008
expression data | fluorouracil, method methotrexate, 5-

methotrexate, fluorouracil, and
6- simvastatin
mercaptopurin

€, SAHA, and

simvastatin

MS Human liver Many GWAS Identified candidate Schadt, et al.
cell genotype phenotypes annotation susceptibility genes by 2008
and gene including: integrating eQTL and
expression data | Type 1 gene expression data

Diabetes with top GWAS SNP
(TID), data for TID, CAD, and
coronary artery LDL

disease (CAD),

and low-

density

lipoprotein

(LDL)

MS LCL genotype | Population- Triangle 26 and 33 SNPs that Hartford, et
and gene specific method associate with phenotype | al. 2009
expression data | cytarabine through expression of 12
+ validation arabinoside and 36 genes for CEU
LCLs cytotoxicity and YR, respectively. 2

genes validated in
independent LCL
sample.

S Genotype and Adverse Tree-based Model with 3 cytokines Reif, et al.
proteomic data | reaction to methods and 1 SNP that 2009
from smallpox associates with adverse
participants in | vaccination event
vaccination
research.

MS Genotype and Osteoporosis- GWAS Three novel loci found Hsu, et al.
gene related traits annotation that associate with traits | 2010
expression data in women and one
(from human confirmed locus from
bone, previous finding.
lymphocyte, Prioritized SNPs based
and liver tissue on expression data were
+ animal replicated results.
model tissue)

MS Genotype and Type 2 GWAS Found the eQTLs in liver | Zhong, et al.
gene Diabetes (T2D) | annotation and adipose tissues were | 2010
expression data enriched for T2D

associated SNPs in
different GWAS.

MS Genotype and Parkinson’s Pathway Axonal guidance, focal Edwards, et
gene Disease (PD) analysis adhesion, and calcium al. 2011
expression data signaling pathways
from brain associated with PD
tissue from
cases and
controls




MS Genotype and Schizophrenia GWAS Found an enrichment of Richards, et
gene annotation ¢QTLs among al. 2011
expression data significantly associated
from brain schizophrenia SNPs.
tissue ¢QTL SNPs were also

more predictive for the
phenotype

MS Genotype and Alzheimer’s GWAS eQTLs from brain tissue | Zou, et al.
gene disease (AD) annotation were enriched for brain- | 2012
expression data | and other brain disease associated SNPs,

pathologies including AD

MS Genotype and 2D GWAS Identified eQTLs were Kang, et al.
gene annotation enriched for T2D 2012
expression data associated SNPs.

MS Genotype, Bipolar (BP) GWAS Found an enrichment of Gamazon, et
gene disorder annotation e¢QTLs and mQTLs al. 2012
expression, and (methylation QTLs) in
methylation top BP-associated SNPs.
data from brain
tissue

S Genotype and Gemcitabine Bayesian Identified a model with Fridley, et
gene cytotoxicity networks direct gene expression al. 2012
expression data effects and indirect SNP
from LCLs cffects.

S Genotype and In vivo high- Computation | Identified a model that Holzinger, et
gene density al evolution | consisted independent al. 2013
expression data | lipoprotein gene expression and SNP
from LCLs (HDL) levels effects and explained

32% of HDL variation in
the cohort

The next sections of this chapter will describe some of the meta-dimensional analyses
from Table 1, assess the benefits and limitations of the techniques that have been used for the
various approaches, and give an overview of several promising computational methods for future

analysis of meta-dimensional data.



Multi-stage approach

1. Triangle Model

The main objective of the multi-stage approach is to divide the analysis into steps to find
associations between the different data types and also between data types and the trait. When the
data types of interest are genotypes and gene expression levels, this method is essentially
mapping eQTLs to find “functional” SNPs that are associated with the trait. The most commonly
used technique thus far has been a three-stage approach, or the triangle method. Figure 2
illustrates the triangle method. The main steps are: 1. SNPs are associated with the phenotype
and filtered based on a genome-wide significance threshold, 2. SNPs deemed significant from
Step 1 are tested for association with gene expression levels with a less stringent threshold due to
fewer statistical tests, and 3. Gene expression levels detected in Step 2 are tested for correlation
with the outcome of interest. Most of these analyses have been performed using genome-wide
SNP genotypes and baseline gene expression levels of HapMap LCLs to find associations with
drug cytotoxicity measured as the concentration of drug at which 50% of the cells remain viable
(ICso) (Huang et al., 2007a, 2007b, 2008c, 2008d; Hartford et al., 2009).

In Choy et al., a variation of the triangle method is used in which each SNP was tested for
association with baseline gene expression levels and each gene expression level was tested for
association with drug response (Figure 2) (Choy et al., 2008). Next, eQTL SNPs from genes that
were associated with both gene expression and the outcome were tested for association with drug
response. Finally, the correlation between the strength of each SNP association with drug
response and gene expression was measured. The main difference between this approach and the
other triangle method studies is the level at which stringent statistical filtering occurs. In the first
method, SNPs that do not pass a genome-wide level of significance will not make it to Step 2. In
the second method, the stringency lies in the fact that gene expression must associate with both a
SNP and drug response. The impact of these two methods on power and Type 1 error rate is not

immediately clear; however, more significant results were identified in studies that used the first
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method (Figure 2). For example, in Huang, et al., the first method was used to find genetic
variants that associate with the cytotoxicity of the chemotherapeutic agent daunorubicin. Six
SNPs representing six different genes were detected using CEU HapMap LCLs, two of which
were validated in an independent, non-HapMap L.CL sample (Huang et al., 2008c). On the other
hand, in the study that used the second method, the authors state that no eQTLs were significantly
associated with any of the five drugs tested, but three were nominally associated (Choy et al.,

2008).

Figure 2: Variations of the multi-stage meta-dimensional analysis triangle method

2. Pathway Analysis

Another multi-stage approach is a pathway-based analysis. This method involves using
the pattern in which associated genotype and gene expression variables fall into annotated genes
within biological pathways to find modules that are over-represented for the phenotype of
interest. This method was first utilized in gene expression data analyses to identify genes that

were co-expressed and may represent a functional unit associated with the outcome of interest
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(Pedroso, 2010). Recently, this method has been applied to genome-wide SNP data by first
mapping the SNPs to genes and then genes to pathways (Wang et al., 2010). The primary
benefits of a pathway analysis over the more traditional SNP association studies are improved
power to find small effects, a more direct indication of the underlying biology, and the ease of
validating of an entire pathway versus a single SNP (Luo et al., 2010). The utility of this method
was first shown in expression data and is now being applied to SNP data. Using a pathway
analysis or a gene set enrichment approach to integrate the two heterogeneous data types is a
logical next step.

The meta-dimensional pathway analysis by Emilsson et al. used correlation matrices of
differential gene expressional levels in adipose tissue to detect transcriptional networks (Emilsson
et al., 2008). The network detected was found to be highly conserved in mouse and was enriched
for genes involved in inflammatory response and macrophage activation. Next, they integrated
the pathway data with genotype data by selecting the strongest cis-eQTL for the genes in the
network and tested them jointly for association to BMI and percent body fat. They found modest
levels of association with BMI. In another study, Edwards et al. integrated genotypes and gene
expression data from brain tissue to find over-represented pathways associated with Parkinson’s
Disease (PD) (Edwards et al., 2011). Their approach was simpler than the Emilsson et al.
pathway analysis in that they searched for Kyoto Encyclopedia of Genes and Genomes (KEGG)
pathways that were enriched for significant SNPs or gene expression variables and then selected
the pathways that were included in both sets for further testing. The top three pathways found

were for axonal guidance, focal adhesion, and calcium signaling.

3. Functional annotation and prioritization of GWAS results
The final category of the multi-stage approach addresses one of the main issues of
GWAS - statistically significant findings, even those that replicate, often do not directly elucidate

the molecular mechanisms that underlie the association. By integrating GWAS data with results
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from the genetic determinants of gene expression, these studies identify SNPs that are likely to be
functional and the pathways by which they might be driving disease. Essentially, expression
levels are treated as an intermediate phenotype between the GWAS SNP and human disease.
(Schadt et al., 2008; Hsu et al., 2010; Zhong et al., 2010; Richards et al., 2011; Gamazon et al.,
2012; Kang et al., 2012; Zou et al., 2012). Most of these studies found an enrichment of GWAS
significant SNPs in the loci that were most correlated with expression traits. This provides
evidence supporting the hypothesis that SNPs associated with complex human disease are
affecting risk via gene expression differences. This concept has been examined in detail (Nicolae
et al,, 2010). Below, we discuss a few of the results from the “GWAS annotation” multistage
experiments.

Using genotype and gene expression data from human liver cells, Schadt, et al. identified
the most likely candidate loci underlying top GWAS results for T1D and CAD. Additionally, a
novel association was found for LDL-cholestero! using an animal model functional study (Schadt
et al., 2008). Zhong, et al. saw similar results by assessing the genetic determinants of gene
expression in liver tissue and two different adipose tissues. They found an enrichment for T2D
associated SNPs in each of the tissues. This study design also allowed them to examine gene sub-
networks constructed from an animal model cross. The co-expression networks were also
enriched for T2D SNPs and narrowed down even further the potential biological underpinnings of
T2D in relevant tissue types (Zhong et al., 2610). Hsu, et al. assesses the genetic architecture of
osteoporosis-related traits by integrating expression data from both human and animal tissues
with genome-wide genotype data to prioritize loci based on their potential functionality (Hsu et
al., 2010). The prioritized loci were subsequently tested for enrichment of annotated biological
pathways. Using this method, they were able to identify three novel regions and one previously
identified locus that associated with these traits in women. Gamazon et al. used tissue from
different parts of the brain to assess the enrichment of bipolar associated SNPs for eQTLs and

mQTLs (SNPs associated with the methylation state of a gene). They found that top BP
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associated SNPs were enriched for both eQTLs and mQTLs. Interestingly, they also saw little
overlap between SNPs that are correlated with the expression of a gene and the methylation state
of a gene, suggesting that these may be pointing to independent methods of disease-state

regulation (Gamazon et al., 2012).

4. Limitations of the multi-stage approach

While these approaches are novel in their use of functional data to add information to the
genotype data, there are still some limitations that should be considered. First, they are biased
towards finding SNPs with large main effects on gene expression and phenotype variation.
Models that include SNPs with small independent effects that interact with one another to affect
the outcome would be missed (Culverhouse et al., 2002). Another limitation is that this approach
would not detect models with SNPs and gene expression levels acting independently to alter the
phenotype. For example, models would be missed if they included a SNP that affected protein
conformation but not expression levels, or if they included gene expression levels that affected
phenotype due to chromatin modification. Finally, reliance on previous biological knowledge
from annotated databases is another weakness of some of the multistage approach studies. For
example, in Hsu, et al., two of the prioritized loci were not included in the pathway analysis due
to a deficit of biological annotation (Hsu et al., 2010). Annotated databases can be extremely
useful by allowing researchers to overlay interpretable biological knowledge onto their often
agnostic, genome-wide studies, but this may result in sacrificing results pointing to previously

undiscovered biology (Ritchie, 2011).

Simultaneous Analysis

Due to the relatively nascent stages of using novel data mining techniques to find the
etiology of complex human traits in high-throughput genetic and genomic data, simultaneous

analyses are far less common than the multi-stage approach, which typically uses more traditional
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statistics. An effective simultaneous approach must be able to efficiently move through the
search space to select the important quantitative and/or discrete variables and put them into a
predictive model without bias towards either data type. For this section, we will go over three
machine learning techniques that show promise for simultaneous analysis and the results from the

three analyses that have applied these methods.

1. Tree based methods

Due to the extremely large number of variables associated with high-throughput data and
the expansion of the search space as higher-order models are considered, non-exhaustive data
mining techniques, or methods that search for important patterns in the data without testing every
possible combination of variables, are an attractive approach.

Reif et al. perform an analysis to find meta-dimensional models that include both SNP
genotypes and proteomic data in the form of serum cytokine levels to predict adverse reaction to
smallpox vaccination (Reif et al., 2009). First, they use Random Forests (RFs) to filter their data
(Breiman, 2001). Briefly, RFs are a collection of classification or regression trees (Figure 3).
Each tree is trained using a bootstrap sample of individuals from the dataset. For each tree node,
the attribute, or independent variable, is selected from a subset of all attributes based on how well
the additional of that variable to the tree improves prediction using a metric such as the Gini
impurity measure. Individuals not used for tree generation (“out-of-bag” individuals) are used to
calculate tree prediction error and assign an “importance” score to each variable based on the
effect of permuting the values (Motsinger et al., 2007). This internal validation method helps to
prevent over-fitting. As the authors state, RFs are an appealing method because they can handle
quantitative proteomic data and discrete genotype data. Notably, the fact that RFs rank the
importance of each variable allows this method to be used for efficient variable selection. After
RF filtering, the authors build decision trees from the most important variables to generate a more

interpretable model. The final best tree from their analysis contained three proteomic variables
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and one SNP variable and had 75% prediction accuracy based on 10-fold cross-validation.
Although the proteomic variables overall had higher importance values and dominated the best
model, it is unclear whether RFs are biased towards one data type or if this is due to the large role

cytokines play in immune response (Reif et al., 2009).

Figure 3: Decision tree example. For the SNP variables, the genotypes are represented as: 0
= no minor alleles, 1 = one minor allele, and 2 = two minor alleles. The up and down arrows
indicate increased and decreased gene expression, respectively.

One limitation to decision trees and RFs is that they do not scale to high-throughput,
genome-wide data. To address this issue, Random Jungle (a faster version of RF) was developed
(Schwarz et al., 2010). Although, RFs are more robust to models that include interactions than

single trees, for the initial split to be informative, at least some marginal effects are necessary.
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2. Bayesian Networks

A Bayesian network (BN) is a directed acyclic graph that represents the joint probability
distribution of random variables. BNs are appealing for meta-dimensional analyses for several
reasons. First, BNs allow for the representation of conditional relationships and can be used to
distinguish between indirect and direct associations, as shown in Figure 4. This is useful for the
integration of genotype and gene expression data where the genotypes may be operating directly
on the phenotype or indirectly through gene expression. This aspect of the BN may also help in
inferring causality (Sieberts and Schadt, 2007). Also, BNs assign probabilities to the variables,
which provide a level of confidence or belief about the network. Additionally, Bayesian
methods are flexible in that they can be relatively agnostic by using non-informative priors or
they can incorporate information from previous biological knowledge into the prior distribution to

assist the network search (Sieberts and Schadt, 2007). Finally, like RFs, they are able to handle

Figure 4: Bayesian network example with direct and indirect effects.

both quantitative and discrete input variables. Bayesian methods have been used to analyze
genetic data to detect interacting networks of genes that associate with human traits (Jiang et al.,

2010).
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One of the main drawbacks of BNs is the computational burden of evaluating networks
across the search space (Camiak, 1991). To address this, Bayesian techniques often apply
simulation techniques, such as those employed by the WinBUGS program (Lunn et al., 2000), to
allow for faster integration. Even with these faster methods, high-throughput data analysis may
require a filtering technique to be computationally feasible. Fridley, et al. applied BN analysis to
a meta-dimensional data set that consisted of genotypes and gene expression data to predict
gemcitabine (a chemotherapeutic agent) cytotoxicity (Fridley et al., 2009). To address the
aforementioned computational burden in BN analysis, they reduced the dimensionality of the
SNP data by clustering SNP into bins and then using the first principal component from each bin
as the new “genotype” variable. They identified direct gene expression effects and indirect SNP

effects, but no direct SNP effects on the phenotype.

3. Evolutionary computation methods

The final technique that shows potential for meta-dimensional analysis is evolutionary
computation. Grammatical evolution (GE), an evolutionary computation method, takes advantage
of characteristics of biological evolution to optimize specific types of computer programs (Koza,
1992). For meta-dimensional analyses, these computer programs will be in the form of solutions
that contain quantitative or discrete variables that are modeled to predict a phenotype. The two
types of solutions that will be discussed here are symbolic regression formulas (SRs) and artificial

neural networks (ANNs). The basic GP algorithm is as follows:

I. A random population of solutions is generated and tested using the data to assign a “fitness” to
each network.
2. The fittest solutions undergo evolutionary operations such as mutation, crossover, and

reproduction so that their “genes” carry on to the next generation.
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3. This process is repeated for a pre-specified number of generations so that, optimally, the final
generation contains very fit (or highly predictive) solutions. Often this process is done using n-

fold cross validation to prevent over-fitting.

Symbolic regression solutions are mathematical formulas that map patterns in the input
variables (SNPs and expression variables) back to some output (phenotype) (Bautu et al., 2005;
Moore et al., 2007; Schmidt and Lipson, 2009). These formulas are traditionally optimized using
GP to find variables and mathematical operators that come together to form predictive models.
These models can be very simple or complex depending on the operators used to initialize the
process. Symbolic discriminant analysis (SDA) is a method that uses evolutionary computation
to optimize SRs to discriminate between values of a dichotomous outcome (Moore et al., 2007).
SDA has been applied to the analysis of high-throughput gene expression data (Moore et al.,
2002). In the review by Reif et al., SDA was used to analyze simulated data that included
genotypic and proteomic variables with varying levels of interactions between the data types
(Reif et al., 2004). The classification errors for all models were lowest when the model included
some main effects. Notably, the data was simulated with very few variables and does not
represent a high-throughput scale dataset.

The ANN is a pattern recognition method that was originally designed to model learning
processes in the brain. In short, ANNs are directed graphs that consist of an input layer, hidden
layers, and an output layer. The input layer nodes are independent variables; the hidden layer
nodes are processing elements that send their signal to other hidden layer nodes or the output
node (Figure 5). The arcs connecting the nodes are all associated with a weight constant
(Anderson, 1995). Traditionally, ANNSs are optimized using a gradient descent algorithm such as
back-propagation (BP) that iteratively alters the weights until fitness is no longer improved. BP

requires that the user pre-specify the input variables and the structure of the network. Using GP
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to optimize ANNs allows for simultaneous variable selection, architecture, and weight
optimization.

ATHENA (the Analysis Tool for Heritable and Environmental Network Associations) is
a software package that uses GE to optimize symbolic regression formulas (GESR) and artificial
neural networks (GENN). GE is very similar to the GP process described above, but with all of
the information encoded in a binary string making the algorithm more efficient (O’Neill and
Ryan, 2003a). Both methods detected various types of genetic models, including highly epistatic
interactions, using simulated genotype data (Motsinger-Reif et al., 2008a, 2008b; Turner et al.,
2009, 2010a; Holzinger et al., 2010, 2011). GENN has been used in biological data to find
interactions between eQTLs (Turner et al., 2010b) and to model environmental and SNP
genotypes to predict age-related macular degeneration (Spencer et al., 2011). Both GESR and
GENN can accept quantitative and categorical variables to predict binary or continuous
outcomes. In one study (detailed in Chapter 4), genotype and gene expression data are integrated
agnostically to identify meta-dimensional models that predict in vivo HDL cholesterol levels
using a combined tree-based filtering method (RJ) and a computational evolution modeling
method (GENN). The final best model explains 32% of the phenotypic variation and is more
predictive than a linear regression model that contains the se variables (Holzinger et al., 2013).

Using GP or GE to optimize either of these methods (SR or ANN) would be useful for
meta-dimensional analysis because 1. there is no need for a priori model specification, 2. it
performs a non-exhaustive search of the solution space, 3. it can be easily paralielized for faster
computation, and 4. it allows for the discovery of any genetic model, including those with no
main effects. One of the main weaknesses of GP is that, unlike BN, it is not clear how to
distinguish between indirect or direct effects in the final model. Also, there are no values
generated that can be interpreted as probabilities or importance measures for the variables.
Together, these limitations make the GP models less interpretable and harder to map back to

specific biological functions. Also, as with the other two methods, the search space becomes
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extremely large with high-throughput data and a filtering method should be used to increase the

likelihood of model detection.

Figure 5: Single-layer ANN, X = input variables (i.e. SNP genotypes); w = weight constant;
y = predicted output.

Future Directions

In the realm of biological research, the technology is advancing faster than the methods
used to analyze the data it generated. Many of the methods discussed here use microarray data for
gene expression and SNP genotypes for DNA variation; however, other measures of biological
variability, such as copy-number variation, RNA-sequence data, and whole-genome sequence
data, should be considered available input during the method development process.

Of note, there are computational methods not previously mentioned that should also be
considered as potential candidates for meta-dimensional disease analysis. For example,
interactome network topology methods, which examine specific features of networks generated
from meta-dimensional data that are significantly different from a null network, could be used to
detect biological modules that correlate with a particular human trait (Tieri et al., 2011). Other
types of methods that could be used are clustering or co-clustering techniques that attempt to
reduce the complexity of the data by generating new sub-groups, or clusters, with similar

attributes both within and between high-throughput data types (Hawkins et al., 2010).
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Association between the sub-groups and a complex human trait of interest could then be
analyzed.

Findings from any of methods reviewed in this chapter must be validated statistically
using independent data sets. Replication for even a single variant is a complicated concept with
many factors at play, including different linkage disequilibrium (LD) patterns between the
discovery and replication set, genetic heterogeneity, gene x gene interactions, and gene x
environment interactions. The impact of these factors becomes exponentially worse for statistical
replication of multi-variable and meta-dimensional models. Therefore, replication or validation
will require a more attention to prevent a high level of false negatives. One potential method of
validation would be to quantify the predictive capacity of the model using an independent data set
for the same phenotype with a metric such as “area under the curve” (AUC). Additionally, one
could expand the definition of replication to include the identification of variables that are highly
correlated with variables from the original analysis by considering a bin of SNPs that are in high
LD and co-expression modules from gene expression data.

Functional validation will be crucial to provide additional evidence that these are “true”
findings, and that these finding have clinical use. Because many of the models were identified
using cell lines, functional experiments could be performed by perturbing the genes from the
predictive models using molecular approaches such as gene knock-out or knock-down and then
assessing the phenotypic impact. Due to the high level of noise inherent to these types of studies,
it will become more important in the future to have functional validation analyses following the
statistical analysis. Additionally, functional experiments that validate statistical results will
provide insight into the molecular pathways that underlie the traits being studied, speeding up the

translation of these results into improved clinical disease prediction and drug therapies.
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CHAPTER 11

OPTIMIZATION OF ATHENA PARAMETER
SETTING USING VARIOUS SIMULATED GENETIC MODELS?

Introduction

One of the greatest challenges in the field of human genetics is the identification of
genetic and environmental factors that confer susceptibility to common, complex diseases. The
realization of this goal has been facilitated by the rapidly advancing genotyping technologies that
measure common variation across the human genome. The most popular statistical technique
used to analyze this influx of data has been single-locus genome-wide association studies
(GWAS). In GWAS, each variant is individually tested for association to disease. These studies
have successfully elucidated novel genetic architectures for many complex human diseases
(HindorfTf et al., 2009; Nicolae et al., 2010). For example, researchers were able to compare
significant GWAS results to assess common and distinct immunological pathways in various
inflammatory bowel disorders (Cho, 2008). However, much of the estimated variability in
disease state attributable to genetics, or the heritability, remains elusive. One hypothesis is that
some of the missing heritability lies in gene-gene, or epistatic, interactions (Maher, 2008;
Manolio et al., 2009). Studies of complex disease such as hypertension (Moore and Williams,
2002) and breast cancer (Ritchie et al., 2001) have shown that many disease susceptibility gene
effects rely on interactions with other genetic and environmental factors. We are only beginning
to understand how to identify these non-linear interaction effects (Moore, 2003; Cordell,

2009). Due to the computational burden of exhaustively testing all possible multi-locus models,

there has been a shift in focus to developing novel data-mining techniques to identify multi-

2 © ACM, 2010. A portions of this chapter is a minor revision of the work published in (Holzinger, et al. 2010)
http://doi.acm.org/10.1145/1830483.1830519.
Selected figures, tables, and text were also taken from (Holzinger et al., 2011).
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variable interaction models. Several of these methodologies utilize machine learning algorithms
to stochastically search for genetic models that accurately predict a phenotypic state (Motsinger et
al., 2007).

To this end, the Ritchie lab has developed the Analysis Tool for Heritable and
Environmental Network Associations (ATHENA), a multi-functional analytical tool designed to
perform two functions essential to determining the genetic architecture of complex diseases: 1.
variable selection to reduce the noise inherent to high-throughput data and 2. modeling main and
interaction effects into a parsimonious prediction model. Variable selection within ATHENA can
be performed in one of two ways: 1. Using previous biological knowledge via Biofilter to select
pairs of variables that are likely to be biologically connected based on information from annotated
databases (Bush et al., 2009). 2. Using a more agnostic approach via a statistical filter that is
robust to main and interaction effects. Currently, Random Jungle (RJ) is the primary statistical
filter in ATHENA (Schwarz et al., 2010). To model the filtered set of variables, ATHENA uses
either grammatical evolution neural networks (GENN) or grammatical evolution symbolic
regression (GESR). Both methods use grammatical evolution (GE) to evolve a population of
solutions represented as either symbolic regression formulas (SR) or artificial neural networks
(ANNs). GE is a variation of genetic programming (GP) and has previously been described in
detail (O’Neill and Ryan, 2003a) We will describe GENN and GESR in detail later in this
chapter.

ANNSs were originally designed to mimic the functioning of a neuron to mimic the brain’s
ability to process information in parallel. Modern scientific research uses the ANN method as a
statistical technique to detect patterns in the data that accurately predict an outcome of interest.
The structure of the network, which can consist of many hidden layers, allows the ANN to map
complex, non-linear relationships between the variables and the outcome. To overcome the issue
of finding the appropriate architecture, Koza and Rice proposed a method that applies GP to the

optimization of both the weights and structure of the NN (Koza and Rice, 1991). This is not a
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novel concept, however; evolutionary computation has been used to evolve ANNs in other fields
of study such as aircraft simulation and robot path planning, among severa! others (Xin Yao,
1999). Genetic programming of neural networks (GPNN) was developed specifically for
application to genetic association studies (Ritchie et al., 2003). This method evolved into GENN
after simulation analyses showed that GE was faster and more powerful than GP (Motsinger-Reif
et al., 2008a).

Symbolic regression (SR) is a method that uses evolutionary computation to optimize a
mathematical formula that maps a set of input variables to an output with minimal error. This is
different from linear or logistic regression that only search for the coefficients in a pre-specified
model (Koza, 1992). SR has been successfully applied as a data mining technique in other
scientific domains. For example, Schmidt and Lipson were able to re-discover certain laws of
physics using SR analysis of raw experimental data (Schmidt and Lipson, 2009). Symbolic
discriminant analysis (SDA), a method very similar to SR, uses GP to mathematically model
patterns in the data that discriminate between values of a dichotomous outcome (Moore et al.,
2002). This method has been applied primarily to microarray data to mine gene expression
patterns that predict disease outcome.

Several parameter optimization analyses have been done previously. One study in SDA
showed that more complex function sets resulted in improved performance by reducing the model
size and, in some instances, reducing classification error (Reif et al., 2003). Additionally, a
parameter optimization study using biological data that consisted of polymorphisms in a specific
gene and disease status showed that tree depth, function set, and population size all had a
significant impact on the accuracy of the SDA models (Moore et al., 2007). However, it still
remains unclear which parameter combinations perform best over various types of genetic models
while retaining a reasonable computation time.

In this chapter, we examine the effect of specific ATHENA parameter combinations on

the ability of the method to detect two-SNP models with various effect types and sizes. These
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models were simulated using genomeSIMLA—a forward time population genetic simulator
(Edwards et al., 2008). The details of the simulation technique will be discussed in the next
section, followed by an in-depth description of the two ATHENA modeling algorithms and the
parameter settings that will be tested. Finally, we will show the results from two different
parameter sweeps and provide conclusions from these sweeps that will guide parameter setting

decision making for all future analyses.

SNP Data Simulation Method

There are many methods that exist for simulating genetic data. A group at the National
Cancer Institute (NCI) has recently catalogued many of the available genetic data simulation
packages into the Genetic Simulation Resources (GSR) database to allow for the selection of a
method based on individual analysis criteria (http://popmodels.cancercontrol.cancer.gov/gsr/).
Simulating realistic genetic models is a crucial process in methods development to determine the
performance of nove!l methods under known genetic effects. The simulation method itseif can
have an impact on the performance of the method based on its ability to simulate various types of
error, genetic heterogeneity, realistic patterns of correlation between the variables (i.e. LD),
phenotypes, and complex genetic effects. GenomeSIMLA is one of the simulation packages
catalogued in the GSR database. GenomeSIMLA is a forward time population simulator that
allows the user to select specific SNPs as disease-associated markers for a case-control or
quantitative trait outcome (Edwards et al., 2008; Ritchie and Bush, 2010). This software package
can be downloaded freely: (http://ritchielab.psu.edu/ritchielab/software). There are three main
steps to simulating datasets with the genomeSIMLA package: 1. locus and chromosome pool
generation, 2. disease model assignment, and 3. dataset generation.

At the locus and chromosomal pool generation step, the user defines aspects of the
chromosome to represent realistic properties of genetic data. Features such as the number of

SNPs per chromosome and allele frequency range are set initially. Next, the chromosome pool
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“evolves” using various growth parameters to generate realistic patterns of LD in the SNP data.
This is done by selecting a pair of chromosomes with replacement from the pool for
recombination, and one of the recombined chromosomes will be passed to the next generation.
This process is repeated until a final pool of chromosomes remains. At this point, LD patterns and
the allele frequency distribution can be assessed. Next, the user selects the disease-associated
SNPs based on features such as target minor allele frequency and level of correlation with other
SNPs. Alternatively, the data can be simulated with no LD (i.e. there is no patterned correlation
between the SNPs) by using the chromosome pool from the initial generation with no forward-
time population growth. Figure 6 below illustrates the process of locus generation (adapted from
Edwards, et al. 2008).
At step 2, the disease model is generated according the desired level of main and

interaction effects and the outcome type (binary or quantitative). If the outcome is binary (i.e.
case-control status), there are two ways to generate a probabilistic disease model. The first is use

SIMLA to calculate penetrance values for each of the genotypes in the disease model with target
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Figure 6. The process of chromosome pool and locus generation for
genomeSIMLA.
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odds ratios for the main and interaction effects using a logistic function (Schmidt et al., 2005).
This process can also be done manually. The next option uses simPEN, which employs a genetic
algorithm to simulate “purely epistatic” multi-locus disease models (Moore et al., 2004). If the
outcome is a quantitative trait, a slightly different approach is taken to generate the disease model
(Turner et al., 2010b). Briefly, the mean outcome for each multi-locus genotype is calculated
using a linear regression formula that incorporates the main and interaction effects of the disease
SNPs. Using this method, the outcome value can increase linearly with the number of minor
alleles (additive model) or increase only if the individual contains at least one copy of the minor
allele (dominant model).

Table 2 shows an example of a penetrance function generated by simPEN with a broad
sense heritability of 0.01. The values Ma and Mb represent the marginal penetrance values, or
main effects, for each of the individual genotypes. This is calculated by averaging the penetrance
values over the genotype frequencies for each of the rows and columns. This model is considered

Table 2. A purely epistatic penetrance function generated by simPEN for a two-SNP
disease model. The minor allele frequency for both SNPs is 0.4. The genotype
frequencies calculated under Hardy-Weinberg equilibrium are shown in parentheses.
The value in each cell represents the probability that an individual will be a case given
the multi-locus genotype. Ma and Mb represent the marginal penetrance for each

genotype. This is calculated by averaging the penetrance values across genotype
frequencies.

AA (0.36) | Aa(0.48) | Aa(0.16) Ma

BB (0.36) 033 043 0.46 04

Bb (0.48) 0.46 037 0.33 0.4

bb (0.16) 035 0.41 0.46 0.4
Mb 0.4 0.4 04

purely epistatic because there is no difference in marginal penetrance values for any of the

individual genotypes.
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At step 3, the datasets used for methods testing are generated from the disease model and
chromosome pool by assigning a disease state or the quantitative outcome value to a user-
specified number of individuals. For case-control data, chromosome pairs are randomly sampled
from the pool and individuals are assigned disease status based on the probabilistic penetrance
function until the desired number of cases and controls are met. For quantitative data, the trait
value for each individual is selected from a normal distribution where the mean is calculated from
linear regression formula that incorporates the disease SNPs, as described above. At this point in
the simulation, the user can also add in realistic noise to the data set by simulating genotyping
error, phenocopy, and genetic heterogeneity.

For the parameter optimization analyses presented in this chapter, datasets were
simulated as described above for a quantitative trait outcome and case/control outcomes with
disease models that contained additive main and interaction effects, non-linear interaction effects,
and no main effects. The details for each of the simulation models will be described in more

detail within the parameter sweep sections.

ATHENA Algorithm

ATHENA is a multi-functional software package developed for the purpose of analyzing
various types of high-throughput data in a manner that allows for the identification of complex
multi-locus models that predict either a case-control or a quantitative outcome. The two main
components of the ATHENA analysis process are variable filtering (i.e. noise reduction) and
variable modeling. Figure 7 shows all of the components of ATHENA, some of which are
currently available and some of which will be made available in the future.

Briefly, the current variable filtering options include Biofilter, a method that uses
previous biological knowledge from publically available databases to generate SNP-SNP models.

Each of the models is assigned an implication index, which is essentially the number of databases
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that support the model. The user can then select the SNP-SNP pairs for analysis based on an
implication index threshold. Alternatively, the user can select the statistical filtering option RJ,
which is a tree-based machine learning method that allows for the identification of main and
interaction effects among the predictor variables. RJ generates a ranked list of variables that are
scored according a permutation test to determine their overall importance in the collection of
regression or decision trees. For the simulated data analyses in this chapter, we did not employ
any variable filtering methods because the variable count in the simulated data was not enough to

require filtering. The RJ filtering step will be discussed in greater detail in Chapter 3.
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Figure 7. The current and future components of the ATHENA software package.

Figure 8 illustrates the process of GE by comparing it to the central dogma of biology.

The six basic steps of the GE algorithm for both GENN and GESR are as follows:
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1. The data set is divided into 5 equal parts for 5-fold cross-validation (4/5 for training
and 1/5 for testing).

2. Training begins by generating a random population of binary strings initialized to be
functional ANNs or SRs. The population is divided into demes across a user-defined
number of CPUs for parallelization.

3. The ANNs or SRs in the population are evaluated using the training data and the
fitness (balanced classification accuracy for binary outcomes or R for quantitative
outcomes) for each model is recorded. The solutions with the highest fitness are selected
for crossover and reproduction, and a new population is generated.

4, Step 3 is repeated for a predefined number of generations. Migration of best solutions
occurs between CPUs every n-number of generations, as specified by the user.

5. The overall best solution across generations is tested using the re-maining 1/5 data and
fitness is recorded.

6. Steps 2-5 are repeated four more times, each time using a different 4/5 of the data for
training and 1/5 for testing. The best model is defined as the model identified the most

over all five cross-validations. Ties are broken using a fitness metric.
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Figure 8. The GE algorithm steps compared to the central dogma of biology.
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The initial step of “transcribing” the binary string into an integer string is relatively
simple that each 8-bit codon in the string corresponds to an integer. The process of “translating”
the binary string into a functional computer program (i.e. ANN or SR formula) uses Backus-Naur
form (BNF) grammar definitions, which consists of production rules that map to a language
grammar. The BNF grammar consists of terminals (T), non-terminals (N), start symbol (S), and
production rules (P). The terminals and non-terminals define the aspects of the resulting solution
and the production rules dictate how the integer sting is mapped to the solution. Figure 9 gives a
brief overview of how the GE mapping process works using an example where the integer string
12, 27, 121, 19, 2 maps to the symbolic regression formula X*X. (adapted from Ryan, et al.
Grammatical Evolution Tutorial in GECCO 2003 proceedings (O’Neill and Ryan, 2003b)).

The specific production rules for GENN and GESR are different to allow for the creation
of ANNs or SR formulas, respectively. These can also vary according to the type of ANN or SR
formula the user wants to generate. For example, the SR formulas can contain simple (+, -, /, *)
or more complex (+, -, /, *sin,cos,tan,log,exp) mathematical operators. Also, ANN can consist
of addition-only activation nodes or activation nodes that can add, subtract, multiply, and divide.
These options are implemented using a grammar file, which is easily alterable by the user to

allow for a high level of flexibility in the analysis.
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Figure 9. An example of the GE mapping of an integer string to a functional SR formula.
On the left, we show the terminals (T), non-terminals (NT), and production rules (P). In
the middle we show each step of the mapping process. On the right we describe each step
in detail.

ATHENA uses one of two different fitness metrics depending on the type of outcome in
the analysis. For binary (i.e. disease vs. no disease) outcomes, balanced accuracy is the fitness
metric (Equation 1). For quantitative outcomes, the mean squared error (MSE) (Equation 2) is the
fitness metric used during evolution. However, the R (R?) value is reported because it is more
interpretable in the context of prediction accuracy (Equation 3).

The performance of machine learning methods depends heavily on the initial parameter

balanced accuracy = 0.5(sensitivity) + 0.5(specificity) Eq. I
1 - - 2

MSE =S\ (¥:-Y) Eq. 2
~>

=]

B, ¥y
LR I O —
sy

settings that control different aspects of the algorithm. A crucial part of developing these types of

Eq.3

methods is doing a thorough analysis of how various parameter settings -- and combinations of

parameter settings -- perform using data sets with various known genetic models. There are
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several key parameters in GENN and GESR that affect the performance of the method. Below
we describe several of these parameters and how different values would affect the method’s
ability to find the true disease model. The parameters are: population size, maximum depth,
different grammars, genotype encoding, and types of cross-over.

Population size is the number of random solutions generated at the beginning of the
evolutionary process. This population size remains constant across all generations. This
parameter is important because a larger population size will result in a denser coverage of the
search space; however, it will also result in longer computation times. It is important to note that
parallel ATHENA divides the population size by the number of nodes indicated in the
configuration file to create sub-populations, or demes. For example, if we specify a population
size of 200 and run parallel ATHENA across four nodes, four isolated demes of size 50 will be
created on each node. The solutions in these demes will separately undergo evolutionary
processes before migration of best solutions between demes.

The maximum depth parameter affects the process of sensible initialization whereby each
of the binary strings in the initial population of solutions is primed to be a functional neural
network. It defines the maximum depth of sequential rules that are allowed in the expression tree
that initializes the binary strings to encode neural networks. In other words, it is the maximum
number of grammar rules that each branch of the expression tree can contain. Theoretically, a
larger maximum depth would confer larger, more complex neural networks. It is important to test
whether more complex networks would affect the ability of the GENN algorithm to detect the
correct susceptibility model.

The grammar file is a text file that specifies the details of the production rules being used
when translating binary strings into neural networks. By altering the terminal options in this file,
we can control the complexity of the function sets for the ANNs and SR formulas generated. The

“add-only" option creates neural networks with activation functions that only use addition, while
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the "all” option allows activation functions to be addition, subtraction, multiplication, and
protected division.

Genotypes can be encoded in various ways in ATHENA. The dummy-encoding method
used in GENN is a method of genotype representation developed by Jurg Ott specifically for
genetic data analysis using neural networks (Ott, 2001). This method creates two new “dummy”
variables for each SNP genotype: one to encode for a linear, or allelic effect, and one to encode
for a non-linear, or quadratic effect. The basis of dummy-encoding is to allow for the
representation of genotypic effects that corresponds to not only additive (linear encoding), but
also dominant or recessive patterns of inheritance (quadratic encoding). The allelic, or additive,
effect is represented by the dummy variable that codes genotypes as -1, 0, 1, a single unit increase
of one with each additional minor allele. The genotypic, or quadratic, effect represents the
genotypes as -1, 2, -1, distinguishing heterozygotes from homozygotes. If dummy encoding is

not used, the SNPs are coded as 0, 1, 2, notably also an additive representation.

Table 3. ATHENA genotype encoding details (DE = dummy-
encoding)

Genotype | Ne DE DE
Linear Quadratic
AA 0 -1 -1
Aa 1 0 2
aa 2 1 -1

ATHENA uses one of two different types of cross-over—tree-based cross-over (TBXO)
and single-point binary cross-over (SBPXO). Traditionally, GE uses SBPXO where cross-over
occurs at the level of the binary string. However, this can potentially be destructive to the overall
NN or SR formula functionality (O’Neill and Ryan, 2003a). Alternatively, TBXO translates the

binary string into a NN or SR formula, allowing for cross-over to occur between functionally
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similar parts of the model. This type of cross-over makes the algorithm more similar to a GP-
based method (Turner et al., 2010b). One previous study found no significant difference in power
between the two cross-over strategies under disease models with no marginal effects (Motsinger
et al., 2006). Another study, however, found that using TBXO yields improved sensitivity under a
disease model with additive main and additive interaction effects for quantitative outcomes
(Turner et al., 2010a). It is important to assess the impact of the two cross-over strategies across
several different disease models.

In the following two sections of this Chapter, we will go over two different parameter
sweeps designed to test the performance of GENN and GESR under different genetic models

using simulated SNP data.

Parameter Sweep I: Testing genotype encoding, grammar, population size and

parallelization under one genetic model

Data Simulation

For each model, we created 100 data sets: 1000 individuals per data set, each individual
with genotypes for 10, 50 or 100 SNPs, and a quantitative trait outcome. Individuals were
randomly selected from a normally distributed population with a mean of 0 and a homoscedastic
standard deviation of 1. For all models, two SNPs were simulated as functional loci that
contributed to a specific proportion of variation in the outcome. The functional SNPs had a main
effect heritability of 0.01, an interaction effect heritability of 0.05, and a minor allele frequency of
0.25. We simulated both additive and dominant effects in our genetic models. In an additive
model, the probability of affecting the quantitative trait increases with each additional minor
allele. (AABB < AaBb < aabb). In a dominant model, only one minor allele at a particular locus

is necessary to confer increased probability (AABB < AaBB < aabb = aaBb = AaBb). The mean
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for each multilocus genotype can be found in Tables 4 and 5 (a and b are the minor alleles). The

genotype frequencies were calculated under the assumption of Hardy-Weinberg Equilibrium.

Table 4: Additive disease penetrance model. The genotype frequencies are shown
in parentheses. The value in each cell is the mean quantitative trait for the multi-

locus genotype.
AA Aa an
(0.56) (0.38) (0.06)
BB (0.56) 0.00 0.22 0.44
Bb (0.38) 0.22 1.18 2.14
bb (0.06) 0.44 2.14 3.84

Table 5: Dominant disease penetrance model. The genotype frequencies are shown
in parentheses. The value in each cell is the mean quantitative trait for the multi-

locus genotype.
AA Aa aa
(0.56) (0.38) (0.06)
BB (0.56) 0.00 0.25 0.25
Bb (0.38) 0.25 1.82 1.82
bb (0.06) 0.25 1.82 1.82

We recognize that even 100 SNPs per individual is a fiuch smaller number of input
variables than would be normally be seen in genome wide association studies (GWAS), which is
most commonly around 500,000 to 1,000,000 SNPs. However, when testing new methods, it is
imperative to save time and computational resources by starting with small datasets, discovering
what changes in the program result in improvements, and implementing those changes in larger
data sets. Our smaller number of inputs allowed us to focus on optimization and reducing

variability that could arise in more complex data sets.
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Data Analysis

We divided our experiments into two separate analyses: Analysis I tested four simulation
models on 48 different parameter combinations, while Analysis II specifically tested the effect of
the variable encoding options using two simulation models and 24 parameter combinations (Table
6). Each analysis was completed on both the serial and parallel versions of ATHENA. The four
main parameters that we assessed are: the size of the initial random population (50, 200, 400, 600,
800, or 1000), maximum depth (7 or 15), grammar type (“add-only” or “‘all” activation nodes),
and genotype-encoding (dummy-encoding, no dummy-encoding, linear encoding, or quadratic
encoding). Detailed descriptions of all the parameters that were assessed can be found in the
previous Chapter. For every run, the evolutionary parameters not being iterated were held
constant: 100 generations, cross-over rate of 0.9, and a mutation rate of 0.01. We calculated the
number of times out of 100 data sets both functional loci were identified as the best model for
each parameter combination with no false positive loci. This value is referred to as “detection
power.” We compared the detection power for each parameter combination to see if any specific

combination(s) performed better than others.
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Table 6. Experimental Design: Simulation Model Descriptions and
Parameter Iteration Values (A = Additive; D = Dominant; PopSize = initial
population size; MaxDepth = maximum depth of the grammar tree;
GrammarFile = specifies whether ANN will include “add-only” activation
nodes or “all” activation nodes; DummyEncode = specifies how the SNP
genotypes are encoded).

Analysis [ Analysis II
10/ A
100/ A
Simulation SNPs / Genetic 10/D
Models Effect 50/ A
100/D
100/ A
50, 200, 400, 50, 200,
PopSize 600, 800, 400, 600,
1000 800, 1000
MaxDepth 7,15 7
Parameter GrammarFile Add, All Add, Al
Iterations Re-coded:
DummyEncode True, False Linear,
Quadratic
Total
Parameters per 48 24
Model

We also compared serial and parallel versions of ATHENA because sequentially, the
GENN algorithm is effective for searching highly nonlinear, multidimensional search spaces, but
it is still susceptible to stalling on local minima as the best solution. Parallelization of the method
attempts to address this problem by running the GENN algorithm using isolated demes (or sub-
populations) of solutions on a predetermined number of processors. A periodic exchange or
"migration" of best solutions between demes occurs a set number of times during each run. This
exchange increases diversity among the solutions in the different populations and decreases
stalling at local minima (Motsinger-Reif and Ritchie, 2008). We wanted to determine if there was
a threshold at which dividing the population size into smaller subpopulations was no longer
beneficial. Also, we wanted to complete a thorough analysis of the difference in computation

time between the two versions.
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Results

In Analysis I, we iterated over values for four different GENN evolutionary parameters
for a total of 48 parameter combinations (see Table 6, Analysis [). We ran both the serial and
parallel version of the ATHENA software for each of these combinations on four different
simulation models to determine which factors maximized detection power. Figures 10 and 11
show the results for the 10 SNP and the 50/100 SNP models, respectively.

Because we were interested in determining whether dividing the population size into very
small demes could have a negative impact on the detection power of parallel ATHENA, we found

it notable that even at the smallest population size (50), parallel ATHENA performed as well as
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Figure 10. Results from Analysis I for 10 SNP additive and dominant models for serial
(right) and parallel (left) ATHENA runs.. The different color bars represent different
population sizes. The x-axis shows the different parameter combinations that were
iterated over in the following order: maximum depth (7 or 15), grammar (add or all
activation nodes), and dummy-encoding (true or false). The y-axis represents detection
power.
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serial ATHENA. In fact, the detection power was greater in all of the additive models.

For both the serial and parallel versions of ATHENA, detection power increased with

population size. The highest detection power was seen when the SNP genotypes were dummy-

encoded. For each simulation model, the lowest detection power was observed when SNPs were

not dummy-encoded and “add-only” activation node grammar was used. Interestingly, there

appeared to be a substantial increase in detection power associated with not dummy-encoding

while using “all” grammar, most noticeable in the dominant model. The different values for

maximum depth did not appear to have a consistent affect on detection power in any of the

simulation models.
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Figure 11. Results from Analysis I for the 50 and 100 SNP additive and dominant models
for serial (right) and parallel (left) ATHENA runs.. The different color bars represent
different population sizes. The x-axis shows the different parameter combinations that
were iterated over in the following order: maximum depth (7 or 15), grammar (add or all
activation nodes), and dummy-encoding (true or false). The y-axis represents detection
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In Analysis II, we compared the linear and quadratic components of dummy-encoding
(detailed in Table 3 in the previous section) on both an additive and dominant 100-SNP
simulation model to determine if either component conferred an increase in detection power that
was specific to genetic effect. In Figures 10 and 11, dummy-encoding (DE) represents using both
linear and quadratic effects such that there are two new variables representing each single
independent variable (same as DE=TRUE in Analysis I). In contrast, the linear and quadratic
components are single variable replacements for each independent variable. In essence, the DE
set consists of 200 independent variables to choose from where the linear and quadratic encoding
sets have only 100 independent variables. Figure 12 shows the results for the additive model
comparing dummy-encoding from Analysis 1 (DE), the linear dummy variable, and the quadratic
dummy variable (details in Table 3). We are displaying the “add-only” grammar results because

it was associated with the highest detection power when dummy-encoding was used.

100

80

88883

DE Linear Quadratic§ Ot Linear Quadmic‘,

serial ATHENA parallel ATHENA

m50 =200 m400 m600 m800 m1000

Figure 12. Results from Analysis II. The different color bars represent different
population sizes. The x-axis shows that specific type of genotyping encoding used. The
y-axis shows detection power. For both analyses, the maximum depth = 7 and add-only
activation nodes were used.
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Our results show that encoding SNP genotypes using the linear dummy variable resulted
in greater detection power than the other variable encoding types. We saw the same trend for the
analysis of the dominant 100 SNP model. There did appear to be a slight increase in detection
power in the dominant effect model over the additive effect model when the dummy variables

were quadratic (data not shown), however, the linear dummy variable conferred the greatest

Table 7. Detection power and computation time for 50 SNP additive model. (add-only
activation nodes and dummy-encoding=TRUE)

. Detection Time
PopSize | MaxDepth Power (hr:min)
7 78 2:14
50
Serial 15 66 4:35
ATHENA 7 98 48:58
1000
15 95 95:34
7 95 0:31
50
Parallel 15 73 1:17
ATHENA 7 97 11:36
1000
15 97 27:19

detection power for both effect models.

Computation time is an important limitation in analytic software tools. In this study,
some parameter combinations had striking increases in computation time without resulting in an
increase in detection power. The factors that contributed the most to run-time were ATHENA
version (serial or parallel), PopSize, and MaxDepth. GrammarFile, DummyEncoding and SNP
counts had no consistent effect on computation time. Table 7 compares each version of
ATHENA, population sizes, and maximum depth for each 50 SNP additive model from Analysis
I to illustrate the effects each factor has on detection power and run time. These calculations are
based on the computation time, which includes both training and testing.

Using the values from Table 7, parallel ATHENA computed on average four times faster

than serial ATHENA, and, at the smaller population sizes, also resulted in a considerable increase
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in detection power. Increasing the population size from 50 to 1000 resulted in approximately a
20-fold increase in run time and better detection power, most notably in serial ATHENA.
Interestingly, increasing the maximum depth from 7 to 15 more than doubled the run time but did
not result in a substantial increase in detection power. These trends were seen for all simulation

models.

Discussion

For this parameter sweep, we performed two analyses. The first was a broader analysis
comparing the effect of specific GENN evolutionary parameter combinations on the ability of
both the serial and parallel versions of ATHENA to detect gene-gene interactions with small main
effects. The second analysis was to investigate the effects of dummy encoding components on
detection power.

In Analysis I, the only parameter that did not appear to have a consistent impact on
detection power, but increased computation time, was maximum depth. The maximum depth is
the maximum number of grammar rules that are allowed in the expression tree that the GENN
algorithm uses during sensible initialization to guarantee that all binary strings will be functional
neural networks. An increase in maximum depth, therefore, could result in more complex neural
networks in the initial population. Because the simulated susceptibility model is very simple (2
locus with an interaction effect and smaller main effects), a maximum depth of 7 was sufficient to
generate neural networks with properties that allowed them to be similar to the correct solution.
If we had simulated a more complex model, for example, with 5 interacting loci, each with
varying main effects, we may have seen a benefit associated with using a larger maximum depth.
Further optimization analyses must be run to test this hypothesis.

More densely surveying the solution space is inherently beneficial to genetic
programming. Therefore, we anticipated the observed increase in detection power associated with

increasing the population size for GENN. Larger population sizes also increased computation
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time. To enhance efficiency without sacrificing accuracy, we determined the smallest population
size at which we could achieve maximum detection power. This threshold was different for the
different versions of ATHENA and for different simulation models (Figure 10 and 11). Increasing
the number of SNPs, or input variables, to 100 made it difficult for either version to achieve
reasonable detection power; however, running the algorithm in parallel conferred a boost in
detection power.

We were also interested in determining if there was a population size at which division
into smaller isolated demes was no longer beneficial. Even at the smallest population size of 50,
where the deme size would have been very small (approximately 12), paralle]l ATHENA still
achieved greater detection power. This serves as additional evidence for the benefit of the “island
model” and suggests that migration of best solutions between demes prevents stalling on local
minima in the fitness landscape.

We also saw what appeared to be an interaction between “add-only” activation nodes in
the ANN and dummy-encoding that resulted in greater detection power. These grammar rules
only allow addition activation functions in the NN, and this suggests that these parameters allow
more efficient evolution to find the correct solution. The considerable increase in detection power
seen in the 10 SNP dominant model with “all” grammar and no dummy-encoding suggests that
genetic effect could be a factor. Future analyses will include testing an array of genetic models to
determine if there is an overall best combination of grammar and dummy-encoding type.

The large increase in detection power associated with dummy-encoding was especially
interesting for the additive effect simulation models, because when dummy-encoding was not
used, the SNPs were still represented in an additive fashion (0, I, 2), and it follows logic that
either additive encoding should have been able to detect the additive effect equally as well.
Furthermore, dummy-encoding creates a new, non-linear variable. This doubles the number of
input variables to be analyzed by the neural network. It would be reasonable to assume that

increasing the number of inputs or variables would decrease the ability of the neural network to
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perform accurate variable selection. However, these speculations were not supported by our
results. This suggests that there is something inherent about the dummy-variable encodings that
conferred in increase in detection power, and led us to complete Analysis IL

In Analysis II, we decomposed dummy-encoding into its separate components to
determine if one of them was individually responsible for the increase in detection power
observed when dummy-encoding was used. We re-coded the SNPs as either linear or quadratic
dummy variables (as shown in Table 3) for both additive and dominant effect genetic models.
We chose to use 100 SNPs because the detection power was lowest for 100 SNPs in our first
analysis, and therefore, more likely to discern an increase in detection power. We observed a
considerable increase in detection power when the SNP genotypes were encoded as the linear
dummy variable (-1, 0, 1) for both the additive (see Figure 12) and dominant effect models. This
increase in detection power was probably directly associated with reducing the number of input
variables by half. The benefit associated with the linear dummy variable itself, however, is more
complex to analyze. There could be an advantage due to the use of zeroes and ones, the use of a
negative encoding for one of the genotypes, or something more relevant to how neural networks
recognize patterns in data. More analyses will have to be done to determine more definitively
how encoding input variables affects the ability of GENN to detect susceptibility models.

The immediate benefit of using parallel ATHENA to run the GENN algorithm was the
significant decrease in computation time. Running the parameter sweep in serial took
approximately four times longer to run. Running the software in parallel allowed each analysis to
be distrubuted over several processors and thus decrease computation time without losing
detection power.

The broadest implication of this study was to better understand evolutionary computation
and how altering the process of evolution can result in an optimized combination of parameters
that allows for accurate variable selection and modeling of complex interactions among

susceptibility factors. The results of this study show that optimum detection power is achieved
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with addition-only activation functions and when the SNP genotypes were encoded as -1, 0,

1. Future analyses will determine if our optimized parameters are robust to larger, more
complicated simulated data sets and in actual genetic data. Ideally, we will discover what
parameters are optimal under different conditions, and, therefore, create a software package for

the public that is more user-friendly because it does not require intensive back-end alterations.

Parameter Sweep 1I: Testing genotype encoding, grammar, and cross-over strategies under

various genetic models

Data Simulation

The details of our data simulation are shown in Table 8. We generated data sets with
1000 unaffected controls (i.e. people without disease) and 1000 affected cases (i.e. people with
disease), each with genotype values for 25 single nucleotide polymorphisms (SNPs). Two of the
25 SNPs were functional components of the disease model and had a minor allele frequency of
0.4. The 23 non-function SNPs had minor allele frequencies between 0.1 and 0.5. We simulated
the data using twelve different penetrance functions: three broad sense heritability estimates (or
the proportion of outcome variability attributable to all genetic effects) and four different genetic
effect models with different levels of main and interaction effects.

The penetrance tables for the four different genetic effect models and the three different
effect sizes are displayed in Figure 13. These values represent the probability of having the
disease given a particular genotype at the two functional loci. Here, A/B represent the major
alleles and a/b represent the minor alleles for the two functional SNPs. The genotype frequencies

were calculated under the assumption of Hardy-Weinberg equilibrium.
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For each of the twelve models, we generated 100 data sets to calculate detection power

across different parameter settings. Here we define detection power the same way it was defined

for Parameter Sweep I -- the number of data sets out of 100 that only the two functional loci were

selected as the best model, and no false positive loci were included.

Table 8. Data simulation details for Parameter Sweep I1.

Parameter Value(s)

Allele frequencies 0.4/0.6

Number of SNPs 25 (2 functional / 23 non-functional)
Cases/controls 1000 / 1000

Heritability 0.01, 0.05, 0.1

Interaction Models

1. Small additive interaction/ modest marginal effects
2. Modest additive interaction/ modest marginal effects
3. Non-additive interaction/ modest marginal effects

4. Non-additive interaction / small marginal effects

Table 9. Initialization parameter values for Parameter Sweep 1.

Parameter Value(s)
GE Parameters
Demes 5
Population size / deme 200
Generations 100
Migrations 4 (every 25 generations)
Probability of cross-over 0.9
Probability of mutation 0.01
Fitness Metric Balanced accuracy = (sensitivity +
specificity) / 2

Function Sets

GESR Simple {+, -, *,/}
Complex {+, -, *, /, sin, cos, tan, log, *}
GENN All {+,-, %, /}
Add-only {+}
Genotype Encoding None (0,1,2)
(AA, Aa, aa) Dummy-encoding (-1, 0, 1) and (-1, 2, -1)

Linear Dummy (-1, 0, 1)

Cross-over Strategy

Single-point binary cross-over (SBPXO)
Tree-based cross-over (TBXO)
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Figure 13. Penetrance tables for Parameter Sweep Il data simulation models. The
description of Models 1-4 is shown in Table 6. Each cell denotes probability of disease
given the multi-locus genotype. Marginal penetrance (MP) is calculated by averaging the
penetrance values over the genotype frequencies for each single locus genotype. Genotype
frequencies used to calculate the MP values are: AA/BB = 0.36; Aa/Bb = 0.48; aa/bb =
0.16.

Data Analysis

For this analysis, we evaluate an array of values for three different initialization
parameters in both GESR and GENN. The details of the parameter sweep are shown in Table 9.
GENN and GESR utilize the same algorithm to search for solutions with variations in the
production rules allowing for the generation of either SR formulas or NNs. The steps of the

algorithm are described in the ATHENA algorithm section of this chapter.
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Many optimization studies thus far have found the function set to play an important role
in the overall performance of the algorithm [9, 19, 20]. For this reason, we decided to assess
simple and complex function sets in GESR as well the add-only and all function activation nodes
in GENN.

In Parameter Sweep I, we demonstrated that genotype encoding plays a large role in
detection power. Specifically, the detection power of GENN went up substantially with the linear
component of the dummy-encoding method developed for NN analysis in genetic studies. The
simulated disease model in this sweep was an additive interaction effect and additive marginal
effects that predicted a quantitative outcome. For Parameter Sweep 11, we will assess how robust
this effect is to different disease models and to a dichotomous outcome. We also want to
determine the effect of different genotype encodings in GESR, as it has not yet been tested.

Finally, we test the effect of two different types of cross-over: tree-based cross-over
(TBXO) and single-point binary cross-over (SBPXO). The details of the two cross-over strategies

are also described in the ATHENA algorithm section of this Chapter.

Results

The results from our parameter optimization analysis are presented in Figure 14. Table 10
defines the abbreviations shown on the x-axis. Our results indicate that the effect of different
parameter combinations on detection power is highly variable across underlying disease models.
First, we show that under an additive interaction effect (Models 1 and 2), TBXO confers higher
detection power overall than SPBXO. However, when the interaction effect is non-additive
(Models 3 and 4), SPBXO has an advantage, especially when complex functions and full dummy-
encoded genotypes are used. This effect is most pronounced when the marginal effects are very

small (Model 4).
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Table 10. Abbreviation definitions for the parameter combinations shown in

Figure 14.

Abbrev.  Algorithm Function Set Genotype-Encoding
SR-1 GESR Simple Dummy
SR-2 GESR Simple No Dummy
SR-3 GESR Simple Linear Dummy
SR-4 GESR Complex Dummy
SR-§ GESR Complex No Dummy
SR-6 GESR Complex Linear Dummy
NN-1 GENN Add-only nodes Dummy
NN-2 GENN Add-only nodes No Dummy
NN-3 GENN Add-only nodes Linear Dummy
NN-4 GENN All nodes Dummy
NN-5 GENN All nodes No Dummy
NN-6 GENN All nodes Linear Dummy
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Figure 14. Results from the Parameter Sweep 11. The comb:

Abbreviation definitions are

18.

set, and genotype-encoding method are abbreviated along the x-ax

given in Table 10. The solid dark gray line represents TBXO, and the dotted light gray line
represents SPBX0. The four gene-gene interaction models are displayed by row (defined in

Table 8), and the three effect sizes are displayed by column.
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A considerable increase in detection power is also observed when compiex function sets
are used to search for non-additive interaction effects (Models 3 and 4). This effect is most
noticeable in GENN where the parameter combinations that include all-activation nodes (NN4-6)
have clear improvement over those with add-only activation nodes (NN1-3).

The specific effect of genotype-encoding on detection power is less evident. It appears
that there is an interaction between the encoding and the function set specific to the underlying
disease model. For example, when the interaction effect is additive (Models 1 and 2), the linear
dummy-encoding method with simpler function sets (SR3 and NN3) are beneficial. However,
when the interaction effect is non-additive (Models 3 and 4), full dummy-encoding with complex
function sets (SR4 and NN4) confers a higher average detection power. We also observed a
drastic decrease in detection power when no dummy-encoding and add-only activation nodes are
used in GENN (NN-2).

Table 11. P-values for Kruskal-Wallis tests assessing effect of specific parameter

values on detection power within different disease models for GENN and GESR. Bold

values are significant before correction for multiple tests. Bold value with asterisks
indicates significance after correction for multiple tests.

GENN GESR
Interaction | Cross- Function Encoding | Cross- Function Encoding
Model over Set over Set
1 0.6014 0.9191 0.0550 0.2533 0.2600 0.0791
2 0.7996 0.9494 0.0079 0.1493 0.2956 0.8026
3 0.5370  0.0003* 0.8245 0.6805 0.9369 0.6912
4 0.2608 0.0575 0.0245 0.5796 0.3928 0.0482

In addition, we ran Kruskal-Wallis rank tests to assess the statistical significance of the
effects of each parameter on detection power within the different disease models averaged across
heritability values. The results shown in Table 11 suggest that the parameters we tested have a
greater impact on detection power in GENN. Notably, genotype encoding was the only

parameter value to have a marginally significant effect in both GENN and GESR. The only
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significant effect observed after correcting for the 24 tests using the Bonferroni method with an
experiment-wide type I error rate set at 0.05 was the function set in GENN under the disease
model with a non-additive interaction effect and modest marginal effects (Model 3).

Importantly, GENN and GESR employ two distinct techniques for generating the final
predictive model. To evaluate the performances of the two methods, we ran statistical analyses
comparing the prediction accuracies of the best models that correctly identified the functional loci
averaged across the 100 data sets and the detection powers for all 144 parameter combinations.
GESR and GENN calculate prediction accuracy using the formula for balanced accuracy as
shown in Table 9. The expected prediction accuracy under null data is 50%. Figure 15 displays

box plots of the average prediction accuracies and detection powers for GENN and GESR.
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Figure 15. Box plots comparing the distribution of average prediction accuracies for the
correct best models and the detection powers across all parameter combinations for GENN
and GESR.

Because neither the average prediction accuracy nor the detection power values were
normally distributed, we used the Wilcoxon rank-sum test to determine if there was a significant
difference between the two methods. After correcting for multiple tests using the Bonferroni
method as before, we found a statistically significant difference for detection power (p = 0.001),

but not for average prediction accuracy (p=0.158). Importantly, the significant difference could
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be due to the larger detrimental impact that several of the parameter combinations have on
GENN, as shown by the striking jumps in detection power for the NN parameter combinations in

Figure 14.

Discussion

In this study, we demonstrate that although GENN and GESR are model-free techniques,
the ability to detect true gene-gene interaction models is contingent upon initial parameter
settings. The statistical analyses suggest that the detection power of GENN may be more
sensitive to specific parameter settings than GESR for the tested scenarios. The performance of
both methods appears to be dependent upon genotype encoding when the disease model contains
a non-additive interaction effect with very small marginal effects. Interestingly, on average,
GESR has significantly greater detection power than GENN. Nevertheless, as illustrated by
Figure 14, under specific disease models and parameter setting, GENN appears optimal.

One of the principle motivations behind the development of model-free analysis methods
is the concept that in complex human diseases, the “true” genetic etiology is almost never known.
Our results suggest that even for data-mining methods such as GENN and GESR, we still must
take the underlying genetic model into account when setting the initial search parameters. One
option, as demonstrated by Moore et al., is to perform parameter tuning in the actual data before
analysis (Moore et al., 2007). One limitation to this technique is the potential for over-fitting,
especially in small data sets. This problem could be addressed via cross-validation or by
incorporating parsimony into the overall fitness evaluation.

Another potential solution is to allow evolution itself to find the optimal parameter
values. For example, the initial random population of solutions could be generated with equal
proportions of all three genotype encodings. Ideally, as evolution progresses, the fittest models
will be those with the optimal genotype encoding. One limitation of this method would be the

need to generate larger population sizes to allow for the different parameter values to be
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represented. Because larger population sizes are correlated with longer run times, this could be a
computational burden.

The true value of these methods can only be accurately assessed according to their
performance in biological data. As stated previously, two tasks necessary for an effective analysis
are variable selection and modeling. GESR and GENN are both limited in their capacity to
perform variable selection due to the overwhelming number of variables that currently constitute
a genetic association study. For this analysis, our in silico data only consisted of 25 SNPs, a tiny
fraction of the millions of genotypes captured on the standard platforms. Integrating effective
filtering techniques with optimized analysis methods will allow us to efficiently search for

complex genetic models and elucidate novel human disease etiology.

Conclusions

In Chapter 2, we have detailed a SNP data simulation method, the computation
algorithms used in ATHENA, and two ATHENA parameter optimization sweeps. The simulation
method described was used to generate all of the data used for both parameter sweeps.

In the first sweep, we tested the effect of various parameters on the power of GENN to
find a disease model that included additive or dominant main and interaction effects that predict a
quantitative trait outcome. We compared the parallel version of ATHENA to the serial version of
ATHENA to determine if there was a threshold at which dividing the population in sub-
populations was no longer beneficial because the resulting sub-population was too small. We
found that even when the sub-populations were very small, the performance was still as good or
better than serial ATHENA. Going forward, we will exclusively use the parallel version of
ATHENA. Next, we assessed the effect of different values of maximum depth on detection
power. It did not appear to have a consistent effect; however it did make the computation time
significantly greater. Future analyses will involve assessing the maximum depth parameter using

more complex genetic models. We also iterated over different types of SNP genotype-encoding

56



and activation node types (add-only or all), which are specified in the grammar file. Interestingly,
we found an interaction between the activation node grammar and genotype encoding in that no
dummy-encoding and add-only activation nodes performed substantially worse than any of the
other combinations (Figures 10 and 11). This led us to delve further into the genotype encoding
parameter. We found that the linear component of dummy-encoding and add-only activation
nodes resulted in the highest detection power for this model (Figure 12).

The second sweep was designed to address one of the main caveats of the first parameter
sweep—all of the analyses were done using one main genetic model. Additionally, we wanted to
test how the parameters affected GESR, a novel analysis method that has recently been
implemented in ATHENA. For the second sweep, we simulated an array of genetic models with
various effect sizes and types to test different genotype encodings, grammar settings, and types of
cross-over in GENN and GESR. Our most striking finding was that GENN appears to be more
sensitive to the initial parameter settings than GESR based on the drastic changes in detection
power from one parameter combination to another (Figure 14). This was also reflected in the
statistical analyses we performed (Table 11). Overall, the detection power of GESR was
significantly higher than GENN; however, this is likely due to the specific parameter settings in
GENN that results in detection powers close to zero. We will continue to compare GENN to
GESR using simulated and biological data sets.

The next step in ATHENA optimization and testing will address one of the overarching
aims of ATHENA—to integrate different types of high-throughput data to perform a systems
biology focused analysis. In Chapter 3, we will first go over the meta-dimensional data simulation
method in detail. Next, we will discuss a study that compares GENN, GESR, and two other
potential meta-dimensional analysis methods across various simulated meta-dimensional models.
We use the results from the simulation analysis to perform a filtering-modeling analysis on a

biological data set. Finally, we will perform a more thorough comparison of GENN and GESR
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using a wide array of simulated genetic models. These results will dictate the specific ATHENA

method we use for the meta-dimensional data analysis in Chapter 4.
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Chapter 111

COMPARISON OF META-DIMENSIONAL
ANALYSIS METHODS USING OPTIMIZED PARAMETER SETTINGS®

Introduction

In Chapter 3, we will first describe the method we use to simulate meta-dimensional data
sets. Next, we will go over an analysis that compare several computational tools using simulated
meta-dimensional data — Lasso, Random Jungle, and the two evolutionary computation methods
within ATHENA, GENN and GESR. These methods were selected as they are capable of
performing meta-dimensional analyses on high-throughput data while using different types of
algorithms. We compare various performance metrics of all four methods to determine if certain
methods would be appropriate as variable selection or variable filtering methods for our final
filtering-modeling ATHENA pipeline. Next, we compare just GENN and GESR, candidates for
variable modeling, using various simulated SNP and meta-dimensional models to determine
which method we will use for our biological data set analyses. Finally, we apply a filtering-
modeling meta-dimensional analysis on a biological data set that consists of SNPs and gene

expression variables using methods that performed beset in the simulated data analyses.

Meta-dimensional Data Simulation Method

To test these methods, we modified a previously developed simulation technique to
generate SNP genotype and gene expression variables (EVs) that predict a quantitative outcome
(Chalise and Fridley, 2012). There are three main steps to the meta-dimensional simulation

process:

* Portions of this chapter were adapted from (Holzinger et al., 2012). Selected figures, tables, and text were used from this
publication.
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1. SNP data simulation

SNP genotype data was randomly generated using genomeSIMLA, as described in
Chapter 2. Using this method, data sets are generated for a user-defined number of individuals
that can have forced minor allele frequencies for specific SNPs and patterns of LD to represent

realistic correlation patterns between SNPs.

k o .. O
o 0o .. O
B=10 kK .. 0
0 0 .. k

Figure 16. An example of an effect matrix used to simulate specific SNP-EV
correlation in the meta-dimensional simulation method. The rows and columns
correspond to SNPs and EVs, rescpectively. The variable k is a constant that is
related to the level of correlation between the SNP-EV pair.

2. Gene expression data simulation

Gene expression data is simulated using a multivariate random normal distribution
(MVN) with forced correlation between specific SNPs and EVs. For a given EV (X) and
individual (i), the distribution is defined as X ~ MVN(u;, Y X). The mean ,; is calculated from
the product of effect matrix B and the vector of SNP genotypes G for individual i so that: p; =
(Gi*B). An example of an effect matrix is shown in Figure 16. The number of rows and columns
are equal to the number of SNPs and EVs, respectively, and k is indicative of the correlation level
between a given SNP and EV. This SNP-EV correlation is modeling the natural occurrence of
expression quantitative loci (¢QTLs) where SNPs are associated with an expression trait.
Biologically speaking, k is likely to be variable across SNP-EV pairs. This layer of complexity

could be added into the simulation for studies that are exploring eQTL detection specifically.
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The covariance matrix £ X used in the MVN distribution is calculated using biological

data sets to maintain realistic patterns of correlation between the EVS. For all of our analyses we
used EVs selected at random from a data set downloaded from the Gene Expression Omnibus
(GEO) website (Edgar et ai., 2002). The data set consisted of transformed and normalized
microarray data for baseline EV levels of LCLs in the study described in (Huang et al., 2007a)
(Accession Number: GSE7792). This is a flexible parameter of the simulation method. The user
can upload EV data (or potentially any quantitative predictor variable data) into the simulation
method to incorporate correlation patterns that represent the specific type of data sets being
simulated by calculating a covariance matrix from the data. One key restriction to the process is
that the number of variables used to calculate the covariance matrix must also be the number of

EVs that the user plans to simulate.

3. Outcome simulation

For all of our analyses, we generate a quantitative outcome to represent log transformed
IC50 values from an etoposide cytotoxicity study using LCLs. IC50 is the concentration of drug
at which 50% of the cells remain viable. The outcome variables are selected from a normal
distribution generated for each individual with standard deviation (sd) of 0.56. The sd was
calculated from the real log IC50 values generated by the same study used in step 2. These values
were downloaded from PharmGKB website [9] (Accession Number: PS206922). The mean of
the normal distribution () is calculated using the values of the functional EVs and SNPs for each
individual and user-defined coefficients that are optimized to produce a given effect size. Below

we show formulas used to calculate the means for each individual. An example of a main effect

W =-0.5 + 0.3(SNP.1) + 0.3(SNP.2) + 0.4(EV.1) Eq. 4

i, =-0.5 + -0.1(SNP.1) + -0.1(SNP.2) + 0.4(EV.1) + 0.2(SNP.1*SNP2)  Eq.5
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(Equation 4) and an interaction effect (Equation 5) calculation are shown:

Comparison I

Data Simulation

The data for Comparison I was simulated with patterns of correlation with 100 or 1000
SNPs to represent the naturally occurring linkage disequilibrium. Figure 17 shows a plot of the
pairwise D-prime values in the data set with 100 SNPs. Here, we show D-prime instead of R
because the level of correlation is easier to distinguish. The darker shades of red represent higher
levels of correlation. The two functional SNPs were selected to have a minor allele frequency
(MAF) of 0.3 and to have a pairwise R value of less than 0.001. A total of 1000 data sets were

generated (100 for each of the 10 models) with 500 individuals / data set. Each individual was

bidiiiiidild h“ i
) . \“&

Figure 17. Pairwise D-prime plot for 100 SNP simulations. Darker shades of red represent higher
levels of correlation.
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assigned a quantitative trait outcome.

Each model was simulated with three direct-effect functional variables: two SNPs and
one EV. Additionally, there was an indirect effect SNP that was correlated with the functional
EV. Figure 18 shows a schematic of the genetic effect model. Four non-functional SNPs were
also forcibly correlated with four non-functional EVs to represent “noise correlation.” For all
SNP-EV correlations in this analysis, we set k = 0.8 in the effect matrix (Figure 16), which
resulted in an R value of ~0.3-0.35 between the SNP and EV. In total, ten genetic effect models
were generated: four with only main effects of the three variables, four with a SNP-SNP
interaction and an EV main effect, and two “null” data sets with no forced correlation between

the functional variables and the quantitative outcome.

SNP.N

SNP.2 l
]

N _

®

Figure 18. Schematic of the genetic effect models that predict the quantitative outcome 1C50. SNP.N
represents the indirect effect SNP.



The effect sizes for each of the functional variables are shown in Table 12. The median
adjusted R values range from 0.21-0.48 for the full model, representing effect sizes that have been

observed in other studies (Klein et al., 2001; Huang et al., 2007a, 2008c¢).

Table 12. Description of simulated data sets (100 data set /model). Mean (standard deviation) for
adjusted R values calculated from: 'Univariable linear regression analyses, 2Multivariable linear
regression analyses that included all direct main and inte terms, and *Multivariable linear regression
analyses that included only direct main effects.

Variable
Effect 1 1 1 MODEL MODEL
(ScNol:l/l[‘;V) Type SNP 1 SNP2 EV 1 (FULL)? (RED.)’
Main 0.06(0.02) 0.08(0.02) 0.08(0.02) 0.21(0.03) ——
100/50 only 0.16(0.03) 0.170.03) 0.17(0.03) 0.40(0.09) ———
SxSint. 0.04(0.02) 0.04(0.02) 0.08(0.02) 0.23(0.03) 0.16 (0.03)
0.03(0.02) 0.01(0.01) 0.24(0.03) 0.39(0.04) 0.32 (0.04)
Mam 0.05¢(0.02) 008(0.02) 0100004 0.23(0.03) —
1000/500 only 0.15(0.03) 0.1000.03) 0.18(0.03) 0.48(0.03) —
SxSint. 0.04(0.02) 0.05(0.02) 0.04 (0.02) 0.21(0.03) 0.13 (0.03)
0.03 (0.02) 0.07(0.02) 0.18(0.03) 0.39(0.04) 0.26 (0.03)

Data Analysis

For this analysis, we compared four computational methods using the simulated data sets
described in the previous section. Below we will go over each of the methods. We will detail the

algorithms not previously described (Lasso and Random Jungle).

1. ATHENA

For this analysis, we ran GESR and GENN in ATHENA with different parameter settings
for each method because GESR is 2x faster than GENN. For GESR, we used an initial
population size of 20000 across 20 demes (1000/deme), 400 generations, and migration between

demes every 25 generations. For GENN, we used an initial population size of 8000 across 10
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demes (800/deme), 200 generations, and migration every 50 generations. We used the optimized

parameter settings selected based on results from Chapter 2.

2. Random Jungle

Random Jungle (RJ) is a faster version of Random Forest (RF) (Schwarz et al., 2010).
RF is a machine learning algorithm that builds a forest of either classification or regression trees
from the data to predict a categorical or continuous outcome, respectively (Breiman, 2001). A
sample of the data is selected at each node-building step to determine the most informative split.
The attribute, or independent variable, is selected from the subset of all attributes based on how
well it reduces an impurity measure. Individuals that are not used to for tree generation (“out-of-
bag” individuals) are used to calculate tree prediction error and assign an importance score to
each variable based on the effect permutation has on prediction error across all of the trees.
Importantly, this method allows for the detection of main and interaction effects, and it accepts

quantitative and categorical predictor and out come variables.
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RJ was implemented specifically to analyze large quantities of data and can be run on
multiple CPUs for faster computation time. There are specific parameter settings that have a
significant impact on performance. Table 13 below details these parameters and provides the
value used for this analysis. The ntree and mtry values were selected based on recommendations

from the RF authors.

Table 13. R) parameter descriptions and settings for the simulated data analyses that
included 150 or 1500 variables.

Parameter Name Description Value (150/1500
datasets)
ntree Number of trees grown without pruning in 480/480
the jungle.
mtry Number of variables sampled at each node 50/500
split.
impeasure Variable importance metric. For both SNP 3/3

and EV filtering, we used method 3, which

permutes the variable values and estimates

the percent change in mean squared error
after permutation.

nimpvar Target number of variables that remain 50/500
after backward elimination.

backsel Type of backward elimination. For both, 373
we used method 3: removes variables with
negative importance scores at each step.

treetype Type of tree. For both, we used tree type 3: 3/3
regression tree with numeric output and
input variables.

3. Lasso

Lasso is a linear regression variable selection method (Tibshirani, 1996). Lasso is
different from stepwise regression variable selection in that it minimizes the sum of squared
errors with a tuning parameter that puts a constraint on the absolute value of the variable

coefficients. This results in coefficient shrinkage and allows the methodology to incorporate
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prediction accuracy and parsimony when generating the final regression model (Efron et al.,
2004).

For this study, we used the /ars package in R to perform Lasso analysis (Hastie and
Effron, 2011). The algorithm computes the final solution for all values of the tuning parameter.
Default settings were used for all Lasso parameters except the value for “effective zero.” This
parameter determines the absolute value for the coefficient at which the term is dropped from the
model. Based on previous analyses using simulated data (data not shown), we set the value to

0.005 to put more pressure on parsimony.

Results
1. Random Jungle and Lasso

Figure 19 shows the results for the RJ and Lasso analyses. Detection power is defined as
the average number of times the functional variables were identified in the top ranking variables
for the simulation models with 150 and 1500 variables. We summarize the results by averaging
the detection power across the different effect sizes and types within the two variable counts
because our goal is to find the method that is optimal across a variety of models, and the genetic
effect parameters are unlikely to be known a priori in biological data. The null data sets were
simulated so that no variables were forcibly correlated with the outcome. We are showing results
for the top 10 and top 3 variable rankings for each analysis. For Lasso, this was determined by the
absolute value of the coefficients in the final regression model, which are normalized so that SNP
and expression variables can be compared. For RJ, this was determined by the importance score
value.

Our results show that Lasso had higher average detection for the data sets with 150
variables. Conversely, RJ had higher average detection for the data sets with 1500 variables.
Also, RJ appeared to be biased towards ranking EVs higher than SNPs. Importantly, the Lasso

models were not very parsimonious with an average of 23 and 114 variables in the models that
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had 150 and 1500 total variables, respectively. Notably, we noticed a high false positive rate for
the EV for RJ. This could be a factor of the bias in RJ to rank EV variables higher. Additionally,
in the null data, the EV shown was still forcibly correlated with a SNP. This correlation may

cause an inflation of importance scores and a higher false positive rate.

2. ATHENA

GENN and GESR both generate relatively parsimonious models for all of the analyses.
The best models had average variable counts of 4.1 and 2.35 GENN and GESR, respectively).
Therefore, we are showing the average number of times the functional variables were identified
in the best model (Figure 20). For both variable counts, GENN has higher average detection
power than GESR, with the difference most notable in the models with 1500 variables. GENN
also performed more accurate modeling than GESR with the average testing set R of 0.25 and

0.15, respectively. (Null data values were -0.001 for GENN and -0.005 for GESR).
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Figure 19. Average detection power for RJ and Lasso for each of the functional variables (SNP.1,
SNP.2, and EV) and the full functional model (ALL) across four different simulated models.
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Figure 20. Average detection power for ATHENA methods GENN and GESR for each of the functional
variables (SNP.1, SNP.2, and EV) and the full functional model (ALL) across four different simulated models.

Discussion

From these results, we drew two main conclusions regarding which methods would be
the best candidates for either the filtering or the modeling components of ATHENA.

First, the detection power of RJ is more robust to an increase in the number of non-
functional variables than Lasso. This feature makes RJ more suitable as a filtering method where
one of the critical criteria is performance under noise. For the biological data set analyses, we
will be using RJ as the filtering method.

Second, while RJ and Lasso have comparable overall model detection power to GENN
and GESR (Figure 19: Top 3 and Figure 20), the lack of parsimony in the development of a final
predictive model make them less suitabie as variable modeling methods. In this analysis, GENN
performed better than GESR in terms of detection power and prediction accuracy (Figure 20).
However, these metrics were averaged across genetic effect models. In Comparison II, our goal

is to perform an extremely thorough comparison of GENN and GESR using a variety of SNP-
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only and meta-dimensional simulated data sets to select the variable modeling method that will be

used for the biological data set analysis.

Comparison 11

Data Simulation

To test GENN and GESR, we first simulated data that consisted of SNP genotypes with
two functional SNPs that predicted a binary outcome. The data were generated using
genomeSIMLA, described in detail in Chapter 2. Various genetic models were simulated with
different effect types, effect sizes, and variable counts for a total of 12 models. Two null models
(where no genetic effect was simulated) were also generated to get an estimate of false positive
identification. The data was simulated with patterns of correlation between the SNPs to represent
linkage disequilibrium. Details of the model parameters are show in Table 14. The penetrance

functions used to generate the models can be found in Table 15.

Table 14. SNP-only data simulation details for Comparison II.

Parameter Values

Genetic Model No main effects;
Main and interaction effects

Effect Size’ 0.01; 0.05; 0.15

Variable Count 100; 1000

Individuals 2000 cases / 2000 controls
Datasets per model 100

“Calculated as broad sense heritability or the proportion of outcome variation due
to al! genetic effects.
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Table 15. Penetrance tables for SNP-only simulated data. The minor aliele
frequency for each model (represented by a and b) is 0.4. The symbol h?
denotes the broad sense heritability of the model. The value in each cell of
the penetrance table denotes the probability that an individual will be a case
given they have the genotype combination. The same penetrance table was
used to generate the given effect sizes for the models with 100 and 1000
SNPs.

Effect h? Penetrance Table
AA Aa aa
BB |0.10) 011 012
0.01
" Bb | 011 015 | 0.20
;3 b | 012] 020 | 025
=
_§ AA Aa aa
E BB (010} 013 015
s 0.05
- Bb [ 0.]13] 025 | 033
= bb | 015 033 [ 045
E
£
g AA Aa aa
0.15 BB {010} 015 | 020
: Bb | 015 | 0.40 | 0.55
bb | 020 | 055 | 070
AA Aa aa
0.01 BB | 033 | 043 | 0.46
" Bb | 046 037 | 0.1]
bb | 0.35 | 041 | 0.46
3] -
g AA Aa aa
= 0.05 BB | 056 | 030 | 0.35
E PS8y [037] 041 | 0.45
° bb | 0.14 | 060 | 0.37
4
AA Aa aa
0.15 BB | 031} 045 | 0.46
: Bb | 0281 048 | 0.38
bb | 0.96 | 0.003 | 0.33
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For the meta-dimensional data simulation, we generated SNP genotype and expression
variables (EVs) that predict a quantitative outcome. We generated data sets with genetic effect
models that consisted of two or three function variables with varying effect types, effect sizes,

and variable counts for a total of 12 models. The descriptions of these models are shown in Table

Table 16. Meta-dimensional data simulation details for Comparison 11.

Parameter Values

Genetic Model All main effects (main);
SNPxSNP interaction effect+EV main effect (SxS+E);
SNPxEYV interaction effect (SxE)

Effect Size” 0.05; 0.15
Variable Count 100 SNPs/50 EVs; 1000 SNPs/500 EVs
Individuals 4000 with quantitative outcome

Datasets per model 100

‘Calculated as the adjusted R value from the linear regression model that included all of the main
and interaction effects listed.

SNP.IND
SNP.IND SNP.IND v
. v
| wp2 v SNP 1 SN2 M sNP2
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| - PO M
PHENO PHENO PHENO

Figure 21. Schematic of the three meta-dimensional genetic effect models for Comparison
IL

15. We also simulated two null models for this analysis. More details about the genetic effects of

the models can be found Table 17. Figure 21 shows a schematic of each of the three genetic
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effect models as described in Table 16. For each model, an indirect effect SNP was generated by

forcing correlation between this SNP and the functional EV variable with an R valued of ~0.3.

Data Analysis

For the simulation studies, we applied GENN and GESR directly to the data sets with no

variable filtering. We simulated the data to have variable counts similar to what is expected for

Table 17. Description of meta-dimensional data simulations. For each variable in the model, we
show the R2 value for a univariable linear regression model that contains only the specified
variable to determine the effect on the quantitative outcome. For the full model, we show the R2
value for a multivariable linear regression model that contains all main and interaction effects. For
the reduced model, we show the R2 value for the muitivariable linear regression model that
contains only the main effects. Each of the R2 values was calculated as the median value for all
100 simulated datasets. In parentheses, we show the IQR the R2 values for all 100 simulated

datasets.
Variable | Effect | Target | SNP.1 | SNP.2 | SNP.IND | EV.1 Full Reduced
Count Type full Model Model
(SNP/EV) model
R
main 0.05 0.02 0.02 0.01 0.02 0.05 -
(0.006) | (0.005) | (0.004) (0.003) | (0.01)
main 0.15 0.06 0.05 0.02 0.04 0.15 -
(0.01) | (0.01) (0.005) (0.005) | (0.0D)
o SxS+E 0.05 0.002 0.002 0.01 0.03 0.05 0.03
§ (0.002) | (0.002) | (0.004) (0.004) | (0.01) (0.005)
= SxS+E 0.15 0.04 0.04 0.02 0.05 0.16 0.12
(0.01) | (0.0 (0.006) 0.006) | (0.0D (0.01H)
SxE 0.05 0.02 --- 0.01 0.03 0.07 0.05
(0.01) (0.004) (0.01) (0.01) (0.0
SxE 0.15 0.04 - 0.03 0.07 0.16 0.11
(0.01) 0.01) (0.01) 0.02) 0.0
main 0.05 0.01 0.02 0.01 0.02 0.05 ---
(0.005) | (0.004) | (0.003) (0.004) [ (0.01)
main 0.15 0.05 0.05 0.02 0.04 0.15 -
(0.01) | (0.01) (0.005) (0.005) [ (0.0
S SxS+E 0.05 0.002 | 0.002 0.01 0.03 0.05 0.03
w (0.002) [ (0.002) | (0.004) (0.004) | (0.01) (0.005)
§ SxS+E 0.15 0.03 0.03 0.02 0.05 0.15 0.12
- 0.01) | (0.0DH (0.01) 0.01) 0.01) (0.01)
SxE 0.05 0.01 - 0.01 0.02 0.05 0.03
(0.003) (0.004) (0.005) | (0.006) | (0.006)
SxE 0.15 0.05 - 0.07 0.03 0.17 0.12
0.01) (0.01) (0.01) (0.01) (0.01)
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the post-filtering number in biological data. A dummy configuration file briefly describing the

parameter settings and the values used for each analysis are shown in Table 18.

Table 18. Dummy configuration file for GENN and GESR analyses. The values shown
represent the initial analysis and the longer simulated data analysis. If there is only one
value shown, this value was used for both analyses.

Parameter Name Description GENN value GESR value
MAXDEPTH The maximum depth of the grammar tree that 812,12 8 12
grammatical evolution uses to generate the ANN or SR
formula
POPSIZE The number of solutions that are randomly generated at | 750, 2000, 9000 750, 2000
the beginning of evolution
PROBCROSS The probability that a solution will undergo cross-over 0.9 09
PROBMUT The probability that a solution will undergo a point 0.1 0.1
mutation
GRAMMAR The file that specifies the grammar used to translate the all complex
binary string into a functional computer program.
These vary according the functions that are allowed in
the GENN activation nodes or the SR formula: GENN
add = addition only; all = multiplication, addition,
substraction, and division; simple =add, subtract,
multiply, and divide; complex =
CALCTYPE The metric used to calculate fitness. For quantitative balanced balanced accuracy
outcomes, this is R®. For binary outcomes, this is accuracy for for SNP-only data;
balanced accuracy. SNP-only data, R? for meta-
R’ for meta- dimensional data
dimensional data
GENSPERSTEP The number of generations before the best solutions 50, 50, 25 50
migrate between demes.
NUMSTEPS The number of times migration occurs. The total 4,10, 60 8,10
number of generations is calculated as
GENSPERSTEP x NUMSTEPS
BLOCKCROSSGENS The number of generations that will undergo a genetic- 100, 100, 500 0
programming-like tree-based crossover as opposed to
single point binary cross-over
DUMMYENCODE The encoding of the SNP variables. This is not TRUE TRUE
applicable to quantitative variables (i.e. gene
expression levels).
Ccv ‘The number of cross-validation intervals that will be 5 5
performed.
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For both the SNP-only and the meta-dimensional data, we compare the detection power
(number of times the correct variables were identified in the best model), modeling accuracy, and
parsimony of the methods of GENN and GESR.

For the SNP-only data, detection power is summarized by the number of times out of the
100 data sets that SNP1, SNP2, both SNPs (full model), or both SNPs with no false positives (full
model specific) are identified in the final best model in GENN and GESR.

The detection power results are summarized slightly differently for the meta-dimensional
data analysis. SNP detection power is the average number of times either SNP was identified in
the best model for the genetic effects that include two SNPs (main and SxS+E). EV detection
power is the number of times the EV was identified in the best model. Two var. detection power
is the number of times at least two of the variables from the genetic effect model were identified.
Full model detection power is the number of times all of the direct effect variables were
identified. Note that because the SXE model only has two direct effect variables, the two var. and
full model detection powers will be identical.

In additional to the analysis that included all 100 data sets, we ran “ramped-up”
parameter settings on GENN and GESR on 5/100 meta-dimensional data sets to assess the
improvement in full model detection. The values for these parameters are also shown in Table 17

as the longer simulated data analysis.

Results
1. SNP-only simulated data

Figure 22 shows the results for each of the 14 genetic effect models for the SNP-only
simulations. These figures were generated using a program called SynthesisView (Pendergrass et
al., 2010). For each model, the average fitness (balanced accuracy), average model size (number
of variables in the best model), and various detection powers are shown. For the models with

main and interaction effects (1-6), both methods identify both SNPs in the best model at least
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50/100 data sets (green bars). GENN adds additional loci in the best model as indicated by a
lower full model specific detection power (yellow bars). However, the average model size is less
than 2.5 for each of the GENN analyses, so the method is adding very few additional “false
positive” loci to the model and is still relatively parsimonious. Overall, GENN also has slightly
better average fitness than GESR for these models.

GENN has better detection power and is more parsimonious than GESR for all of the
models with no main effects (7-12). However, for model 12, neither of the methods identified the
best model. This appears to be an effect size/variable count threshold at which the parameters of
GENN and GESR (i.e. number of generations and population size) would need to be adjusted to

allow for model detection.

2. Meta-dimensional simulated data

For each of the meta-dimensional data simulations models, we ran GENN and GESR on
100 data sets per model. Figure 23 shows the results from this analysis. The detection power
results are summarized slightly differently than the SNP-only simulation results. SNP detection
power is the average number of times either SNP was identified in the best model for the genetic
effects that include two SNPs (main and SxS+E). EV detection power is the number of times the
EV was identified in the best model. Two var. detection power is the number of times at least two
of the variables from the genetic effect model were identified. Full model detection power is the
number of times all of the direct effect variables were identified. Note that because the SxE
model only has two direct effect variables, the two var. and full model detection powers will be

identical.
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Figure 22. Results from the SNP-only simulation analyses. Description of the
14 genetic effect models are shown in the first three columns. Detection power
is defined as the number of times out of 100 data sets the indicated variable(s)
were identified. Avg. Fitness is defined as balanced accuracy. Avg. Model Size
is the defined as the average number of variables in the best model.
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Interestingly, for most of the genetic effect models, GENN has higher power to detect at
least two variables (green bars) and the SNP (blue bars), while GESR has overall higher EV
detection power (red bars). Additionally, GESR is too parsimonious as shown by the average
model size which is ~ 1 for each of the genetic effect models where the correct model has either 3
(main and SxS+E) or 2 (SxE) direct effect variables.

Notably, neither of the methods identified all 3 variables in the model for the main and
SxS+E genetic effects greater than 2/100 times. This could be due to the restricted parameter
settings that improve detection power but also result in longer run times and increased memory
consumption. To test this, we ran 5/100 data sets from the 3-variable genetic effect models (150
variables and an effect size of 0.15) with a larger population size, maximum depth, and longer
number of generations in GENN and GESR. Table 19 shows the results from these analyses. For
GENN, 3/5 best models included all three direct effects for the main effects data sets. One of the
other models included the two direct effect SNPs and the indirect effect SNP, which is correlated
with the EV. For the SxS+E model, 5/5 best models included all three direct effect variables.
These analyses took ~10 hours per data set to run (~50 hours for the entire analysis).
Comparatively, the analysis for all 100 data sets took 48 minutes per dataset (80 hours for the
entire analysis). The original parameter settings would have caused a large computation burden
because it would take 1000 hours to run all 100 data sets. GESR did not identify more than 2 of
the direct effect variables in any of the models, but computation time was shorter at ~2.2 hours

per data set.
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Figure 23. Results from the meta-dimensional simulation analyses. Description of
the 14 genetic effect models are shown in the first three columns. Detection power
is defined as the number of times out of 100 data sets the indicated variable(s) were
identified. Avg. Fitness is defined as R. Avg. Model Size is the defined as the
average number of variables in the best model.
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Table 19. GENN and GESR results on meta-dimensional simulated data
from analyses with longer run-time. The correct variables are shown in bold.
The direct effect variables are SNP1, SNP2, EV. The indirect effect variable
is SNP.IND. The false positive variables are shown as FP#. Fitness is the R
value of the model in the testing set. Time is computation hours per data set.

Method- Best Model Variables Fitness | Time
Model
GENN- SNP1 SNP2 EV FPI1 FP2 FP3 0.16 10 hours
Main SNP1 SNP2 SNP.IND 0.13

SNP1 SNP2 EV FP1 FP2 0.18

SNP1 SNP2 EV SNP.IND FP1 0.13

SNP1 SNP2 FP1 0.15
GENN- SNP1 SNP2 EV SNP.IND FP1 FP2 FP3 0.14 10 hours
SxS+E SNP1 SNP2 EV 0.15

SNP1 SNP2 EV FP1 FP2 0.14

SNP1 SNP2 EV FP1 FP2 0.13

SNP1 SNP2 EV FP1 0.16
GESR- SNP1 FP1 FP2 0.05 2.2 hours
Main SNP2 0.05

SNP1 FP1 0.09

SNP2 0.08

SNP1 EV 0.12
GESR- EV 0.06 2.2 hours
SxS+E SNP2 EV 0.09

EV 0.06

EV 0.07

EV 0.09

Discussion

Our results suggest that, overall, GENN is better at correctly and accurately detecting
genetic models that have limited to no main effects and that include different types of data. This
could be, in part, due to functionality that is present in GENN and not GESR. GENN performs
iterative back-propagation every user-defined number of generations to optimize the ANN
weights. Simulation studies have shown that this improves GENN performance (Turner et al.,
2010a). To improve the performance of GESR, future work will involve incorporating a similar

weight optimization step, such as a maximum likelihood estimate metric.
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As shown in Figures 22 and 23, the amount of noise in the data has an increasingly
detrimental effect on GENN, as shown by the substantial decrease in detection power from 100 to
1000 SNPs in the simulated data. To address this, we will use RJ as a variable filtering method.
RJ allows for the identification of interactions, input and output variables can be either
categorical or quantitative values, and the output from the analysis is a ranked list of variables,
which can be seamlessly filtered into a more powerful modeling technique, like GENN.

Because it was able to detect more complex genetic effect models, we chose to use
GENN for the biological data set analyses. Therefore, the following biological data analyses will

use a RJ filtering — GENN modeling pipeline to generate predictive meta-dimensional models.

Biological Data Analysis

Dataset description

For this analysis, we used a publicly available data set that consisted of genome-wide
SNPs, EVs, and a cytotoxicity measurement generated from 172 HapMap LCLs. Details of this
data set have been previously described (Huang et al., 2007a). Briefly, cytotoxcity of etoposide, a
chemotherapeutic agent, was calculated as IC50, or the concentration of drug at which 50% of the
cells remain viable. IC50 values were log-transformed. The quantitative outcome was adjusted to
account for relatedness, ethnicity, and gender by using the residuals from a mixed model
regression analysis in genABEL in the R software package (Aulchenko et al,, 2007). We
reduced the initial number of SNPs downloaded from the HapMap website from ~3 million to
~1.3 million by removing SNPs with minor allele frequency less than 0.05 and genotyping call
rate of less than 100% (i.e. no missing data). The EV data consisted of ~18,000 transformed and
normalized baseline expression levels from the LCLs using the Affymetrix GeneChip Human
Exon 1.0ST Array. These expression levels were downloaded from Gene Expression Omnibus

(GEO), accession id: GSE7792.
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Data analysis

We used R to filter the SNPs and EVs to achieve a variable count similar the simulated
data sets from Comparison II. The filtered variables were analyzed using GENN based on the
results from the simulated data where GENN performed more powerful and accurate modeling of
meta-dimensional data with appropriate parameter settings. Figure 24 shows a schematic of the

biological data set analysis.

Step 1: RJ
filtering of SNPs
and EvVs

Step 2: GENN modeling -
of 1. SNPs only, 2. SNPs
+EVs,and 3. EVsonly | l

Step 3: GENN modeling *—---J .
of variables from Step — ¢ k_)) -
2.1 and 2.3 best models ; i

Figure 24. Schematic of ATHENA RJ filtering — GENN modeling pipeline.

For the RJ analysis (Step 1), we performed parameter tuning as suggested by the RJ
authors. We iterated over various combinations of mtry and ntree values to achieve a maximum
prediction accuracy value. Tables 20 and 21 show the values for the SNP and EV analyses,
respectively, with the final mtry/ntree combination highlighted in red. Values for other important
RJ parameter settings are shown in Table 22. Next, we took the top 10% of the non-zero

importance scores from the optimized RJ analysis and filtered them into a GENN analysis. We
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analyzed just the SNPs, just the EVs, and both the SNPs and EVs using this method (Step 2).
Finally, we took the variables from the best Step 2 GENN models and ran them in a final GENN
analysis (Step 3). This was done based on results from previous analyses that have shown GENN
performs variable modeling better than some traditional methods when presented with a limited
number of noise variables (Spencer et al., 2011). The important GENN parameter settings for

each analysis are shown in Table 23.

Table 20. RJ parameter tuning for the SNP data. All of the combinations were not tested due to
computation time. NT signifies that this combination was not tested. The values in the cells are
the prediction accuracy estimates (R) for the mtry/ntree combinations shown. The value in red
indicates the combination that was chosen.

ntree
mtry 1000 4000 10000
100000 0.4 NT 0.93
7060000 NT 0.93 NT
1000000 0.96 NT 0.961

Table 21. RJ parameter tuning for the EV data. The values in the cells are the
prediction accuracy estimates (R) for the mtry/ntree combinations shown. The value
in red indicates the combination that was chosen.

ntree
mtry
1000 4000
900 0.52 0.52
6000 0.87 0.87
12000 0.95 0.95
18000 0.14 0.14
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Results

included 428 (out of ~1.3 million) SNPs and 39 (out of ~18,000) EVs. We ran the filtered
variables as shown in Figure 24. The results the GENN analyses are shown in Table 24. For the
Step 2 analysis, the most predictive model was the EV-only ANN (R*=0.42). Interestingly,
there was overlap between the SNP+EV analysis and the SNP-only and EV-only analyses.
HIST1H4A-2 was the only variable that was not in the other two best models. Next, we ran the

variable from the best Step 2 models in a final GENN analysis (Step 3). In the final model 6/8

Table 22

. Parameter settings for RJ analysis of SNP and EV data.

Parameter Name

Description

SNP data value

EV data value

ntree

Number of trees grown without pruning
in the jungle*

10000

4000

mtry

Number of variables sampled at each
node split.

1000000

12000

impeasure

Variable importance metric. For both
SNP and EV filtering, we used method
5, which permutes the variable values
and estimates the percent change in
mean squared error after permutation
while taking into account correlation
patterns between variables.

aimpvar

Target number of variables that remain
after backward elimination.

20000

2000

backsel

Type of backward elimination. For
both SNP and EV filtering, we used
method 3: removes variables with
negative importance scores at each step.

treetype

Type of tree. For both SNPs and EVs,
we used tree type 3: regression tree
with numeric output and input
variables.

Using the RJ-filtering method described in the previous section, the filtered data set

variables included in the analysis were in the best GENN model (Figure 25).

85




Table 23. GENN parameter settings for analysis of biological data sets,

Parameter Name

Description

GENN value

MAXDEPTH

The maximum depth of the grammar
tree that grammatical evolution uses to
generate the ANN or SR formula

12

POPSIZE

The number of solutions that are
randomly generated at the beginning of
evolution

PROBCROSS

The probability that a solution wiil
undergo cross-over

0.9

PROBMUT

The probability that a solution will
undergo a point mutation

0.1

GRAMMAR

The file that specifies the grammar used
to translate the binary string into a
functional computer program. all =

multiplication, addition, substraction,
and division

all

CALCTYPE

The metric used to calculate fitness. For
quantitative outcomes, this is R?. For
binary outcomes, this is balanced
accuracy.

R!

GENSPERSTEP

The number of generations before the
best solutions migrate between demes.

25

NUMSTEPS

The number of times migration occurs.
The total number of generations is
calculated as GENSPERSTEP x
NUMSTEPS

60

BLOCKCROSSGEN
S

The number of generations that will
undergo a genetic-programming-like
tree-based crossover as opposed to
single point binary cross-over

500

DUMMYENCODE

The encoding of the SNP variables.
This is not applicable to quantitative
variables (i.e. gene expression levels).

TRUE

v

The number of cross-validation
intervals that will be performed.

We compared the R? value from the best GENN model with the adjusted R’ value from a
linear regression model that included the same 3 SNPs and 5 EVs using the /m base function the
R software package (R Development Core Team, 2011). The adjusted R? value for this model

was 0.47 and the model p-value was 2.2 x 10-16. These results suggest that using more than one
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variable type is more informative than either of the variable types alone, as indicated by the larger
R? value in Step 3. Additionally, the GENN best model could be capturing non-linear
relationships between the variables that explain a portion of the phenotype variation that the

linear regression model would not detect.
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Figure 25. Representation of the best ANN model from Step 3.

Discussion
Using the ATHENA filtering-modeling pipeline, we were able to compare prediction

models using SNPs only, EVs only, and SNPs + EVs, Initially, the model that included both data
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types was not as predictive as using just EVs (Table 23). However, when we reduced the

pressure of variable selection by analyzing only the variables from the best Step 2 ANN models,

Table 24. The best GENN models for each of the analysis

steps.

Analysis Best Model Testing R
SNPs rs1014390 0.18
(Step 2.1) rs883834

rs1600172
EVs HISTIH4A-1 0.42
(Step 2.3) ACER2

EDARADD

GDI2
SNPs+EVs rs1600172 0.21
(Step 2.2) HISTTH4A-1

HIST1H4A-2
Top rs883834 0.57
SNPs+EVs rs1014390
(Step 3) rs1600172

HIST1H4A-1

HIST1H4A-2

EDARADD

the R? value went up substantially. Additionally, it was more predictive than a linear regression
model that included the same variables.

These results suggest that further testing and optimization needs to be done on the
variable selection end of the ATHENA pipeline. One option is to do internal variable selection
with GENN, similar to the method that we used for filtering variables into Step 3. For example,
one performance metric for each of the variables could be the number of times it appears across
cross-validation intervals. Even if the entire model does not cross-validate, the appearance of the
single variable more than once in high-performing models suggests importance. This has been
previously explored in the field of computational evolution. Studies suggest that variables in the
fittest models across generations are less likely to be noise variables.

None of the identified EVs or SNPs were identified as statistically significant in the
previous study that used this data. However, we are using an entirely different analysis approach

that could identify more complex models not identified by the first study. We investigated the
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biological function of the variables to determine if they pointed to a potential underlying
mechanism.

First, we identified two EVs that represent probes that target the expression level the
same gene: HIST1H4A4. Histones are the core proteins of chromatin, and this gene encodes
subunit 1 of histone cluster 4. Epigenetic modifications of histones, such as methylation or de-
acetylation, can operate to regulate gene expression. Several studies have implicated histone
modification regulators as playing a role in etoposide cytotoxicity (Hajji et al., 2010; Cowell et
al., 2011; Maselli et al., 2012). Moreover, one of the best model SNPs, rs1014390, is in the
intronic region of the gene JMJD6, which is predicted to operate as a histone demethylase (Hahn
et al., 2010). This could point to a biological interaction between these genetic variants where the
expression level changes of the histone protein affects the cytotoxic outcome, and this effect is
either amplified or reduced via the change in activity in histone de-methylation due the JMJD6
variant. The SNP rs1600172 is intergenic; however, it is upstream up the gene /7G4 1, which as
been implicated in oxaliplatin-induced cytotoxicity in a previous GWAS (Won et al., 2012).
Both oxaliplatin and etoposide are chemotherapeutic agents that result in an increase in DNA
damage and cell death. This could suggest a common underlying mechanism for /TGA/ for both
drug cytotoxicity effects. Finally, the gene EDARADD is known to interact with EDAR, which
can activate signaling pathways that control cell death (Morlon, 2005). While no known
interaction exists between etoposide and EDARADD cell death gene functions, this could

implicate a novel mechanism by which etoposide-induced cytotoxicity is regulated.

Conclusions

Based on the results from Comparisons I and I, we developed a R fiitering-GENN
modeling method and applied it to the full biological data set described in the methods section.

First, we chose to filter the full data set with RJ because it: 1. can handle large quantities of data
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in a computationally efficient manner because it is easily parallelized, 2. ranks the variables in a
manner that makes filtering simple by using an importance score cut-off or a pre-determined
number of variables; and 3. obtained higher overall detection power than the Lasso, another
method that could potentially be used as a filter. Next, we chose the GENN algorithm within
ATHENA as our modeling technique because it: 1. had higher detection power and modeling
accuracy than GESR, and 2. was parsimonious resulting in smaller, more interpretable models.
We applied this method to a biological data set to assess it performance in “noisy” data.

Importantly, the filtering-modeling pipeline we used here has certain limitations. First,
the modeling techniques do not specifically identify conditional relationships, which are likely to
be ubiquitous in meta-dimensional data. For example, if a SNP affected gene expression level,
which, in turn, affected the phenotype, methods such as GENN are more likely to identify either
the SNP or the EV, but not both. One method, which could model these types of relationships in
a more informative manner are Bayesian networks (Jiang et al., 2010; Carniak, 1991). Future
improvement to ATHENA will include incorporating Bayesian networks into the software
package to allow for the generation of more interpretable meta-dimensional models.

Another limitation of our analysis is the selection of the threshold in the RJ results for
filtering variables into GENN. There is no direct correlation between the RJ importance scores
and a more interpretable metric such as a p-value. Therefore, the significance level that best
distinguishes signal from noise for different types of data is difficult to determine. For this
analysis, we used the top 10% of the variables with non-zero importance scores. This process,
however, is still somewhat arbitrary. A more appropriate threshold selection may involve
running RJ x-number of times with a different random seed each time and selecting the variables
that appear in the top spots across the analyses. One issue with this type of process, however, is
the computational burden of running RJ many times as one single analysis takes ~12 hours to
complete. Alternatively, there are other variable selection methods that do not rely on

computationally intense data-driven analyses. Biofilter (Bush et al., 2009), which is currently a
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part of the ATHENA package, is a method that uses information from databases such as KEGG
and Gene Ontology to select SNPs that are more likely to be a part of the same pathway or
interacting with one another based on known biological functions. Other filtering techniques will
be explored in future work.

In our best model there were 3 SNPs and 3 EVs. This model was more predictive than a
linear regression model that included the same variables but only modeled the additive main
effects. However, it would have been prohibitive to use a standard variable selection technique
with regression, such as forward selection or backward elimination as the dataset consists of too
many independent variables.

In the previous section, we discussed the potential biological implications of the variables
identified in the best model. The next step in validating this model is to show that it predicts
etoposide cytotoxicity in independent data sets. For a single SNP, there are factors that make
replication less than trivial. The associated SNP is likely a surrogate for the causal variant via
correlation patterns, or LD. If the correlation patterns between the discovery and replication data
sets are different, the effect sizes and significance levels will also be different, making exact
replication difficult. This effect is amplified when trying to replicate SNP-SNP interactions or, in
our case, meta-dimensional models. One option for expanding the idea of replication to meta-
dimensional model discovery is to determine whether sets of SNPs or genes that are correlated
with the originally identified variables are predictive in independent data sets. Additionally,
functional studies could be done to determine if perturbing the identified genetic regions results in
a phenotypic change. For this analysis, an in-vitro experiment could be done using the available
LCLs to determine if the IC50 values change when the genes in the predictive model are knocked

down.
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CHAPTER 1V
APPLICATION OF THE ATHENA PIPELINE TO IDENTIFY META-DIMENSIONAL
MODELS THAT PREDICT IN VIVO LIPID LEVELS"*
Introduction
In this chapter, we will apply the RJ filtering-GENN modeling pipeline to a meta-
dimensional data set to identify models associated with various in vivo lipid traits. First, we will
perform a proof-of-concept analysis to show that our method can perform as well as standard
methods at identifying “known” genetic effects. Next, we will apply the method to a meta-
dimensional dataset to identify meta-dimensional models that predict in vivo HDL-C levels.
Finally, we will apply our method to a meta-dimensional dataset to identify models that predict
various LDL-C related traits by testing three distinct biological hypotheses. For both HDL-C and
LDL-C analyses, we will compare single data type analysis with integrated data type analyses in
various ways. Our goal is to assess the performance of our models under different analysis

conditions and to identify models that predict variation in lipid traits.

Dataset Description
Phenotype data
The biological data for our analysis was provided by Dr. Ronald Krauss’s lab at the
Children’s Hospital and Research Center Oakland (CHORI). The data consisted of two different
statin clinical trial cohorts. Pravastatin Inflammation and CRP Evaluation (PRINCE), a
pravastatin clinical trial (Chasman, 2004), and Cholesterol and Pharmacogenomics (CAP), a

simvastatin clinical trial (Simon et al., 2006).

* Portions of this chapter were adapted from (Holzinger et al., 2013). Selected figures, tables, and text were used from this
publication.
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PRINCE is a community-based clinical trial cohort in which participants received 40
mg/d of either pravastatin or placebo for 24 weeks (if they were in the randomized double-blind
arm of the study). Various biomarker and lipid level measurements were taken at baseline, 12
weeks, and 24 weeks. Individuals in PRINCE were at least 21 years old and were excluded if they
had chronic inflammatory conditions, received anti-inflammatory medication, had known statin
intolerance, or had received any statin treatment six months prior to enrollment in the trial
(Albert, 2001). We used subsets of the original clinical trial cohorts to complete the proof-of-
concept study design. The larger PRINCE subset consisted of ~1300 European American
individuals. We also took a smaller, random subset of n=480 to match the size of CAP for our
proof-of-concept analysis, which we will detail later in this Chapter section.

The participants in CAP clinical trial cohort received 40 mg/d of simvastatin for six
weeks. Various lipid and biomarker measurements were taken at screening, enrollment, week
four, and week six. Participants were at least 30 years old and had extensive exclusion criteria:
known statin intolerance, current pregnancy, any use of lipid-lowering treatments, change in diet
or weight, use of immunosuppressive drugs, liver disease, elevated creatine phosphokinase (CRP)
levels, uncontroiled hypertriglyceridemia, blood pressure, or diabetes mellitus, abuse of drugs or
alcohol, or a major iliness three months prior to enrollment, The CAP subset we used for our

analysis consisted of 480 European American individuals (Simon et al., 2006).
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Figure 26 shows the distribution of various clinical traits for the CAP subset (C480), the
larger PRINCE subset (P1311), and the smaller PRINCE subset (P480). From these graphs, we
can see that the CAP cohort has a larger proportion of females, a lower median age, a higher

median HDL-C, and a slightly lower and less skewed log-Triglyceride level.
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Figure 26. Distributions of various clinical characteristics of the dataset subsets:
CAP n=480 (C480), PRINCE n=1311 (P1311), and PRINCE n=480 (P480). Age
is in years. HDL-C, LDL-C and iog-Triglycerides are in mg/di.
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Genotype data

For PRINCE and CAP, individuals were genotyped on either the Illumina HumanHap300
bead chip or HumanQuad610 bead chip GWAS platforms. The data was previously imputed to
1000 Genomes and HapMap3 CEU founders using the IMPUTE?2 software (Howie et al., 2009).
Prior to any quality control, there were ~7.8 million SNPs in the imputed dataset.

We performed three main formatting and quality control steps. First, we filtered out any
variables where the highest genotype probability was less than 0.8. This was based on the
distributions of the probabilities for the most likely genotype where SNPs with genotype
probability less than 0.8 were in the far tail of the distribution. Figure 27 shows chromosome 1 as
an example. All chromosomes had probability distributions similar to chromosome 1. Next, we
used the genotype imputation probabilities to calculate “genotype dosages™ for each SNP.
Finally, we filtered out SNPs with an estimated minor allele frequency (MAF) of less than 0.01.

The final genotype data set consisted of ~2.7 million SNP genotype dosages.
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Figure 27. Distribution of genotype probabilities for chromosome 1. The x-
axis shows the highest genotype probabilities for each SNP and the y-axis
shows the number of SNPs with the given probabilities.
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Gene expression data

LCLs were generated via Epstein-Barr virus transformation of the lymphocytes isolated
from 480 CAP participants. The LCLs were exposed to 2 uM simvastatin or a control solution for
24 hours. From these cell lines, gene expression levels were measured using the Illumina
HumanRef8v3 beadarray for the simvastatin and the control treatments. The final data set
consisted of ~25,000 probe expression levels for each of the treatments.

The gene expression levels were corrected for potential batch effects and other
confounders using surrogate variable analysis (SVA) (Leek et al., 2012). SVA allowed us to
correct for the unwanted variation in the gene expression levels without removing the variation
associated with of the lipid trait of interest (i.e. HDL-C, LDL-C baseline, and the difference
between LDL-C baseline and after in vivo simvastatin treatment). We also quantile normalized
the expression variables. Figure 28 shows the distribution of the p-values for the association of
each expression variable with LDL-C traits as an example of before and after SV A-corrected
expression data. The plots on the left are the p-values before SV A adjustment and the plots on
the right show that p-values after SVA adjustment. From top to bottom, the rows in the figure
represent the association of control-treated expression with baseline LDL-C levels, control treated
expression with the change in LDL-C levels before and after simvastatin treatment, and the
change in expression levels before and after simvastatin treatment with change in LDL-C before
and after simvastatin treatment. Importantly, each of the lipid traits were actually residuals from a
linear regression analysis that correct for relevant covariates, (i.e. age, gender, BMI, and
compliance). For each of the associations, the QQ-plots suggest that without correction, the there

are less significant associations with the lipid trait, potentially resulting in more false negatives.

96



L
: - 3 se e
2 g -
~ -
¥
. I =
- o
° T T T T H < T T T
o 1 2 3 4 [ A 2 3 4
Expecied - l0g.5/p} Expectod -1og..fp}
B_LOLAHT_Unadjusted 8_LDLAHT_Adjusted
0 - . *
.
- . - A ase® i
3 goese® 3
b4 3
4 -
g - g ;
E o § ~ ;
i
I
o - o ;
T T — T T
0 1 2 3 4 o ) 2 3 L)
Expected - l0Q %D} Expected - og.{p)
Delta_LDLdif_Unadjusted Delta_LOLJHT_Adjusted
w A » w L3
|
PR . e LR :
3 oe ® %
g = g o i
B o~ P ¥ o~ ;
8 8 |
i
e T T T T © T T T T J
] 1 2 3 4 0 1 2 3 4
Expectad -t p) Expected -0g,-p)

Figure 28. QQ-plots that show the distribution of observed p-values compared to the expected from
linear regression analyses for each of the expression variables. The plots on the left are p-values with
no SVA adjustment. The plots on the right are with SVA adjustment. From top to bottom, the
association models represented are: control-treated expression variables with baseline LDL-C levels,
control-treated expression variables with the change in LDL-C levels before and after simvastatin
treatment, and the change in expression levels before and after simvastatin treatment with the change
in LDL-C levels before and after simvastatin treatment.

Proof-of-concept Analysis

Study Design

Our first step was to perform a proof-of-concept analysis using just genome-wide SNP

genotype dosages from the PRINCE data set with HDL-C level as the outcome. The motivation
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of this analysis was to show that 1. RJ can identify the same main effects as the standard GWAS
linear regression analysis, and 2. RJ can identify loci that are known to contribute the variation of
HDL-C based on previously validated GWAS results. RJ was described in detail in Chapter 3.
Afier removing participants with missing phenotype data, there were 1311 individuals.
Additionally, we randomly selected a subset of these individuals (n=480) to assess the results
with a sample size comparable to our final analysis in the CAP cohort. “Known” HDL-C loci
were determined from the results of a lipid meta-analysis (Teslovich et al., 2010). First, we
adjusted HDL-C for relevant covariates (top 2 principal components, smoking status, age, gender,

previous M1, diabetes mellitus, and BMI).

Known HDL-C loci?
ATHENA
Linear Regression
e Known HDL-C loci?
JATHENA

Figure 29. lllustration of the proof-of-concept analysis. For both the larger and
smaller PRINCE subsets, linear regression results and the ATHENA pipeline
analysis results were compared to determine if known HDL-C loci were identified.

We ran RJ on the data set using the parameter tuning technique suggested by the authors
of RJ to select the specific parameter combinations that result in the highest prediction accuracy .
We also ran linear regression analyses to obtain p-values for the main effect term of each of the
2.7 million SNP genotype dosages. Finally, we identified SNPs in both the RJ and linear
regression results that map to the top 10 most significant HDL-associated loci from (Teslovich et

al., 2010). Figure 29 below illustrates the proof-of-concept analysis.
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Results

Figures 30 and 31 show Manbhattan plots comparing the importance scores for RJ with the
—log10 of the p-values from the linear regression analysis for the n=1311 and n=480 subsets,
respectively. In green, we highlight the SNPs from our analysis that were in the top 10 HDL loci
according to the meta-analysis p-value from the Teslovich, et al. publication. In both the subsets,
RJ identifies the same previously identified loci as linear regression on chromosome 16, which is
the CETP locus. Neither RJ nor linear regression identified any of the other top known loci as the
top ranked variables. These results suggest that RJ can identify significant main effects that are
identified by standard association methods like linear regression. Additionally, the identified
effect is in a gene that is known to have an effect on HDL-C variation in based on results from
previous GWAS.

Notably, some of the variables with top-ranked importance scores in RJ are not
significant hits in the linear regression analysis (Figures 30 and 31). One of the primary
motivations for using RJ is that it can identify variables with both interaction and main effects.
We assessed the possibility that the variables not identified by the linear regression main effect
analysis were representing interaction effects by running exhaustive pairwise regression on the
SNPs with in the top 10% of the non-zero importance scores for both the full data set and the
smaller subset. We also ran the same exhaustive regression test on a random subset of SNPs of
equal size. Figures 32 and 33 below show QQ-plots and histograms, respectively, of the p-values
from a likelihood ratio test where the full model includes the main effects terms for the SNP pair
and the multiplicative interaction term, and the reduced model includes just the main effect terms.
Both figures indicate a higher frequency of lower p-values in the RJ selected SNP as compared to
the randomly selected SNPs. This difference is more pronounced in the smaller subset; however,
we tested a smaller number of SNPs and did not go as far into the lower importance scores as
with the larger subset. This suggests that RJ can identify SNPs that are contributing to the

outcome variation via interactions with other SNPs.

99



~logielp)

mportance score

PRINCE. 1311 Linear.Regression

]
o
[~
- ]
1
]
°
T Y Y T T T T T T * Y LML SR S A A
1 2 3 4 § 6 7 8 9 10 11 12 1 15 17 19 21 23
Chromosome
PRINCE.1311.Random.Jungle
g 1 :
8 4
-
g4 :
g .
. . . . *. . R .
v8-4 . * . . . S . . ., 4
™ * e L& ‘" '—"-':. el o
o A W
T Al T T T L T I i T T ST
1 2 3 4 5 6 7 8 9 10 11 12 13 15 17 19 2
Chromosome

Figure 30. Manhattan plots showing the p-values from a linear regression analysis
(top) and the importance scores for RJ (bottom) for the PRINCE n=1311 subset.
The “known” HDL loci are highlighted in green.
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Figure 31. Manhattan plots showing the p-values from a linear regression analysis (top)
and the importance scores for RJ (bottom) for the PRINCE n=480 subset. The “known”
HDL loci are highlighted in green.
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Figure 32. QQ -plots showing the distribution of p-values for a LRT where the full model includes
the main effect term for two SNP and the full model includes the main effect term and a
multiplicative interaction term for PRINCE n=480 (top) and PRINCE n=1311 (bottom). The SNPs
were selected using the top results from an RJ analysis (right) or randomly (left).
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Figure 33. Histograms showing the distribution of p-values for a LRT where the full model includes
the main effect term for two SNP and the full model includes the main effect term and a
multiplicative interaction term for PRINCE n=480 (top) and PRINCE n=1311 (bottom). The SNPs
were selected using the top results from an RJ analysis (right) or randomly (left).
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For the last part of the proof-of-concept analysis, we ran the top 10% of the non-zero
importance score from the RJ analysis in GENN. There were 1600 SNPs for PRINCE n=1311
dataset and 750 SNPs for the PRINCE n=480 subset. The final best models are shown below in
Figure 34. Both of the best models contained one SNP from the CETP locus (boxed in red). The

testing R’ values were 0.11 for PRINCE n=1311 and 0.13 for PRINCE n=480.
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Figure 34. Best ANN models from the GENN analysis of the RJ filtered SNPs for PRINCE n=1311
(left) and PRINCE n=480 (right). The CETP SNPs are boxed in red.
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Discussion

For the proof-of-concept analyses, our goal was to determine if the ATHENA filtering-
modeling pipeline could 1. perform as well as traditional statistical methods and 2. identify loci
that were known to be associated with HDL-C levels. In this analysis, RJ identified the same
known locus as linear regression (CETP). Importantly, there were many previously replicated
HDL-C loci that neither method identified. This could be due to lack of power. Our sample sizes
are only a fraction of the sample sizes used to identify many of the GWAS hits, including the
meta-analysis that we used as the gold-standard comparison. Additionally, this could be a due to
genetic heterogeneity. Different genetic variants may be driving the inter-individual variation in
HDL-C levels in this cohort than have been identified in previous GWAS.

To address whether RJ is able to identify interaction effects that might be missed by a
standard linear regression analysis, we performed an exhaustive pairwise interaction analysis of
the top RJ results. We also performed exhaustive pairwise interaction tests using a randomly
sampled subset of SNPs. We compared the p-values from the LRT of the full and reduced
models and found an excess of more signficant p-values in the RJ-selected SNPs. Importantly,
however, this needs to be tested further using simulated data with known complex interaction
models, as this comparison only assesses pairwise multiplicative interaction models.
Additionally, any significant interactions identified by RJ in biological data sets will need to be
validated in an independent data set to address the possibility that these are false positives.

Finally, we ran the top RJ variables in GENN to generate final, parsimonious prediction
models. In both PRINCE subsets, one CETP SNP was included in the best models. This
indicates two things: 1. The RJ filtering threshold did not eliminate the CETP SNPs, and 2.
GENN also identifies the known variables in the best model.

One caveat to our proof-of-concept approach is that the meta-dimensional data sets will
include EVs. This adds another layer of complexity to the analysis that we tested using simulated

data (Chapter 3), but not biological data sets. To address this, in our final LDL-C analysis, we
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will run RJ using SNPs-only, EVs-only, and then SNPs and EVs together to determine if a bias
towards either data type exists. Additionally, we will assess whether including EVs improves the
accuracy of the final GENN models.

The next two sections of this Chapter will cover two meta-dimensional analyses using the
ATHENA filtering-modeling pipeline in the CAP data. The first will identify models that predict
baseline HDL-C levels. The second analysis will be more complex in that it will incorporate
various pharmacogenetic hypotheses into the study design by assessing changes in EV levels and

LDL-C levels before and after simvastatin treatment.

Meta-dimensional Analysis of HDL-C in CAP
Introduction

HDL particles are small, dense lipoproteins that circulate throughout the body. Many
anti-atherogenic properties have been ascribed to HDL, and low HDL-C levels are strongly and
independently associated with increased risk for cardiovascular disease. HDL-C has a relatively
large genetic component with heritability estimates between 40-80% (Boes et al., 2009;
Weissglas-Volkov and Pajukanta, 2010).

Many common variants are significantly associated with HDL-C in humans, but
collectively they only explain a small proportion of the estimated heritability (Demirkan et al.,
2011). A recent study used significant GWAS SNPs to perform polygenic scoring and found that
the best model only explained ~4.75% of the variation in the HDL-C trait. Some groups have
begun to examine a more complex genetic architecture to explain the missing heritability and
several gene-gene interactions have been identified (He et al., 2010; Turner et al., 2011; Ma et al,,
2012). In this study, we aim to go a step further by integrating SNPs and gene expression data to

find complex models that predict HDL-C levels.
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Study Design

The data for this study comes from the CAP simvastatin clinical trial, as described in
Chapter 3. Briefly, the genomic data consists of ~2.7 million SNP genotype dosages and ~25,000
gene expression levels. Our outcome of interest is the mean HDL-C level from the screening and
enrollment visits before any medication was administered. HDL-C was adjusted for the top two
principal components, gender, age, BMI, and smoking status. All of the individuals in this subset
of the cohort were of European-American descent. Various clinical characteristics of the 480
individuals in this analysis are shown in Table 25. Five individuals from the original dataset had
reported genders that did not match their genetic gender and one individual did not have HDL-C
data. These six individuals were dropped from the analysis. The final dataset had 474

individuals with complete genetic and phenotypic data.

Table 28. Clinical characteristics of the CAP dataset (n=480).

Clinical trait Value
Age in years (mean [sd]) 54.4 [12.7]
BMI (mean [sd]) 27.6 [5.3]
HDL-C in mg/dl (mean [sd]) 53.4 [16.3]
Smoker (% smoker) 13.2
Gender (% male) 54.1

Figure 35 shows the pipeline schematic that we used for this analysis. This is similar to
the analysis from Chapter 3 for the first application of the ATHENA pipeline to a biological
dataset. In Step 1, we filtered the ~2.7 million SNPs and ~24,000 EVs separately in RJ. This was
done because RJ has not been sufficiently tested to determine the effect of the overwhelmingly
larger number of SNPs versus EVs that were present in this data set (~112x more SNPs). After
filtering, we analyzed the filtered SNPs (Step 2.1), the filtered EVs (Step 2.3), and the filtered

SNPs and EVs together (Step 2.2) in GENN. Because GENN outperforms other methods,
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specifically when the number of noise variables is extremely reduced, we assessed just the SNPs
and EVs that were in the best ANN models from Steps 2.1 and 2.3 (the steps with the smallest

number of input variables) in a final GENN analysis (Step 3).

Figure 35. ATHENA filter-model pipeline for the meta-dimensional
analysis of HDL-C in CAP

Results

Table 26 displays the important parameter setting values that were used for RJ for each
analysis. Table 26 also shows the computation times and the number of variables that remained
after backward elimination. The values for bootstrap sample size and number of trees were tuned
for each data set as previously described. We chose an importance score cut-off because it has
the same statistical meaning for both the SNPs and EVs. The threshold of 10 was chosen because
it generated similar distributions of scores in both data sets. Our final filtered sets consisted of
418 SNPs and 241 EVs. This was about 0.02% and 9.6% of the original, unfiltered set of SNPs
and EVs, respectively.

The filtered baseline EV and SNP variables were analyzed both separately and

simultaneously by GENN. In addition, the SNPs and EVs from the best GENN models were
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combined and analyzed together. Table 27 shows the GENN parameters that were used for these

analyses. These parameters were selected based on a tuning analysis. We tuned various

parameters shown in previous analyses to have an impact on detection power and selected the

parameter combination that resulted in the best models with the highest testing R values.

Table 26. RJ filtering parameter settings and computation time

Parameter EV analysis SNP analysis
Bootstrap Sample Size 11250 684342

Number of Trees 4000 4032

Tree Type Regression trees Regression trees

Importance Score

Permutation-based

Permutation-based

Backward Elimination

Discard negative scores

Discard negative scores

Number of Processors

4 (500 trees / processor)

64 (63 trees / processor)

Compute Time (hours)

0.6

52

Table 27. GENN parameter settings and computation times

Parameter Steps 2.1,2.3 Steps 2.2,3
Number of demes (processors) 100 100
Population Size / Deme 3000 1000
Number of generations 1125 250
Number of migrations 45 10
Probability of Crossover 0.9 0.9
Probability of Mutation 0.01 0.01

Fitness R R

Analysis time (hours) 8 1

Figures 36-38 shows the resulting best ANN models from each of the following analyses:

SNPs only (Step 2.1), EVs only (Step 2.3), and SNPs and EVs together (Step 2.2). The R? values

from the testing cross-validation set for each of the models were 0.16, 0.11, and 0.18,

respectively.

Finally, we ran GENN with only the 6 SNPs and 5 EVs that were present in the top

models shown in Figures 36 and 37. Figure 39 shows the resulting network from this analysis

(Step 3). The ANN consisted of 3/6 SNPs and 4/5 EVs from the best models and the testing R
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value was 0.32. This is substantially greater than the previous network that simultaneously

analyzed SNPs and EVs, which had an R of 0.18 (Figure 38).

Figure 37. Best ANN model from the GENN analysis of the EV-only data (Step
2.3).
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Additionally, we tested the same variables using a more traditional statistical prediction
method--multivariable linear regression. The adjusted R? value from the regression model that
included all 6 SNPs and 5 expression variables was 0.23. The full regression model was highly
significant, with a p-value of 2.2x10-16. This difference in R? values suggests, as we saw in the
previous meta-dimensional analysis using a biological dataset, that the GENN models may be

capturing effects that the linear regression models are not.

Discussion

In this study, we apply the ATHENA filtering-modeling method for integrating data to
generate meta-dimensional prediction models. We were able to build a model that included SNPs
and EVs and explained more variation than either data-type alone (Figures 36-39). Additionally,
our best model was more predictive than an additive modeling technique.

Notably, although the ANN from the integrated analysis had a higher R value than the
analyses that only included SNPs or EVs (Figure 38), it was still less predictive than the analysis
that only included just the top SNPs and EVs (Figure 39). This could be a result of the combined
increase in pressure on variable selection due to the larger number of predictor variables and on
modeling due to the different scales of the EV and SNP values. When we reduced the variable
selection pressure by only including the top variables from the EV-only and SNP-only best
models, the R? value increased substantially. This highlights the ability of GENN to model
variables in an informative way when presented with a limited number of noise variables.
Additionally, the GENN model was able to account for more outcome variation than the linear
regression model indicating that the more complex modeling method of GENN identifies
relationships between the variables that an additive model does not.

Notably, we did not identify any of the genes known to be highly associated with HDL-
C. The gene that is arguably most strongly associated with HDL-C is CETP (Dullaart and Sluiter,

2008; Teslovich et al.,, 2010). To determine if our method was not able to find the effects or if the
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effects were simply not there, we performed a univariate linear regression analysis on each of the
SNPs and then ranked the p-values. The model included main effect terms for each of the
variables. None of the SNPs in CETP were significantly associated with HDL-C in our data set
(data not shown). This suggests that in this subset of individuals, other genes could be more
strongly contributing to the variation in HDL-C.

Interpreting the biological significance of statistical models is not a trivial task for several
reasons. First, due the correlation patterns that exist in SNPs and EV data, the variables in the
best models could be functional variables or variables that are highly correlated with the
functional variables. There is no simple way to determine which is the case. One initial approach
could be to map the top ranked SNPs and EVs back to genes to determine if the variables in the
best models are representative of any given biological pathway or have similar biological
function. We assessed this possibility by analyzing the RJ filtered SNPs and EVs with an online
annotation tool called DAVID (Huang et al., 2008a, 2008b). The most significant biological
groups after accounting for redundant pathway information in the databases were those related to
immune function. This is interesting because HDL plays a role in innate and adaptive immune
responses (Norata et al., 2012).

We also examined possible biological roles for the genetic variants identified that could
be influencing HDL-C levels. One interesting finding in the final best model was the BMP-1 EV.
BMP-1 is a zinc metalloprotease with various cellular functions including the regulation of
extracellular matrix development and mature bone formation (Grgurevic et al., 2011; Asharani et
al., 2012). One study found that BMP-/ might play a key role in HDL biogenesis by converting
the Apolipoprotein A1 (apo A1) propeptide into the mature apo A1 protein, the major protein
component of HDL. Only mature apo A1 protein can promote HDL formation due to its
phospholipid binding properties (Chau et al., 2007). This novel catalytic role for BMP-1 suggests

a direct mechanism by which variation in this gene could result in HDL-C variation.
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Another intriguing result is the SNP rs17011320. This SNP is intergenic; however, it is
200 kilobases downstream of a gene that encodes the receptor TACRI. There is no evidence in
human genetic data that TACR/ plays a role in lipid level regulation. In rat models, however, the
locus that contains the TACR! ortholog has been associated with various metabolic-syndrome
phenotypes, including HDL-C levels (Kloting et al., 2004, 2005). While the biological
mechanism by which TACR/ could influence HDL-C levels is not clear from this association,
recent findings suggest that TACR/ may play a role in thrombosis via interaction with its primary
substrate, substance P (Azma et al., 2011). Low levels of HDL have also been implicated in an
increased risk for thrombosis and clotting activity (Talens et al., 2013). If TACR] is regulating
thrombosis by altering levels of HDL-C, this could point to a new mechanism for HDL level

regulation.

Meta-dimensional Analysis of LDL-C Traits in CAP

Introduction

High levels of LDL-C in the plasma is a major risk factors for cardiovascular disease
(CD), the primary cause of death in developed countries (Roger et al., 2010). One mechanism by
which LDL-C influences CD risk is by contributing to atherosclerosis. Athereosclerosis is
initiated when LDL and other lipoproteins accumulate in the subendothelial matrix of arterial
walls. Monocytes are recruited the arterial wall and differentiate into macrophages, which take in
LDL and form foam cells. These foam cells subsequently die and form lesions, and, over time,
these lesions grow and block blood flow. They can also erupt and result in a myocardial
infarction (MI). This process is accelerated with elevated levels of LDL (Lusis, 2000).

Genetic and environmental factors affect inter-individual variation in the LDL-C levels.
The genetic factor contribution (estimated by narrow sense heritability) of LDL-C is between 30-
50% (Weiss et al., 2006). To identify these genetic factors, many biochemical analyses, animal

model experiments, candidate gene studies, and GWAS have been completed. However, the
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known genetic factors explain ~12% of human trait variation in population-based cohorts, only a
fraction of the total estimated heritability (Teslovich et al., 2010).

Importantly, our understanding of the biological etiology of lipid levels has contributed to
the development of therapies that lower CD risk by lowering LDL-C levels. Specifically, HMG-
CoA reductase (HMGCR) inhibitors, or statins, substantially lower LDL-C levels and CD risk.
Statins are currently the most prescribed drug-class in the world and lower LDL-C levels by 55%
(Corsini, 1995; Postmus et al., 2012). However, statin efficacy is variable from person to person
due to environmental and genetic factors (Simon et al., 2006; Mangravite and Krauss, 2007).

Many candidate gene studies have assessed the role of known cholesterol metabolism and
pharmacokinetic genes in statin efficacy. They have identified numerous variants associated with
the lipid lowering response for various classes of statins, including HMGCR, APOE, CETP, and
SLCOIBI (Verschuren et al., 2011). Thus far, three major statin efficacy GWAS have been
conducted (Thompson et al., 2009; Barber et al., 2010; Deshmukh et al., 2012). Only two of the
studies found statistically significant novel genetic associations—one in CLMN (Barber et al.,
2010) and one in LPA4 (Deshmukh et al., 2012). However, taken together, these findings do not
explain a large proportion of the overall variation in statin efficacy. Specifically, one study found
that the addition of certain known genetic factors to a prediction model does not significantly
improve performance over phenotypic variables alone (Van der Baan et al., 2012). This is an
especially important consideration for a pharmacogenetic trait where prediction testing would be
immediately beneficial in the clinical setting (Maggo et al., 2011).

Most genetic analysis of LDL-C levels and statin efficacy has focused on DNA variation.
For our study, we will be combining genomic and transcriptomic information in a way that will
allow us to identify known and novel associations. We will conduct the analysis in various ways
to address three central biological hypotheses with the ultimate goal of identify genes and/or
pathways that contribute to the genetic etiology of LDL-C and statin efficacy. These hypotheses

will be discussed in detail in the next section.
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Study Design

The dataset for the meta-dimensional analysis consists of genotypes and gene expression
levels for 474 individuals from the CAP cohort. There are ~2.7 million genotype dosages and
~25,000 EVs for each of the LDL-C treatment groups (placebo or simvastatin treated). We also
had in vivo data on LDL-C levels before and after simvastatin treatment. We ran the analysis in
three ways to address three different scientific objectives. Below, we describe each objective for
the three analyses, give the biological interpretation of the resulting models, and provide an

illustration of each concept.

Objective 1: To identify baseline (placebo-treated) LCL EVs and SNPs associated with baseline
LDL levels.

With this analysis we will search for genetic variants that contribute to variation in
baseline LDL-C levels, or LDL-C levels before simvastatin treatmen (Figure 40). This model
does not consider any pharmacogenetic effects of simvastatin. However, these findings could
result in the identification of pathways that point to more effective targets for LDL-C lowering

medications in certain individuals.

Baseline SNP
EV levels genotypes

Figure 40. Schematic of study design for Objective 1.

Objective 2: To identify baseline LCL EVs and SNPs associated with the change in LDL-C before

and after simvastatin treatment.
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This objective will address the hypothesis that baseline EVs and SNPs may interact with
simvastatin to contribute to the variation LDL-C level changes due to simvastatin treatment
(Figure 41). The SNPs and genes identified by this analysis could be used to pinpoint biological

processes that are involved in simvastatin function and processing.

Baseline

EV levels genotypes

Change
in LDL-C

Figure 41. Schematic of study design for Objective 2.

Objective 3: To identify LCL EVs calculated as the difference in expression before and after in
vitro simvastatin treatment and SNPs that are associated with the difference in LDL-C before and

after simvastatin treatment.

Change in SNP
EV levels genotypes

Change
in LDL-C

Figure 42. Schematic of study design for Objective 3.
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The purpose of this analysis is to identify genetic variants associated with simvastatin
efficacy that are closely related to the drug pathway (Figure 42). The SNPs identified in this
analysis should be similar to those identified in Obj. 2; however, because the EVs are represented
by the change in expression level before and after simvastatin treatment. Simvastatin responsive
genes associated with change in LDL-C could point to the direct mechanism by which
simvastatin efficacy could be different in different individuals.

Figure 43 illustrates the steps for the filtering-modeling pipeline. First, (as shown in Step
1.), we filtered the ~2.7 millions SNP genotype dosages, the ~25,000 EVs, and the SNPs and EVs
simultaneously with RJ. Next, we took the top 1% and 5% of the non-zero RJ importance scores
and used them as inputs for the GENN analysis. We ran GENN using only the filtered SNPs, only
the filtered EVs, the separately filtered SNPs and EVs, and the simultaneously filtered SNPs and
EVs as shown in Step 2. Finally, we took the variables from the best performing models from
Step 2 and ran them in final “top variable” analyses, as shown in Step 3. This was done to test
whether limiting the noise in the final analysis will allow GENN to focus on modeling the

variables in a more informative manner.
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