
 
 
 

Exploiting Smart 
Materials in Embodied 
Evolutionary Robots 

 

 

 

Siavash Haroun Mahdavi 

 

 

A dissertation submitted for the degree of  

Doctor of Engineering  

of the  

University of London 

 

Department of Computer Science 

University College London 

 

2006 



 ii  

Abstract 
There are two streams in the field of robotics.  Robots that have a predetermined 

behaviour and robots that are adaptive.  Even in the field of adaptive robotics, there is 

usually a lot of domain knowledge given to the robot.  This work deals with robots 

where no domain knowledge is given at all.  Two physical robots are created for this 

work: a self-adaptive snake robot and an adaptive antenna. Both use shape memory 

alloy for actuation. Here we investigate the use of an evolutionary algorithm to evolve 

controllers in these physical systems, under different environmental conditions. 

Embodied evolution creates and tests controllers in these devices, giving them an 

innate adaptability. This adaptability is assessed by repeatedly damaging the robot 

snake and measuring the degree of recovery, and by placing the antenna in a 

challenging environment and measuring its ability to adapt and receive a radio signal. 

It is argued that these robots can very effectively adapt to their environment and 

perform the tasks because they are learning online.  The genetic algorithms used to 

control these robots are embodied within their environment.  This embodiment means 

that a very simple genetic algorithm is able to control smart materials such as shape 

memory alloys without any previous domain knowledge about them. 

 

This form of adaptive robotics is very useful for very complex or unpredictable 

circumstances.  As the results show, the genetic algorithms are able to evolve effect 

locomotion of a snake robot and recover motion after damage to one or more of the 

actuators, without even being informed that any damage has occurred. 

 

The control and exploitation of smart materials is also extended to stereolithographic 

models.  A series of experiments is done that demonstrates the power of these 

embodied genetic algorithms.  The final outcome of this research is a robot that is 

made entirely out of smart materials.  The design of the entire body is evolved by the 

use of an embodied genetic algorithm, where every unit cube of the structure is 

optimised to any required task, and the controller is an embodied genetic algorithm.  

Combined, this robot is able to perform a variety of tasks from locomotion, to damage 

recovery, and even optimising its shape to get the best reception of a radio signal.  

The commercialisation of the research is described at the end of the thesis. 
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Motivation 
 

Robots are playing an ever more important role in the world.  Their uses range across 

many industries and applications, from manufacturing and medicine to mobile 

reconnaissance and space exploration robots (Karlsson 2005).  The two extremes in 

the design and use of robots are in assembly robotics and autonomous mobile robotics 

(Karlsson 2005). The first robots to be used commercially were assembly robots, 

these are still the most common types of robots and account for over 90% of robots 

worldwide (Karlsson 2005).  These robots are used in factories to put together 

products such as cars or motorcycle helmets along an assembly line (Karlsson 2005).  

Amazingly, assembly robots are now able to perform efficiently almost every task 

within the manufacturing process of many products.  If it was not for economic and 

political issues, many manufacturing plants could be fully automated (Karlsson 2005).   

 

Each assembly robot only performs a single repetitive function.  For example, in a car 

manufacturing plant, the task of one robot is typically to hold a car door in place, 

while the task of the adjacent robot is to weld the door to the car frame.  Once another 

door comes down the assembly line, the task is repeated (Dewhurst and Goothroyd 

1984).  The body of these robots is designed in such a way as to be best suited for the 

task that they are designed to perform.  This results in most assembly robots simply 

consisting of a large robotic arm with a manipulator at the end, with the arm itself 

normally only having a few degrees of freedom (Dewhurst and Goothroyd 1984).  

 

The motion of the robot arm is preprogrammed and never changes, and there are 

rarely ever sensors on the assembly robots.  Even if sensors are used, they are to assist 

in making minor adjustments to the position of the end manipulator of the robot arm 

relative to the part being manipulated (Ishikawa et al. 1990).  This is useful when the 

part coming down the assembly line needs to be handled with great accuracy, or when 

the part has to be re-aligned when passed down from one robot to another (Ishikawa 

et al. 1990).  The actual degree to which the robots can make adjustments to their pre-

programmed positioning is also very small. This is about as ‘adaptive’ as these robots 

usually get (Ishikawa et al. 1990), see Figure 1.1.   
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Fig 1.1 Spot Welding Robots at the Dearborn Truck Assembly Plant Body Shop. 
(reproduced with permission of Ford) 
 

There is no need for assembly robots to adapt to the surrounding environment, as it is 

not likely to change.  Indeed, if the environment does change, for example an object 

moves out of place or falls, then the whole manufacturing facility has to halt while the 

problem is fixed (Pryor 1996).  In manufacturing, the precision and accuracy of the 

resultant product is critical.  Every part that is manufactured needs to be identical and 

if a part is misaligned or slightly off centre, then the whole part is no good.  In fact, 

the job is not a success unless the resultant product is perfect (Sahin 1996).  If one of 

the robot arms was damaged in some way, or was simply not producing parts to a 

high enough standard, then the robot arm would have to be fixed or replaced (Pryor 

1996). 

  

As previously mentioned, the world of manufacturing is one extreme in robotics.  The 

other extreme, in which this thesis falls, is the world of autonomous mobile robotics. 

Unlike in manufacturing, where anything less than 100% performance is no good 

(Sahin 1996), in autonomous mobile robotics, it is more important to get the job done 

whether at 80%, 50% or 10% of the expected maximum performance than not at all 

(Ferrell 1994).  It is critical for the robots to continue working no matter what.  When 

deploying a robot in the field, whether it is for reconnaissance on Earth, or for 

scientific exploration on a distant planet, it may be impossible to recover the robots 

and fix them if they get damaged.  The robot may be in a hazardous environment, 
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behind enemy lines or on a distant planet, therefore, it is vital that the robot is able to 

cope with or recover from the damage without human intervention… somehow. 

 

In addition to being able to recover from damage or unforeseen circumstances, it is 

useful for the robots to be able to adapt to their environments. For example, the robot 

may change the method of locomotion depending on the ground upon which it is 

travelling.  This would aid in increasing the likelihood of mission success.  Often, 

especially in an unknown environment like a distant planet, assumptions are made 

about the environment that are incorrect.  This makes a preprogrammed robot 

susceptible to failure (Murphy and Hershberger 1996). 

 

Modelling the world with any accuracy is difficult. Modelling how an autonomous 

robot will react on another world is virtually impossible. Robot controllers that rely on 

such modelling are brittle and susceptible to catastrophic failure (Jacobi et al. 1995). 

The goal of autonomous, self-sustaining robots will not be reached by predicting 

every eventuality and designing solutions for every problem. The complexity of 

interactions between robot and environment mean that there will always be an 

unforeseen problem that results in mission failure. Instead, this work proposes that a 

better way to achieve continuous survival of a robot is to make the robot innately 

adaptive. Every part of their form and function must enable them to change, to alter 

themselves. They must learn how to move themselves in unknown environments, 

whether damaged or not. They must adapt to their environment and increase their 

ability to transmit or receive signals amongst themselves. They must be embodied in 

their environments – able to affect and be affected by their environments. 

 

Once a robot is deployed, the task may change (Uchibe et al. 2004) and so its body 

should be able to adapt to new tasks.  Sometimes, as will be described later, the same 

robot could have multiple tasks and so its internal structure should be optimised for 

this.  Therefore, the body should be designed in a way as to be able to be exploited in 

many different ways to suit different tasks and scenarios. 

 

In spite of all differences between assembly robots and autonomous mobile robots, 

the latter are still designed and controlled as if they were used in an assembly line.  

They are created with rigid and over engineered bodies that fail if the motor burns out 
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or if a sensor fails (Murphy and Hershberger 1996).  They are programmed in a 

simulator (Jacobi et al. 1995) or a laboratory and expected to work in the desert or on 

a distant planet, see Figure 1.2.   

 

 
 

Fig 1.2  A 3D mock-up of a concept space rover. (reproduced with permission of 

NASA) 
 
In this work it is proposed that what is needed is an algorithm that is embodied; an 

algorithm that allows the robot to adapt innately to its environment; an algorithm that 

allows the robot to recover innately from damage.  The whole body of the robot 

should be designed by an algorithm that responds to a change in environment, or task, 

or damage.   

 

Thesis Hypothesis 
 

In this section, the thesis hypothesis will be stated and the relevant terminology will 

be defined.  The industrial sponsor for this project is BAe Systems.  Their requirement 

for the EngD was the development of a cheap reconnaissance robot that could be 

deployed behind enemy lines.  A reconnaissance robot is a mobile robot which 

gathers information (video, sound etc) and transmits the information back to the base, 
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it may also enable a dynamic communication network.  The robot needs to have a 

low, ground-hugging profile so as to minimise its chances of being detected.  The 

specific task of each robot is not fixed as it is for assembly robots.  Every part of the 

robot’s body and control mechanism therefore, should enable the robot to adapt its 

body and behaviour to perform different tasks under varying environmental 

conditions.  One specifically stated task for the reconnaissance robot is the relaying of 

information gathered by the robot back to the base or other similar robots in the area. 

The robot therefore, should be able to contort its own body to act like a transmitting 

antenna to best transmit the information. 

 

Since the robot is designed to work in an unknown environment, where it cannot 

easily be retrieved, the robot must learn to adapt its controller and body to best suit 

the environment within which it is deployed.  Moreover, it should be capable of 

recovering from damage so as to continue on its mission to the best of its abilities. 

 

These requirements lead to the creation of a robot that is innately adaptive to its 

environment.  It will be demonstrated that this innate adaptability has been enabled by 

the exploitation of smart materials through embodiment of the robot within its 

environment.  Therefore the hypothesis of this work is as follows: 

 

Evolutionary robots can exploit smart materials through embodiment. 

 

The terminology used in the above hypothesis is explained in detail below: 

 

Evolutionary Robots:   

In this work, evolutionary robots are defined as autonomous robots that are 

automatically designed and/or controlled by algorithms inspired by the Darwinian 

principle of selective reproduction of the fittest (Darwin 1886).  Robots are viewed as 

autonomous artificial organisms that evolve their own bodies and/or controllers in 

close interaction with the environment and without human intervention (Harvey 

1992). 

 

 

Exploitation:  
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Smart materials, as will be defined later, have some predictable and calculable 

characteristics.  For example, a piece of shape memory alloy wire could be described 

simply as a piston with two states: relaxed (martensite crystal structure) or contracted 

(austensite crystal structure) (Hodgson 1988).  To exploit a smart material however, is 

defined in this work as the capacity to take advantage of some characteristics about 

the material that might be unknown or overlooked.  The characteristics may not be 

part of the original design of the material and so their exploitation would enable even 

better use of the material.   This is very useful when the material is used in previously 

unforeseen or unpredicted circumstances, or when there has been some unexpected 

change to the material, e.g. environmental change or damage.  Exploitation is 

measured in terms of how well the algorithm can make use of the characteristics, 

asymmetries, defects and the whole environment affecting the material. 

 

In this thesis, only materials are explicitly exploited.  Details in the surrounding 

environment such as the slope of the ground being traversed or the temperature of the 

environment are not recorded or analysed.  Nevertheless, a change of environment 

will cause a corresponding change to the robot motion, so even the unknown state of 

the environment is exploited, via the exploitation of materials. 

 

For example, the behaviour of shape memory alloys is very sensitive to the 

temperature of the surrounding environment (Hodgson 1988).  An approach that is 

often used is to have sensors on the robot that detect a change in temperature and to 

predict how best to control the shape memory alloys in this new environment (Asada 

1996).  In this thesis we describe how no sensors are required.  The fact that the robot 

and the algorithm are embodied within this changed environment, will have already 

affected the way in which the smart materials behave and so the controller will have 

innately adapted to this environmental change. 

 

This thesis will focus on the following examples of where the embodied evolutionary 

algorithm can exploit material properties. 

 

• Inducing motion:  The embodied evolutionary control algorithm will be used 

to induce efficient motion for a robot by exploiting the smart materials, and 

other materials used in constructing the robot snake. 
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• Recovery from damage: The embodied evolutionary control algorithm will 

enable the robot to recover motion after being damaged by exploiting the way 

in which the materials now behave in this new environment. 

• Noise tolerance: The embodied evolutionary control algorithm will enable a 

shape changing antenna to change the shape of its receiver to receive the best 

signal in a noisy environment by exploiting the way that the receiver behaves 

in the environment. 

• Design of the internal structure of a robot body: The embodied evolutionary 

design algorithm will enable the design of the internal microstructure of a 

robot by exploiting the material properties the stereolithographic models.  This 

design will enable the robot to be more embodied within its environment. 

 

Smart materials:  

Smart materials have one or more properties that can be dramatically altered 

(Spillman et al. 1996). Most everyday materials have physical properties, which 

cannot be significantly altered; for example if oil is heated it will become a little 

thinner, whereas a smart material with variable viscosity may turn from a fluid which 

flows easily to a solid. A variety of smart materials already exist, and are being 

researched extensively. These include piezoelectric materials, magneto-rheostatic 

materials, electro-rheostatic materials, and shape memory alloys (Spillman et al. 

1996).  

 

In this thesis only shape memory alloys and stereolithographic structures will be 

investigated.  This is due to the current scarcity and high cost of most other smart 

materials (Spillman et al. 1996).  The liquid nature of magneto-rheostatic and electro-

rheostatic materials means that they are difficult to use in robotics (Spillman et al. 

1996).  Nevertheless, it is anticipated that success in exploiting shape memory alloys 

and stereolithographic structures implies that similar control and exploitation is 

possible for other smart materials. 

 

• Shape memory alloys 

When a current runs through a shape memory alloy, thus heating it to its 

activation temperature, it changes shape to the shape that it has been ‘trained’ 

to remember.  The wires used in this thesis are made from a nickel – titanium 



 9  

alloy (Nitinol) and simply reduce in length, (conserving their volume and thus 

getting thicker), by about 5-8% (Hodgson 1988).  When a shape memory alloy 

is in its martensitic form, it is easily deformed to a new shape. However, when 

the alloy is heated through its transformation temperatures, it reverts to 

austenite and recovers its previous shape with great force. This process is 

known as shape memory (Hodgson 1988). 

 

• Stereolithographic models 

Stereolithography is a method for manufacturing 3D structures from CAD 

models using a type of 3D printer (Jacobs 1992).  The printers, known as 

stereolithography machines, use a pair of ultraviolet lasers to build structures 

layer by layer within a tub of liquid resin (Jacobs 1992).  By using an 

appropriate algorithm, stereolithographic structures can be turned into smart 

materials.  This is done by manipulating the raw material used by the 

stereolithographic machine at the microscopic level (maximum resolution of 

<0.5 microns) (Haroun Mahdavi and Hanna 2003).  Manipulating the 

microstructure of the stereolithographic structure results in a material that has 

variable static and dynamic properties throughout its three dimensional 

structure (Haroun Mahdavi and Hanna 2003).  By using an appropriate design 

algorithm, the stereolithographic structure can be optimised for its use in any 

task (Haroun Mahdavi and Hanna 2003).  An example that will be described in 

this thesis is one of a cantilever beam that was optimised to withstand certain 

forces while maintaining the same weight (Hanna and Haroun Mahdavi 

2004a). 

 

It is anticipated that combining shape memory alloys and stereolithographic structures 

in the body of a robot will enable better adaptability and improve on performance for 

objectives listed later (Haroun Mahdavi and Hanna 2004). 

 

Embodiment:  

This work uses Tom Quick’s definition of embodiment (Quick 1999).   

 

A system X is embodied in an environment E if perturbatory channels 

exist between the two. That is, X is embodied in E if for every time t at 
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which both X and E exist, some subset of E’s possible states have the 

capacity to perturb X’s state, and some subset of X’s possible states have 

the capacity to perturb E’s state. 

 
The above represents only the minimal condition for embodiment.  In its simplest 

terms, it means that for something to be embodied in an environment, it has to be 

affected by the environment and also must affect the environment itself.  Tom Quick’s 

definition of embodiment goes further by giving details of three features of the system 

and environment that can quantify the level of embodiment (Quick 1999).  These are 

briefly listed below. 

  

• The bandwidth of perturbatory channels.  Its internal representation (or 

lexicon) must be flexible. 

• Their structural plasticity.  There should be minimal pre-determination on the 

part of the programmer of the system.  

• The size of the space of possible states.  Its experience of the environment will 

affect its actions and vice versa. (Quick 1999) 

 
All of the above terminology will be explained in further detail in Chapter 2. 
 

Thesis Objectives 
 

In this section, the thesis objectives will be detailed.  Achieving these objectives will 

provide the evidence needed to support the thesis hypothesis.  Each objective will be 

achieved by conducting an experiment.   

 

In order to achieve the thesis hypothesis as well as satisfy the requirements of the 

industrial sponsor, it was decided, by both parties, that the best form for the robot to 

take was that of a snake-like robot.  A snake-like form would enable the robot to have 

a low ground-hugging profile which is very important for stealth.  The lack of 

wheeled or motorised mechanisms in the robot snake would also reduce the likelihood 

of sand or other particles getting stuck in between moving parts, thus rendering the 

snake immobile.  The ground-hugging nature of the robot means that there are also no 

issues of balance.  A major requirement from the industrial sponsor was for the robot 
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to transmit gathered information back to the base.  A snake-like robot body could act 

as a reconfigurable antenna that morphs its entire body to achieve a better reception.   

 

A robot with multiple functions (those of locomotion and signal transmission) will 

serve as an ideal platform with which to test the ability of the embodied evolutionary 

algorithm.  An embodied evolutionary design algorithm can be used to design a robot 

body that satisfies both requirements (locomotion and transmission) and an embodied 

evolutionary control algorithm can be used to then exploit the smart materials 

effectively in order to achieve the both tasks. 

 

The following is a list of objectives for this work:  

 

1. To use an embodied evolutionary algorithm to control the motion of a robot 

snake that uses shape memory alloys as its actuators. 

2. To use an embodied evolutionary algorithm to recover the lost motion of a 

robot snake after it has been damaged. 

3. To use an embodied evolutionary algorithm to morph the shape of an antenna 

that uses shape memory alloys as actuators to better receive a transmitted 

signal. 

4. To use an embodied evolutionary algorithm to create a microstructure 

constructed by stereolithography that can suit a range of given force 

conditions. 

5. And finally, to design a robot-snake-antenna by an embodied evolutionary 

design algorithm, made entirely from smart materials and controlled by the 

embodied evolutionary algorithm. 

 

 

 

 

 

To achieve these objectives, novel hardware had to be constructed, namely: 

 

Objective 1. 
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1. A circuit board is designed and constructed with 12 outputs to activate the 

snake robot’s shape memory alloy actuators. 

2. Several snake robot body prototypes are designed and constructed until one is 

designed that has the required restoring force to relengthen the shape memory 

alloy actuators but is flexible enough to be manipulated by the shape memory 

alloys. 

 

Objective 2. 

1. A second multi-segmented snake body is designed and constructed with which 

to test the ability of the embodied evolutionary algorithm to enable the robot 

snake to innately recover from damage. 

 

Objective 3. 

1. A second circuit board with an in-built digital receiver is designed and 

constructed with 16 outputs.   

2. A radio transmitter is also designed and constructed that transmits the string 

“P I N G” twelve times a second. 

3. An adaptive antenna is designed and constructed that uses the receiver circuit 

board and transmitter to test the ability of an embodied evolutionary algorithm 

in improving on the antenna’s ability to receive transmitted data. 

 

Objective 4. 

1. A stereolithography machine is used to construct struts constructed at different 

angles.  These are used to find an equation between construction angle and 

strength and inputted into a simulator used by an embodied evolutionary 

design algorithm to evolve microstructures. 

2. Several microstructures are printed by a stereolithography machine and tested. 

 

Objective 5. 

1. An entire snake robot body is evolved and printed.   

 

Contributions 
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This thesis has made contributions to the field of autonomous robotics, material 

science and evolutionary computation.  This section will detail specific contributions 

as well as more general contributions.  The following is a list of direct contributions 

made by the work in this thesis. 

 

1. A novel method of evolving a Finite State Machine was developed.  

2. The first robot to recover innately from damage was developed.  An 

embodied evolutionary algorithm enabled the robot to evolve new methods 

of locomotion after damage had been inflicted to the robot’s actuators.   

3. The first antenna to adapt innately to noise conditions in order to get a 

better reception was developed.  The antenna achieved this by morphing 

the shape of its receiving surface.  

4. The first time the microstructure of a material could be manipulated and 

thus customised to counteract any range of force conditions.  

5. The first time the microstructure of a material could be manipulated and 

thus customised to modify its geometry given specific force conditions.  

 

In addition to the direct contributions made by this thesis above, there are a number of 

more general contributions that were made.  

 

In the field of autonomous robotics, this work has demonstrated that sustainability and 

adaptability can be achieved innately by the robot being more embodied within the 

surrounding environment.  This will influence the way in which autonomous robots 

are designed and controlled in the future.  See New Scientist article (Aug 2003) in the 

appendices (Appendix C). 

 

     At NASA Ames Research Centre, Lohn et al have used evolutionary algorithms to 

determine the size and spacing of the elements within a Yagi-Uda antenna (Lohn et al. 

2001).  More recently they have used a co-evolutionary algorithm to optimize the 

design parameters of a quadrifilar helical antenna (Lohn et al. 2002).  The work 

described in this thesis has taken evolutionary antenna design to the next level.  By 

embodying the controller and the antenna in the environment, an antenna has been 

created that constantly changes its shape and thus innately adapting to the surrounding 

environment.  See New Scientist article (Sept 2004) in the appendices (Appendix C). 



 14  

 

The use of lithographic machinery for the manufacture of advanced materials was 

recently on the government’s agenda as an important future technology.  The 

Department of Trade and Industry therefore recently allocated £15 million towards 

collaborative grants in developing this technology.  The work described in this thesis 

is the first of its kind in manufacturing advanced customised materials using 

lithographic processes.  See Economist article (March 2005) in the appendices 

(Appendix C). 

 

A company called ComplexMatters was launched at the Royal International Air 

Tattoo 2005 using intellectual property based on the research within this thesis.  The 

company uses the idea of embodied evolutionary computation to evolve the designs of 

microstructures for use in high-end applications such as aerospace and defence. 

 

Thesis Structure 
 

The remainder of this thesis is structured as follows: 

 

Chapter 2 is divided into two main sections.  The first provides a background of all 

related work in the field of robotics.  Here, the existing learning and control methods 

are reviewed and their shortcomings identified, thus highlighting the need for a new 

technique that can overcome these limitations.  The second section provides vital 

background information on techniques used within this research.  These include 

definitions, algorithms, circuit boards, machinery used etc. 

 

Chapter 3 describes a new kind of robot.  This robot is of snake form and is made 

from wood and foam, and uses shape memory alloys as actuators.  The robot employs 

an embodied evolutionary algorithm to evolve effective methods of locomotion.  The 

embodied evolutionary (EE) algorithm’s ability to efficiently control the robot 

without any previous domain knowledge about its body, actuators or the surface upon 

which it is travelling is demonstrated.  The ability of the EE algorithm to innately 

recover from damage is also demonstrated.  This aspect of the EE algorithm is further 

and more thoroughly invested with a new and more complicated multi-segmented 
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robot snake.  Through repeated and effective damaging of the snake’s body, the 

ability of the EE algorithm’s ability to recover from damage is once again confirmed. 

 

Chapter 4 introduces a novel antenna made from parts commonly found in a garage 

with the exception of shape memory alloys that are used as actuators to contort the 

surface of the antenna.  The antenna uses the EE algorithm to attempt to maximise the 

amount of uncorrupted information that it is able to receive from a transmitter when it 

is placed within a noisy environment.  Analysis of the experiment shows that the EE 

algorithm was able to evolve a contortion of the antenna surface that improved on its 

previous reception by reducing the affect of noise acting on the antenna itself. 

 

Chapter 5 moves on from the learning algorithm of the controller onto the design of 

the robot body itself.  A robot body is constructed by using stereolithography, and 

designed by using the EE design algorithm to see how well individual parts of the 

body can be optimised for certain tasks.  An experiment was also run comparing 

gradient descent with the genetic algorithm for optimising the geometry of the snake 

body. 

 

Chapter 6 confirms the validity of the structure to counteract forces at the macro 

scale.  The snake body is taken as a whole and arbitrary force conditions are applied 

and the results analysed.  This is again verified by using finite element analysis to see 

whether the EE algorithm works for a set of real forces.   

 

Chapter 7 In this chapter a final robot is created that demonstrates all of the 

capabilities of the EE algorithm.  The body of the snake robot is designed by the EE 

design algorithm to best suit the force condition present when the snake robot is 

moving and contorting its body to act as an adaptive antenna. The snake body is also 

designed to allow the snake robot to be more embodied within its environment and 

thus perform better. 

 

Chapter 8 is the conclusion.  There is a summary by revisiting objectives and 

contributions – stating where and how they were satisfied in the thesis.   
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Chapter 9 is a commercialisation chapter funded by the CSEL (Centre for Scientific 

Enterprise London).  Here is detailed how the technology created during this 

doctorate was commercialised.  
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2. Background 
 

In this chapter, all related work will be reviewed.  Firstly, related work in the field of 

robotics will be covered.  The types of the robots reviewed include embodied robots, 

evolutionary robots, self-repairing and damage tolerant robots, simulated robots, 

robots that use smart materials and finally metamorphic robots.  This chapter will also 

review related work on adaptive antennas and microstructure optimisation.  Vital 

background information on techniques used within this research will also be provided.  

These include definitions of embodiment, shape memory alloys and 

stereolithography. 

 

Embodiment 

 

It is useful to consider the interaction between individual and the world in terms of 

embodiment. Tom Quick gives a minimal and precise definition as follows: 

 

A system X is embodied in an environment E if perturbatory channels 

exist between the two. That is, X is embodied in E if for every time t at 

which X and E exist, some subset of E’s possible states have the capacity 

to perturb X’s state, and some subset X’s possible states have the capacity 

to perturb E’s state. (Quick 1999) 

 

 
 

Fig 2.1 An embodied system interacting with its environment. 
 

The above represents only the minimal condition for embodiment.  In its simplest 

terms, it means that for something to be embodied in an environment, it has to be 

affected by the environment and also must affect the environment itself, see figure 
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2.1.  Tom Quick’s definition of embodiment goes further by giving details of three 

features of the system and environment that can quantify the level of embodiment 

(Quick 1999).  These are briefly listed below. 

 

• PERTURBATORY BANDWITH 

 

Its experience of the environment will affect its actions and vice versa. 

 

This is a requirement for artificial agents that is satisfied by the minimal definition of 

embodiment, and ideally the environment experienced should be as rich as possible to 

allow greater amount of exploitation. This criterion suggests increasing the bandwidth 

of perturbatory channels in order to increase embodiment. 

 

• STRUCTURAL PLASTICITY 

 

Its internal representation (or lexicon) must be flexible and sufficiently 

comprehensive.  

 

It must be able to represent sufficiently any of the possible states of the system that 

affect the environment and the environment that affect the system.  When exploiting 

smart materials, the entire range of possibilities available for the created output will 

require some form of representation, and so the flexibility of this lexicon is equivalent 

to the structural plasticity of the system and environment.  

 

• SIZE OF STATE SPACE 

 

There should be minimal pre-determination on the part of the programmer of the 

system.  

 

The system should then be free to explore as many states as possible. The only 

constraints on the system therefore should come from the environment itself. This 

criterion is equivalent to setting a maximal space of possible states for the system and 

environment. 
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Embodied Robots 

 

In this work, for a robot to be said to be embodied within its environment, means that 

it has to satisfy the following criteria: 

 

• The controller of the robot has to be designed by taking into account only 

information from the robot’s own body and the real world environment. 

• The robot itself has to be situated within the real world. 

 

The work reviewed in this section details systems that are considered to be embodied 

to greater or lesser extents.  The degree to which these systems are embodied depends 

on the three variables mentioned in Section 2.1. 

 

The authors in (Floreano and Mondada 1994) stated that real-world evaluations 

needed to be used to deal with more complex coupling, as did (Pfeifer 1996), who 

stated that complete autonomous systems should be autonomous, self-sufficient, 

embodied, and situated.  (Floreano and Mondada 1994) described an early attempt of 

evolving controllers entirely on a physical robot in real time without any human 

intervention. In (Floreano and Mondada 1994), the authors performed experiments 

where robust, collision free navigation was demonstrated on a Khepera robot.  A 

Khepera robot is a miniature mobile robot developed at E.P.F.L. in Lausanne.  It has a 

circular shape with a diameter of 55 mm, a height of 30 mm, and a weight of 70g. It is 

supported by two wheels and two small teflon balls.  The wheels are driven by 

extremely accurate stepper motors under P.I.D. control and can move both forward or 

backward. The robot is provided with eight infra-red proximity sensors. Six sensors 

are positioned on the front of the robot, the remaining two on the back.  A ‘bending 

penalty’ had to be added to the fitness function of the evolved neural network 

controller to prevent the robot from spinning in small circles when within an obstacle 

free zone.  This reduced the amount by which the robot was embodied in its 

environment.  The predetermined behaviour, though solving the unwanted behaviour 

of spinning in small circles, reduced the adaptability of the robot.  Since the authors 

wanted the robot to avoid obstacles while exploring the whole environment, a more 

embodied solution would have been to develop a fitness function that gave a higher 
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fitness to controllers that exhibited the desired behaviour directly, i.e. letting the 

environment alone determine the behaviour of the robot.   

 

The robot described in (Floreano and Mondada 1994) was embodied in that it was 

situated in the physical world.  However, the body of the robot should also enable 

embodiment to be increased.  In this regard, the robot was severely lacking, since it 

was prefabricated for general robot experimentation and allowed no adaptation to the 

specific task at hand.  The body was rigid and every part and component was designed 

for specific, predetermined uses.  This reduced the structural coupling between the 

robot and the environment; environment details had little effect on the body of the 

robot.  This same criticism is true for all the robots in the reviewed papers in this 

section.  In the following papers, the authors either use the standard Khepera robot or 

other similar wheeled robots, all of which allowed no physical adaptation to the 

environment.       

 

The authors in (Floreano and Mondada 1996) used a Khepera robot to evolve a 

homing behaviour.  The robot controller was a discrete-time recurrent neural network.  

A simulated decaying battery enabled the robot to evolve a battery recharging 

behaviour, i.e. the robot gained an internal representation of the environment and 

learnt how to move towards the recharging station, which was effectively a light 

source.   

 

Grasping behaviour was also evolved by the authors by adding balls to the 

environment and a grasper to the action set of the robot.  This proved very difficult 

and so the grasping action of the robot was preprogrammed.  Even so, it took several 

days to evolve successful grasping behaviour, (Floreano and Mondada 1996).  In this 

paper, the authors increased embodiment by allowing the robot to gain its own 

internal representation of the environment without any external, predetermined 

assumptions.  It is unfortunate, however, that the authors in (Floreano and Mondada 

1996) were unable to directly evolve a grasping action for the robot.  It would have 

been very interesting to see what kind of mechanism the evolutionary algorithm could 

create without any predetermination on behalf of the programmers.  If the body of the 

robot had been less rigid and pre-designed, i.e. more embodied, then it is possible that 

the task of evolving grasping may have been less difficult. 
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In (Watson et al 1999), the authors defined embodied evolution (EE) as evolution 

taking place in a population of robots. This is a different definition to the one used in 

this thesis which specifically defines embodiment and is quantifiable (Quick 1999).  

 

(Watson et al 1999) argued that evaluating controllers serially, (where every candidate 

controller is evaluated one after another), on real robots was time consuming, making 

simulation an attractive method for the evaluation of candidate controllers.  However, 

simulations had their own problems of transference from simulation to reality.  

Embodied evolution did not use simulation and therefore avoided transference 

completely, and embodied evolution used a large number of robots to parallelize the 

evaluation process, thereby providing speedup.  According to the definition of 

embodiment used in this thesis, the robots described in (Watson et al 1999) are just as 

embodied as the other robots are in this section.  They are situated in the real world 

and take in real world inputs from the environment. 

 

In (Watson et al 1999) and (Ficici et al 1999), a population of simple robots were 

constructed to perform a simple task.  Each robot used a PIC micro-controller (similar 

to one used in this thesis in the experiments described in Chapters 4 and 7).  The 

robots were similar to Khepera robots and measured 12cm in diameter.  Each robot 

had two light sensors, two motor outputs as well as local-range omnidirectional infra-

red communication.  This enabled each to have a ‘virtual energy level’ that is 

proportional to the fitness of the controller of that particular robot, (Watson et al 

1999).  The robots moved around a platform and broadcast their genes to 

neighbouring robots.  The higher the energy level of the received gene, the more 

likely it was that the robot accepted and overwrote its own genes with the one that it 

had received.  This was an innovative approach and indeed did seem to solve the 

above stated problems of simulation and serial evaluation, however it was only useful 

for a population of identical robots.  Since the work described in this thesis focuses on 

the exploiting the individual specific material properties of a unique robot, this 

approach could not be used. 
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(Thompson 1995) performed an experiment where robot control hardware could be 

evolved directly with the use of reconfigurable hardware.  A Field Programmable 

Gate Array (FPGA) was used to evolve recurrent asynchronous networks of high-

speed logic gates.  The configuration memory of the FPGA could be described as a 

genotype, which determined what each reconfigurable block did and how they were 

all wired together.  The author was able to evolve directly a robot controller which 

produced wall-avoidance behaviour using sonar time-of-flight sensing.  The robot 

used in the author’s experiments, called “Mr. Chips”, was a two-wheeled robot that 

used a pair of fixed sonar heads pointing left and right as sensors.  The author claimed 

that evolution could take advantage of emergent physical properties of the medium 

which human designers overlooked, (Thompson 1995).  As this paper focused on 

exploiting the physical characteristics of the reconfigurable hardware, it is perhaps of 

less importance that the robot used for testing was rigid and predetermined. 

 

(Thompson 1997) stated that ‘evolution can exploit real world physics that is difficult 

to analyse or model in simulation or theoretical studies’.  Evolving in a real-world 

physical environment could allow circuits to be designed that were very efficient and 

exploited the electronic medium which they were situated in. Aspects like the size, 

shape and location of physical components were not used when evolving in 

simulation.  In addition, the exact characteristics of components were not predictable 

or constant over time. However all of this was crucial in determining the true 

interactions between components, (Thompson 1997).  

 

(Layzell 1998) described the first time that a circuit board was evolved intrinsically at 

the transistor level with the motivation being to improve evolutionary electronics as 

an engineering technique.  The author suggested that commercial FPGA devices 

presented certain drawbacks including: 

 

• One had no control over the architecture or type of basic configurable block. 

• Detailed analysis of evolved circuit boards was difficult since one only had access 

to the readings of the external pins of the FPGA, (Layzell 1998). 

 

To address these issues, the author designed an ‘Evolvable Motherboard’.  This 

enabled evolution at the transistor level which meant that logic gates could be evolved 
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from scratch, (Layzell 1998).  By evolving at the transistor level, the author in 

(Layzell 1998) increased the amount by which the hardware was embodied. 

 

In (Layzell and Thompson 2000), the authors described a method of evolving fault 

tolerant circuits.  Here hardware evolution occurred on an evolvable motherboard to 

create circuits that performed simple tasks such as digital inverters, inverting 

amplifiers and oscillators.  The authors hypothesised ‘that population fault tolerance 

arises from the incremental nature of the evolutionary design process’, (Layzell and 

Thompson 2000).  By removing transistors from the ‘best before fault’ individual in 

the population, one was able to simulate a common fault that occurs with bipolar 

transistors.  If the amount by which the circuit’s performance was reduced was little, 

then such a circuit remained suitable for further evolution.  If damage severely 

lowered the performance of the circuit however, then the fitness of that individual was 

lowered.  By evolving in this embodied way, circuits were eventually evolved that 

were fault tolerant, (Layzell and Thompson 2000).  This is very different to other 

approaches that had been previously used to enable robustness in circuit designs 

which instead relied heavily on redundancy, see (Gray 1990), (Kabuka et al 1990), 

(Siewiorek and Johnson 1981) and (Lin and Lee 1991).    

 

In (Zykov et al 2004), the authors described a method of evolving dynamic gaits for a 

complex, nine-legged robot with 12 actuated degrees of freedom.  The actuators used 

for the physical robot were two-state solenoid valves that compressed by 20% in 

length.  Unlike the SMA actuators used in this thesis which can be actuated 

continuously (reduction in length of 5-8%), these solenoid valves did not allow 

continuous control.   

 

Successful dynamic gaits were evolved in both a simulator and physical robot by 

using a genetic algorithm with each genome encoding an open-loop controller.  As in 

this thesis, no assumption were made with regard to the topology of the robot’s body 

parts or about the gait produced by the controller, except that the pattern of activation 

should be rhythmic, (Zykov et al 2004). 

 

The authors stated that the task of evolving successful gaits for such a robot is very 

difficult, (Zykov et al 2004).  However, successful control was enabled through real 
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world evaluations without any predetermined behaviour by the programmers, both 

vital aspects of embodied evolution.  The robot described in this thesis (Chapter 7), 

uses four extra actuators and in addition to actuating continuously, each behave 

slightly differently to the next.  This gives even more reason for an embodied 

evolutionary algorithm to be used as the robot controller. 

 

In (Holland 2003), Holland and Goodman sought to develop and construct a 

conscious robot.  In doing so, the significance of embodiment in creating such a robot 

was revealed.  In a related presentation, Holland states that “Intelligence may depend 

on the possession and manipulation of an internal model of the agent interacting with 

an internal model of the world and the presence and interaction of these models may 

also underlie the production of consciousness.”  

 

Evolutionary Robots 

 

In this work, evolutionary robots are defined as autonomous robots that are 

automatically designed and/or controlled by algorithms inspired by the Darwinian 

principle of selective reproduction of the fittest (Darwin 1886a).  Robots are viewed 

as autonomous artificial organisms that evolve their own bodies and/or controllers in 

close interaction with the environment and without human intervention (Harvey 

1992). 

  

In (Sims 1994), the author evolved both the morphology and controller for 3D 

creatures in a physically-based dynamic simulation.  Directed graphs were used as the 

basis for a grammar used to describe both the morphology and neural systems of the 

virtual creatures. The level of complexity for both the genotype and phenotype could 

vary allowing new features and functions to be added to creatures or existing ones 

removed, as they evolved.  Many virtual creatures were created including creatures 

that slid, grasped and jumped.  Sim’s physical simulator was the most advanced at its 

time.   This said however, (Mataric and Cliff 1996) claimed that at the time of 

publishing (1996) evolutionary robotics had still not provided ‘a methodology for 

automatically synthesizing more complex behaviours than those that can be designed 
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by hand.’  For a general overview of evolutionary robotics refer to (Harvey et al 1997) 

and (Meyer et al 1998).  

 

In (Lund et al 1997), the authors believed that the concept of evolvable hardware 

should be extended to include robot body plans since the evolution of the circuit 

architecture was highly dependant on the specific body plan.  In order to test this, the 

authors co-evolved the controller and body plan of a robot.  The genotype expressed a 

tree structure which determined the number and position of sensors, effectively 

determining the robot controller.  A list of real numbers then determined the body 

plan of the robot.  Variables included body size, wheel base, wheel radius and motor 

time constant.  Genetic programming was used to evolve the controller and a genetic 

algorithm was to use to evolve the body plan parameters.  The body plans were 

evolved in a simulator that could accurately simulate the dynamics of the robot.  The 

robots used LEGO bricks to enable them to easily reconfigure their bodies according 

to the evolved body plans.  Robot body plans were evolved for an obstacle avoidance 

task.  For that task, small bodied robots with small wheel base were observed to be the 

fittest.  The authors stated that robot body plans were very important in determining 

the behaviour of the robot.  However, the internal representation of the robot was not 

very flexible and only allowed for very basic adjustments to the body plan of the 

robot, such as wheel base size.  If the robots had been able to increase the flexibility 

of the internal representation of the robot body plan, thus increasing the amount of 

embodiment, then it seems likely that the robot would have been able to adapt more 

closely to its environment.   

 

(Husbands 1998) introduced a new type of artificial nervous system, called GasNets, 

inspired by the effects of freely diffusing gases in real neural networks.  In order to 

explore the evolvability and suitability of GasNets as control systems, experiments, 

based on Jakobi’s T maze task (Jakobi 1997), were run on evolving a robot controller.  

The results showed that successful controllers were evolved in far fewer evaluations, 

(around one order of magnitude), than when using neural networks without GasNets.  

In (Husbands et al 1999), the authors used GasNets for target discrimination tasks 

under noisy conditions.  As in (Husbands 1998), this was achieved successfully and in 

fewer evaluations than without the use of GasNets. 
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(Hornby and Pollack 2001) described a system that used Lindenmayer systems (L-

systems) as the encoding of an evolutionary algorithm for creating virtual creatures.  

Whereas previous work had not scaled beyond creatures with 50 components, 

creatures evolved by this system had hundreds of parts.  (Hornby et al 2003) 

described that complex robot bodies and controllers could be evolved by using the 

well established principles of engineering such as regularity, modularity, hierarchy 

and reuse.  To achieve this, the authors used L-systems to create virtual creatures 

within a simulated environment, like in (Hornby and Pollack 2001).  These creatures 

were eventually built into real robots and tested.  The complexity of these robots were 

an order of magnitude more complex than previous robots built by the authors, 

(Hornby et al 2003).  L-systems show great potential for designing robot bodies for 

specific tasks as they enable designs of varying size and complexity without the need 

to explicitly predetermine every detail of the task requirements.  This ability of 

designing complex robot bodies with minimal predetermination by the designers 

makes these robots more embodied according to the second feature of embodiment. 

 

Self repairing and fault tolerant robots 

 

The ability of a robot to be fault tolerant or able to repair itself is critical for situations 

where robots are likely to incur damage and must complete their assigned tasks to the 

best of their abilities no matter what.  In Chapter 3, it will be demonstrated that fault 

recovery is an innate feature of some embodied evolutionary robotics.   By exploiting 

the smart materials that make up the actuators of the robot, the embodied evolutionary 

control algorithm is able to evolve a method of locomotion that recovers much of the 

speed lost after damage.  In Chapter 7, the entire body of the robot is made from smart 

materials, this enables an even tighter coupling with the environment, resulting in an 

even greater innate adaptability.   

 

Fault tolerance and self repair have been achieved in a number of different ways by 

others.  This section details these various approaches while comparing them to the 

approach described in this thesis. 
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2.4.1 Fault tolerance through redundancy 

 

In (Paredis and Khosla 1996), the authors have shown that an effective way to 

increase the reliability of a robotic arm manipulator is to add redundant degrees of 

freedom.  This means adding degrees of freedom to the arm that are unnecessary to 

accomplish the required task.   These redundant degrees of freedom only come into 

play once the robot arm has incurred damage to one or more of the active degrees of 

freedom.  The authors then went on to investigate how many and how these redundant 

degrees of freedom should be used.  The authors concluded that for manipulators 

without joint limits, two degrees-of-redundancy were necessary and sufficient to 

sustain one fault.  For task specific fault tolerant manipulators, only one degree-of-

redundancy was necessary and sufficient for 1-fault tolerance, (Paredis and Khosla 

1996).  (Sreevijayan 1992) stated that when designing a fault tolerant manipulator, 

one should decide where to include redundancy so that the overall reliability is 

maximised.  Other similar work on achieving fault tolerance through redundancy is 

described in (Gray 1990), (Kabuka et al 1990), (Siewiorek and Johnson 1981) and 

(Lin and Lee 1991).  In these papers, the authors used hardware repetition to enable 

robustness and enhance hardware reliability, while (Payton et al 1992) used of a 

redundant set of control strategies to enable a tolerance to faults. 

 

Redundancy is an effective method of enabling damage tolerance.  Having more 

actuators than required, however, does have its downside.  In autonomous mobile 

robotics power conservation is a major issue.  Robots that carry the extra weight of 

redundant actuators will consume more energy and are more likely to fail.   

 

2.4.2 Fault tolerance through adaptation 

 

(Ferrell 1994) discussed issues in designing fault tolerant robots and presented the 

capabilities of a fault-tolerance methodology implemented in an autonomous robot.  

The robot, called ‘Hannibal’, was described by the author as ‘the most sophisticated 

and complex robot for its size’.  The robot had six 3-degree-of-freedom legs, 19 
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actuators and 60 sensors.  Fault tolerance was enabled by writing a set of fault tolerant 

processes for every component in the robot.  The results showed that the robot was 

able to quickly recognize and tolerate damage to both sensors and actuators.  

Preprogramming how a robot should adapt to certain scenarios can be an effective 

method of damage recovery however it has many drawbacks which are listed below: 

 

1. A robot with a preprogrammed controller is only able to recover from 

anticipated failures.  If the robot is damaged in such a way that was 

unanticipated by the programmer, then it would be unable to recover from that 

damage and may result in catastrophic failure. 

2. Relying on sensor inputs and a preprogrammed response to damage can result 

in a preprogrammed set of counter measures that are not only ineffective but 

result in further damage to the robot. 

3. A preprogrammed response to damage is only viable when one can calculate 

how the robot will behave under every eventuality.  This is not possible for 

complex robots. 

  

NASA is now incorporating fault tolerance into their system designs, (Wu et al 1993), 

while (Soto et al 1999) details some general requirements for reconnaissance 

including fault tolerance and team work.  In response, Huntsberger and Aghazarian at 

NASA Ames, developed an algorithm for onboard adaptive learning of weights for a 

hierarchical behavior controller.  The framework called SMART, (System for 

Mobility and Access to Rough Terrain), was developed to enable the Mars 

Exploration Rovers to vary body plan parameters  such as shoulder angles in order to 

enable the rover to adapt to degraded performance due to wear and tear of 

components.  Results of experiments performed on real rovers indicated that an 

additional 52.9% of missions would potentially be successful with adaptive learning, 

(Huntsberger and Aghazarian 2004).   

 

In (Stoy 2002) and (Stoy et al 2003), a modular chain-like robot was created.  Each 

module consisted of one female connector and three male connectors, these enabled 

the modules to be connected in three different ways, in addition each module had two 

controllable degrees of freedom: pitch and yaw.  Local communication and sensing 

was enabled through infra-red transmitters located on each module.  The robot was 
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robust to damage in that a damaged segment could just be ejected and the two remain 

parts of the tree could continue to function on their own or join up.  However, unlike 

the system described in this thesis, the controllers were preprogrammed and incapable 

of learning novel movement strategies after damage to the robot.  Similar work was 

conducted by Murata et al, who developed a 2D and 3D modular system capable of 

self-assembly and self-repair, (Murata el al 1999).  

 

Though purely speculative, (Michael 1995) suggested that in the future ‘fractal 

robots’ would emerge, made from nano-particles, which could completely change 

their shape and so if damaged, could reassemble themselves to recover their previous 

capabilities.   

 

2.4.3 Fault tolerance through self-repair 

 

In (Bererton and Khosla 2000), the authors described a principle they called 

‘cooperative repair’.  This consisted of a team of small wheeled robots (similar to 

Khepera robots) that had the ability to replace damaged modules on their team-mates 

as well as have their own modules replaced by other team-mates.  Experimental 

results showed that, by using remote control, a robot was able to remove and replace a 

functional module on a mock robot (a portion of a second robot in a clamp).  This 

paper concluded that the main challenge in implementing this technique in the real 

world would be in automating the repair process.  The authors anticipated that this 

would lead to better robot cooperation and increase the chances of mission success.   

 

(Bereton et al 2000) described a team of mini (centimetre scale) wheeled robots that 

could be used for military reconnaissance.  The paper covered two aspects of these 

robots:  the small scale of the robots and the fact that the mini robots work as a team.   

 

• Small robots have the advantage that they can go where larger robots cannot, they 

are also less easily detected.  They have the disadvantages however, that the size 

of their sensors dominate their bodies.  Small robots are also slower than larger 

robots and so cannot travel as far.   
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• The mini robots work as a team, this has the advantage of enabling the sensing of 

the environment from multiple view points without need to travel.  Tasks can also 

be performed as a team e.g. the lifting of heavy objects.   

 

This paper also addressed what it called ‘fault tolerance’ by means of combining the 

strengths and diversity of many different sensor packages.  The authors claimed that 

single mode sensors were ineffective in certain situations.  Having a variety of sensors 

could overcome this problem and allow the robot to perform mission without failing, 

(Bereton et al 2000).   

 

2.4.4 Fault tolerance by adding noise 

 

Adding noise to the virtual environment of a robot or hardware simulator is a proven 

method of enabling a degree of fault tolerance.  The following papers described 

similar methods for achieving robust designs by simply adding a small amount of 

Gaussian noise to the environment. 

 

(Canham et al 2002) is an example of evolved circuits that exhibited fault tolerance.  

The authors achieved this by including fault conditions within the fitness function of 

the evolutionary algorithm by randomly simulating damage to electronic components 

during the evolutionary process. A simple oscillator circuit was evolved that showed a 

12 fold increase in fault-tolerance when compared to a control oscillator using 

realistic faults.   

 

In (Miller and Harmann 2001a) and (Miller and Hartmann 2001b) the authors show 

some results from what they called ‘messy gates’. These are logic gates, similar to 

multiplexers that have had noise added to their outputs.  The authors hypothesised that 

circuits designed using ‘messy gates’ would be tolerant to noise and may exhibit a 

level of fault tolerance.  To test this, several simple circuits were evolved and then 

built on real hardware.  The circuits were then exposed to noise and the results 

showed that the new gate like models were robust to noise and implicitly fault tolerant 

when compared to traditional methods of circuit design. 
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(Murphy and Hershberger 1996) and (Murphy and Hershberger 1999) presented a 

method for sensing, classifying and then recovering from failures in autonomous 

mobile robots. This is accomplished by a method the authors called the ‘Generate and 

Test’ strategy.  This used sensor information from the robot’s environment to generate 

hypotheses to explain the symptom resulting from the sensing failure. The damaged 

sensing processes could then be replaced with an alternative logical sensor to achieve 

fault recovery.  Experiments were performed on ‘Clementine 2’ robots, toy jeeps 

attached to computers and the results showed that this approach could be used 

successful to recover from simple failures. 

 

In (Thompson 1995), the author induced fault tolerance in circuit designs by 

incorporating a fault tolerance measure into the fitness function.  Circuits were 

evolved using the same FPGA mentioned here in section 2.2.  Individuals were then 

evaluated with the presence of every possible fault in turn and the resulting fitness 

were the measure of performance in the face of any fault.  This resulted in circuit 

designs are that exhibited both fault tolerance and gradually degradated. 

 

The above methods of achieving fault tolerance could not be successfully applied to 

the robots described in this thesis.  As will be shown in the following chapters, 

successful locomotion could be enabled within approximately 30 generations.  After 

damage, fault recovery took a similar number of generations to achieve.  In all of the 

above papers, whether noise was added or damage simulated, fault tolerance was 

achieved after 1000s of generations of evolution.  This makes it infeasible for use in 

evolving robot locomotion and damage recovery since this many evaluations would 

simply take too long to perform.  The adaptive antenna however, described in Chapter 

4, evolves its shape in order to receive a better signal by morphing its body into a 

shape that is tolerant to noise.  This is a step further than the papers above since the 

source of noise is taken directly from the environment and not simulated. 

 

The use of Simulation in robotics 

 

The use of simulations in robotics has played a big role in the field of evolutionary 

robotics.  Simulations enable the evaluation of robot controllers and morphologies 
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that would normally take much longer if performed in the real world.  Much work has 

been done on using simulations for evolving effective controllers for real robots.  

Many people have also done work on improving the performance of evolved 

controllers implemented on real robots.  This section will review work that has been 

done on the use and implementation of simulations in robotics.  

 

The problems and benefits of using simulations has been a topic of hot debate.  (Beer 

and Gallagher 1992) and (Cliff et al 1993) suggested using simulations for robots. 

However, (Brooks 1991) and (Brooks 1991b) expressed concern about working with 

over-simple unvalidated robot simulations while in (Brooks 1992) and (Smithers 

1992), the authors went further by stating that a large dependence on simulations can 

lead to difficulty.  The authors in (Harvey et al 1992) then implemented a potentially 

successful method of evolving robot controllers in simulators by adding noise to the 

environmental variables.  This enabled the robot controllers to be robust to 

discrepancies between the simulator and real world, though (Harvey at al 1994) stated 

that simulators cannot be used more complex coupling between robot and 

environment.  In (Wolpert 2000), the author showed that ‘there cannot be a physical 

computer that can be assured of correctly processing information faster than the 

universe does’. 

 

(Brooks 1992) and (Husbands and Harvey 1992) gave one of the earliest examples of 

working in simulation to overcome the time consuming nature of doing evaluations in 

the real world.  However, (Husbands and Harvey 1992) also argued that as a robot’s 

sensory coupling with its environment becomes more complex, simulations would be 

slower than real time unless highly specialised hardware were available.  This resulted 

in the Sussex gantry-robot. 

 

In (Harvey at al 1994), the authors developed a ‘gantry robot’ with a 64x64 

monochrome CCD camera mounted on its head for real world evaluations. Neural 

network controllers were evolved that produced a variety of visually guided 

behaviours, including obstacle avoidance and movement between two objects.  The 

robot was able to move in three dimensions and a mirror allowed rotation of vision 

without the need to really rotate the head.  The gantry meant that the head of the robot 
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could be positioned and re-positioned very accurately.  This meant that initial 

conditions could be used for successive trials that were nearly identical. 

 

In (Nolfi et al 1994), the authors evolved a robot controller for a Khepera robot in 

simulation.  The evolved controller did not prove very successful when implemented 

on the real Khepera robot.  The authors then decided to continue evolving the 

controller on the real robot for a few extra generations.  This resulted in a robust 

controller that was successfully implemented on the Khepera robot.  The controller 

for this robot can be viewed as having been partially embodied.  The real world 

environment was used to eliminate discrepancies between itself and the simulated 

environment.  Though solving the problem of transference, the robot described in 

(Nolfi et al 1994) would not have gained from the benefits of embodiment i.e. innate 

adaptability or damage recovery. 

  

In (Gallagher et al 1996), the authors evolved the controller for a hexapod robot in a 

simulator and then ran the evolved controller on a robot in the real world.  The 

authors investigated what they called the ‘body instantiation problem’; the disruption 

of the controller’s ability to produce appropriate behaviour due to interactions that 

were not modeled in the simulator.  Predictions made in simulation on tolerance to 

events such as sensor noise or outright sensor loss were quite conservative.  This was 

due to the fact that during the original evolution of the robot controller, successful 

controllers were evolved that made sure that the robot was stable at every single point 

in time (static stability).  This overly rigid criterion for evolving a successful 

controller resulted in an evolved controller that performed extremely well when 

transferred to the real world.  Discrepancies between the simulated world and the real 

world were overcome by the momentum of the robot’s body that allowed the robot to 

switch between two statically stable configurations without toppling over.  As only 

static gaits were evolved however, the robot was only able to move in an inefficient 

way.  If the robot had been evolved in the real world and allowed to evolve dynamic 

gaits, then it could have evolved a gait that would have enabled faster locomotion.   

 

In (Lund and Miglino 1996), the authors described a semi-autonomous process by 

which a mobile robot could be used to build its own simulator.  The sensors readings 

of the robot in the real world were used to map the environment and feed information 
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back to the neural network controller.  The weights of the neural network controller 

were then evolved in a simulator to best control the robot within the mapped 

environment.  The authors claimed that by using this approach, problems in 

transference could be avoided.  The results confirmed that successful robot controllers 

could be evolved by this approach, although the authors admitted that the mapped 

environment and the robot tasks performed in this paper were very simple.  The 

number of real world sensor readings needed to map a more complex environment 

would probably outnumber the evaluations needed to evolve the robot controller 

successfully in the real world. 

 

In (Miglino et al 1995), the authors carefully designed a simulator for a Khepera 

robot.  The robot controller was a feed-forward neural network with eight input units 

from the infra-red sensors and two output units controlling the robot motors.  They 

found that adding noise to the input values of the sensors and the output values of the 

motors in the simulator reduced the difference between the simulated and real world 

performance of the robot controller.  (Jacobi et al 1995) showed the results of 

experiments that were run on a khepera robot in order to investigate the level of noise 

that should be used in robot simulations.  The paper concluded that: ‘networks evolved 

in an environment that is less noisy than the real world will behave more noisily when 

downloaded onto the khepera and conversely networks evolved in an environment 

that is noisier that in the real world will behave less noisily when downloaded.  

Simulation to situation correspondence seems to be maximised when the noise levels 

of the simulation have similar amplitudes to those observed in reality’, (Jacobi et al 

1995).  The work described in Chapter 4 demonstrates that a shape changing antenna 

morphology could be successfully evolved by evaluating in the real world with real 

world noise present.  By evolving in this embodied way, the exact amount of noise 

level was observed resulting in an antenna morphology that successfully improved 

upon its reception by minimising the affect that noise had on the antenna; therefore 

becoming noise tolerant. 

 

(Jakobi 1997) outlined a method for building simulations where robot controllers 

could be evolved and transferred successfully to real world. 
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The paper stated two reasons why simulators fail:   

 

1. Simulations can only model a finite set of real-world features, therefore one has to 

decide which features should be input into the simulation.  When a material is 

exploited, the material property that is manipulated is unknown and so it cannot be 

input into a simulator.  This means that smart materials can only be exploited within 

the real world.   

 

(Jakobi 1997) stated that the conventional approach is to try and model everything in 

the environment.  This paper suggested that if one were to ‘model only a subset of all 

the possible robot-environment interactions then, provided the behaviours of evolving 

robot controllers can be constrained to depend upon the members of this subset, and 

this subset alone, then from their point of view there will again be no difference 

between simulation and reality.’  This meant that ‘robot controllers that evolve in this 

way to perform the task in question will successfully transfer from simulation into 

reality.’ (Jakobi 1997) 

 

By adding noise to (and so making uncertain) the features that are not within the base 

set, controllers cannot be evolved that rely on these features.  These features are 

chosen if they are not very well known or are known to be unimportant to the 

controller.  Each evaluation is run a few times and noise is added every time and so 

that individuals that rely on the implementation aspects of the simulation receive a 

poor fitness and so cannot progress onto later generations. 

 

2.  Real world features cannot be modelled with 100% accuracy, therefore a controller 

must be used that is robust to discrepancies between the simulated features and their 

real world behaviours. 

 

This is again solved by adding noise as robust controllers will be able to work when 

the features are not as predicted.  In (Jakobi 1997b) a methodology for creating 

successful simulators can be summed up as follows: 

  

a. A base set of robot-environment interactions must be explicitly stated in the 

simulator. This simulation will now be able to distinguish between base set 
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aspects, that have a basis in reality, and implementation aspects, that are only in 

the simulator.  

 

b. In order that evolved controllers are optimised to the base set, every 

implementation aspect of the simulation must be randomly varied from trial to 

trial. Enough noise must be added to the implementation aspects fit controllers 

actively ignore every implementation aspect entirely.  

 

c. A sufficient amount of noise must also be added to every base set aspect of the 

simulation so that reliably fit controllers are robust to real world variation in base 

set characteristics but not so large that reliably fit controllers fail to evolve at all, 

(Jakobi 1997b). 

 

This method is very useful for robots that use conventional actuators.  However, the 

work in this thesis deals with the exploitation of materials as a means of adaptation.  

To exploit a material means to use the properties of that material that are not usually 

known.  The idea of having a base set of features does not mean anything in this 

context since these details cannot be simulated and so the method of (Jakobi 1997b) 

does not extend to the robots described in this work. 

  

(Mataric and Cliff 1996) compared evolving on physical robots and evolving in 

simulation.  The authors stated that evolution on physical systems takes prohibitively 

long and that it will not scale up for more complex robot morphologies and 

behaviours, (Mataric and Cliff 1996).  The evolution of more complex behaviour 

would have longer evaluation times per individual trial as well requiring more 

generations.  Further problems with evolving controllers on physical robots were the 

need to recharge the batteries of the robot and the constant maintenance and repairs 

needed after continuous testing.  For certain robots, the power supply could be 

tethered although this was not possible on all platforms. 

 

In contrast, when referring to evolving in simulation, the authors stated, ‘Since it is 

impossible to simulate all details of a physical system, any abstraction made in a 

simulation may be exploited by the genetic algorithm and result in behaviour that is 

maladaptive in the real world.  As has been empirically demonstrated, too little, too 
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much, or too inaccurate noise in a simulation creates non-transferable systems’ 

(Mataric and Cliff 1996).  Writing a simulator for a complex robot is very 

challenging.  Even when a successful simulator is created, it rarely warrants the 

investment in time required to construct it.   

 

In (Funes and Pollack 1998a) and (Funes and Pollack 1998b), the authors believed 

that while it was clear that controllers evolved in the real world (embodied) could 

exploit all sorts of behaviors an engineer cannot predict, evolving in an interesting 

simulator of physics also resulted in the exploitation of emergent behaviors.  

Structures such as cranes and bridges were designed in a simulator and later built out 

of Lego.  The properties of the bricks were variable due to differences in construction, 

age, dirt etc.  Successful transference to the real world was enabled by adding a 

‘safety margin’ of 20% to the evolve structures.  This method, though providing 

interesting results, is not viable for exploiting smart materials as a 20% difference in 

the time taken to activate a smart material actuator could be the difference between 

completely destroying the actuator and not activating it at all. 

  

(Bongard and Lipson 2004a) presented a new co-evolutionary approach called the 

‘estimation exploration algorithm’. The algorithm automatically adapted a robot 

simulator (called MorphEngine) using behaviour of a robot situated in the real 

environment, and adapted the behaviour of the robot using the robot simulator.  The 

robots used in this paper were simple spider-like robots that consisted of unrealistic 

actuators and sensors that could not be used in the real world.  By receiving 

information from the sensors of a physical robot (which in this paper was also 

simulated), sensor values and weights were adjusted in a simulator.  These were then 

fed back to the robot as its locomotive gait.  This iterative process meant that most of 

the gait evaluations were done within the simulator while only a handful were then 

transferred to the physical robot for testing and making adjustments to the simulator’s 

assumptions about the environment and robot body plan.  (Lipson and Bongard 2004) 

showed that effective motion was enabled after only 5 physical evaluations on the 

physical robot, this was equivalent to a 3 orders of magnitude reduction in 

evaluations.   

 



 38  

(Bongard and Lipson 2004b) used evolutionary algorithms to co-evolve robot bodies 

and brains.  Instead of evolving a controller given a morphology however, a 

morphology was evolved given a controller, and instead of evolving to maximise the 

fitness of a design, the authors evolve the robot controller so as to minimise the effect 

of damage on the robot. Damage (mechanical, sensory or controller) could be 

compensated by avoiding a distinction between the robot’s morphology and 

controller.  The authors stated that all other approaches to automated recovery so far 

could only compensate for one or a few pre-specified failure types, (Bongard and 

Lipson 2004b).  The authors also stated that by using their approach recovery could 

be achieved by evolving qualitatively different behaviours, (Bongard and Lipson 

2004b).  More traditional analytic approaches, they argue, could only produce 

‘parametrically modified behaviours in response to mild damage’, (Bongard and 

Lipson 2004b). 

 

The work described in (Bongard and Lipson 2004a) and (Bongard and Lipson 2004b) 

shows much promise, though it has yet to be demonstrated on a real robot.  The 

simulator and robots used for experimentation are quite simple and unrealistic, and so 

it will be interesting to see whether this method is scalable to more realistic 

environments and robot bodies. 

 

It is noted that new physics based simulators such as PhysX by Ageia have enabled 

robot designers to more accurately model robot behaviour within a simulated 

environment.  The effects of this will be evident in the years to come. 

 

Robots that use smart materials (shape memory alloys and 
stereolithography) 

 

Smart materials have many interesting properties, however, there is little evidence of 

these properties being exploited in robotics.  In this section, work will be reviewed 

that demonstrates the use of smart materials such as shape memory alloys (SMAs) 

and stereolithography in robotics, though none of the papers reviewed below make 

full use of the interesting properties that smart materials have to offer.  
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2.6.1 Shape memory alloys 

 

Before reviewing work that has made use of shape memory alloys, relevant 

background information will be given about the material properties of this smart 

material. 

 

One example is Nitinol, an alloy made of Nickel and Titanium which was developed 

by the Naval Ordinance Laboratory.  When current runs through it, thus heating it to 

its activation temperature, it changes shape to the shape that it has been ‘trained’ to 

remember.  The wires used in this project simply reduce in length, (conserving their 

volume and thus getting thicker), by about 5-8 %.  (Spillman et al 1996) 

 

When Shape memory alloys are cooled from the stronger, high temperature form 

(Austenite), they undergo a phase transformation in their crystal structure to the 

weaker, low temperature form (Martensite). This phase transformation allows these 

alloys to be super elastic and have shape memory. 

 

The phase transformation occurs over a narrow range of temperatures, although the 

beginning and end of the transformation actually spread over a much larger range of 

temperatures.  Hysteresis occurs, as the temperature curves do not overlap during 

heating and cooling, see figure 2.2.  With thick wires, this could bring about problems 

for use in robotics as the NiTi wires would take some time before returning to their 

original lengths, however, due to the very small diameter of the NiTi wires used in 

this work (~0.15mm), the hysteresis was almost negligible as the cooling to below the 

Martensite temperature, (Mf), was almost instantaneous (Haroun Mahdavi 2002). 
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Fig 2.2 Graph showing change in length during heating and cooling.  The hysteresis is 
represented by Tt. 
 

The use of smart materials in robotics has already been investigated.  For example, in 

(Kárník 1999), the author looked at the possible use of smart materials as artificial 

muscles in walking robots.  The author showed that the smart materials could be used 

as effective actuators though no work was done in implementing the actuators on a 

real walking robot.  In (Karnik 2000), SMA springs were used as artificial muscles for 

an anthropomorphic gripper.  The SMA springs that were used by Karnic were 

prefabricated by a supplier and were used by the author like a standard stepper motor.  

The SMA springs were therefore used simply as an effective and compact device with 

which to achieve an accurate rotational motion. Therefore the SMAs used in this 

paper were not exploited as they are in this thesis.   

 

There are several other examples of SMA robots, most simple demonstrators.  (Mills 

1999) is a book aimed at beginners which teaches them how to make simple eight-

legged robots using smart materials as actuators.  (Kamimura et al 2001) have 

designed and constructed a self reconfigurable modular robot that is capable of 

changing modular configuration from quadraped to crawler.  Experiments were also 

done on other general reconfigurations.  The actuators used by the modules were 

SMA coils which are similar to the SMA springs used in (Karnik 2000).  (Yoshida et 

al 2001) is an another example of using SMA coils, this time in creating a 2D self-

reconfiguring robot. 
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Robots have also been developed that make use of other types of smart materials such 

as Electroactive Polymers, (EAP).  (Mazzone et al 2003) compared several methods 

for using EAP as robotic actuators.  Their experiments investigated the possible 

frequency at which EAP actuators could be activated as well as the possible 

percentage decrease in actuator length.  Similar work was carried out by Bar-Cohen at 

NASA JPL, where investigation were carried out on the challenges in making 

biomimetic robots using artificial muscles, (Bar-Cohen 2003). 

 

This thesis focuses on exploiting smart materials in novel ways. Unfortunately, none 

of the above authors really exploited the smart materials.  In (Karnik 2000), 

(Kamimura et al 2001) and (Yoshida et al 2001), the authors used pre-packaged 

mechanical devices that used smart materials in their actuation.  Their method of 

activation was preprogrammed by instructions that exploited the bare minimum of 

SMA capabilities.  Thus they were used like any other electro-mechanical device.  

There is also no evidence that the other authors reviewed above made use of the more 

interesting properties of the smart materials.   

  

2.6.2 Stereolithography 

 

Before reviewing work that has made use of stereolithography, relevant background 

information will be given about the stereolithography machines.   

 

Stereolithography is a method of creating solid 3D models of CAD drawings, see 

(Jacobs 1992) for a fuller explanation.  It is one of the many types of machines 

collectively called ‘rapid prototyping machines’.  As the name suggests, their primary 

usage is with the rapid building of prototypes for testing by engineers and designers. 

However as the technology has been dramatically improving over the past several 

years, it has become evident that this process can be used for more than building 

prototypes and can be itself a method for constructing parts. 

 

The stereolithography machine consists of a tank filled with liquid photopolymer 

which is sensitive to ultraviolet light.  An ultraviolet laser ‘paints’ one of the layers, 

exposing the liquid in the tank and hardening it, a platform then drops down into the 
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tank a fraction of a millimetre and the laser paints the next layer.  This process repeats 

until the model is complete. 

 

Once completed, the object is rinsed with a solvent and then baked in an ultraviolet 

oven that thoroughly cures the plastic. 

 

In construction, the structure is formed in a liquid stereolithography resin as a series 

of horizontal layers. This results in an inherent horizontal ‘grain’ in every part of the 

model and a limitation on structural possibilities in that horizontal struts can not be 

fabricated. Members constructed at differing angles to this ‘grain’ therefore have 

differing strengths. 

 

 
 

Fig 2.3 Plot of the angle vs. relative strength. 
 
There is no cost associated with complexity and so very detailed structures can be 

printed.  This level of detail and resolution has been exploited by several teams that 

have used rapid prototyping techniques (stereolithography).  Similar work to that 

described in this thesis was done by NASA, investigating whether it was possible to 

use stereolithography and SMAs together to create a very adaptive robot.  Their robot 

resembled a bush and so was aptly called a ‘bush robot’, (Moravec and Easudes 

1999).  Unfortunately, though the authors created very beautiful and highly intricate 

3D bush like objects, they never actually built a real robot.  (Reschko et al 2000) was 

another example of making use of the accuracy and precision of rapid prototyping to 
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make high quality robot parts.  This time the authors concentrated on small robots that 

resembled centimetre scale Khepera robots. 

  

In (Lipson and Pollack 2000), the authors evolved both the controller and the body of 

robots simultaneously in a ‘limited universe’ physical simulator.  Robots that 

performed the simple task of locomotion in a straight line the best were selected for 

fabrication.  The body plans of these robots were sent to a form of rapid prototyping 

machine called a fuse deposit modeller, (FDM).  The FDM automatically fabricated 

the robot bodies within a matter of hours, though the bodies also required finishing by 

hand.  In addition, the actuators and wiring also had to be attached manually.   

 

Evan Malone has made the first attempt to construct an entire robot using rapid 

prototyping.  As others including (Lipson and Pollack 2000) have already investigated 

the manufacture of robot bodies, Malone instead concentrates on manufacturing 

actuating, sensing and powering robot components.  In (Malone et al 2004), a zinc-air 

battery cell was manufactured using rapid prototyping.  The machine used was a 

gantry robot with a replaceable nozzle that extruded the required chemicals layer by 

layer in order to make the battery.  Once manufactured, the cell was able to deliver 

30mW for 2 seconds.  This was able to power a small DC brush motor.  In (Malone 

and Lipson 2004) and (Malone and Lipson 2004b) the authors describe several robot 

components that they are able to build using rapid prototyping technology including a 

zinc battery, Elastomer Flexure Joints, Conductive Wiring, Actuation and Electronics.  

In (Malone and Lipson 2004c), the authors attempt to fabricate actuators using 

customised rapid prototyping technology.  Due to material and power constraints, the 

authors decide upon fabricating the actuators from conducting polymers. 

 

None of the above authors exploited the more complex material properties made 

attainable by rapid prototyping machines.  Their work instead concentrated on the use 

of these machines for the automatic manufacture of robot bodies.  In this thesis, the 

embodied evolutionary design algorithm makes no assumptions about the internal 

microstructure of the robot bodies and thus enables the automatic design and 

manufacture of robot bodies with novel static and dynamic properties, see Chapters 5-

7. 
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Metamorphic robots 

 

‘Through out nature, almost every part of each living being has 

probably served, in a slightly modified condition, for diverse 

purposes.’ (Darwin 1886b) 

 

Living organisms have evolved over time to suit their environments, (Darwin 1886a).  

It seems unusual therefore, that robots that claim to have been designed using 

algorithms inspired by evolution hardly ever allow for their bodies to adapt to their 

environment after they have been deployed.  This section describes work that has 

been endeavored by others to create metamorphic robots.  Since metamorphic robots 

cannot actually grow body parts to suit their environments, they instead have to use 

the same body parts in a different way, either by changing the position of that body 

part within the robot body, or by using the body part in a different way and thus 

inducing a different behaviour. 

  

In (Fukuda and Kawauchi 1990), the authors sought to determine the optimal 

structure of a reconfigurable robot (called CEBOT).  A deterministic algorithm was 

used to choose between a finite set of available configurations for a given task.  The 

chosen configuration was one that minimised the evaluation function and thus was 

best suited to the task at hand.  This paper was an early example of a robot that 

adapted to its environment by changing its structure.  However, the method for 

calculating optimal structures described in this paper is not applicable to the robots in 

this thesis.  This is because the evaluation function in this thesis is non deterministic, 

the behaviour of the robot’s actuators are unknown and the solution space is 

significantly larger.  A similar approach was described in (Yim et al 2002) where the 

authors created modular reconfigurable robots that change their morphology to suit 

the task at hand.  The robot was able to reconfigure its body drastically that enabled 

rolling, walking and sliding locomotive gaits. These robots unfortunately exhibited no 

intelligence of their own as every reconfiguration was achieved by remote control.  

 

In (Pamecha et al 1996), the authors describe the design and implementation of 

metamorphic robots that consist of planar hexagonal or square modules. The paper 

concentrated on solving the mechanical problems of attaching and detaching similar 
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modular pieces.  No work is done actually implementing the modules within a robot.  

Similar work was also described in (Chen and Burdick 1993).   

 

In (Dittrich et al 1999), the authors evolved the controller for robots with a random 

morphology using genetic programming.  The paper discussed a method for handling 

dynamic fitness landscapes.  A fitness landscape is said to be dynamic when the same 

individual evaluated twice may end up with a different fitness.   The authors stated 

that when different morphologies were run in the real world, the same morphology 

run twice may not have resulted in the same fitness, this was due to changes in the 

environment.  To handle this, the authors compared the fitness of each morphology to 

that of a reference morphology.  Its relative performance would then be used as the 

fitness of that morphology.  A similar method to this was employed in this thesis for 

evolving the configuration of a shape changing antenna.  Here, the fitness landscape 

was also dynamic as noise conditions varied throughout the evolutionary process and 

so the same antenna configuration had a slightly different fitness every time it was 

evaluated. 

 

Adaptive antennas 

 

Before reviewing work on adaptive antennas, relevant background information will be 

given about antenna theory. 

 

An antenna is a device that captures radio-frequency signals.  It can be any conductive 

structure that can carry an electric current.  Antennas can be transmitters or receivers.  

Transmitter antennas carry a time-varying electrical current and radiate an 

electromagnetic wave.  Receiver antennas do exactly the opposite.  They pick 

electromagnetic waves and convert them into an electrical current.  A passive antenna, 

that is one with no amplifiers attached, will have the same characteristics whether it is 

transmitting or receiving, (Elliott 2002). 

 

Most work related to adaptive antennas concentrates on the use of evolutionary 

algorithms in the design and optimisation of antenna structures.  This differs from the 

work presented in this thesis where a metamorphic antenna was built that varied its 

shape intelligently enabling it to adapt to real world situations. 
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Linden was the first to use evolutionary algorithms to design antenna structures 

(Linden 2000).  At NASA Ames Research Center, (Lohn et al 2001) used 

evolutionary algorithms to determine the size and spacing of the elements within a 

Yagi-Uda antenna.  The antenna designs were evaluated on the NEC2 simulation 

program run on a 32-node Beowulf computing cluster.  The authors stated that ‘small 

improvements in antenna performance can be significant in many applications’, 

(Lohn et al 2001). 

 

More recently (Lohn et al 2002) used a co-evolutionary algorithm to optimise the 

design parameters of a quadrifilar helical antenna.  The antenna designs were 

evaluated on the NEC simulation program run on 32-node and 64-node Beowulf 

computing cluster.  Since neighbouring objects dramatically affect the performance of 

the antenna, a simple model of a neighbouring fuel tank was used in the simulations.  

The co-evolutionary algorithm was then left to exploit the fuel tank’s properties 

advantageously.  The results showed a 93% improvement at 400MHz and a 48% 

improvement at 438Mhz in the average gain. 

 

In (Lohn et al 2003), the authors evolved two X-band antennas for potential use on 

NASA’s ST5 mission to study the magnetosphere.  Two genetic algorithms were 

used: one allowed branching in the antenna arms and the other did not. The highest 

performance antennas from both algorithms were fabricated and tested.  Though the 

antennas had an organic-looking structure, they were shown to be compliant with the 

ST5 antenna performance requirements.  This antenna has since been deployed and is 

as the first example of an evolved device in space. 

 

(Bird and Layzell 2002) performed an evolvable hardware experiment that resulted in 

a circuit board that utilized the radio waves from nearby PCs to achieve its goal.  This, 

the authors claimed, was only the second example of a physical device whose sensors 

were constructed by a process analogous to that of phylogenetic change (the first 

being Gordon Pask’s electrochemical ear (Pask 1959)).  Their work, though 

concentrating on electronic hardware, had many similarities to the work described in 

this thesis.  The paper described that novel sensors were able to be evolved by a 

process of ‘unconstrained, intrinsic hardware evolution’.  This method was very 



 47  

similar to ‘embodied evolution’ described in this thesis, (Bird and Layzell 2002).  The 

authors stated that ‘In hardware evolution, circuits are evolved intrinsically: that is, 

their fitness is determined by instantiating and evaluating them in hardware, rather 

than in simulation’, (Bird and Layzell 2002).  This, the paper argued, meant that the 

circuits were free to take advantage of a wide range of environmental invariants.  

(Bird and Layzell 2002b) stated that there are three properties that seem to be 

necessary for structural autonomy: 

 

1. To be constructed and tested in the real world; 

2. To consist of a material substrate without fixed functional roles; 

3. The material substrate should be sensitive to a wide range of environmental stimuli. 

 

One can see similarities between the above properties and the three variables 

necessary to maximise embodiment as defined by (Quick 1999). 

 

• The bandwidth of perturbatory channels.  Its internal representation (or lexicon) 

must be flexible and sufficiently comprehensive. (Similar to point 3.) 

• Their structural plasticity.  There should be minimal pre-determination on the part 

of the programmer of the system. (Similar to point 2.)   (Quick 1999) 

• The size of the space of possible states.  Its experience of the environment will 

affect its actions and vice versa. (Similar to point 1.) 

 

Recent work conducted at Jem Engineering on in-situ evolutionary optimisation and 

self-repair of antennae (EvAn and DEvAn) worked by switching elements of a grid 

array in and out and evolving arrays that best satisfied different design scenarios, 

(Linden 2005). 

Microstructure optimisation 

 

Before reviewing work on microstructure, relevant background information will be 

given about space frame terminology. 

 

Space frames are a set of linear members oriented in any direction in 3-dimensional 

space, and connected at node points either by rigid or flexible connections. To define 

a particular space frame one must specify both the members themselves, and the 
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locations and orientations of the nodes in 3-dimensional space. These are referred to 

as the topology and geometry of the structure respectively. 

 

The distinction between geometry and topology can be described by an example 2-

dimensional illustration. Geometry refers specifically to the positions in space of the 

node points joining the structural members. The following diagrams are of two 

structures with the same topology but different geometries. As can be observed, the 

connections and number of members are the same, but the coordinates and 

orientations of these members differ, see figure 2.4. 

 

 
Fig 2.4 An illustration of a change in the geometry of a structure. 
 
Topology refers to the structural connections between the node points. A change in 

the topology of a structure is a change in the number, or way in which the members 

are connected.  This is illustrated in the two figures below, in which the two structures 

could not be made equivalent simply by moving the positions of the nodes, see figure 

2.5. 

 

 
Fig 2.5 An illustration of a change in the topology of a structure. 
 
Stereolithography and other rapid prototyping techniques are now beginning to be 

investigated as an alternative method of construction for objects of high complexity, 

particularly with intricate internal structures comprised of space frames. This has not 
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yet become commercially viable for mass production, but several researchers are 

preparing for the increasing accuracy and decreasing cost of the technology in the 

future.  

 

Molecular Geodesisics, Inc. investigated structures based on a regular tensegrity space 

frame which would, at a microscopic size, be useful as biological or industrial filters 

(Molecular Geodesics 1999).  Several techniques have been devised for generating the 

topology of continuous solids analysed by the Finite Element Method (FEM). Both 

genetic algorithm and non-random iterative methods have been used. Marc 

Schoenhauer reviewed a number of genetic algorithm methods for generating 

topology in 2D or 3D space to optimise structural problems involving continuous 

shapes. The genetic representation in these cases could determine a configuration of 

holes and solids using Voronoï diagrams or a list of hole shapes (Schoenhauer 1996). 

Yu-Ming Chen used a non-random iterative process of shifting node points (the 

geometry) in the FEM representation toward high stress zones to examine similar 

problems (Chen 2002). These methods could determine the number and position of 

holes in a cantilevered plate, for instance, but did not deal with truss-like structures. 

 

The majority of research into the optimisation of discrete element structures (trusses, 

space-frames) has been in the refining of the shape or member sizes, rather than the 

topology. Adeli and Cheng used a genetic algorithm to optimise the weight of space 

trusses by determining the width of each member in a given structure. The shape and 

load points were fixed in advanced, and the cross sectional areas of groups of 

members were encoded in the genome, then selected to minimize the total weight 

(Adeli and Cheng 1993). Yang Jia Ping developed a genetic algorithm which 

determined both shape and topology, however the algorithm had to begin with an 

acceptable unoptimised solution and then refined the topology by removing 

connections (Ping 1996). 

 

The work in this thesis uses stereolithography and optimisation of space frame to 

create the body of a robot snake.  This robot body can be optimised to respond in 

desired ways under actuation by shape memory alloy actuators. 
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Summary 

 

The work in this thesis covers many disciplines, namely robotics, antenna design and 

microstructure optimisation.  Therefore this chapter reviewed related work in these 

fields.  These are summarised below: 

 

Embodied robotics. 

 

In this thesis, for a robot to be said to be embodied it must satisfy the minimal 

condition of embodiment as defined in (Quick 1999).  All of the robots described in 

this section met this minimal requirement but none explicitly attempted to maximise 

the amount by which they were embodied.  All of the robots described in this section 

were rigid Khepera type robots that restricted the amount by which the robot could be 

embodied.  The robots developed in this thesis have flexible internal structures that 

allow a close interaction with the environment.  This means that that they are more 

embodied in their environment and are therefore more innately adaptive. 

  

Evolutionary robotics. 

 

This section described robots that have had their controllers and/or bodies designed by 

evolutionary algorithms.  Evolutionary algorithms provide the ability to search 

through the huge search space of possible controllers and robot bodies.  When 

combined with the principles of embodiment, unrestricted bodies and controllers can 

be evolved that are well suited for the task at hand. 

  

Self repairing and fault tolerant robots 

 

This section covered many different ways of enabling fault tolerance and damage 

recovery, these included redundancy, self repair and the addition of noise.  By 

evolving the controller and robot body in an embodied way, this thesis will show that 

robots can be evolved and manufactured that innately recover from damage and are 

tolerant to noise. 
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The use of Simulation in robotics 

 

Robots controllers and bodies are evolved in simulators to overcome the time 

consuming method of evaluating in the real world.  This section covered many 

different methods of overcoming problems of transference to the real world, from 

evolving the simulator itself to adding noise to the simulated environmental variables.  

Unfortunately, even the best of these methods are insufficient to simulate the 

complicated physics needed for evolving complicated robots that make use of smart 

materials.   

 

Robots that use smart materials 

 

The robots described in this section make use of smart materials though none exploit 

the interesting material properties that these materials have.  In this thesis we show 

that by exploiting the unknown properties of smart materials through embodiment, 

robots can be created that adapt more closely to their environment. 

 

Metamorphic robots 

 

It is unfortunate that work that has concentrated on metamorphic robots has yet to 

provide sufficient intelligence behind the controller to enable automatic adaptation to 

damage/different tasks/environmental change.  The work described in this thesis deals 

with the design and manufacture of metamorphic robots that decide on their 

morphologies automatically and without human intervention. 

 

Adaptive antennas 

 

The antennas designed in this section have been designed with the use of very 

powerful simulators.  This results in a successful transfer to the real world.  These 

simulators can even account for the surrounding structures, though they have to be 

explicitly detailed to the simulator.  The work described in this thesis allows antenna 

shapes to be evolved in situ, and without the need for powerful simulators.  This 
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makes them more mobile, allowing them to adapt to specific, previously unknown 

environmental conditions. 

 

Microstructure optimisation 
 

This section covered previous related work on microstructure optimisation.  Previous 

work either optimised the topology or the geometry of the microstructures.  Those 

who attempted to optimise both, encountered problems of scalability.  In this thesis 

we show that by evolving the topology and the geometry through embodiment, 

problems of scalability can be resolved.  
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3. Motion and Damage Recovery of Snake-like Robots 
 

This chapter describes the construction of a snake-like robot and investigation of its 

control by an embodied evolutionary control algorithm.  It will be demonstrated that 

the algorithm first allows efficient control of the shape memory alloy (SMA) actuators 

by enabling effective locomotion of the snake robot.  Then, in a second robot snake, 

the evolutionary algorithm enables innate adaptation and recovery from damage. 

 

There are three features that are proportional to the amount by which a system is 

embodied within its environment.  These (as mentioned in Chapter 2) are: 

 

• The bandwidth of perturbatory channels. 

• Their structural plasticity.  

• The size of the space of possible states. (Quick 1999) 

 

These three features will be used to quantify and qualify embodiment when designing 

the controller for the robot snakes in Section 3.1.1.4.  The use of an embodied 

evolutionary design algorithm for the body of the robot snakes will be considered in 

Chapters 5 to 7.  

  

Evolving the motion of a snake robot 

 

One of the aims of this thesis is to develop a robot that is constructed entirely from 

smart materials (shape memory alloys as actuators, and a stereolithographic body).  

The circuit board that powers the robot actuators will be made of standard 

components with no smart materials present.  Embodied evolutionary algorithms , see 

Chapter 2, will be used in designing the internal structure of the robot and will also be 

used to control the behaviour of the robot.  Though the robot need have no exact form, 

as it is to be used for multiple purposes (locomotion and signal transmission), the 

general form of the robot will be that of a snake. 

 

The long term goal is that robots like the ones described in this thesis could be used in 

unknown environments where they cannot be reached; therefore needing to be 
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innately self-adaptive.  These robots will need to be able to adjust their methods of 

locomotion closely to best fit the environment within which they have been deployed.  

If damaged, they need to be able to recover autonomously from the damage and 

continue on their mission.   

 

In this chapter, a robot snake was constructed that used shape memory alloys (SMAs) 

as actuators.  Their effective control would demonstrate the ability of the embodied 

evolutionary algorithm to exploit the material properties of the smart material.  The 

body of the robot snake was constructed from wood and foam (supplying a restoring 

force for the shape memory alloys).  This is replaced by a customized body that is 

designed by an embodied evolutionary design algorithm in Chapter 7.  The 

customized body, made by stereolithography, enables the robot snake to adapt more 

closely to its environment by making it further embodied within its environment 

according to Quick’s features, (Quick 1999). 

 

Initial work focused on control alone.  The following experiments will demonstrate 

that an embodied evolutionary algorithm is able to control the motion of the robot 

snake effectively without any previous domain knowledge about the material 

properties of the SMA actuators, the design of the body of the robot or the surface 

upon which it is traveling.  All of this is possible, it is argued, because the 

evolutionary algorithm is embodied within its environment. 

 

3.1.1 Building the Self-adapting Snake 

 
3.1.1.1 Body Design 
 
The self-adapting snake (SAS) body went through several designs before reaching the 

final design.  The main criterion was for the body to provide a restoring force great 

enough to restore the wires to their original lengths after being activated by the 

controller.  Foam was chosen for the job for all but one of the snake designs where 

instead plastic wire insulators were used [13], see figure 3.1. 
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Fig 3.1 Photos of two snake body prototypes followed by the final body design. 
 
Prototype snake robots were made from foam with string replacing the SMA wires.  

This was done in order to experiment with different skeletal designs.  The strings 

were pulled in such a way as to decrease their lengths by around 5% (thus mimicking 

the SMA wires).  The main consideration when choosing a snake design was to see by 

how much the shape of the snakes deformed when the strings were pulled [2]. 

 

The first prototype, see Fig. 3.1 (top left), consisted of 12 wire insulators arranged 

around a co-axial wire.  The idea was to feed SMA wires through each of the 12 wire 
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insulators and connect one end of them to one end of the co-axial wire while the other 

ends were separately attached to outputs of the microcontroller circuit board.  A 

benefit of this prototype was that each SMA wire would be insulated from the next.  It 

was also hoped that the thickness of the wire insulators would provide the restoring 

force needed to relengthen the SMA wires after activation.  Unfortunately, after some 

simple experiments, it was realised that this body design would be unsuitable for the 

robot snake as the insulator wires were too rigid and did not provide the restoring 

force required. 

 

The second prototype that was considered used square blocks of foam to provide the 

restoring force needed to relengthen the SMA wires after activation.  For this design, 

the SMA wires were fed through the foam itself, see figure 3.1 (top right).  Though 

when experimented with string, it seemed to work well, when SMA wires were fed 

through, it was discovered that the wire would melt the surrounding foam and cause 

the whole robot body to become useless.  This led to the design of the final snake 

body, see figure 3.1 (bottom). 

 

The difference between this design and the second prototype was that in this final 

design, the SMA wires were not fed through the foam itself, but instead ran along the 

outside of the foam.  This meant that the SMA wires could make use of the restoring 

force of the foam without causing the foam to melt.  The SAS used in the experiments 

used four SMA wires (diameter = 0.176mm, activation (Austenite) temperature=70oC, 

recommended current 200mA), that were connected all together at one side with a nut 

and bolt, which in turn was connected to a piece of copper wire.  SMA wires with a 

diameter of 0.176mm were chosen to ensure that they had the strength to compress 

the foam but did not require too much current to activate them.  The activation 

temperature of the SMA wires was chosen to be high enough to ensure a quick 

cooling after activation (important for multiple activations) and low enough to not 

require too much energy.  A copper wire ran through the middle of the snake and 

supplied the power, much like a spinal chord carries nerves impulses to muscles 

through the body, see Figure 3.2.  The total weight of the SAS was approximately 

50g.  The dimensions of this final design were 200mm x 100mm x 100mm.  The 

dimensions used for the SAS body and SMA wires are for reasons of manageability.  
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The SMA wires were short enough not to require too much voltage and the SAS was 

large enough to be constructed by hand. 

 

 

 

Side view 

 

 

 

 

Back view 

 

 

 

 

 

 

 

Perspective exploded view 

Fig 3.2 Side, Back and Exploded view of the SAS.  The red wires arranged at the top, 
bottom, left and right of the SAS represent the SMAs. 
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3.1.1.2 Hardware 
 

The embodied evolutionary algorithm itself was stored on the computer, leaving the 

computer interfacing hardware, though quite complex, with two simple tasks to 

perform.  The first was to supply enough power to each SMA wire (~200mA).  This 

was achieved with the use of two Darlington amplifiers.  The second task to perform 

was the ability to activate muscles in parallel, see figure 3.3.  The circuit board was 

designed and built with the help of Mark Green, an electronics engineer at working 

Electrodetectors.  Details of the circuit board below including layouts and component 

details are given in the appendices (Appendix A). 

 

 
 

Fig 3.3 A photo of the circuit board used to control the SAS. 
 
The circuit board was powered by a 12V DC adapter that was plugged into the mains.  

It was connected to a computer via an RS232 cable, as can be seen at the bottom of 

figure 3.3.   

 

 

 

 

MC68H(R)C908JK1 
Microcontroller 

To SAS 

MC1413B 
Darlington Amps 
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3.1.1.3 PWM Optimisation 
 

Objectives. 

The recommended technique for activating the SMA wires is to pulse them.  This is 

because prolonged heating causes ‘hotspots’ to occur and these damage the wire and 

reduce its life span, (Hodgson 1988).   

 

Experimental setup. 

Before the experiment could begin, the pulse width modulation (PWM) had to be 

optimised.  This would maximise the life span of the SMA actuators.  The kind of 

pulsing that was sought was one just beyond the threshold between inactive and 

activating the SMA wires.  At first, very short and distant pulses were sent to the 

snake.  The lengths of these pulses were increased so as to activate the SMA wires.  

The separations of the pulses were then reduced until the SMA wires remained at a 

constant activated length.  This experiment was performed on several SMA wires to 

ensure accuracy.  Figure 3.4 shows the initial pulse and separation of the PWM. 

 

 

       3000 ms     1 ms 

Fig 3.4 A PWM with a frequency of 0.3Hz and length of 1ms. 
 
 
Results. 

As the lengths of the pulses slowly increased, there reached a pulse length where the 

wires activated.  This could be seen by a small spasm-like movement of the SMA 

wire.  Once the pulse length was established (at 5ms), the separation between the 

pulses had to be calculated.  Starting with a separation of 3000ms, the separations 

were slowly reduced until the SMA wires remained at a constant activated length and 

were not seen to vibrate.  The final separation was 10ms. The details of the PWM 

used throughout the rest of the experiments in this thesis are detailed in Figure 3.5 

below. 
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Fig 3.5 A PWM with a frequency of 66Hz and length of 5ms. 
 

Analysis and Conclusion. 

The SMA wires are capable, if pulsed correctly, of being activated millions of times 

without being damaged.  As proof that the PWM used in the experiments described in 

this chapter was optimised, the estimated total number of SMA wire activations for all 

of the experiments described in chapter 3 can be calculated: 

 

7 (no. of pulses for each activation) x 20 (no. of activations in a sequence) x 20 (no. of 

sequences in each generation) x ~40 (estimated total number of generations 

completed throughout the whole experimentation) ≈ 112000.   

 

Since the SMA wires were activated over 100,000 times, it can be concluded that the 

PWM used was appropriate, (Hodgson 1988). 

 

3.1.1.4 SAS Controller 
 
Finite State Machines 

 

With four SMA actuators, there is potentially a huge number of activation sequences 

that could be used to propagate the SAS.  Real snakes, like all animals however, have 

a repetitive method of undulation, and so it may be appropriate for the robot controller 

to generate repeated patterns.  For this reason, it was decided that a Finite state 

machine (FSM) should be used.  A FSM is a model of computation consisting of a set 

of states, a start state, an input alphabet, and a transition function that maps input 

symbols and current states to a next state. The activation sequence of the FSM can 

then be evolved using an embodied evolutionary algorithm to achieve the repetitive 

patterns of SMA actuations. 

 

5 ms 10 ms 
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FSMs were first evolved by Fogel (Fogel et al 1966).  The authors created a 

population of trial FSMs and applied a set of variation operations to produce changes 

in these FSMs.  Selection was then used to determine which FSMs were to survive to 

the next generation.  This process was repeated until an acceptable FSM was 

obtained, (Fogel et al 1966).  Since then, there have been many attempts to improve 

the evolvability of FSMs using various techniques.  In (Chellapilla and Czarnecki 

1999), the authors an evolutionary programming approach of evolving modular FSM 

architecture.  Their preliminary results indicated that this approach resulted in a 

statistically significantly increased rate of optimisation.  In (Niparnan and 

Chongstitvatana 2002), the authors demonstrate a method for evolving FSMs which 

they claim allows much larger problems to be solved.  They achieve this by evolving 

the state transition function instead of the whole FSM. 

 
After reviewing the literature on FSMs, it was decided that the algorithm used to 

evolve the FSM should be a simple one and should have single-point crossover and 

use roulette wheel selection. 

 

Each member of the population in the evolutionary algorithm was made up of a string 

of 0s and 1s which described a FSM.  In order for each string to describe a FSM, each 

string consisted of two segments called ‘SEQUENCE’ and ‘STEP’, for a simple 

example see Figure 3.6.  The ‘SEQUENCE’ segment was the part of the binary string 

that was sent to the SAS, and determined which SMA wires were to be activated at 

that particular time step.  The ‘STEP’ segment of the string was the part that told the 

program to which time slot in the current row it should then jump.   

 
001110111111100001100100 

 

001110111111100001100100 
 
Fig 3.6 Example string using 24 instead of 640 bits. Binary string is split into 
‘SEQUENCE’ and ‘STEP’ segments. 
 
An entire population of FSM was constructed in the form of an array, and as the 

pointer moved down the array (see figure 3.7), each FSM was sent in turn to the snake 

to be assessed.  In the example below, a ‘1’ in position 0 activates wire 0 and a ‘1’ in 

position 2 activates wire 2 etc. 

Sequence 
Step 
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Fig 3.7 The pointer moving down an array of FSMs 
 
In the example below, figure 3.8, the ‘SEQUENCE’ part of the string consists of four 

bits, corresponding to four SMA wires.  The ‘STEP’ part of the string consists of two 

bits; these are then converted into decimal.  With two bits there are four possible 

combinations and so the length of the string will have to be 2 STEP x (SEQUENCE + 

STEP) => 22 x (4 + 2) = 24 bits in length. 

 

1011 – 10 – 1111 – 11 – 0100 – 01 – 0101 – 00 

 

 

 

 

 

 

 

 

   

 

 

Fig 3.8 Binary string is converted into a FSM. 

1011 2 

1011 10 (2) 1111 11 (3) 0100 01 (1) 

0 1 2 

0101 00 (0) 

3 

01111101001… 

01010101000… 

10111011111… 

11010101101… 

. . . . . . . . . . 

 

1111 3 0100 1 0101 0 

1011 2 1111 3 0100 1 0101 0 



 63  

1 / (Mutation rate) 

 
For the SAS, the ‘SEQUENCE’ length was 4 bits, and the ‘STEP’ length was six bits, 

therefore the total length of each string was 26 x (4 + 6) = 640 bits. 

 

The program was allowed to send 20 sequences to the SAS before stopping, lasting a 

total of approximately 40 seconds.  Finite state machines that acted as repeating 

patterns were easily created if the jump points pointed to each other in a loop of some 

sort.   

 

Once the program evaluated a whole generation, two rows were picked using roulette 

wheel selection.  A random point was chosen along the length of the chromosomes 

and their second halves were swapped.  After this, each bit along the length of both 

the members had a 1/(mutation rate) chance of being flipped.  The two new members 

were then placed into a new array, see figure 3.9. 

a 1001110111111101000010100100 

b 0101010110100101010110010101 

 

a’ 1001110111110101010110010101 

b’ 0101010110101101000010100100 

 

a’ 1001110111110101010110010101 

 

a’’ 1011110111111101000110110111 

Fig 3.9 Crossover and mutation performed on the genotypes. 
 
This was repeated until the new array was full.  The old array was then replaced by 

the new array and the program was again ready to send the new generation of 

sequences to the snake. 

 

 

 

Mutated 



 64  

Features of embodiment. 
  
 

1st Feature of embodiment: Perturbatory Bandwidth. 

In (Floreano and Mondada 1994), the authors performed experiments where robust, 

collision free navigation was demonstrated on a Khepera robot.  A ‘bending penalty’ 

had to be added to the fitness function of the evolved neural network controller to 

prevent the robot from spinning in small circles when within an obstacle free zone.  

By adding the ‘bending penalty’ the authors have reduced the perturbatory bandwidth 

between the robot and its environment thus reducing the amount by which the robot 

was embodied in its environment.   

 

In this thesis, it is hypothesised that successful gaits, ie those that will enable the SAS 

to travel the furthest, will result from some sort of repetitive sequence of activations.  

This could have been achieved by explicitly stating that all controllers have to induce 

repetitive gaits.  However, as in (Floreano and Mondada 1994), this would have 

reduced the perturbatory bandwidth between the robot and its environment.  By using 

a finite state machine for the controller, repeated patterns were created but not 

explicitly predetermined by the programmer.  This further increased the amount by 

which the SAS was said to be embodied in its environment when compared to the 

Khepera robot described in (Floreano and Mondada 1994), according to the first 

feature of embodiment.   

 

2nd Feature of embodiment: Structural Plasticity. 

In (Fukuda and Kawauchi 1990), the authors sought to determine the optimal 

structure of a reconfigurable robot (called CEBOT).  A deterministic algorithm was 

used to choose between a finite set of available configurations for a given task.  By 

only allowing the CEBOT to choose from a finite set of configurations, the authors in 

(Fukuda and Kawauchi 1990) have restricted the structural plasticity of the robot 

controller and have thus reduced the amount by which it is embodied in its 

environment according to the second feature of embodiment. 

 

In this thesis, it was ensured that the gaits of the SAS were flexible enough so as not 

to reduce the amount by which the SAS was embodied in its environment.  Though 
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only 20 activations were sent to the SAS before each evaluation, the FSM used to 

control the SAS allows for repeated patterns of any size between 1 and 64 states.  This 

flexible representation meant that the SAS was more embodied in its environment 

than the CEBOT described in (Fukuda and Kawauchi 1990), according to the second 

feature of embodiment.   

 

3rd Feature of embodiment: Size of State Space. 

In (Floreano and Mondada 1996), the authors evolved the behaviour of a Khepera 

robot.  The robot was allowed to gain its own internal representation of the 

environment without any external, predetermined assumptions.  This increased the 

amount by which the robot was embodied within its environment according to the 

third feature of embodiment.  The authors in (Floreano and Mondada 1996) were 

unable however to directly evolve a grasping action for the robot.  This had to be 

predetermined by the programmer and so reduced the size of the state space of 

possible grasping actions to one.  This in turn severely reduced the amount by which 

the robot was embodied in its environment according to the third feature of 

embodiment. 

 

The SAS in this thesis uses four SMA actuators to propel itself forwards.  A common 

assumption by programmers is that for n actuators, there are a total of n! possible 

actuation combinations.  This would mean that for the SAS with only four SMA 

actuators, there would be 25 (4 factorial) possible activation combinations. This 

assumption, similar to the preprogrammed grasping action of the Khepera robot 

described in (Floreano and Mondada 1996), would reduce the amount by which the 

SAS was embodied in its environment according to the third feature of embodiment 

as the size of the state space would be restrictive.  Nothing was assumed about the 

behaviour of the SMA actuators under activation in these experiments.  This resulted 

in state space for the FSM set at a maximum much higher than 25 sequences (64 

sequences).  The unrestricted state space meant that the SAS described in this thesis is 

more embodied in its environment than the robot described in (Floreano and Mondada 

1996) according to the third feature of embodiment. 
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Further Embodiment 

The measures so far have helped improve evolvability according to the three features 

of embodiment.  There is however still much that can be done to further embody the 

robot in its environment.  These further measures will be the focus of the work in 

subsequent chapters. 

 

Controller Experiment 1 

3.1.2 Experimental Setup 

 

With the initial design of the robot snake built and tested, the focus of the work 

moved on to the experiment.  The objective of this experiment was to investigate 

whether effective motion can be enabled by evolving the robot controller using 

embodied evolution.  In order to achieve this, the SAS was connected to the 

microcontroller circuit board using a long lead (~600mm) so that it did not have to 

pull much weight when trying to move.  There was, however, a small amount of 

directional bias due to the tension in the power wires which meant that the SAS only 

ever moved in the forwards direction.  The SAS was placed on grid paper (which 

helped in measuring the distance travelled by the SAS) and a starting point was 

marked out, see figure 3.10.  As the program started, an initial population of randomly 

generated finite state machines was created.  Each individual finite state machine was 

then sent to the SAS for evaluation with its fitness being determined solely by how far 

the snake travelled (in mm) in the forward direction when using that FSM [13], see 

figure 3.11.  A series of experiments were performed to investigate the evolution of 

movement for the SAS.  
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Fig 3.10 The SAS is placed at the starting point. 

 
 

Fig 3.11 The traversed distance is measured and entered as the fitness of the 
individual in the population. 
 

The final configuration consisted of the SAS being placed on top of a platform 

about 500mm above the level of the circuit board and power supply.  The wires 

were then draped over the edge of the platform.  As the SAS moved forward, the 

wires were pushed down over the edge and so out of the way of the snake, see 

figure 3.12.  This configuration meant that the friction of the wires (to the circuit 

board and power supply) was constant no matter how far the SAS travelled.   
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Fig 3.12 A photo showing the experimental setup. 
 
As figure 3.12 shows, the motion of the SAS is not evolved in a simulator.  It is 

evolved within the actual environment within which the robot exists; within which it 

is embodied.  This, as will be shown in the following section, will enable the 

controller to control the SMA actuators effectively and thus propel the SAS forwards. 

 

3.1.3 Results 

 

Because of the length of time required to perform experiments (approx 20 minutes per 

generation), only two runs were executed (lasting 25 generations each). The results 

for the first run are given in Figure 3.13.  As can be seen in the graph below, the 

distance travelled showed no real improvement.   
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Fig 3.13 Maximum fitness and average fitness plotted at each generation. 
 
As each member of the population can represent a very complicated FSM, finding 

suitable cut off points that would improve the fitness of each member without 

completely changing the pattern of sequence activations is often difficult.  Such 

members, once mutated, induce motion that is nothing like the motion of the original 

parent, and so the resulting fitness ends up being considerably lower, see the example 

illustrated in section 3.2.2.  An individual that travels a long distance has no guarantee 

of creating offspring that travel anywhere as far.  This is likely to be the main cause of 

the decrease in overall fitness of the population.  To overcome this problem, an elitist 

algorithm was used for the second experiment (Goldberg 1989). 

 

Controller Experiment 2 

 

Objectives and Setup 

 

For this experiment, the setup is exactly the same as in the experiment above.  The 

only difference being that an elitist evolutionary algorithm is employed which it was 

hoped would help in improving upon the performance of the SAS in the previous 

experiment.  An elitist algorithm works simply by taking the n (n = 2 for the 

experiment) best members of the current population and placing them directly into the 
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next generation in addition to using them to generate new members of the next 

generation.  In doing such, they naturally ensure that the maximum distance travelled 

during the coming generations never decreases. The best members are also given 

another chance to influence the next population if they still have the highest fitness.   

 

Results 

 

With this change, the maximum fitness never decreased (nearly always increasing), 

see figure 3.14. 

 

 
Fig 3.14 Maximum fitness and average fitness plotted at each generation using elitist 
selection. 
 

 

Analysis 
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The second experiment was prematurely halted after eight generations because of 

unintentional damage to one of the SMA wires. 

 

The SMA wire snapped at exactly the corner of the hole that it was fed through.  It is 

believed that it snapped due to the sharp corner that it rubbed against and not because 

of overheating [13], see figure 3.15 below.  Careful investigations showed that the 

point at which the SMA wire had snapped, aligned perfectly with the corner of the 

piece of wood through which it was threaded. 

 

 

 

 

 

 

 

 

 

 

Fig 3.15 Depicting where the SMA wire snapped. 
 
One of the hypotheses of this research is that embodied evolutionary algorithms 

enable self-adaptation.  So the SAS should be able to adapt to the loss of a “muscle” 

and learn other ways to move. 

 

Experiment 2B 

In this experiment, the ability of the SAS to recover from damage was investigated.    

The setup for this experiment was the same as before and evolution was continued 

from the point at which the SMA wire snapped (beginning of 8th generation). It was 

decided that evolution should continue from where it left off instead of re-initialising 

as the population of evolved controllers would be closer to the new optimal controller 

than a completely random  new set of controllers. Evolution was continued for 

another 17 generations and results were recorded.  Many members of the current 

population may have used the 4th (snapped) wire to move at some point during their 

Snap point 

Snapped SMA wire 
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activation sequences.  This is indeed evident as the average fitness of the proceeding 

population drops dramatically, indicating a heavy dependence on the 4th SMA wire.   

 

Results 

The average distance travelled before the wire snapped was 13.25mm, but after 

damage, the average distance travelled was only 1.95mm, that is equivalent to an 85% 

decrease in distance travelled.  The individuals within that current population that did 

slightly better than the others were those that had moved quite proficiently and had 

also used less of wire number four.  As the embodied evolutionary algorithm 

continued to evolve the FSM, it was these sequences that were found more and more 

abundantly in the following generations.  It took 10 generations for any sequence to 

be found that moved more than 6mm in distance.  At the 18th generation, a sequence 

was evolved that simply alternated between the top and bottom wire.  This caused the 

SAS to move over 20mm.  Since elite selection was being implemented, this sequence 

was not lost and variations spread throughout the proceeding generations increasing 

the fitness of the whole population considerably, see figure 3.16. 

 
Fig 3.16 Maximum fitness and average fitness plotted at each generation. 
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3.1.4 Analysis of Movement 

 

During the evolution of the SAS, numerous interesting methods of locomotion were 

carried out.  Though most of them were unsuccessful, this section seeks to analyse the 

physics behind two of the more efficient evolved sequences.  These sequences are the 

most successful sequence evolved before damage and the most successful sequence 

evolved after the SAS had recovered from damage.  These sequences can be 

compared to the undulations of real snakes (Mihalachi and Munerato 1999), (Haroun 

Mahdavi 2002).   

 

Though the sequence lengths could vary from a length of one to a maximum of sixty-

four, the sequences that travelled the furthest seemed to have short repetitive loops.   

 

 

 
Fig 3.17 Activation sequence of best sequence found. 
 
The best sequence found before the wire snapped could be compared to a simple but 

effective version of the cobra undulations (Haroun Mahdavi 2002), see figure 3.17.  

The SAS makes S shapes by alternating between activating the top and right wires, 

with the top and left wires.  This S shape is along the whole length of the SAS. 
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Fig 3.18 Activation sequence of best sequence after damage. 
 
After the SMA wire snapped, the GA eventually evolved a sequence that simply 

alternated between the top and bottom wires.  Alternating between compression and 

extension means that the new method of locomotion that had been evolved resembled 

the undulations of the earthworm (Haroun Mahdavi 2002), see figure 3.18.  Though 

this did not propagate the SAS as efficiently as the sequences that had been found 

previously, this pattern of muscle activations recovered over 85% of the previous 

mobility when it only had 75% of its muscle intact. 

 

Self Repairing Snake 

 

Following the success of the above experiment on damage recovery, further 

investigations were then performed to show more clearly that an embodied 

evolutionary algorithm can effectively recover the lost motion of the robot snake after 

damage.  The task of sensing damage, then calculating an appropriate recovery 

strategy would be extremely complex. The genetic algorithm though, since it is 

embodied in its environment, can enable the FSM to recover the motion of the snake 

without even being informed of which SMA is damaged.  In the following 

experiment, a new robot snake was constructed that had 12 actuators.  The snake 

learned to move much like in the previous experiment, though the translation between 

genotype and phenotype was much more complex.  Some actuators were then 

purposely damaged to show that the embodied evolutionary algorithm could enable 

the robot to recover effectively from this damage. 
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3.2.1 Building the Self Adaptive Snake 2(SAS2) 

 

The SAS2 used in the experiments uses twelve SMA wires.  Increasing the number of 

actuators on the SAS2 meant that the robot was capable of more complicated methods 

of locomotion.  A wider range of locomotive gaits means a more flexible lexicon and 

therefore a greater degree of embodiment.  A greater number of actuators is also 

useful as this allows experiments to be run where incremental damage is incurred.  

The body of the robot snake was split into four segments (this is an extension from the 

first SAS prototype described in section 3.1 which used only a single segment).  

These segments were readily detachable from each other and the whole structure 

could be expanded or segments replaced.  This has practical uses for when a segment 

is damaged beyond repair as it can be replaced.  Each segment had three SMA wires 

running down its length and a central copper wire that ran through the foam and 

supplies the power, much like a spinal chord carries nerve impulses to muscles 

through the body see figure 3.19.  These four segments were connected together and 

the ends of the ‘spinal chord’ were connected together to create a continuous 

connection along the length of the robot snake see figure 3.20.  The total weight of the 

robot snake was approximately 150g and length was 300mm. 

 
Fig 3.19 A single segment of the robot snake showing the three SMA wires and the 
central copper wire 
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Fig 3.20 A photograph of the SAS2 showing all four segments of the robot snake 
connected together. 

3.2.2 SAS2 Controller 

 

As with the SAS, the SAS2 controller was a finite state machine.  This was again 

evolved by an embodied evolutionary algorithm.  In this experiment however, a novel 

method of crossover and mutation was developed that dramatically increased the 

likelihood of a child inheriting the attributes of its parents.  This was achieved by 

firstly translating genotypes (binary code) into their corresponding phenotypes (FSM) 

and then applying crossover and mutation to these instead.   

 

It is useful for the child of two parent FSM to resemble a pattern of activation similar 

to either one or a mixture its parents.  Due to the nature of FSM however, it is often 

difficult to preserve evolved behaviour as a single bit that is mutated or not crossed 

over can lead to an FSM that bears no similarity to its parents.  An example of this is 

depicted below. 

 

In this example a sample string is presented, see figure 3.21.  For simplicity’s sake, 

only the ‘STEP’ bits are shown.  One can see that the string below starts from the first 

step, points to step 5 and then loops from there.  

 

 

5 6 11 7 4 3 9 5 8 2 10 

 

Fig 3.21 An example string. 
 

This loop can be illustrated more clearly in figure 3.22. 
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4 7 9 8 5 

 

Fig 3.22 The loop described by the string in figure 3.21. 
 

If the ‘STEP’ bit of this FSM is mutated so as to point to another step, then as can be 

observed in figure 3.23, the resulting loop bears no similarity to the one described in 

figure 3.22. 

 

 

2 6 11 7 4 3 9 5 8 2 10 

 

 

Fig 3.23 A mutation from 5 to 2 means that a new loop is entered. 
 
 

 

This loop can be illustrated more clearly in figure 3.24. 

 

6 3 11 10 2 

 

Fig 3.24 The loop described when the mutation is described. 
 
Such a large phenotypic affect resulting from a small mutation to the genotype is 

clearly a problem and likely to affect the evolutionary process in an adverse way, 

(Bentley 1999).  To combat this problem, a method was devised where the genotypes 

listed above would first be turned into their corresponding loops before crossover and 

mutation was applied.  This method is described below:  

 

After the program has gone through the whole population, the embodied evolutionary 

algorithm is used to evolve the next generation of solutions.  This method is described 

below using a sample string containing 6 ‘sequence’ bits.  Two strings are chosen 

from the population using roulette wheel selection.  See Figure 3.25 
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Fig 3.25 Example of two strings chosen from the population of current solutions. 
 
The repeating pattern that each individual defines is illustrated below see Figures 3.26 

& 3.27.  These patterns can be extracted and better observed as simple loops. These 

simple loops are now taken as the chromosomes of the solutions and so only these 

parts of the complete string are crossed over. As can be observed in Figures 3.26 & 

3.27, these chromosomes can be of varying lengths.  In order to keep the length of the 

complete string constant, the shorter of the two chromosomes is taken, and a 

crossover section within its length is randomly cut.  A section of the same size as that 

of the first chromosome is also cut at a random point along the second chromosome.  

These two sections are then swapped.  Note that in order for the loops to remain 

functional, only the ‘SEQUENCE’ sections of the chromosomes are in fact crossed 

over leaving the ‘STEP’ sections in unison, see Figure 3.28. 

 

 

Fig 3.26 The first string is converted into the loop that it represents. 
 



 79  

 

Fig 3.27 The second string is converted into the loop that it represents. 
 

 
Fig 3.28 Sections of the same size are swapped leaving the ‘STEP’ sections intact. 
 
Once this is done, mutation is carried out, where each bit of the string has an equal 

chance of being mutated, Figure 3.29.  These chromosomes are then placed back into 

their original slots in the complete string, making sure that the ‘STEP’ bits are kept in 

place so as to ensure that these steps are accessed by the FSM. 

 

 
 

Fig 3.29 Mutation is carried out only in the sections crossed over. 
 
Only these chromosome fragments within the entire string are mutated, this is key to 

ensuring that these loops are accessed.  If the rest of the sequence was mutated, then 
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as was seen in the example depicted by figures 3.23 and 3.24, there is a good chance 

that a completely different loop would be accessed, thus the offspring would in no 

way resemble its parent and its fitness would be completely independent to that of the 

parent.   

 

Though the sizes of both loops are conserved, mutation within the chromosome 

fragments has a chance of completely redefining every loop, and so completely new 

solutions are still given a chance to be discovered which could have very different 

loop sizes, see figures 3.23 and 3.24.  As the embodied evolutionary algorithm is 

elitist, all but two of the solutions in the new population of solutions are constructed 

in the way described above.  The last two solutions in the new population are a direct 

copy of the best two solutions of the previous population.  This ensures that the 

maximum fitness in each generation never decreases. 

 

3.2.3 Experiment 3 

 

The objectives of this experiment were to investigate whether the embodied 

evolutionary algorithm could find new methods of locomotion to recover from 

damage caused to the robot snake.  In order to test this, an experiment was performed 

to investigate the evolution of movement for the SAS2. The motion of the SAS2 was 

evolved in the same way as in experiments 1 and 2 until the maximum fitness in the 

population of solutions remained unchanged for seven generations.  This number of 

generations was chosen for reasons of feasibility and time constraints.  This was taken 

as an approximation to a global maximum for the current configuration of the snake 

and its environment. Two SMA wires that were most extensively used by the fittest 

individuals of the previous generations were then ‘damaged’.  This was done by 

blocking access to them via software.  The embodied evolutionary algorithm was then 

allowed to continue evolving motion until another maximum was reached.  Again two 

extensively used SMA wires were damaged and evolution was again allowed to 

continue. 
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3.2.4 Results 

 

Figure 3.30 shows the distance travelled at each generation. The greatest distance 

travelled by the SAS2 before any wires were damaged was 92mm.  Immediately after 

two commonly used wires were damaged, the maximum distance travelled by the 

SAS2 in the next generation was 27mm.  This is equivalent to a 71% drop in distance 

travelled and thus fitness. 

 

Fig 3.30 Maximum fitness (bold) and average fitness plotted at each generation. 
 

The SAS2 was then allowed to evolve for another 20 generations.  This improved the 

distance travelled to a maximum of 66mm.  This is an improvement in fitness of 

244%, and motion has been recovered to within 72% of the original undamaged 

SAS2.  The SAS2 was then once again damaged, removing another two commonly 

used wires from action, resulting in a 74% drop in fitness. Finally the SAS2 was then 

allowed to evolve for a final 18 generations.  This improved the distance travelled to a 

maximum of 48mm.  This is an improvement in fitness of 282%, and motion has been 

recovered to within 52% of the original undamaged SAS2. 
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3.2.5 Analysis of movement 

 

During the evolution of the SAS2, numerous interesting methods of locomotion were 

carried out.  This section seeks to analyse the control strategies of the solutions at the 

three maximums of the graph above.  These methods of locomotion correspond to the 

best sequence found before any wires were damaged, the best sequence found after 

the first pair of wires were damaged, and the best sequence found after the second pair 

of wires were damaged. 

 

Though the sequence lengths could vary from a length of one to a maximum of sixty-

four, the sequence lengths that travelled the furthest averaged a length of ten. The 

evolved sequences at these points are very complex.  By way of illustration, the two 

most commonly used wires out of twelve in those sequences are shown below, see 

Fig. 3.31, 3.32 & 3.33.  In each of the sequences, the two wires highlighted were 

simultaneously activated and deactivated in nearly every step, while a complicated 

sequence of activations was sent to the rest of the wires.  The two wires that are 

highlighted in Fig. 3.31 are also the wires that were subsequently damaged, resulting 

in a new sequence (and thus an entirely new movement plan) that relied on two 

different wires being activated and deactivated as illustrated in Fig.3.32.  Once again, 

the two wires highlighted were the most commonly activated in this second solution 

and so were subsequently damaged resulting in the final solution.  This relied on two 

different wires being activated and deactivated more often than any other wire in 

order to move effectively (and thus a third entirely new movement plan), as illustrated 

in Fig. 3.33. 

 

  
Fig 3.31 Plan view of muscle wires in the four segments of the SAS2 (horizontal 
lines). The two most commonly used wires when there is no damage are shown in 
bold. 
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Fig 3.32 The two most commonly used wires after two wires are damaged (bold), 
damaged wires are shown as red lines. 
 

 
Fig 3.33  The two most commonly used wires after four wires are damaged. 
 
In the previous experiment performed with fewer wires, the motion exhibited by the 

SAS could be compared to various types of snake undulation.  This has not been the 

case with the SAS2 which had twelve wires.  The likely reason for this is that the 

genetic algorithm was exploiting the asymmetries in the construction of the robot 

snake, (e.g. the difference in the tautness of the SMA wires, and the individual 

properties of these wires).  This being the case, it is likely that these more 

asymmetrical sequences would prove to be more effective for creating motion than if 

the SAS2 had explicitly tried to mimic snakelike motion. 
 

Summary 

 

In this chapter, two robots were designed and constructed that were actuated by using 

SMA wires as artificial muscles.  The first robot, called SAS, had a single segment 

and used four SMA wire actuators.  The second robot, SAS2, had 4 segments with 3 

SMA wire actuators running along each segment.   

 

Both of these robots were controlled by evolving FSM that defined SMA wire 

activations sequences by using an embodied evolutionary algorithm.  The evolution of 

the first FSM was relatively straight forward and used an evolutionary algorithm with 

single-point crossover.  For the second FSM, a novel method of crossover was 

implemented.  This was achieved by firstly translating genotypes (binary code) into 



 84  

their corresponding phenotypes (FSM) and then applying crossover and mutation to 

these instead.   

 

The SAS was shown to evolve an effective method of locomotion successfully.  

Damage to one of the four SMA actuators severely reduced to speed at which the 

robot could travel.  However continuing the embodied evolutionary process enabled 

the SAS to discover another method of locomotion that brought it to within 85% of 

the distance travelled before damage. 

 

The SAS2 also showed repeatedly that it was able to evolve effective locomotion 

through embodied evolution.  Repeated damage to the most commonly used SMA 

actuators was also recovered from effectively through embodied evolution. 

 

This chapter has demonstrated that embodied evolutionary algorithms are able to 

control SMAs effectively and therefore induce locomotion.  Embodied evolutionary 

algorithms also allow autonomous adaptability, enabling the robot to recover from 

damage. 
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4. The Adaptive Antenna 
 

In Chapter three, two robots were designed and constructed that were actuated by 

using SMA wires as artificial muscles.  Both of these robots were shown to be able to 

evolve effective methods of locomotion through embodied evolution.  It was also 

demonstrated that both robots were able to recover from damage to their actuators 

through embodied evolution. 

 

The long term goal is that robots like the ones described in this thesis could be used in 

unknown and hostile environments.  In chapter three, it was shown that embodied 

evolution could enable the robots described in this thesis to adjust their methods of 

locomotion to best fit the environment within which they had been deployed.  If 

damaged, these robots were shown to be able to recover autonomously and continue 

on their mission.   

 

Such robots must be able to communicate between each other and to the base.  Any 

slight improvement in their ability to receive and transmit information would be of 

great benefit and improve the chances of mission success.  A novel approach, 

proposed by this work, of improving upon the transmission ability of such robots is to 

enable the robots’ entire bodies to act as antennas.  An embodied evolutionary 

algorithm can then be used to contort the robot bodies in an attempt to maximize on 

the reception capabilities of the robots.  
 

Before using embodied evolutionary algorithms to contort the shape of robot bodies, 

initial experiments were performed on a stand-alone antenna.  In this chapter, the 

ability of an embodied evolutionary algorithm is demonstrated in discovering noise 

tolerant configurations for a shape-changing antenna that contorts its receiving surface 

using SMA wires as actuators.  This enables the antenna to receive data better that is 

being transmitted from a nearby transmitter.  This chapter will show that the 

embodied evolutionary algorithm successfully improves upon the reception of the 

antenna by minimising the effect of noise on it.  Throughout this chapter, no domain 

knowledge about the environment is given to the controller, nor is there any 

information given about antenna theory.  The only information received by the 
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embodied evolutionary algorithm is how well the antenna is receiving data from a 

nearby transmitter. 

 

As discussed in Chapter 2, there have been a number of previous approaches that have 

used evolutionary algorithms to design antennas.  Every antenna that has been 

designed by an evolutionary algorithm, expect the recent work conducted at Jem 

Engineering (Linden 2005), has evolved the antenna design within powerful 

simulations (e.g. Lohn et al 2002 used the NEC Beowulf Simulator).  The problem 

with using a simulator, as discussed in Chapter 2 Section 1.4, is that one can never be 

sure that the evolved design will transfer successfully to the real world. 

 

Once constructed, the antennas reviewed in Chapter 2 were deployed in environments 

that were completely free of noise.  The antenna deployed on the ST5 (Lohn et al 

2003) had to be evolved in a carefully constructed simulator that modelled the 

neighbouring structure of the satellite. 

 

The antenna presented in this chapter has many benefits.  The antenna configuration is 

evolved in the real world and so successful designs can be achieved without the need 

for a powerful simulator.  The antenna adapts to its environment to achieve the best 

reception.  This is achieved without making assumptions that use complex 

mathematical radio-magnetic theory but through embodiment. 

 

Design 

 

4.1.1 Antenna design 

 

Like the SAS in Chapter 3, the adaptive antenna body went through several 

preliminary designs.  This time, however, prototype designs were sketched and only 

the final antenna design was actually built.  Though some designs are more popular 

than others, there is no such thing as a conventional antenna design.  The criterion for 

the design of the adaptive antenna was different to that of the SAS.  The SAS body 

was designed to make the best use of the SMA actuators enabling it to have the best 

performance. When designing the adaptive antenna, the focus was not to design an 
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antenna that would perform better than other existing antennas as it was more 

important to design an antenna with a receiving surface that could be effectively 

flexed by SMA wires.  This was because only relative performance was important in 

this experiment.  After several preliminary designs, the final antenna body design that 

was built that resembled an umbrella, see figure 4.1.  The umbrella like design had 

many advantages: 

 

1. The umbrella design gave the antenna a large receiving surface. 

2. This design could be easily constructed by hand. 

3. The spokes underneath the receiving surface produce a restoring force that 

restores the SMAs to their original lengths after every activation. 

4. Symmetrical design enables multi-directional reception.  This design 

corresponds to the snake robot i.e. is symmetrical, with central support and 

wires around the outside and so is a good comparison. 

 

The receiving surface of the antenna was contorted by using 16 SMA actuators which 

will be described in more detail in the following section.  The dimensions of the 

adaptive antenna are illustrated in figure 4.2. 
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Fig 4.1 A photo of the adaptive antenna (SMA wires highlighted in image). 

 
Fig 4.2 The dimensions of the adaptive antenna with 16 SMA wires attached. 

4.1.2 Hardware Design 

 

Receiver 

 

As mentioned in chapter 2, a passive antenna, like the one described in here, has the 

same characteristics whether it is transmitting or receiving information, (Elliott 2002).  

Therefore, though a long term goal is to be able to build robots that can transmit and 

receive information, the experiments performed on the adaptive antenna are setup so 

as to test the antennas reception capabilities.  It can be inferred that the adaptive 

antenna will behave in exactly the same way when transmitting (Elliot 2002).   

 

The controlling hardware for the adaptive antenna was similar to the circuit board 

described in chapter 3 and performed the same task of supplying power to each SMA 

wire (~200mA) in parallel.  This time, however, a PIC(16F73) microcontroller with 

16 outputs was used instead of the Motorola MC68H which had only 12 outputs.  The 

PIC is  easier to program than the Motorola MC68H and can be more easily linked to 

the digital decoder, ZMR500, needed for reception of digital information, see figure 

4.3.   
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Fig 4.3 A photo of the circuit board used to control the adaptive antenna. 
 
Transmitter 

 

A transmitter circuit board was constructed that enabled the transmission of digital 

information at a frequency of 433MHz, see figure 4.4.  The range of the transmitter 

was approximately 20 metres.  The microcontroller of the transmitter, PIC(12F675), 

was then programmed to transmit the string “PING” twelve times a second.  This 

transmitted string could then be received by the ZMR500 receiver on the receiver 

board which was attached to the adaptive antenna.  The ZMR500 used in the receiver 

and transmitter was chosen for its ease of use and compatibility with the PIC 

microcontrollers. 

 

The receiver and transmitter circuit boards were designed and built with the help of 

Mark Green, an electronics engineer working at Electrodetectors.  Details of both 

circuit boards including layouts and component details are given in the appendices 

(Appendix A). 
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Fig 4.4 A photo of the circuit board used to transmit information. 
 
As each output of the PIC microcontroller could activate a SMA wire, it was decided 

that the receiver antenna should be designed to make use of all 16 digital outputs.  16 

SMA wires were therefore attached to the edges of the contorting surface of the 

umbrella-like body.  Each SMA wire was attached to the base of the antenna and then 

connected to the circuit board that powered each SMA wire individually.  As 

described in Chapter 2, the SMA wires used in this work simply contract by ~5-8%.  

This means that though the antenna would have 16 degrees of freedom (resulting in 

over 65000 different orientations), these would never drastically effect the overall 

shape of the antenna.  This is useful for the embodied evolutionary algorithm used to 

control the wires, as a change in one of the SMA wires (and corresponding bit in the 

genome) would not result in a drastically different configuration.  The activation of 

the 16 SMA wires has the result of bending and contorting the surface of the curved 

surface of the antenna.  As will be shown later, despite the small changes to antenna 

orientation and shape, the SMA wires do produce a significant affect on the reception 

of the adaptive antenna.  Experiments have shown that the wires themselves do not 

seem to be receiving or interfering with reception – only the change of antenna shape 

that they cause seems to affect reception. Interestingly, earlier systems evolved to 

deactivate all wires, for the power drain caused by their activation reduced the power 

to the receiver electronics and thus reduced their ability to receive the signal 

effectively. In order to overcome this, the version described in this chapter uses a 

separate power source for the wires.   
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The Embodied Evolutionary Algorithm 

 

4.2.1 The chromosome structure 

 

There are a total of 16 SMA wires that are available for activation by the embodied 

evolutionary algorithm.  In contrast to the SAS, here no FSM is needed.  Antennas 

must move and then hold their shape, therefore a one to one mapping of SMA wires 

to bits is sufficient to describe the chromosome.  Since there are 16 SMA wires 

activating the receiving surface of the antenna, each individual in the population of 

solutions can described by a 16 bit string of ones and zeros.  A ‘1’ in the string would 

mean an active SMA wire while a ‘0’ would mean an inactive SMA wire.  In the 

example below, there are seven SMA wires activated, see Figure 4.5.   

 

0 1 1 0 1 0 0 1 0 1 0 1 0 0 0 1 

 

Fig 4.5 An individual is defined by a 16 bit string. 

4.2.2 Genetic Operators 

 

The embodied evolutionary algorithm crosses over 4 out of 16 bits using a standard 

uniform crossover (Sywerda 1989).  Mutation is also applied to each chromosome in 

the population at every 5th generation with each bit having a 1/16 chance of being 

mutated (ones becoming zeros and vice versa). 

 

4.2.3 Selection and Initialisation 

 

As with the robot snakes, elitism was used in the embodied evolutionary algorithm, 

(Goldberg 1989).  The selection method that was used was roulette wheel selection. 

The initial population of 20 individuals is created randomly with each bit of each 

chromosome having a 0.3 chance of being a one (activated SMA wire).  This was 

decided upon after a series of preliminary setup experiments. 
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4.2.4 Fitness function 

 

The fitness of each individual was not the absolute number of strings received by the 

antenna during that individual’s particular SMA wire activations, but instead the 

relative number of received “PING” strings when compared to the neutral state at that 

time.  The fitness function is as follows: 

 

Fitness = activated_reading – background_reading + C 

 

Where activated_reading is the number of strings successfully received (see section 

4.3) while the antenna is reshaped according to the current individual design, 

background_reading is the number of strings successfully received when the antenna 

is in its relaxed, default shape (measured just before activated_reading is taken) and C 

is a constant that ensures that the fitness is always positive.  Therefore if the value of 

Fitness is less than C, the SMA activated individual has performed worse than if the 

wires were not activated in the first place.  Likewise, if the value of Fitness is greater 

than C, the SMA activated interval has performed better. 
 

4.2.5 Features of embodiment 

 

1st Feature of embodiment: Perturbatory Bandwidth. 

The adaptive antenna described in this thesis is the first antenna ever whose body 

configuration has been evolved in the real world.  Nearly all of the antennas described 

in Chapter 2 were evolved in powerful simulators. These antennas were no more 

complex than the antenna described in this thesis.  By evolving the antenna 

configurations in the real world, the perturbatory bandwidth can be much greater than 

if the antenna were evolved within a simulation.  As the antenna and the controller are 

embodied within the real environment, the true interactions between the antenna and 

its environment will be used in the fitness function of the adaptive antenna.   

 

2nd Feature of embodiment: Structural Plasticity. 

As previously mentioned there are a maximum of 65536 (216) possible SMA actuator 

activation combinations.  In this thesis, it was ensured that the representation of the 
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adaptive antenna was flexible enough so as not to reduce the amount by which the 

adaptive antenna was embodied in its environment.  In order to prevent any restriction 

of the structural plasticity of the adaptive antenna controller, the embodied 

evolutionary algorithm was able to describe every one of the 65536 combinations.  

The structural plasticity can be improved however by better and more degrees of 

freedom, which is what the final snake robot (described in Chapter 7) brings. 

 

3rd Feature of embodiment: Size of State Space. 

Minimal predetermination is also key in not decreasing the size of the state space and 

in turn, the amount by which the system is embodied within its environment. If initial 

solutions are predetermined, this can reduce the ability for search to find any possible 

solution, thus effectively reducing the size of the state space. The embodied 

evolutionary algorithm uses only the fitness of each individual to determine which 

orientations will affect the proceeding generation.  This can be achieved by placing no 

preference in activation between any of the SMA actuators.  As section 4.2.3 showed, 

the initial population used by the embodied evolutionary algorithm was created at 

random again ensuring no predetermination by the controller. 

 

Experimental Setup 

 

With the initial design of the adaptive antenna built and tested, the focus of the work 

moved on to the experiment.  The objective of this experiment was to investigate 

whether the reception capabilities of the adaptive antenna could be improved by using 

embodied evolution.  To assess the reception capabilities of the adaptive antenna in a 

noisy environment, a transmitter was constructed that transmitted the string “PING” 

twelve times a second at a frequency of 433MHz.  The receiver antenna was 

connected to a PIC microcontroller board that attempted to receive the “PING” 

strings.  If the whole string was received uncorrupted by noise, then that would be 

considered a successful transmission.  Any corrupted string received (e.g. “PONG”) 

would be rejected and considered unsuccessful. 

 

When the transmitter is placed within a metre of the antenna, every transmitted 

“PING” string is received.  However as the transmitter is moved further away from 
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the receiver antenna, the number of strings successfully transmitted reduces until 

eventually not even a single transmitted string is ever received by the antenna. 

 

The experimentation was done within a lab at University College London with many 

unpredictable sources of noise. (These were caused by computers, the nearby BT 

telecommunication tower, mobile phones and other equipment in normal use.) The 

transmitter was placed just outside the room in order to reduce the signal strength and 

make the noise within the room more problematic, see Figure 4.6. 

 

These sources of noise, along with others that were not identifiable, did not have a 

constant and continuous effect on the receiver.  This meant that the noise levels varied 

the whole time. The transmitter was set up in such a way so that the receiver could 

receive approximately 70% or less of the strings sent. This was done to ensure that the 

noise present within the room had a significant enough impact on the receiver so as to 

corrupt some of the “PING” strings being transmitted. 

 

 
Fig 4.6 A plan of the room. 
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Figure 4.7 illustrates the noise during part of one run. In ideal conditions, the 

transmitted string can receive 27 out of 27 sent strings correctly in each test. The dark 

line shows (with the antenna in its default shape) just how noisy the environment is. 

The paler line shows the effect of activating the antenna into a specific shape, within a 

split second of each previous test. Clearly, activating the SMA wires does affect 

reception.  Figure 4.7 shows the reception of a typical individual and so it can be 

observed that the reception of the activated configuration is sometimes better and 

sometimes worse than the reception of the adaptive antenna in its equilibrium state. 

 

 
Fig 4.7 Typical equilibrium (dark line) and activated (light line) reception levels over 
time. 
 
As described in the previous section, the fitness of an individual is measured relative 

to the performance of the relaxed antenna. Both are measured one after the other 

(within 1/12 second) in an attempt to ensure they are receiving in the same noise 

conditions. So the actual fitness of any individual is actually the difference between 

the two measurements. 

 

Because of the noise, if one evolving individual outperforms another on a particular 

test, it does not mean that it is better, it could mean that at that particular time, the 

noise levels were less.  This is another reason why an embodied evolutionary 

algorithm is good to use, as a solution can be found that is good over most noise 

conditions. Simply running through all 65536 possible antenna configurations would 

not do this. Figure 4.8 illustrates the fitness of the individual shown in figure 4.7 

under different noise conditions. The value of C is 27, meaning that if the fitness is 

below the dashed line, the individual performs worse than the neutral antenna. If the 
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reception is above the dashed line, then it means that the evolving individual performs 

better. 

 

 
Fig 4.8 Signal reception quality relative to the background noise. 
 
The experiment lasted approximately 12 hours, and the results are reported here.  

Each individual was given 2 seconds to receive as many of the “PING” strings as 

possible in both the neutral and configured states. This time window was chosen as it 

allowed 27 strings to be received by the adaptive antenna, which was seen as a 

sufficient of a range (0 to 27) of fitness values.  Two seconds is also short enough to 

ensure that experiments could be performed in a feasible amount of time.   

 

The genetic algorithm parameters are as follows: 

 

• Population size: 20 individuals 

• Crossover:  4 out of 16 bits crossed, each time. 

• Mutation rate: Every 5th generation, there is a 1/16 chance of one bit mutating. 

• Generations: 300. 

• The value of C = 27. 

 

The population size, crossover and mutation rates were chosen after rigorous 

experimentation with changing these values.  To ensure that the experiment was not 

interfered with, it was run during the night.  The experiment was started at eight 

o’clock in the evening and lasted until eight in the morning and it was calculated that 

approximately 300 generations of the embodied evolutionary algorithm could be 

completed with that 12 hours. 
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Results 

 

Figure 4.9 shows the results of the experiment. Although subtle, because of the 

extensive noise, it can be observed that the population average increases from a value 

of 23.1 to above C and to a value of 33.3 as evolution progresses. It also shows that 

the maximum fitness remains at around the same level of 40.  Finally, the chart shows 

clearly how the minimum fitness increases from a starting value of 8 and ends up at 

27 – demonstrating evolution of antenna configurations that minimise the harmful 

effects of the noise. 

 
Fig 4.9 Fitnesses of evolving antenna designs per generation.  Top line shows 
population best, middle line shows population average, bottom line shows population 
worst. The dashed line at a value of 27 is where the activated configuration receives 
the same number of strings as in the neutral state.  The black, blue and red lines 
indicate the linear trends of each of the fitness lines. 
 

The noise conditions during the night are very different to those present during the 

daytime.  This is largely due to the decrease in the use of electromagnetic equipment 

such as mobile phones and computers during the night time.  As previously 

mentioned, the experiment was started once the laboratory was closed and there was 

no one present in the building and it was halted at just before 8am.   
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The graph in figure 4.9 looks like a flattened version of the usual genetic algorithm 

fitness curve which usually levels off at a plateau.  Since the experiment had only 12 

hours to run, the embodied evolutionary algorithm did not have enough time to level 

off at a near optimal antenna configuration and so the graph seems to be heading 

linearly upwards.  

 

All of the linear trend lines, indicated by the black, blue and red lines in figure 4.9, for 

each fitness line show an upward trend in fitness.  An indication of how reliable each 

trend line is can be to look at the R squared values of each trend line.  R squared 

values are the fraction of the total squared error that is explained by the linear trend 

line.  These values can give a good indication as to how closely each fitness line 

correlates to its corresponding linear trend line.  A R2 value of 1 indicates a perfect 

correlation with the linear trend line while a R2 value of 0 indicates no correlation at 

all with the linear trend line.   

 

The R2 value of the trend line for the maximum fitness in each population is very low 

at 0.0061; this mean that one cannot be very confident about whether the fitness line 

really follows the upward trend indicated by the linear trend line.  The R2 value for 

the minimum fitness in each population is much higher at 0.3796; indicating that one 

can be much more confident that this fitness line is really tending upwards.  Finally, 

the R2 of the average fitness of each population is by far the highest at a value of 

0.4981.   

 

As expected, the R2 value for the average fitness is much higher than that of the other 

two, this is due to the fact that the average fitness line was created by averaging the 

fitness of the entire population of antenna configurations.  The R2 value of the 

minimum fitness of each population is relatively high too, this is another indication 

that one can be confident that the antenna improves upon its reception of the 

transmitted data by evolving a tolerance to noise. 

 

The reason that the actual R2 values are all quite low is due to the extensive noise 

present during the experiment.  Residual analysis can be done to see whether the 

graphs really do follow the upward linear trend lines.   
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To do residual analysis, the difference between the actual fitness at each generation is 

taken away from the predicted fitness of the linear trend line.  Assuming the model 

you fit to the data is correct, the residuals approximate the random errors. Therefore, 

if the residuals appear to behave randomly, it suggests that the model fits the data 

well. However, if the residuals display a systematic pattern, it is a clear sign that the 

model fits the data poorly.  The following graphs show the residual analysis for the 

maximum, average and minimum fitness lines. 

 
Fig 4.10 A graph of the residual analysis of the maximum fitness during the evolution 
of the adaptive antenna. 
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Fig 4.11 A graph of the residual analysis of the average fitness during the evolution of 
the adaptive antenna. 

 
Fig 4.12 A graph of the residual analysis of the minimum fitness during the evolution 
of the adaptive antenna. 
 
As can be clearly observed from the graphs, the residuals appear randomly scattered 

around zero.  This indicates that the corresponding models for the maximum, average 

and minimum trend lines describe the data well.  The stepping pattern evident in the 

graphs are artefacts arising from the fact that the original values are integers and not 

from the data itself, and this was confirmed by performing the same analysis on 

random integer data and seeing the same artefacts. 

 

Figure 4.13 was created by calculating the difference (absolute value) between the 

raw fitness values of each fitness line (max, min and average) and the corresponding 

values of the fitness trends lines.  These values were then plotted at each generation 

and trend lines were then drawn for these new values. 

 

These new trend lines show how the average amplitude in variation from the 

predicted linear trend of each fitness line varies during evolution.  It can be observed 

that the amplitude of each decreases through out the experiment.  This is an indication 

that the embodied evolutionary algorithm has reduced the effect of noise on the 

adaptive antenna during the experiment.  
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Fig 4.13 A graph of the average amplitude of variation of the fitness away from the 
linear fitness trends at each generation. 
 

Analysis 

 

Average genome 

 

In this section, it is important to take a close look at the genomes of the individuals in 

the final population of the experiment, (generation 300).   

 

As with most genetic algorithms, one would expect to see a convergence in the 

genomes of the solutions, (Goldberg 1989).  This is the case with the genomes of the 

individuals in the final generation of the experiment as the majority of the genomes 

varied by only a couple of bits. Each SMA acts independently and only varies by a 

small amount (5-8%), these in turn vary the shape of the receiving surface by a small 

amount.  The space between each activated section is such that the SMA actuators 

have negligible effect on any region outside of their own immediate region of the 

receiving surface.  Therefore it can be assumed that there is negligible epistasis.   

 

Figure 4.14 shows the “average genome” (formed by choosing the most commonly 

appearing 1s and 0s at each genome position in the population). Figure 4.15 shows 

how this genome translates into an antenna design. 
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1 0 0 0 0 0 1 1 1 1 1 1 1 0 0 1 

 

 

Fig 4.14  “Average genome” in the final population. 
 

 
 

Fig 4.15 The top view of the antenna with the activated SMA wires indicated.  The 
transmitter is located directly to the left of this. 
 
Many things can be observed from looking at the SMA wires that have been activated 

by the average genome in figure 4.15.  The activated SMA wires seem to form two 

definite groups, one containing just 2 SMA wires and the other containing 7 SMA 

wires.  A genome that resulted in a more sparse formation of SMA wire activations 

would have meant that very subtle changes in the form of the receiving surface 

resulted in better reception.  The receiving surface of the adaptive antenna faces the 

transmitter when in this activated configuration.  However, as the measuring 

instruments were not available, it cannot be deduced whether the antenna improved 

upon its reception by facing towards the transmitted signal or by facing away from 

noise sources coming from the opposite direction.  Figure 4.9 seems to indicate that 

the adaptive antenna improves its reception by finding a configuration that was noise 

tolerant. But again, this does not give us again indication as to how this was achieved. 
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Best genome in final population 

 

A more intensive investigation was performed to obtain some measure of the quality 

of the best evolved solution in the final generation of the experiment.  In order to test 

the fitness of this individual, the reception of the antenna in the configuration set by 

the best final solution was compared to its reception in its neutral state.  Each 

comparison between active and neutral states was conducted in a similar fashion to 

the evaluation of individuals in the experiment described in section 4.3.  This 

comparison was done 20 times with a space of 10 seconds between each comparison.  

The total time for this experiment was 4 minutes ((2 seconds active + 2 seconds 

neutral + 10 seconds break) x 20) Figure 4.16 shows how the evolved antenna 

maintains a high reception rate, compared to the neutral configuration, which shows 

highly variable reception caused by noise. Figure 4.17 shows the normalised results or 

fitness during this time. 

 
Fig 4.16 The activated antenna (light line) compared to the neutral state reception 
(dark line). 

 
Fig 4.17 The normalised graph of the activated antenna’s reception. 
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These results clearly indicate that the embodied evolutionary algorithm had found a 

configuration for the adaptive antenna that improved the reception capabilities.  By 

comparing the two configurations (active and neutral), it can be deduced that the 

embodied evolutionary algorithm had evolved an antenna configuration that was more 

tolerant to noise than if the antenna had been in its neutral state.   

 

Significantly, the evolutionary run that created this design was performed overnight.  

It was hypothesised that the noise conditions at night would greatly differ from those 

present during the day.  This is due to the increased amount of electromagnetic 

devices that are in use (mobile phones, computers etc).  Therefore the same genome 

was again compared to the reception of the neutral state during the daytime. The 

results are plotted in Figures 4.18 and 4.19. 

 
Fig 4.18 The neutral state reception (dark line) and the reception of the activated 
antenna (light line). 
 

 
Fig 4.19 Normalised reception of activated antenna. 
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The activated antenna now shows a completely different result – it almost consistently 

underperforms.  This means that although it has adapted well to the main sources of 

noise during the night, during the day, when different noise sources were present, this 

configuration is now a maladaptation that harms performance. While this might be a 

problem for traditional, fixed antennas, in this system the configuration can simply be 

re-evolved for daytime noise (or for noise during the day and night). 

 

Summary 
 

In this chapter a shape-changing antenna was designed and constructed that used 

SMA wires as actuators.  These SMA actuators were used to contort the receiving 

surface of the antenna.  The adaptive antenna took the general shape of an umbrella.  

16 SMA wires were connected to the edges of the receiving surface of the adaptive 

antenna which were activated by a PIC microcontroller circuit board. 

 

By placing a transmitter in a nearby room at the boundary of its reception range, the 

reception of the adaptive antenna was tested.  An embodied evolutionary algorithm 

was used to evolve configuration of the receiving surface of the adaptive antenna that 

enabled to antenna to better receive a transmitted signal from the nearby transmitter.   

 

After analysing the results of the experiment which was run overnight for 300 

generations, it was concluded that the embodied evolutionary algorithm enabled the 

adaptive antenna to achieve a better reception by discovering a noise tolerant antenna 

configuration that minimised the effect of noise on the system.   

 

A more intensive investigation was then carried out, which reconfirmed this solution's 

tolerance to noise.  The same system was then tested under very different noise 

characteristics. It was observed that adaptation to the previous conditions was so 

precise that in the vastly different noise environment, the solution was no longer ideal 

and in fact performed consistently worse then the neutral state orientation.  However, 

the adaptive antenna can simply be re-evolved for this new noise condition. 

 

The experiment and results described in this chapter have demonstrated the ability of 

embodied evolutionary algorithm in evolving configurations that enable a shape-
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changing antenna to improve its reception of transmitted information.  This is a 

significant improvement on previous work done in the following ways: 

 

• Successful antenna configuration can be evolved without the need for a powerful 

simulator. 

• Evolving the antenna configurations in the real world ensures that the antenna 

works as expected.  There is no need for complex mathematical radio-magnetic 

theory which often proves inaccurate, (Linden 2000). 

• The same antenna can be re-evolved for use in different environments which may 

also have different noise conditions.   

 

This chapter demonstrated the use of an embodied evolutionary algorithm on a stand-

alone adaptive antenna.  The ultimate aim of this work is to design and construct a 

robot that is able to move and recover from damage (Chapter 3) and also reconfigure 

its morphology so as to receive and transmit signals better.  This will be detailed in 

Chapter 7.  
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5. Microstructure Optimisation 
 

The work presented in Chapters 3 and 4 focused on the embodied evolutionary 

control algorithm.  In Chapter 3, this algorithm was used to control two snake-like 

robots SAS and SAS2.  It was demonstrated that the embodied evolutionary control 

algorithm was able to control the SMA actuators of the snake-like robots effectively.  

The same algorithm also demonstrated the ability of enabling damage recovery after 

damage to the SMA actuators.  In Chapter 4, the embodied evolutionary control 

algorithm was used to find antenna configurations for a shape changing antenna that 

improved on the reception of the antenna.  This was achieved by finding a 

configuration that was noise tolerant. 

 

In the following two chapters, the thesis will focus instead on an embodied 

evolutionary design algorithm.  This algorithm will eventually be used (in Chapter 7) 

to design the internal microstructure of a snake-like robot body, which will be 

automatically generated using rapid prototyping (selective laser sintering).   

 

As described in Chapter 2, stereolithography machines are primarily used in the rapid 

constructing of prototypes.  Whenever a prototype is built, the volume of the object 

constructed, whether a coffee cup or a steering wheel, is completely solid.  The 

density is that of the raw material used, whether resin, a polymer or aluminium etc.  

There is no cost (time or computational) for design complexity in rapid prototyping, 

(Jacobs 1992).  It is therefore proposed that one can work at the maximum resolution 

of the stereolithography machine (currently 0.5 microns) completely unconstrained.  

Bits of material can thus be added and removed as the object is being printed resulting 

in an object where every unit cubed of the built object ends up with its own physical 

properties.  This can enable the design and construction of objects with material 

properties that vary throughout the three dimensional volume of the object. 
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Microstructure Optimisation in Robotics. 

 

As discussed in Chapter 2, there have been many attempts to evolve the design of 

robot bodies.  The amount by which these robots are embodied in their environment 

can be said to be proportional to the amount of freedom that is given to each design.  

For example, the authors in (Lund et al 1997) co-evolved the body plans of simple 

wheeled robots.  The only robot body parts that were allowed to vary included the 

robot body size, wheel base, wheel radius and motor time constant. These rigid and 

discrete variables meant the robot was not as embodied as the robot described in the 

Golem Project (Lipson and Pollack 2000).   

 

The work described in this chapter will show a method of design that will be shown to 

be even more embodied than any robot previously constructed.  As will be evident in 

this chapter and in chapter 6, the only restrictions to the design of the robot body, 

making the design less embodied, are due to computational and time restrictions.   

 

The following two chapters (5 and 6) will describe in detail the embodied 

evolutionary design algorithm.  Both chapters will describe an algorithm that can be 

used to design any object that needs to satisfy multiple criteria and behave in very 

specific physical ways. It is only in chapter 7 where this embodied evolutionary 

design algorithm will be used to design the body of a robot. 

 

In this chapter, to begin with, an experiment was performed to see whether an 

embodied evolutionary algorithm was able to evolve the topology of a space frame to 

counteract certain forces.  The second experiment in this chapter compares gradient 

descent, used to determine point positions, with a genetic algorithm. 

  

The Embodied Evolutionary Design Algorithm 

 

This section presents an overview of the technique which will be used in Chapter 7 to 

design and build the body of a snakebot.  The general method is described followed 

by specific results, of a small structure that was designed to withstand certain forces.  

This technique of microstructure optimisation was first developed in collaboration 

with Sean Hanna who has taken the results and used to them to investigate the 
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interaction (cognition and creativity) between designers in the field of architecture, 

(Hanna 2006). 

 

5.2.1 Overview 

 

When designing a microstructure, the embodied evolutionary design algorithm 

proposed here divides the volume of the overall object into a three dimensional grid of 

cubes, each forming a modular unit to which will be referred to as a ‘unit cube’. As 

the work presented in this chapter is an initial investigation, it is concerned only with 

relative performance rather than a specific complex loading condition with real world 

units of force and size.  Therefore, no real world units of force are used throughout 

this chapter. Section 5.2.5 details an experiment that was performed to determine how 

parts built by the stereolithography machine varied in strength when built at different 

angles.  This information was presented to the algorithm without units as again only 

the relative strengths at different build angles were important.   

 

The unit cube defines the basic unit of measurement used by the embodied 

evolutionary design algorithm and has a volume of one. The actual size of these is 

dependant on the machine and material used but once implemented in a real robot, it 

will be within the range of one to several millimetres.  

 

Each one of these cubes contains a group of struts oriented to optimise its efficiency 

for the stresses incurred at that particular point, and its adjacent units contain a very 

slightly different structure for a slightly different stress condition. The use of struts is 

inspired by similar solutions found in bones and muscle fibres, (Thompson 1917). In 

the object as a whole the arrangement of each cube varies considerably, but does so 

gradually and continuously over its volume in response to the external forces, see 

figure 5.1. 
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Fig 5.1 An array of 26 outer cubes surrounding the central cube. 
 
Two separate processes are used to determine the structure: the connections between 

nodes evolved by the embodied evolutionary algorithm and their positions by a 

deterministic analysis of the forces. Given n points in space, a graph of connections 

(the ‘connection graph’) can be formed between them that does not vary topologically 

as the locations of any of the points change. The number of possible graphs is ‘n 

factorial’, and it is this connection graph between the nodes that the embodied 

evolutionary algorithm evolves. This process takes some time and by its nature 

involves randomness. The actual position of the nodes however, is determined by a 

separate, iterative process of moving points in space to achieve structural equilibrium. 

In the first experiment described in this chapter, gradient descent is used to move each 

node point in turn until structural equilibrium is reached. The second experiment in 

this chapter then compares the use of gradient descent with an internal genetic 

algorithm.   

 

The placement of the node points in 3d space varies from point to point, but their 

connections to one another does not. This accomplishes two things that are necessary 

for scalability: 

 

1. It avoids breaks in the continuity of the topology of the structure.  If the 

topology were to change then adjacent units of incompatible structures would 

be zones of weakness in the overall object.  
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2. It allows one single graph of connections to be evolved which can be 

applicable to all points. This allows an object of any size and any number of 

units to be evolved once, rather than running the embodied evolutionary many 

times to generate structures for large objects or complex load conditions.  

Figure 5.2 shows a microstructure where the topology remains unchanged 

while the geometry changes gradually.  Details of how the geometries vary 

will be discussed in further detail in Chapter 6. 

 
Fig 5.2 A diagram of a microstructure where the topology remains unchanged but 
where the geometry is allowed to vary.  It can be observed that the orientation and 
thickness of every strut is changing from left to right. 
 

Analysis of an overall complex shape or complex loading is a standard procedure 

usually performed by the finite element method (FEM) and by many existing software 

applications (Cook 1989), as such it is not detailed in this thesis. Instead, the work 

presented here is the creation of a structure at the simple end of this range, designed to 

test the method. Embodied evolution is performed to optimise the connection graph 

under a range of differing tensile conditions but the overall object is not subjected to 

complex loads at varying points, and as such, the final position of nodes in each unit 

cube does not vary. 

 

5.2.2 Geometrical Representation 

 

Associated with each unit cube are n points that define the nodes at which two or 

more linear structural members meet. The structural members forming connections 

between these points are determined by the connection graph evolved by the 

embodied evolutionary algorithm and their size and the location of node points 
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determined by the iterative process described below. Each node point may be 

connected to any number of other points in either its own unit or any adjacent unit to 

form a basic structural unit of the design, repeated in each unit cube of the structure. 

Although the unit cube defines a volume of space, the node points are not constrained 

by it and are free to extend this structural unit beyond any of the boundaries, thereby 

overlapping the adjacent structural unit.  Limiting the points to the boundaries of the 

unit cubes would reduce the amount by which the design was embodied in its 

environment according to the second feature of embodiment.  This however will be 

discussed in chapter 6. 

 

Each point may be connected to any of the (n – 1) points in its own unit, or any of the 

26 (including corner adjacencies) adjacent cubes, for a total of (27n –1) possible 

connections to each node point, see figure 5.2.  

 

5.2.3 Determination of Node Positions using Gradient Descent 

 

While the embodied evolutionary design algorithm generates the pattern of 

connections, the actual position of node points in space is determined by gradient 

descent, this was chosen initially for speed but its use is investigated in the second 

part of this chapter. The position of nodes are based purely on the connection graph 

and the given direction and size of forces acting on each point in the structure. Given 

a connection graph, indicating which nodes are to be connected to one another, the 

location of each node in space is determined by moving each node from an initial start 

point in the direction required to bring the forces in each connected member into 

equilibrium. To begin the process, all nodes are placed at the origin (0,0,0) point in 3d 

space. For each iteration the list of node points is traversed, and the (x,y,z) 

coordinates of each point updated to the weighted average of the coordinates of all 

points to which it is connected. Thus the node points are pulled from the centre of the 

unit cube in the directions of the adjacent cubes to which they are connected. Gradient 

descent is stopped when the maximum movement of any point is within a given 

tolerance (0.1 units) or after a set number (500) of iterations.  These values were 

chosen as sufficient for producing an accurate estimation of the equilibrium strut 

geometry without resulting in long evaluations. 
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All points are moved at each iteration, therefore the structure tends to oscillate around 

a solution (Haroun Mahdavi & Hanna 2003, 2004). Often the ideal points are 

converged upon quite quickly but sometimes the process continues for more than the 

maximum number of allowed iterations. If this occurs the given points are considered 

to have been oscillating around a state of equilibrium, and have therefore not yet 

found a solution. Thus the points are less fit and the solution is penalized in the fitness 

function of the embodied evolutionary design algorithm. Also, because there are no 

fixed points in the structure, the entire set of points could move in space as 

equilibrium is established between the members. At each iteration therefore, the mean 

coordinates of the entire set of points is reset to the origin. 

 

As mentioned above, the evolved connection graph is meant to be viable (with some 

translation of node positions) under a range of tensile or compressive forces in any 

direction. Weighting the above calculation in the direction of the forces to be applied 

simulates different loading conditions for each unit cube. The stereolithography resin 

is able to act in both tension and compression so one set of tensile calculations was 

used for both. To weight the calculation of the node position, applied forces are 

broken into their respective (x,y,z) component vectors as are each of the members in 

the calculation, and the node point with its connecting members treated as an isolated 

structural unit under those forces, to be solved by the element analysis equations. The 

different component vectors of the applied tensions are divided between the unit 

vectors of the members, and the resulting tension solved by the element analysis 

equations used to weight the averaging calculation. Thus under different loading 

conditions the shape of the structure is seen to shift to accommodate the change in 

forces, see Figure 5.3. 

 



 114  

 

 

Fig 5.3 A unit cube that has been orientated to remain in equilibrium when exposed to 
forces coming from different directions. (Equal tension in all axes, then 5:1 in the x, y 
and z axes respectively.) 
 

The efficiency of the calculation is improved by taking advantage of the fact that there 

is a greater difference in the position of the points found under each load condition 

and their starting point at the origin than between either of the different solutions 

found. The point locations are first found for an equally tensioned condition, that is a 

tension of one unit along each axis, and this result is then used as the starting position 

for each of the other conditions. A tension of five units was used for each of the 

(x,y,z) axes in sequence. 

 

5.2.4 Analysis of the Solution 

 

The resulting solution, a list of fixed points in space connected by members of known 

length and orientation, is then evaluated for deflection using finite element analysis, 

(Cook 1989). The set of all nodes in the unit, with their internal connections and those 
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to adjacent unit cubes, are considered as an isolated structure placed under the applied 

external forces. The deflection of each member is calculated by the finite element 

analysis software, and these deflections are then used in the fitness function to assess 

the solution as will be described in section 5.3.5, (Hanna and Haroun Mahdavi 

2004a).  The software used in these experiments is called OpenFEM and is an open 

source finite element package that can be easily used with Matlab, (Chapelle 2002).  

The software takes in structural information, force locations and displacements from 

the structure topology and geometry described in the evolutionary algorithm.  The 

functions then outputs displacements and stresses which can be used in the fitness 

function of the embodied evolutionary algorithm. 

 

5.2.5 Material considerations 

 

Ideally the microstructure would each be built and tested physically in the real world.  

This would greatly increase the amount by which the designs could be said to have 

been embodied in their environment.  Since this is impossible one must resort to using 

a physical simulator.  This section therefore attempts to improve the accuracy of the 

simulator and thus increase that amount by which the designs can be said to be 

embodied according to the first feature of embodiment.  In order to do this, physical 

tests were performed on the material in the real world and these results were input 

into the material properties of the simulator. 

 

In construction, the structure is formed in a liquid stereolithography resin as a series 

of horizontal layers. This results in an inherent horizontal ‘grain’ in every part of the 

model and an inability to construct the underside of any portion at an angle of less 

than 30º from horizontal. Members constructed at differing angles to this ‘grain’ 

therefore have differing strengths and their calculated deflections were modified 

accordingly in assessing the fitness of the solution. 

 

A series of tests were made of small sample members varying from 0.5mm to 1.5mm, 

and constructed at angles ranging from 30º to 90º from horizontal. Each sample was 

tested for strength and it was found that the vertical struts were roughly twice as 

strong as those near 30º. A function determining strength from angle was determined 
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based on this data with all angles below 30º at a strength of zero, see Figure 5.4. Then, 

in determining deflection for the fitness function, the calculated deflection of all 

members was divided by the value of this function.  The method for calculating the 

strength of the struts was one used for testing the strength of fibres.  This method, 

bend strength testing, is a standard method of evaluating the strength of a fibre or a 

thin rod that cannot be compressed without it bending (Newton et al. 1995).  By 

plotting the relative bend strengths against the construction angle a relationship can be 

observed which can be input into the embodied evolutionary design algorithm as a 

property of the material, see figure 5.4. 

 

 
 

Fig 5.4 Plot of the angle vs. relative strength. 
 
The stereolithography machine used, (3D Systems Viper SLA), has the ability to 

manufacture geometry to a resolution of 0.05mm.  However because the liquid resin 

has to drain from anything built in the machine, and the designed structure is full of 

holes, an experiment was done to investigate the minimum size hole from which the 

resin could drain. 

 

A plate was constructed with holes ranging in radius from 5mm to 0.05mm.  It was 

observed that the smallest hole from which resin could drain was 0.6mm.  This was 

taken into consideration when deciding on a scale to construct the structure. 
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Details of the Embodied Evolutionary Design Algorithm 

 

5.3.1 Chromosome Structure 

 

The embodied evolutionary design algorithm is used to evolve the connection graphs, 

which describe the connections between the nodes.  The structure of the chromosome 

is a series of upper triangular matrices (UTM) that describe the connections of these 

nodes to one another.  The first UTM describes the internal connections of the n nodes 

within the cube.  The other 26 UTMs describe connections between the nodes within 

the original centre cube and the copies of themselves in the surrounding cubes.  

Below is an example of the 27 UTMs when just four nodes are used, see figure 5.5. 

 

 

Fig 5.5 An example of the 27 UTMs using 4 nodes. 
 
If any point row contains entirely zeros this indicates a lack of connections and the 

point is effectively eliminated from the structure. The chromosome is constructed to 

allow this to occur as an implicit method of simplifying the overall structure. If such a 

simplification occurs under crossover and mutation and is found to increase the fitness 

by reducing weight and still maintaining a stable structure this will be likely to 

influence future generations, gradually reducing the effective number of points over 

time. 

 

5.3.2 Initial Population 

 

For the initial population, each bit is created randomly.  The probability of having a 1 

in the first UTM (connection between two internal nodes) is 0.5.  By intuition, the 

 1 2 3 4 1a 2a 3a 4a 1b 2b 3b 4b  1z 2z 3z 4z 

1 0 1 1 0 0 0 1 1 0 0 0 0 ... 0 0 0 0 

2  0 0 1  0 0 0  0 1 0 ...  0 0 1 

3   0 1   0 0   0 0 ...   0 0 

4    0    0    0 ...    0 
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probability of having a 1 in any of the other UTMs is set to around 0.03 (connection 

between internal nodes and the copies of themselves in the surrounding cubes).  This 

low value was selected as an equal number of each bit would result in far too high a 

number of connections, and as evolution would bring this number down over time. 

Thus a head start was given.  This assumption was verified as the number of cross 

cube connections decreased from 0.03 to 0.0016 during evolution in the longest run of 

the algorithm, presented in Section 5.4. 

 

5.3.3 Crossover 

 

The point numbers have no effect on the topology of the connection graph, so the 

numbering of the points is arbitrary. The crossover function is therefore not 

performed by taking a whole length along the chromosome, instead x randomly 

chosen points from all the 27 UTMs are taken from each parent and the two 

corresponding values are swapped.  After some preliminary experimentation, the final 

crossover rate used was 30%.   

 

5.3.4 Mutation 

 

The mutation mechanism is separated into two types: one for the central cube and 

another for all of the other surrounding cubes.  For the central cube, a number of 

mutation points are chosen, depending on the mutation rate, and these bits are then 

flipped (0 replaced with 1 or vice versa). 

 

As each mutation is intended to forge or break connections with similar probability, 

the sparseness of the connection graph for the surrounding cubes requires the 

mechanism for the rest of the cubes to be a little different.  Because of the very large 

number of 0s in these outer cubes, if a standard mutation was carried out on random 

bits, then the number of external connections would dramatically increase in the 

following generations. To overcome this, the program decides on whether to flip a 0 

or 1 with a probability of 0.5.  If a 0 is chosen, one of the 0s in the outer UTM is 

found randomly and flipped.  If a 1 is chosen, one of the 1s in the outer UTM is found 
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randomly and flipped.  This has the effect of mutation and can over time vary the 

proportion of 0s and 1s. 

 

5.3.5 Fitness Function 

The criteria taken into consideration when determining the fitness of each individual 

in the population are as follows: 

 

• (A). The number of angles below 30o 

o This is calculated by counting the number of struts within the unit cube 

that have angles to the horizontal of less than 30o 

• (W). The overall weight of the individual 

o This is calculated by multiplying the length of each strut by its cross 

sectional area.  The sum of all the volumes of the struts can be taken as its 

weight.  (There is no need to multiply the total volume by the density of 

the material as each individual in the population is constructed by the same 

raw materials and so the densities cancel each other out.) 

• (D). The maximum deflection within the system 

o The deflection of each strut is calculated in turn and the deflection of the 

strut (measured in unit cubes) is taken as the maximum deflection with the 

system.  The deflection is calculated by OpenFEM, (Chapelle 2002). 

• (C). Whether the iterative node placement has converged. 

o Each individual has 500 iterations within which to find an equilibrium 

geometry.  If the embodied evolutionary algorithm is unable to achieve 

this with 500 iterations, then the value of C becomes 1, otherwise it is set 

at 0. 

 

The effect of each one of these factors was weighted as follows.    

 

 A = 2.0 

 C = 2.0 

 W = 0.4 

 D = 3.0 
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The values of A and C have to simply be high enough to ensure that individuals with 

angles below 30o (a material constraint) and those that are not in equilibrium have a 

significantly lower fitness.   

 

The values of W and D were chosen so that the weight of the structure and its strength 

had a roughly equal importance. These four variables were then put into the following 

equation for each test under a different stress condition (T): 

 

T =                 1              . 

       (1 + A + W + D + C) 

 

The fitness of each individual was then the sum of the Ts for each of the four tests. 

 

5.3.6 Selection 

 

The individuals in the population were selected using roulette wheel selection.  The 

genetic algorithm was elitist in that the top two individuals of each generation were 

placed directly into the next generation.  This meant that the fitness of the best 

member of the population at each generation never decreased. 

 

Experimental Setup 

 

With the embodied evolutionary algorithm setup and material considerations input 

into the fitness function, the focus of the work moved on to the experiment.  The 

objective of this experiment was to investigate whether a microstructure could be 

designed that was self supporting and able to withstand small forces in each axis by 

using embodied evolution.  Details of how this was achieved by the embodied 

evolutionary algorithm could then be analysed in order to see whether this method of 

design was a viable one.  The second experiment detailed in this chapter then seeks to 

improve upon the design capabilities of the embodied evolutionary design algorithm 

by making the algorithm more embodied.  Further attempts at making the algorithm 
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more embodied with respect to the three features of embodiment will be discussed in 

Chapter 6. 

 

The population size for this experiment was set at 50 and the program was run for 

10,000 generations.  The time taken for each individual was about half a second (all 

four test conditions) making the total time taken to run the whole experiment around 

three days. 

 

The results detailed in the following section are of the longest experiment performed.  

Four other shorter runs of the same experiment were performed which also confirm 

the results, these are also discussed in the analysis section.  The length of these runs 

varied from 500-1500 generations.  These are not detailed here explicitly. 

 

Results 

 

The following plot displays the fitnesses over time for the longest of several test runs 

of the combined algorithm. This resulted in the structure with the highest fitness 

found. The plot shows the maximum and average fitness of the individuals at each 

generation, see figure 5.6.  These values start, in the first generation, at a maximum 

value of 0.0575 and an average value of 0.0322.  By the end of the final generation, 

these values increase to 0.3766 and 0.1580 respectively. 
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Fig 5.6 A plot of the maximum and average fitness at each generation. 
 

Analysis 

 

In the course of 5 test runs, the following were observed: 

• The number of connections to adjacent cubes always decreased. 

• The number of internal connections always decreased. 

• The angles of the members always increased beyond 30° with a preference for 

steeper angles. 

• Point reduction over time was observed. 

 

The diagram of a single unit of the best individual found from the plot shown in figure 

5.6 is depicted below, see figure 5.7.  It is worth examining this structure in more 

detail. This solution is noticeably simpler than an average solution found in the early 

stages of evolution, see figure 5.8.  The number of outer cube connections has also 

dropped considerably to only three. 
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Fig 5.7 A unit cube of the best individual evolved. 

 
 

Fig 5.8 A unit cube of an average individual evolved. 
 
As mentioned in Section 5.3.1, the simplification of structure by point elimination is 

possible over time. This has occurred here. Of the twelve initial points in the 

connection graph, two have been effectively eliminated from the solution by removal 

of all their connections to other points. 

 

As can be observed in the unit cube diagram, the solution is not an obvious one.  

However once the individual unit is arrayed, one can see that a very interesting 

solution has been evolved.  The shape of the repeating pattern very much resembles 

that of a honeycomb structure.  Seen from above, the structural members are aligned 

to the edges of a tiled pattern of almost regular hexagons with approximately equal 

angles. When viewed from the side however, near vertical elements predominate due 

to the material constraints mentioned previously: because the hardened photopolymer 
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has a greater structural strength at steeper angles, the structure appears elongated in 

this direction.  Also, no members at an angle of less than 30o are found. Both the 

satisfaction of these constraints, and the shape of the honeycomb structure can be seen 

in figure 5.9 below. 

 

 
 

Fig 5.9 The top view (left) and side view (right) of the final structure evolved. 
 
The module can be repeated as a unit cube to manufacture the final object of any size. 

The resulting structure is self-supporting and optimised for the material properties of 

the liquid photopolymer, the stereolithography process and an identical stress 

condition throughout, see figure 5.10. 
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Fig 5.10 A photo of a 10 x 5 x 5 example of the evolved structure. (The dimensions of 
this part are 18mm x 9mm x 9mm and it took 10 minutes to print.) 
 

Gradient Descent vs an Internal Genetic Algorithm in Determining Node 

Positions. 

 

The above experiment used a two part algorithm, where the embodied evolutionary 

algorithm evolved the topology based on the fitness of the geometry under certain 

force conditions.  To find this geometry, gradient descent was used.  Searching 

through the literature on similar work, one can notice that there are many researchers 

that use a genetic algorithm to search through geometry space, for example (Ping 

1996).  Therefore an investigation was performed to see how the gradient descent 

method used in the previous experiment compared with a genetic algorithm.  It could 

then be observed which of the two methods was more embodied than the other. 

5.7.1 Search procedures: fitness 

 

The goal of optimisation in this case is to find the node positions for a given topology, 

which minimise the total stress in the structural under a specified load condition. The 

structure is defined as a set of linear members that can therefore be simulated by the 
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finite element method, which as previously mentioned will not be detailed in this 

thesis. The members are rigid jointed members with identical cross sections and a 

single unit of the structure is loaded under compression in the z-axis at its boundary 

nodes to calculate the stresses of each member. These stresses are then used as the 

fitness of the solution for each of the two search techniques. 

 

5.7.2 The Internal Genetic Algorithm 

 

The embodied evolutionary algorithm used in the previous experiment described in 

this chapter evolved the connection graph that described how each node was 

connected to the others within each unit cube.  The node positions in the previous 

experiment were determined using gradient descent.  In this section the node positions 

will also be determined by using an internal genetic algorithm which will be 

compared to gradient descent on 75 different connection graphs.   

 

The internal genetic algorithm can be used to determine the node point positions by 

first creating an initial population of random positions within the unit cube for the 

same number of points (n = 6 in our case). Crossover between two random parents 

then operates by comparing the corresponding node positions in each. A new point is 

drawn randomly from an elliptical normal distribution around the nodes of both 

parents such that the variance along the primary axis is the distance between the two 

points and the orthogonal variance is fixed at 0.01, see figure 5.11. Mutation is 

similarly accomplished by selecting a random point from a spherical normal 

distribution with a variance of 0.01 around the node to be mutated, see figure 5.12.  

 
 
Fig 5.11 Crossover between two random parents (black dots) can result in a child 
drawn randomly from an elliptical normal distribution (any of the green dots). 
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Fig 5.12 Mutation is accomplished by selecting a random point from a spherical 
normal distribution around a parent node. 
 

5.7.3 Gradient Descent 

 

The shape of a solution to be found is determined by the positions of six nodes along 

the three (x, y and z) axes, and therefore amounts to a search in 18-dimensional space. 

Gradient descent is used to find an optimal solution by sampling the fitness in each 

dimension at every iteration using the finite element method mentioned above. This 

provides a non-stochastic alternative search procedure to the GA.  The parameters of 

the gradient descent algorithm are the same as in the previous experiment.  The step 

size was set at 0.1 units and as is described in the following section, the gradient 

descent algorithm was allowed to continue for 50 iterations. 

 

Experiment 

 

A randomly generated population (75) of topologies was created. These topologies 

were then optimised individually. For each topology gradient descent was performed 

five times from five random starting coordinates.  Each run of the gradient descent 

was allowed to continue for 50 iterations as each topology was seen to reach a plateau 

(i.e. finding its local optimum) within this time.  

 

For comparison, the internal genetic algorithm was also used to evolve the geometry 

given the same 75 topologies. The internal genetic algorithm was allowed to search 

for 300 generations with a population of 10.  Both the number of iterations carried out 

by gradient descent, and the population size of the internal genetic algorithm are 

relatively small.  This was because 75 different topologies were used and the relative 
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performance of the two methods was important and not the absolute performance of 

each method.   

 

Results and Analysis 

 

It was observed that gradient descent reached an local optimal solution (i.e. showed 

no further improvement) after an average of 718 fitness calculations (39.9×18 

dimensions) when strength due to member angles was not considered, and 703 fitness 

calculations (39.1×18 dimensions) when it was. The GA found similar solutions after 

approximately 3000 fitness calculations (300×10 members in the population). The GA 

was therefore found to require an average of 4.2 times the number of fitness 

calculations compared to gradient descent for the examples in our set of topologies. 

 

The two graphs below show examples taken from the same randomly generated 

topology. They represent a typical solution in that the optimal solution was found by 

the GA after 3000 fitness calculations, whereas gradient descent arrived at a similar 

solution with its optimum in approximately 630 fitness calculations. See figures 5.13 

and 5.14. 

 
Fig 5.13 A graph of the average (solid line) and variance (dashed lines) of the genetic 
algorithm for 300 generations. 
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Fig 5.14 A graph of the average (solid line) and variance (dashed lines) of the gradient 
descent for 50 iterations. 
 

The variance in fitness over several runs of the algorithm can be taken as a measure of 

confidence in the accuracy of the result. A small variance in the final fitnesses would 

indicate a high level of confidence that these approximate a local optimum. These 

graphs show the mean and variance of total stresses over time for five runs of the GA 

and gradient descent respectively.  

 

On average it was seen that the variance in the solution decreases from 0.0351 in 

generation 1 to 0.0020 in generation 300 for the GA, and from 0.0288 in iteration 1 to 

0.0015 in iteration 50 for gradient descent. This decrease in variance would indicate 

that both the GA and the gradient decent algorithm are not sensitive to initial starting 

conditions, but find similarly fit solutions each time. 

 

A clearer comparison of the GA and gradient descent can be achieved by plotting the 

average of 5 runs for each method of each topology against each other. It can be seen 

by the graph below that the fitness of solutions found by either method are nearly 

equivalent for all topologies tested. If the final total stresses found by the genetic 

algorithm and gradient descent were equal, they would lie on the x = y plane.   
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As can be observed in figure 5.15 below, the 75 points lie very close to the x = y line.  

(Note that the log of both axes was taken to better illustrate the distribution).  Another 

thing to note is that gradient descent actually slightly out performs the GA even 

though the GA was run for 4.2 times the number of fitness calculations. 

 
 

Fig 5.15 A graph of the average fitness of the gradient descent vs. the average fitness 
of the GA for each topology.  Open circles represent solutions with strengths adjusted 
due to angle. 
 

Although the solution fitness was seen to be approximately equal for both the GA and 

gradient descent, it was found that the two methods behave differently in searching 

the space. The images below show the mean and variance of node point positions for 

five runs of the GA and gradient descent on the same topology. See figures 5.16 & 

5.17. 
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Fig 5.16 Mean node points found by the GA. Variance indicated by the grey circles. 

 
Fig 5.17 Mean node points found by gradient descent. 
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For the entire sample set, the average variance for node points in solutions evolved by 

GA was 0.55 units, compared to an average of 0.37 units for gradient descent. 

Significantly, the optimal solutions evolved by the genetic algorithm vary more than 

those found by gradient descent, indicating that it searched the space more broadly. 

 

If the variance in final fitness were directly correlated with the finding of greatly 

diverging geometries, this would indicate that only structures with one single, clear 

optimal would be amenable to this evaluation. The fact that this is not the case can be 

seen in the following graph, a plot of the variance in point position vs. the variance in 

final fitness, see figure 5.18. 

 
 

Fig 5.18 A graph of the variance in point position vs. variance in final fitness.  
Genetic algorithm is depicted by ‘o’ and gradient descent is depicted by ‘×’. 
 

It can be observed that there is no correlation between variance in point position and 

variance in the final fitness.  Notice also that the variance in point position generated 

by the genetic algorithm (depicted by o) is generally greater than that produced by the 

gradient descent (depicted by ×), confirming what was observed in figures 5.17 and 

5.18.  Little difference can be observed in the variance in final fitness. 
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Features of embodiment 

 

The amount by which the design can be said to be embodied in its environment with 

respect to these features will be further investigated in the following chapter. Here we 

examine how embodied the evolutionary design algorithm is, with respect to Quick’s 

3 features (Quick 1999). 

 

1st Feature of embodiment: Perturbatory Bandwidth. 

 

The perturbatory channels from the evolutionary design algorithm to the environment 

are excellent since stereolithography enables the automatic construction of evolved 

forms. However, the perturbatory channel from the environment back to the GA is 

minimal, for it is not feasible to design the microstructures purely in the real world.  

Building every member of each population and physically testing each of them would 

take years.  Instead, the next best thing is the test them using finite element analysis.  

The perturbatory bandwidth can be increased however by performing the material 

tests described in section 5.2.5.  This improves the accuracy of the results determined 

by using finite element analysis and in turn increases the amount by which the design 

can be said to have been embodied in its environment according to the first feature of 

embodiment.   

 

2nd Feature of embodiment: Structural Plasticity. 

 

The embodied evolutionary design algorithm is able to describe topologies of varying 

sizes and of any combination of node connections.  This is achieved by using struts as 

the primitive and combining these to create space frames.  This is analogous to bone 

and other naturally occurring internal structures that use similar primitives to achieve 

their structural requirements.  Space frames that can be connected in every possible 

way are an improvement on current techniques that use reductionism to solve 

problems.  This is done by reducing the structural plasticity and limiting topologies to 

simple triangulations.  Examples of this can be seen in any bridge or building that 

uses triangulated space frames.  Allowing the embodied evolutionary algorithm to 

design internal structures without limiting how the struts are connected, orientated and 
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thickened up increases the structural plasticity and therefore the amount by which the 

designs can be said to be embodied in their environment. 

 

3rd Feature of embodiment: Size of State Space. 

 

By using the internal genetic algorithm, the size of the state space that is searched is 

increased without any reduction in accuracy.  This increases the amount by which the 

embodied evolutionary algorithm is said to be embodied according to the third feature 

of embodiment when compared to gradient descent.   

 

Summary 

 

The aims of the first experiment described in this chapter were to automatically 

generate a repeatable physical structure which minimised weight and maximised 

strength, while considering the specific properties of the actual material in which it is 

built. This was to have the ability to transform continuously to accommodate the 

range of forces which may be present in the object without the necessity of re-

evolving the structure.  This embodied evolutionary design algorithm is to be used in 

designing the internal microstructure of a robot body (described in Chapter 7). 

 

The method of representing the connection graph in a genome comprised of UTMs is 

a straightforward method which yields good results under the mutation and crossover 

operators. The number and size of structural members was seen to decrease over the 

course of the run while maintaining a stable and viable structure within the constraints 

provided. 

 

While most previous methods for evolving shape or topology of structures have 

focused on a single solution optimised for a particular load condition, the two stage 

process presented here is flexible and potentially scalable to objects of greater 

complexity. The evolutionary process takes time, but the node positions of a fit 

solution can be recalculated quickly to changes in load. A solution generated for the 

particular properties of the material and a given range of forces can therefore be 

quickly modified to the redesign of the object or a new stress distribution without 

rerunning the algorithm. 



 135  

 

The aim of the second experiment described in this chapter was to compare gradient 

descent with an internal genetic algorithm in optimising the geometry of a given 

topology. Each method yields a fitness in terms of the total member stresses under 

load, and the variance in these fitnesses over a number of runs has been taken as a 

measure of confidence in that fitness. The results have shown that a topology can be 

judged by the fitness of a geometry that might not be the global optimum. 

 

The following conclusions are drawn from the observations: 

 

1. The internal genetic algorithm and gradient descent methods of determining 

node positions were able to find similar solutions with similar fitnesses.  To 

achieve this however, the computational cost of the internal genetic algorithm 

was 4.2 times that of gradient descent. 

 

2. There was little observable difference between the two methods in the 

variance in the final fitness.  This indicates an equal confidence in the results 

of both methods. 

 

3. The geometries found by the internal genetic algorithm revealed more 

variation in shape, indicating that it was performing a broader search of the 

solution space.  This increases the amount by which the embodied 

evolutionary algorithm is said to be embodied according to the third feature of 

embodiment when compared to gradient descent.   

 
4. There is no correlation between variance in fitness and variance in point 

position.  This indicates that all topologies could be amenable to evaluation by 

these methods. 

 

The next chapter uses these results and extends the methods described, by using finite 

element information to solve a real world problem; a cantilever beam.   
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6. Modifying Microstructures through Embodiment 
 

In Chapter 5, a method was introduced that enabled the manipulation and design of 

microstructures that could be printed using rapid prototyping machines.  This chapter 

is another step along the way towards an embodied snake robot, because it 

demonstrates how an embodied design algorithm can generate structures with 

desirable characteristics suitable for achieving movement when combined with shape 

memory alloys and controlled by an embodied evolutionary control algorithm.   

 

The design of these microstructures will (in Chapter 7), be used as the body of a 

snake-like robot.  Chapter 5 gave details of the embodied evolutionary design 

algorithm including chromosome structure and the selection process.  A simple self-

supporting structure was designed using this algorithm and then built.  The second 

half of Chapter 5 investigated the use of an internal genetic algorithm in finding 

suitable geometries.  It was concluded that an internal genetic algorithm was able to 

find similar solutions to that of a faster gradient descent based method but instead 

searched a wider solution space.  This meant that the resulting solution was more 

embodied. 

 

In this chapter, the design process will be described in further detail, though details of 

the embodied evolutionary design algorithm remain unchanged and are therefore not 

described again here.  It will be demonstrated in this chapter that the embodied 

evolutionary design algorithm is able to evolve an object with a microstructure that is 

optimised to withstand certain forces while remaining light-weight.  This 

microstructure modifies its strut geometry and thickness throughout its 3D volume in 

order to achieve this.   

 

Initially, the entire embodied evolutionary design algorithm will be demonstrated on a 

cantilever problem – a well-known problem with similar requirements to the robot 

snake body (i.e., the solution is a structure that must be designed to cope with 

different forces exerted along its length).  The process can be split into 5 distinct steps 

(a-e).  A new topology will be evolved by the embodied evolutionary algorithm and 

its performance will be compared to a topology that was hand engineered.  Here the 
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aim is to show how the evolved topology performs when compared to an engineered 

topology.   

 

The performance of the two topologies will be compared when they are allowed to 

modify the geometries and thicknesses of their struts and when this ability is 

restricted, (step d).  Allowing the geometries and thickness of struts to be modified 

given local force conditions makes the designs more embodied.  The effects of this 

will be detailed demonstrating the importance of this further embodiment. 

 

In order to better understand how the embodied evolutionary design algorithm affects 

the geometry and thickness of struts (step d), another experiment is performed.  This 

experiment takes the topology that was evolved in Chapter 5 and investigates how the 

geometry and strut thickness is affected by gradual changes in force magnitude and 

direction.  Since the force conditions are predetermined and change gradually, this 

experiment provides a great insight into how strut geometry and thickening is 

achieved by the embodied evolutionary design algorithm. 

 

In the second half of this chapter, the degree to which embodiment affects results is 

investigated by altering perturbatory bandwidth, structural plasticity and size of state 

space, and re-evolving the design, (Quick 1999).  This will demonstrate how a 

changing in the amount by which a design is embodied in its environment with 

respect to all three features of embodiment affects the performance of evolved design. 

 

Designing a Microstructure for a Cantilever Beam 

 

In this section, a microstructure will be evolved by the embodied evolutionary design 

algorithm that withstands a specific force applied to one side of a cantilever.  A 

cantilever serves as a good example as it is a standard engineering problem.  The 

bending motion of the cantilever at one end also resembles the segment of a snake-

like robot (see Chapter 3) and so will provide useful information in constructing a 

robot snake in the next chapter.   

 

This section will detail how the embodied evolutionary design algorithm takes in the 

exact force conditions present within the cantilever by using exact finite element 
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method data.  The embodied evolutionary design algorithm will then evolve a 

topology that best solves the problem and this topology is then morphed throughout 

the 3D volume of the cantilever to counteract local force conditions.   

 

Finally, the performance of this evolved cantilever will be compared to a cantilever 

whose microstructure was designed using a standard engineered topology, 

(Buckminster Fuller 1962).  The effects of allowing each topology to modify its strut 

geometries and thicknesses will also be analysed.  Allowing such close adaptation to 

local environment conditions improves embodiment.  The amount by which this 

increase in embodiment affects the performance of each cantilever will therefore be 

detailed. 

  

6.1.1 Design Methodology 

 

In this section, the proposed design methodology will be detailed.  Although the 

overall goal is to evolve an embodied robot, the methodology described here may be 

applied to any design problem. It can be split up into various steps which are 

summarized as follows:   

 

a. The problem must first be analysed. The object is described within a simulated 

physical environment and has forces applied to it, simulating the real world problem. 

The problem described initially in this chapter is that of a rectangular cantilever, 

loaded vertically at its extremity. In the next chapter the problem is that of designing a 

snake-like robot. 

 

 

b. The object is then split up into unit cubes of a suitable size representing the 

locations of the structural modules. This allows the method to be used for an object of 

any complexity and size. Each of these units is analysed under the overall loading 

condition to determine its local stress. 
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c. A topology is evolved via a genetic algorithm to accommodate the range of forces 

present in the problem. 

 

 

d. The topology is then repeated throughout the volume of the object with its 

geometry modified based on the stress at each point. 

 

 

e. The final structure is converted into an SLC file and sent to the stereolithography 

machine for manufacture. 

 

Each step will now be discussed in detail. 

 

Step a: Analyse the problem 

 

The method proposed in this thesis will use the simple cantilever example as a proof 

of concept. An object is thus described within the OpenFEM simulator with one end 

fixed and the other end deflected by a force, (Chapelle 2002). The physical simulator 

can then analyse the resulting forces within the object by using finite element 

analysis, the result of which is shown in figure 6.1.  The range in colours from red to 

white represent the range and direction of stresses present within the object.  

 
Fig 6.1 The cantilever as analysed by finite element analysis.
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Step b: Divide the object into unit cubes 
 

The volume of the cantilever is divided into a three dimensional grid of cubes, each 

forming a modular unit that will be referred to as ‘unit cubes’. As the work presented 

here is concerned with relative performance rather than specific real world units of 

force and size, no real world units are used throughout. This unit cube defines the 

basic unit of measurement used in the algorithm and has a volume of one.  

 

In the loaded object the stresses at each of these unit cubes are calculated using finite 

element analysis for each of the x, y and z-axes, and these can be seen to vary 

gradually from unit to adjacent unit. A topology will be evolved that can optimise its 

geometry for the stresses incurred at each particular point, and its adjacent units will 

contain a very slightly different structure for a slightly different stress condition. In 

the object as a whole the arrangement of each cube varies considerably, but does so 

gradually and continuously over its volume in response to the external forces, see 

figure 6.2. 

 
Fig 6.2 The cantilever beam is split up into unit cubes. 
 
Step c: Evolve a suitable topology for a representative sample of stresses 

 

Though the example used in this thesis is relatively simple, the same method holds for 

a structure of any complexity and size. Therefore, after the cantilever beam is 

analysed using finite element analysis, and split into unit cubes, the force conditions 
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for the n unit cubes with the greatest variance are used as force conditions in the 

fitness function of the embodied evolutionary algorithm, see figure 6.3. The value of n 

(six in our example) should adequately represent the range of forces present within 

the whole structure. 

 

The embodied evolutionary algorithm randomly generates a population of topologies, 

and exposes each to the n force conditions that were extracted from the cantilever 

beam. The sum of the average displacements of the nodes of each topology for all n 

force conditions then forms the fitness of the topology, the objective being to find 

structures that deform less under the set load. By repeating this process for each 

topology, the whole population can be evaluated. After many generations, the 

embodied evolutionary algorithm evolves a topology that can best counteract the 

range of force conditions. 

 

 

 
Fig 6.3 The stress conditions within four unit cubes are extracted. 
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Step d: Repeat the module with variation 

 

Once a topology has been evolved, it is then repeated throughout the cantilever beam 

with variation due to local conditions. For comparison, the examples in the next 

section will examine both an evolved topology and a standard engineered solution. 

 

The finite element analysis of the structure by OpenFEM yielded a set of strains in the 

x, y and z-axes for each unit cube of the simulated continuous volume, (Chapelle 

2002). These are now used to derive the set of forces that would cause the same local 

strains when applied to that cube in isolation. The process of finding a geometry for 

each of the unit cubes is a deterministic, iterative algorithm (detailed and investigated 

in section 6.2) that finds an optimal set of node positions and strut diameters to 

withstand the applied forces for that cube. Because the changes in strain are gradual 

across the continuous simulation this geometry changes gradually with small changes 

of the applied forces from unit cube to adjacent unit cube. 

 

Step e: Send to the stereolithography machine 

 

While models constructed by a stereolithography machine can be complex on a 

macroscopic scale, they are generally solid internally, and so result in relatively small 

file sizes. The structures evolved by this method are generally very complicated and 

can result in very large file size if converted via .STL format to .SLC format in the 

usual way. The method usually used to send an initial CAD model to the 

stereolithography machine typically involved a computationally intense process of 

generating support structures beneath a model and then calculating intersections of the 

solid geometry with a steadily rising horizontal plane to generate progressive ‘slices’ 

for fabrication. These processes are unnecessary and costly in the case of these 

structures, so the algorithm converts the structure directly into .SLC file format for 

fabrication by the machine.  

 

This direct translation takes advantage of the regularity of the unit cubes to send data 

to the machine efficiently, as the units themselves are aligned to the horizontal slice 

plane. This method could also be used stream data to the machine, which would prove 

very useful when working with very complicated or large objects by generating the 
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internal structure online during fabrication. Figure 6.4 shows how one unit cube 

would be sliced up for SLC formatting. The machine instruction consists of a series of 

2-dimensional outlines of the geometry that determine the edges of the slice to be 

filled by solid material. These are easily calculated by centering a square on the 

intersection of each member with the slice plane.  The size of each square is then 

scaled uniformly by the diameter of the member which is determined by the finite 

element software (Chapelle 2002).  The orientation of each square is then rotated 

axially to coincide with the tangent of the angle of the strut. 

    
Fig 6.4 The structure of each unit cube is ‘sliced’ to .slc format. 

 

6.1.2 Experimental Setup 

 

The experiment follows the methodology described above for the cantilever problem.  

In this experiment the embodied evolutionary algorithm was set up in the same way as 

described in Chapter 5 with exactly the same parameter values.  The population size 

was set at 50 and the program was again run for 10,000 generations.  The crossover 

rate was set at 30% while the mutation rate was set at 50% 

  

The force conditions present within the cantilever beam were fed into the embodied 

evolutionary algorithm which attempted to evolve a topology that minimized the 

deflection at the end of the cantilever.  The forces present within the cantilever ranged 

from 5 units to just under 1 unit, see figure 6.1.   
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In order to qualify the performance of this evolved topology, its performance was 

compared to a cantilever with a topology that was designed by the author to be 

efficient, light and symmetrical. The design of the engineered topology was inspired 

by standard triangulated space frames that are used in buildings and bridges, 

(Buckminster Fuller 1962). 

 

This experiment is split into two parts.  In the first, the embodied evolutionary design 

algorithm is prevented from performing step D of the methodology described above.  

By preventing this stage of the microstructure optimisation process from happening, 

the structural plasticity is reduced, thereby reducing the amount by which the design 

is embodied within its environment.   

 

In the second part of this experiment, this step is included. This experiment will 

therefore also investigate how much better the unrestricted algorithm (that was free to 

modify strut geometries and thicknesses) performs when compared to the restricted 

algorithm in counteracting the forces present within the cantilever.   

 

6.1.3 Results 

 

The performance of the structures formed by the microstructural units is evaluated in 

this section. The units of measurement for deflection of the structures are given in unit 

cubes. 

 

The following diagram shows the topology that was evolved by the embodied 

evolutionary algorithm (step C) to best accommodate the range of forces present 

within the cantilever beam, with a geometry suggested by equilibrium loading 

conditions, see figure 6.5. The performance of this evolved topology will be 

compared to the engineered topology, see figure 6.6.  Both topologies easily satisfy 

the restriction of the stereolithography machine in that there are no horizontal struts 
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Fig 6.5 The evolved topology.        Fig 6.6 A standard topology. 
 

Results 1: Without Step D (Restricted Structural Plasticity) 

 

Both topologies were replicated along the length of the cantilever beam and the 

composite structure analysed by finite element analysis to evaluate performance under 

the loading conditions, (Chapelle 2002). First the topologies were replicated without 

any variation in the geometry of the units or diameter of struts.   As can be observed 

in the following diagrams (figures 6.7 & 6.8) the uniform repetition of both the 

engineered and the evolved topology perform relatively poorly under the cantilever 

loading conditions. 

 

 
Fig 6.7 The engineered topology, and the resulting deformation under loading. 

2.052 units 
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Fig 6.8 The evolved topology, and the resulting deformation under loading.  The 
resulting skew reveals the depth of the 3D cantilever beam. 
 

The maximum deflections of the structure for the engineered and evolved topologies 

are 2.052 and 3.623 units respectively. The evolved topology was designed to be 

replicated throughout the volume of the beam with its geometry varied and struts 

thickened in accordance with the force conditions present in each unit cube. Without 

this flexibility there was 76.5% more deflection at the maximum point, and the 

asymmetry of the unit resulted in a twisting motion throughout the structure.  This 

twisting motion reveals the depth of the 3D cantilever beam which is not visible in the 

engineered cantilever beam as it bends without twisting. 

 

 

 

3.623 units 
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Results 2: With Step D (Increased Structural Plasticity) 

 

The two cantilevers above consisted of repeated space frames (engineered or 

evolved), however, the geometries and thicknesses of the struts within each unit cube 

were not modified to counteract specific forces.   

 

The following results are of the same topologies however this time the local force 

conditions at each unit cube are taken into consideration and the strut geometries and 

thicknesses are adjust appropriately using force information taken from OpenFEM, 

(Chapelle 2002).  The following diagrams (figures 6.9 & 6.10) show this. 

 

 
 

 
Fig 6.9 The engineered topology, and the resulting deformation. 
 
 
 
 
 

0.303 units 
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Fig 6.10 The evolved topology, and the resulting deformation. 
 
   
The total deflections for the engineered and evolved topologies were 0.303 and 0.053 

respectively, indicating a significant improvement in strength of the beam due to local 

optimization of each module in both cases. Furthermore, the evolved topology that 

was optimised specifically for the force conditions now deforms only 17% as much as 

the regular structure. 

 

A closer look indicates that the geometry of the more regular engineered module only 

changes in the thickness of the struts, whereas the evolved topology accommodates 

the variation in stresses also by changing the length and angle of struts throughout the 

structure. This greater flexibility of the small-scale module increases the overall 

performance of the entire object. 

 

It is clearly evident that increasing the structural plasticity of the microstructures 

results in an increase in performance.  Modifying strut geometries and thickness 

reduces the amount by which both the engineered and the evolved microstructures 

deflect.  Since the design of the evolved microstructure was evolved by the embodied 

evolutionary algorithm, increasing its structural plasticity has a greater effect on it 

0.053 units 
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than it has on the engineered microstructure.  This is because the topology of the 

evolved microstructure was evolved in an embodied way and is able to better adjust 

itself to local force conditions. 

 

Investigating the Modification of Strut Geometries and Thicknesses 
 

This chapter is concerned with the embodiment enabled by allowing microstructure 

topologies to be modified to accommodate local force conditions.  In the previous 

section it was demonstrated that the microstructure of a cantilever beam could be 

evolved for specific forces.  In the work described in this section, an investigation is 

performed to analyse exactly how microstructures are modified. 
 

As this section is concerned with the geometry of the microstructures and not the 

topology, the topology of the microstructure will not be evolved from scratch. Instead, 

the honeycomb-like microstructure evolved by the embodied evolutionary design 

algorithm described in Chapter 5 will be used.  This was optimised for equilibrium 

loading conditions. As a possible structure for a robot, the shape of this is modified at 

each point to yield varying degrees of resistance and flexibility. Shape memory alloy 

wires will run through the structure, as through the foam in the robots described in 

Chapter 3, inducing movement by contorting it into different shapes. 

 

 6.2.1 Method 

 

The objective of this section is to analyse exactly how strut geometries and 

thinknesses are altered. This is performed in step d of the design methodology given 

in Section 6.1:  

 

a. The problem must first be analysed.  

 

b. The object is then split up into unit cubes of a suitable size. 

 

c. A topology is evolved via a genetic algorithm. 
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d. The topology is then repeated throughout the volume of the object with its 

geometry modified based on the stress at each point. 

 

e. The final structure is converted into an SLC file. 

 

The three stages of the geometry and strut modifier algorithm are detailed below. 

 

Stage d.1. 

 

Given 

(a) a problem (for example, to design a robot body, that will react appropriately to 

specific forces), 

(b) a preliminary object design that has been split up into unit cubes, and 

(c) a structure evolved by a genetic algorithm (for example the one evolved in 

Chapter 5). 

 

The unit cubes of the object are filled with identical copies of the evolved structure. 

The structure of each cube is connected to each of its neighbours to form a continuous 

overall structure, see figure 6.11.  

 

 
 

Fig 6.11 Identical copies of the evolved topology are arrayed throughout the object. 
 
Stage d.2. 

 

A simulated force is specified as a three-dimensional vector, in which a positive or 

negative magnitude indicates a tensile or compressive force in each of the x, y and z 

axes. Specific forces are assigned to several unit cubes within the structure and every 

other unit cube is then assigned a linear combination of these force vectors. This 
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results in a three-dimensional grid of force vectors in which each varies slightly from 

its immediate neighbours, see figure 6.12. 

 
Fig 6.12 A three-dimensional grid of force vectors.  The thickness of each vector 
represents the magnitude of the force in that axis. 
 

Stage d.3. 

 

Given a single suitable strut topology (evolved in Chapter 5), the geometry is 

modified until the structure reaches a state of equilibrium for each applied force F. 

One unit cube is analysed by the finite element method, which yields the stresses of 

each member, and each node point is then moved to the point that brings its local 

forces into a state of equilibrium. This is achieved using the finite element package 

used in Chapter 5 (OpenFEM), see (Chapelle 2002) for further information.  Each 

node point is taken in turn and moved to a random location within the unit cube.  The 

stress within that member is then analysed and if found to have reduced, this new 

coordinate is selected, otherwise the node point is moved back to its original 

coordinates.  The next node point is then taken and moved randomly to a new location 

in the same way.  After a number of iterations, (set at a maximum of 500), the shape 

converges to its final state where the entire structure is in a state of equilibrium, 

(Haroun Mahdavi and Hanna 2003).  

 

The shape can change in two ways: the node points defining the connections between 

the struts can move in space, and the thickness of each strut can itself change.  (For an 
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illustration of this, see figure 6.13 and 6.14.)  Both of these are determined by the 

finite element method. 

 

 
Fig 6.13 The thickness of each strut can vary throughout the structure 
 

 
Fig 6.14 The geometry can very throughout the structure 
 
Figure 6.15 illustrates how a single evolved topology can have its geometry modified 

throughout the volume of the robot. 

 
Fig 6.15 An example of an evolved topology for a snake-like robot.  The purple lines 
indicate shape memory alloy actuators.  Close inspection of the microstructure reveals 
a subtle change in geometry of the microstructure from one end of the robot to the 
other. 
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6.2.3 Experimental Setup 

 

This experiment takes the topology that was evolved in Chapter 5 and demonstrates 

how its geometry and strut thickness can be modified throughout the volume of an 

object to counteract specific force conditions.  This is achieved by running the 

topology through the method described above, (stage d1-d3).  In order to see clearly 

the way in which the geometry varies under different force conditions, the forces 

applied to each unit cube of the overall object will be assigned manually.   
 

Force Conditions 

 

Two different force conditions were applied to the structurally stable strut topology 

shown in figure 6.17. For clarity, one condition involved varying only the magnitude 

of the forces, and the other only the direction. Structures A and B (see figure 6.16) are 

each composed of a grid of 5 by 5 by 15 unit cubes, and a continuously varied force 

vector from the bottom to the top of the structure. 

 

Structure A varies only the magnitude, with a force vector of equal tension in all three 

axes that decreases from [50, 50, 50] at the bottom to [1, 1, 1] at the top. Structure B 

maintains the same overall magnitude, but changes the direction of the vector from 

[50, 1, 1] (the x-axis) at the bottom to [1, 50,1] (the y-axis) at the top. 
 

Each unit cube of structures A and B were then subjected to the forces and their 

geometries and strut thickness were adjusted accordingly. Each unit cube of the 

overall structure is analysed by using finite element analysis which returns strut 

geometries and orientations, (Chapelle 2002).  Once each unit cube has been run 

through finite element analysis, the cubes are assembled together and the entire 

structure can be analysed. 
 

6.2.4 Results and Analysis 

 

The following figure is a rendering of the structures A and B.  The forces applied to 

the two structures can be seen to have an effect on the geometry and strut thickness.  
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This section will investigate how the strut geometry and thickness vary in each 

structure, figure 6.16.   

 
Fig 6.16 Structure A (left) and Structure B (right) 
 
Observations: Structure A 

 

The side profile of Structure A reveals a gradual decrease in thickness of the struts 

from the bottom to the top of the structure in accordance with the gradual decrease in 

magnitude of the force vector (see figure 6.17a). The extremes can be examined in 

greater detail in the top views of the structure taken from the top and bottom of the 

structure (see figure 6.17 b and c). Two observations may be noted in these details. 

First, because the force vector is equal in all three axes each strut is the same width 

within the unit cube. Secondly, it can be observed that since the force vector does not 

change in orientation, the shape of the strut configuration as given by the node point 

positions and strut lengths does not change. 
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Fig 6.17 Structure A: Side view (a), and slices from the top (b) and bottom (c) 

Observations: Structure B 

 

Structure B is the result of varying the direction of the applied force, and again shows 

a continuous change in geometry in the side profile (see figure 6.18a), but in this case 

the change is more complex. The top views of the bottom and top layers of the 

structure (see figure 6.18 b and c) correspond to applied force vectors in the directions 

of the x and y-axes respectively, and in these images the shape change is obvious. At 

the bottom the force is oriented in the direction of the x-axis (the horizontal in the 

bottom image) and all struts except one in each unit are approximately aligned to this 

direction in the x-y plane. At the top the applied force is oriented along the y-axis 

(vertical in the top image), and all struts except one are aligned toward this direction. 
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Moreover, the struts in the direction of the y-axis are markedly thicker in cross section 

than the single strut running roughly perpendicular to the force vector. Structure B has 

compensated to resist the force vector in two ways: the node points have moved to 

orient the struts in the direction of the force vector, and the width of the struts has 

varied within each unit cube to respond to increased force in that direction. 

 

 
Fig 6.18 Structure B: Side view (a), and slices from the top (b) and bottom (c) 
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The Effects Embodiment has on the ability of the Evolutionary Algorithm in 

Optimising Microstructure 

 

In this final section of this chapter, the three features of embodiment are taken in turn 

and the effects of changing the amount by the evolutionary design algorithm could be 

said to be embodied in its environment with respect to these features will be analysed.  

Changing the amount by which the evolutionary design algorithm is embodied in its 

environment seeks to demonstrate the importance of embodiment in the design 

process by demonstrating a change in performance.  The algorithm described here is 

as embodied as the author is able to make it (barring manufacturing each individual in 

each population and testing them in the real world).  Therefore the only way of 

demonstrating the effects that embodiment has on the design of microstructures is by 

reducing it and analysing the results. 

 

6.4.1 Overview of Embodiment in Microstructure Design 

 

1st Feature of embodiment: Perturbatory Bandwidth. 

 

The perturbatory channels from the evolutionary design algorithm to the environment 

are excellent since stereolithography enables the automatic construction of evolved 

forms. However, the perturbatory channel from the environment back to the 

evolutionary algorithm is minimal, for it is not feasible to design the microstructures 

purely in the real world.  The perturbatory bandwidth can be increased however by 

performing the material tests described in section 5.2.5 of the previous chapter.  This 

improves the accuracy of the results determined by using finite element analysis and 

in turn increases the amount by which the design can be said to have been embodied 

in its environment according to the first feature of embodiment.   

 

The following section will detail an investigation that changes the amount by which 

the evolutionary design algorithm is embodied in its environment with respect to this 

feature by reducing the amount of information given from the environment to the 

evolutionary algorithm. This is achieved by ignoring how the material properties of 
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the resin vary at different construction angles.  The effects of this change in the degree 

of embodiment will then be analysed. 

 

2nd Feature of embodiment: Structural Plasticity. 

The embodied evolutionary design algorithm is able to describe topologies of varying 

sizes and of any combination of node connections.  Space frames that can be 

connected in every possible way are an improvement on current techniques that use 

reductionism to solve problems.  As has been demonstrated in Sections 6.1 and 6.2 of 

this chapter, allowing the embodied evolutionary algorithm to design internal 

structures without limiting how and where the struts are connected, orientated and 

thickened increases the structural plasticity and therefore the amount by which the 

designs can be said to be embodied in their environment.   

 

The following section will detail an investigation that changes the amount by which 

the evolutionary design algorithm is embodied in its environment with respect to this 

feature by restricting the possible location of node points to the nearest 0.1 unit.  The 

effects of this change in the degree of embodiment will then be analysed. 

 

3rd Feature of embodiment: Size of State Space. 

By using the internal genetic algorithm, the size of the state space that is searched is 

increased without any reduction in accuracy.  This increases the amount by which the 

embodied evolutionary algorithm is said to be embodied according to the third feature 

of embodiment when compared to gradient descent.  Though the starting node 

positions of the spaces frames in each unit were at the centre of each cube they were 

not limited to the boundaries of the cubes and could in fact be located with the volume 

of the neighbouring cubes.   

 

The following section will detail an investigation that changes the amount by which 

the evolutionary design algorithm is embodied in its environment with respect to this 

feature by restricting the possible location of node points to within their 

corresponding unit cubes.  The effects of this change in the degree of embodiment 

will then be analysed. 
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6.3.2 Changing the Degree of Embodiment with Respect to the Three Features of 
Embodiment 

 

In this section, the above features are taken in turn and the amount by which the 

evolutionary design algorithm could be said to be embodied in its environment with 

respect to each feature will be analysed. 

  

6.3.2.1 The Perturbatory Bandwidth 
 

The stereolithography process causes the strength of the resin to be affected by the 

angle at which it is deposited, a fact that contributes to a more complex fitness 

landscape than would be the case with other manufacturing techniques. Because the 

model is built up of horizontal layers of resin, a linear member oriented perpendicular 

to these layers (i.e. a vertical member) has a greater strength than one at a shallower 

angle, and this strength decreases continuously down to approximately 30º from the 

horizontal, below which the machine is unable to deposit material. The effect of these 

changes in strength can be seen in the two representations of fitness below, see 

(Hanna and Haroun Mahdavi 2004a) for more details. 

 

The solution space to be searched consists of the node positions in 3-dimensional 

space for n nodes, or a 3n-dimensional space. In the samples formed by 6 node points 

18 dimensions are therefore searched. For visualisation purposes, these plots show the 

fitness of a 2-dimensional slice through this 3n-dimensional space determined by two 

random orthogonal 3n-dimensional vectors and centred on an optimal solution found 

by gradient descent. While not an exhaustive mapping of the entire fitness landscape, 

they do indicate the added complexity introduced by adjusting the material strength 

due to angle. The first plot indicates the fitness of solutions in which all member 

angles are treated equally, (see figure 6.19a). Adjusting strength due to angle however 

produces the characteristic valleys cutting through the fitness landscape of the second 

plot, corresponding to node point positions that produce weaker, more horizontal 

members, (see figure 6.19b). Several local optima are clearly seen, and can be found 

in each of the 3n dimensions. The added complexities of this solution space indicate 

that the search for a global optimum would be more difficult when angle strengths are 

considered, particularly for gradient-based methods.   
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      a        b 

 
Fig 6.19 A 2-dimensional slice through 3n-dimensional solution space (a). A 2-
dimensional slice with member strengths are affected by angle included (b). 
 
Experimental set up 

 

The first feature of embodiment is the ability to take in knowledge from the 

environment; perturbatory bandwidth.  In order to investigate the effects that this has 

on the ability of the embodied evolutionary algorithm to optimise microstructures, 

two experiments were run in parallel.   

 

In one, the information about the material properties was hidden from the members of 

the population, leaving the embodied evolutionary algorithm to evolve solutions that 

did not take this into consideration.  In the second experiment, this information was 

given at every stage and so directly affected the solutions that were evolved by the 

embodied evolutionary algorithm.  

 

As in the second experiment described in Chapter 5, the geometries of 75 randomly 

generated topologies were evolved by the embodied evolutionary algorithm; once 

with the construction angle information made available and once with this 

environmental information hidden. 
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In each case, the embodied evolutionary algorithm was given the task of minimising 

the stress upon the microstructure given a displacement of 0.2 units from the vertical 

direction, see figure 6.20.   

 
Fig 6.20 An example of a microstructure being compressed by a vertical displacement 
 
Results 

Figure 6.21 clearly shows the difference in fitness between the two algorithms. The 

results shown are representative of the full 75. (Only the first 10 are shown for 

reasons of clarity.)  By summing up and averaging the stresses in each optimised 

microstructure evolved from the two algorithms, it was shown that the extra 

knowledge made available to the embodied evolutionary algorithm enabled it to 

design microstructures that had an average of 45% less stress upon their struts.  

 
Fig 6.21 A graph showing the stress of each topology found by the two algorithms.  
The red bars were produced by the unrestricted algorithm, while the blue bars were 
produced by the restricted algorithm. 
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6.3.2.2 The Structural Plasticity 
 

The node positions of each strut within the microstructure can be located to within an 

resolution of 0.001 units.  Allowing the embodied evolutionary algorithm to search 

through such a large search space of possible geometries greatly reduces the speed at 

which optimal solutions can be evolved but increases the amount by which the 

evolutionary algorithm is embodied.  The following experiment will see whether this 

high degree of accuracy makes a significant difference to the ability of the embodied 

evolutionary algorithm to evolve suitable solution.  This is achieved by conducting an 

experiment where an algorithm working with an accuracy of 0.001 units is compared 

to one where the node point position were limited by rounding the coordinates of the 

node points to the nearest 0.1 of a unit. This has the effect of reducing the structural 

plasticity of the embodied evolutionary algorithm with respect to this feature. 

 

Experimental Set up 

 

The geometries of 75 randomly generated topologies were evolved by embodied 

evolutionary algorithm; once with the node position accuracy set at 0.001 units and 

once with the node position accuracy set at 0.1 units. 

 

In each case, the embodied evolutionary algorithm was given the task of minimising 

the stress upon the microstructure given a displacement of 0.2 units from the vertical 

direction, see figure 6.20.   

 

Results 

 

Figure 6.22 clearly shows the difference in fitness between the two algorithms. The 

results shown are representative of the full 75. (Only the first 10 are shown for 

reasons of clarity.)  The geometries evolved by the less restricted embodied 

evolutionary algorithm encountered stresses that were 65% less than those geometries 

evolved by the unrestricted embodied evolutionary algorithm given the same 

displacement. 
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Fig 6.22 A graph showing the stress of each topology found by the two algorithms.  
The red bars were produced by the unrestricted algorithm, while the blue bars were 
produced by the restricted algorithm. 
  

6.3.2.3 The Size of State Space 
 

This experiment is about ‘thinking outside the box’, literally. The environment in 

which designs were created consists of a grid of ‘unit cubes’, each of which contained 

a set of node points connected to their neighbours. These unit cubes however, are the 

distance of translation of the module rather than fixed boundaries. As an example of 

the type of domain knowledge that might be built in to the system by the programmer, 

one might assume that the node points are constrained in three-dimensional space by 

the faces of this cube, rather than being free to position themselves anywhere in space.  

 

An experiment was performed in which the node points were limited to coordinates 

within the one unit around the origin, compared to one in which they were free to take 

any real valued position in three-dimensional space. 

 

Experimental Set up 

 

The geometries of 75 randomly generated topologies were evolved by embodied 

evolutionary algorithm; once with the node positions limited to the boundaries of the 
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unit cubes and once with the node positions free to position themselves anywhere 

within the volume of the overall object. 

 

In each case, the embodied evolutionary algorithm was given the task of minimising 

the stress upon the microstructure given a displacement of 0.2 units from the vertical 

direction, see figure 6.20.   

 

Results 

 

Figure 6.23 clearly shows the difference in fitness between the two algorithms. The 

results shown are representative of the full 75. (Only the first 10 are shown for 

reasons of clarity.)  The results showed that the microstructures evolved by the 

embodied evolutionary design algorithm that lacked the ability to position points 

outside the unit cube encountered an average of 4.3% more stress than when 

unrestricted.  One third of the geometries found with no limitations had node points 

outside the boundaries of the unit cube, and a further one sixth had a best fit solution 

outside the unit at some point in their search. Although the final geometry found by 

this group did not violate the restriction imposed, the temporary violation at some 

point in the process was an essential in achieving it. This illustrates a general point 

about the creative process, in that while certain restrictions about a problem may be 

known in advance, the consideration of apparently invalid solutions may lead to an 

otherwise unexplored path, and an acceptable solution of greater value. 
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Fig 6.23 A graph showing the stress of each topology found by the two algorithms.  
The red bars were produced by the unrestricted algorithm, while the blue bars were 
produced by the restricted algorithm. 
 

Summary 

 

This chapter presented a method that treated a complex microstructure as though it 

were a continuous material with properties that could be changed to benefit the 

design. It was demonstrated that materials could be fabricated, using a technique such 

as stereolithography, which were optimised at every point to the forces present there. 

This method of fabricating complex structures through the use of a flexible module 

has several benefits in terms of efficiency that are based on the saving in computation 

time and inherent to the production process itself. These are: 

 

• The use of a module allowing repetition indefinitely, limited only by the physical 

limitations of fabrication. 

• The flexibility of the module allowing a high degree of complexity of structure. 

• Scalability to larger and more complex structures is easily accomplished. The 

speed of computation of the .slc files increases at same rate as scale of the object 

to be built and the fabrication time. Evolving a topology with the embodied 

evolutionary algorithm is performed only once at the outset, so the overall 

computational efficiency actually increases with larger scale structures. 
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The analysis of the generated designs under the specified loading conditions yielded 

favourable results. From the comparative analysis of the performance of optimised 

and unoptimised structures under identical loading conditions, several conclusions can 

be drawn: 

 

• Structures in which the unit module is optimised to accommodate local force 

conditions outperform those that are uniform throughout. This is the case whether 

the topology is a generic grid or evolved for the specific stresses of the problem. 

• During optimisation it is not necessary to simulate the entire structure in all its 

complexity, as an abstraction by finite element analysis allows the local stresses to 

be approximated at any point. Local sampling is an approximation that applies to 

the structure as a whole; so optimising each unit cube individually for these local 

stresses is a far more efficient method, shown by the results to be effective. 

• Evolved topologies can enhance the optimisation by being more flexible. 

Particularly as applied forces become more complex there is a greater need for a 

non-standard topology. A greater ability to change geometry in terms of node 

positions and strut diameters allows a module to better accommodate local forces, 

and the embodied evolutionary algorithm can find topologies with this property. 

 

These benefits would similarly apply to techniques at a far larger scale than 

stereolithography, and the principle of building complexity through the use of a 

flexible, changeable module can be applied elsewhere. Manufacturing methods for 

architectural components and large manufacturing industries are already in place for 

example, and in architectural and engineering applications the treatment and analysis 

of structure and loading is identical. Scalability functions in much the same way, as 

initial evolution of a topology is augmented by design time and detailing, but this 

need only be performed once. 

 

Section 6.3 described an experiment that analysed the effects of changing the amount 

by which the evolutionary design algorithm would be said to be embodied in its 

environment with respect to each of the three features of embodiment.  The following 

conclusions can be drawn from the results of this experiment: 
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1. Perturbatory Bandwidth.  Changing the amount of information made available 

from the environment to the embodied evolutionary algorithm, altered the 

perturbatory bandwidth.  This affected the amount by which the evolutionary 

algorithm could be said to be embodied in its environment with respect to this 

feature.  Designs that were informed of the varying material properties of the resin 

had an average of 45% less stress upon their struts than designs that were evolved 

without this environmental information given. 

 

2. Structural Plasticity.  Changing the precision to which the embodied 

evolutionary algorithm was allowed to modify strut geometries affected the 

structural plasticity.  This had the effect of altering the amount by which the 

evolutionary algorithm could be said to be embodied in its environment with 

respect to this feature.  This resulted in the geometries evolved by the less 

restricted embodied evolutionary algorithm encountering stresses that were 65% 

less than those geometries evolved by the more restricted embodied evolutionary 

algorithm given the same displacement. 

 

3. Size of State Space.  Changing the location within which geometries were 

allowed to be located affected the size of the state space.  This had the effect of 

altering the amount by which the evolutionary algorithm could be said to be 

embodied in its environment with respect to this feature.  The results showed that 

the microstructures evolved by the embodied evolutionary design algorithm that 

lacked the ability to position points outside the unit cube encountered an average 

of 4.3% more stress than when unrestricted.   

 

The above results suggest that the more embodied the evolutionary algorithm is, the 

better it is at designing optimal microstructures. 
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7. The Final Robot 
 

This is the final experimentation chapter of this thesis.  The thesis, up to now, has 

detailed the theory behind embodied evolutionary algorithms and demonstrated their 

application to robot control and microstructure optimisation.   

 

In this chapter, everything that has been investigated so far will be combined.  The 

embodied evolutionary design algorithm will be use to design the internal 

microstructure of the robot body and the embodied evolutionary control algorithm 

will be used for the controller of a snake-like robot. 

 

This robot (SAS3), which will still take the general form of a snake, will be 

constructed using rapid prototyping.  This time, however, a different machine will be 

used called a selective laser sintering machine.  The reason for this will be explained 

later on in this chapter.  Once again (see Chapter 3), the robot will be actuated by 

using shape memory alloys as artificial muscles.   

 

After the SAS3 has been designed by the embodied evolutionary design algorithm and 

constructed, an experiment will be conducted to investigate the ability of the robot to 

move effectively and recover motion from subsequent damage to its actuators.  Two 

controllers will be investigated/tested on the robot.  The first will be exactly the same 

embodied evolutionary control algorithm used in Chapter 3.  The performance of this 

controller in generating motion and recovering from damage will be compared to a 

hand-engineered controller that uses all of the information gained from experience in 

the previous chapters to come up with what is hypothesised as to be an effective 

controller. 

 

One of the requirements from the sponsors of this doctorate was to create a robot that 

was able to receive transmitted information.  The second experiment described in this 

chapter, therefore, investigates the effectiveness of the snake-like robot to act as an 

adaptive antenna.  For this, the robot will have flexible receiving wires fed through its 

body and an experiment will be run that is identical to that described in Chapter 4.  

The ability of the robot to act as a receiving antenna will then be analysed. 
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Robot Body Design and Construction 

 

In this section, the design by the embodied evolutionary design algorithm of the 

internal microstructure of the SAS3 will be detailed.   

 

As with the cantilever example detailed in Chapter 6, the methodology for evolving 

the microstructure for the SAS3 body follows the same steps, A-E: 

 

a. The SAS3 body is described within a simulated physical environment and has 

forces applied to it, simulating the real world problem.  

 

 

b. The SAS3 body is then split up into unit cubes of a suitable size representing the 

locations of the structural modules. Each of these units is analysed under the overall 

loading condition to determine its local stress. 

 

 

c. A topology is evolved via a genetic algorithm to accommodate the range of forces 

present in the SAS3 body. 

 

 

d. The topology is then repeated throughout the volume of the SAS3 body with its 

geometry modified based on the stress at each point. 

 

 

e. The final structure is converted into an SLC file and sent to the stereolithography 

machine for manufacture.  The SMA wires will be fed through the structure and the 

whole robot will be wired up to a power supply and the controller board. 

 

Step A: Gather Task Requirements/Constraints 

 

In this section, requirements/constraints have been gathered from the previous 

chapters as inputs to the embodied evolutionary design algorithm.  The information is 
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listed below and each point will detail how this information is fed into the embodied 

evolutionary design algorithm. 

  

• Shape memory alloy wires tend to snap at rubbing corners 

 

The cause of damage of the first robot (SAS) was damage to one of the SMA wires.  

The SMA wire snapped at a point directly corresponding to a corner about which it 

turned.  When designing the new robot, it should be taken into consideration that the 

SMA wires do not rub against any corners as the constant expansion and contraction 

of the SMA wires will cause them to snap. 

 

This information will not be fed into the embodied evolutionary design algorithm 

directly, but will instead influence how the support structure of the snake body is laid 

out after the internal microstructure has been evolved.  As a solution to this problem, 

a crimp has been designed, as illustrated below, which will be constructed using the 

rapid prototyping machine at the same time that the main body is being built, see 

figure 7.1.  As the SMA wire is crimped at the same point at which it is bent, no 

rubbing occurs; preventing damage to the SMA wire. 

 

 
Fig 7.1 The crimp holder (in yellow) is built using the rapid prototyping machine.  
The green line indicates the path of the SMA wire and the blue structure represents 
the evolved robot body. 
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• The SMA wires used in this work contract by around 5-8% of their total 

length.  These small actuations, and therefore deformations of the SAS3 body, 

result in very slight movements. 

 

The microstructure will be evolved in such a way that a contraction at one end of the 

structure results in an amplified expansion at the other end.  This has the effect of 

amplifying the resulting deformation of the SAS3 body, see figure 7.2.  As energy is 

conserved, the forces of these amplified actuations are reduced.  But this is not seen as 

a problem as the SMA wires provide more than enough force to contort the body of 

the robot.  Movement amplification will be one of the objectives in the fitness 

function and will be weighted appropriately. 

 
Fig 7.2 A SMA actuator (in red) contorting an evolved microstructure (in yellow). 
 
• The SMA wires are made up of an alloy of nickel and titanium (Nitinol).   

 

Experiments in Chapter 3 demonstrated that if the SMA wires are crimped well, they 

are always more than capable of contracting even the toughest foams.  The tougher 

the foam, the greater the restoring force once the SMA wires are deactivated.  A 

greater restoring force results in faster expansions enabling the SMA wires to be 

activated at a higher frequency.  This can enable the robot to activate and re-activate 

actuators in quick succession allowing the robot to move at a faster rate.  This 

information will be used to create a microstructure that will be evolved with thicker 

struts than had been previously anticipated.  The type of rapid prototyping machine 

used was changed to a selective laser sintering machine.  This works in much the 

same was as a stereolithography machine except that the liquid resin is replaced by a 

powdered plastic.  The raw material used by the selective laser sintering machine was 

a type of nylon called Nylon 12.  this was less brittle (less likely to snap) and more 

flexible than the resin used in previous experiments. 
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• The finite state machine sequences evolved in Chapter 3 tended to be very 

short and simple, averaging a length of 6 activations before returning to the 

beginning of each loop. 

 

It is very important that a flexible representation is maintained as this results in a high 

level of structural plasticity which is good for embodiment.  In other words, the finite 

state machine should be allowed to describe a very high number of different 

sequences with varying sequence lengths.  The finite state machine used in the 

experiments described in Chapter 3 was able to describe sequences that could vary 

from a length of 1 to 64.  Since, however, it is hypothesised that effective sequences 

are around 6 in length, the initial population of finite state machines can be created to 

have sequence lengths of a similar value.  In order to ensure that the level of structural 

plasticity is not reduced by this assumption, the embodied evolutionary algorithm is 

able to change the sequence lengths to anything from 1 to 64 as was the case in 

Chapter 3. 

 

• In addition to moving and recovering from damage, the SAS3 has to be able 

to contort its entire body in such a way as to improve upon the signal it 

receives from a nearby transmitter. 

 

In order to address, the SMA actuators have to contort the body of the SAS3 in as 

many ways as possible and with the greatest range of movement.  The robot designed 

in this chapter makes use of 16 SMA actuators, 4 more than the robot described in 

Chapter 3.   

 

The body of the robot must contort in as many ways as is possible given 16 actuators.  

The body of the robot is therefore split into four segments of equal length with SMA 

actuators placed along the edges of each segment.   This gives each segment four 

degrees of freedom.  The conducting wires that run through the centre of the robot 

(which acts as the receiving surface) can then behave like an adaptive crooked wire 

antenna, (linden 2000). 

 

Step B: Simulate Local Forces 
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The information listed above can now be used to set up the embodied evolutionary 

algorithm.  The parameters and environmental conditions are specific to the tasks that 

the robot is to undertake.  The physical requirements of the SAS3 are as follows: 

 

The structure should be rigid in the vertical and sideways direction while remaining 

flexible the direction of travel, see 7.3 below. 

 
Fig 7.3 The forces that the robot is required to withstand in each axis.  10 units of 
force in the vertical (Z) and sideways directions (X) and 2 unit of force in the 
direction of travel (Y). 
 

In addition being able to tolerate the above force conditions, the body of the robot 

must also be self-supporting and stable.  It must therefore also be evolved under 

equilibrium loading conditions. 

 

The above force requirements can be input into the algorithm as a series of four force 

vectors, T 1-T 4. 
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Taking into account all of the information gathered in Section 7.1, the fitness function 

was as follows: 

 

• (A). The number of angles below 30o 

o This is calculated by counting the number of struts within the unit cube 

that have angles to the horizontal of less than 30o 

• (Weight). The overall weight of the individual 

o This is calculated by multiplying the length of each strut by its cross 

sectional area.  The sum of all the volumes of the struts can be taken as its 

weight.  (There is no need to multiply the total volume by the density of 

the material as each individual in the population is constructed by the same 

raw materials and so the densities cancel each other out.) 

• (D). The maximum deflection within the system 

o The deflection of each strut is calculated in turn and the deflection of the 

strut (measured in unit cubes) is taken as the maximum deflection with the 

system.  As the shape memory alloys have been shown to be stronger than 

initially anticipate, this value can afford to be greater.  This is reflected in 

the decrease in its weighting when compared to its value in Chapters 5 and 

6.  The deflection is calculated by OpenFEM, (Chapelle 2002). 

• (C). Whether the iterative node placement has converged. 

o Each individual has 500 iterations within which to find an equilibrium 

geometry.  If the embodied evolutionary algorithm is unable to achieve 

this with 500 iterations, then the value of C becomes 1, otherwise it is set 

at 0. 

• (Amp). The microstructure evolved must amplify the SMA wire contractions. 

o The deflection of the struts in the neighbouring unit cube is calculated 

given a force applied in the unit cube itself.  Each deflection is calculated 

by subtracting the coordinates (x,y and z) before and after the SMAs 

contract.  The deflection in each axis is then summed.  The percentage 
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difference between the deflections between the two cubes is then the 

amplification. 

• (Shape).  The SMA wires must result in a great amount of change in overall 

shape of the robot’s body for its use as an adaptive antenna. 

o The average deflection of every strut in the robot’s body is calculated 

given every SMA actuator contraction. Each deflection is calculated by 

subtracting the coordinates (x,y and z) before and after the SMAs contract.  

The deflection in each axis is then summed.   

• (Geom).  The geometry and thickness of the struts within the robot’s body 

must vary greatly.  This maintains a high level of structural plasticity and is 

good for embodiment.   

o This is calculated by averaging the change in strut position given each 

force vector and then summing up.  The average change in strut position is 

calculated by subtracting the x,y and z coordinates of every strut from each 

other. 

 

The effect of each one of these factors was weighted as follows.    

 

wA = 2.0 

wWeight = 0.4 

wD = 2.0 

wC = 2.0 

wAmp = 2.0 

wShape = 3.0 

wGeom = 4.0 

 

The values of wA and wC have to simply be high enough to ensure that individuals 

with angles below 30o (a material constraint) and those that are not in equilibrium 

have a significantly lower fitness.   

 

The values of wWeight, wD, wAmp, wShape and wGeom were chosen after some preliminary 

experiments so that a relatively equal selection pressure was exerted for all of them. 

For example, the weighting value for wWeight is lower because the normal values of 

wWeight are larger compared to normal values for the other variables. These seven 
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variables were then put into the following equation for each test under a different 

stress condition (T): 

 

T =   (1 + wAmp*Amp + wShape*Shape + wGeom*Geom) . 

             (1 + wA*A + wWeight*Weight + wD*D + wC*C) 

 

The fitness of each individual was then the sum of the Ts (T 1-T 4) for each of the four 

force conditions. 

 

The microstructure for the SAS3 was evolved for 2400 generations.  The population 

size was set at 50, the crossover rate was set at 30% and the mutation rate was set at 

50% 

 

Step C:  Evolve Microstructure 

 
The following plot displays the fitness over time for the evolution of the microstructure of the robot 

body. The plot shows the maximum and average fitness of the individuals at each generation, see figure 

7.4.  These values start, in the first generation, at a maximum value of 0.0812 and an average value of 

0.0452.  By the end of the final generation, these values increase to 0.2555 and 0.0977 respectively. 
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Fig 7.4 The evolution of the final robot microstructure. 
 
The average individual was similar to ones previously evolved by the other 

algorithms, see figure 5.8 in Chapter 5.  As can be observed from figure 7.5, the best 

structure evolved for use in the robot’s body resembles a mechanism in the Y 

direction, meaning that there is little triangulation allowing the structure to bend in 

that axis easily.  This is desirable as this is in the direction of movement and the 

structure must be easily compressible in this direction, see figure 7.5. 



 178  

 
Fig 7.5 A unit cube of the best evolved structure. 
 
Step D:  Modify Geometries 

 

The unit cube was then arrayed to the dimensions of the SAS3 body (5x5x40).  The 

geometry and strut thickness was adjusted to the local forces present within the body 

of the robot snake.  The following diagram shows the evolved topology being arrayed 

in one segment of the robot snake’s body (5x5x10).  Each of the three other segments 

is exactly alike, see figure 7.6.  The following diagram is of the side view of the 

segment.  The blue highlighted regions are shown in more detail where it is clearly 

evident that a change in geometry has taken place.  The centre of each segment has 

less force applied to it and therefore is more flexible.  The embodied evolutionary 

algorithm achieves this in two ways as was detailed in Chapters 5 and 6.  The most 

efficient way of achieving this is to simply modify the geometry of the unit cubes 

with that region.  It can be observed that the blue region nearer to the centre of the 

segment would be more flexible than the blue region towards the left of the segment.  

Achieving the required physical properties by modifying the geometry of the unit 

cubes is more efficient than by thickening up the struts as the overall weight of the 

final structure is maintained and less raw material is used. 
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Fig 7.6 The side view of one segment of the final evolved robot body 
 
The embodied evolutionary algorithm has to slightly thicken up the struts on the sides 

of each region as only modifying the geometry is insufficient.  This thickening can be 

observed in the following figure 7.7.  Here the entire robot body is depicted, 

(5x5x40). 

 

 
 

Fig 7.7 The side view of the final evolved snake 
 
The following diagram shows the evolved topology being arrayed in one segment of 

the robot snake’s body (5x5x10), see figure 7.8.  The following diagram is of the top 

view of the segment.  The blue highlighted regions are shown in more detail where it 

is clearly evident that a change in geometry has taken place.  Once again, it can be 
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observed that the blue region nearer to the centre of the segment would be more 

flexible than the blue region towards the left of the segment.    

 
 

      
 

Fig 7.8 The top view of one segment of the final evolved robot body 
 
The entire robot body is depicted from the top view in the following figure 7.9.  Once 

again strut thickening is evident. 

 
Fig 7.9 The top view of the final evolved snake 
 
Finally, figure 7.10, shows the robot body from the front view.  As the force 

conditions do not vary in this direction, the strut geometry and thickness remain 

constant. 
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Fig 7.10 Side view of the final evolved snake 
 
The following diagrams show the entire robot body from a perspective view.  The 

first figure, shows the solution as it appears in Matlab, see figure 7.11.  Figure 7.12 

shows a rendering of the robot body after it has been thickened up.  The colours 

indicate the force conditions present within the body of the robot (the red regions 

indicate a force of 10 units while the blue regions indicate a force of 2 units). 

 

 
 

Fig 7.11 The final robot body as it appears in Matlab. 
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Fig 7.12 A rendering of the robot body.  The colours indicating the forces present.  
 

Step E: Build SAS3 body 

 

Once the robot had been designed, it could be sent to the rapid prototyping machine 

for building.  The robot had SMA actuators attached to the four sides of each segment 

and each SMA wire was attached to the controlling microcontroller circuit board.  The 

circuit board used was the same as was used for the adaptive antenna as this provided 

the ability of activating 16 outputs (SMA actuators) in parallel, see Chapter 4.  The 

following figure gives photos of the actual robot after it was wired up, see figure 7.13, 

7.14 and 7.15.  Small sections were removed from each segment of the SAS3 body as 

it was difficult to feed wires through.  These small changes to the design of the SAS3 

body were not seen as significant and may help provide greater flexibility. The 

addition of another constraint (that there should be a clear path through the structure 

for SMA wires to be passed through) would probably have removed the need for this 

modification, but costs of rapid prototyping prevented a repeat of the experiment here. 
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Fig 7.13 A perspective photo of the entire robot. 
 

 
 
Fig 7.14 A close-up perspective photo of the robot. 
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Fig 7.15 Photos of the robot from the top view. 



 185  

Movement and Damage Recovery Experiment 

 

In this section, an experiment will be detailed that seeks to investigate the ability of 

the embodied evolutionary control algorithm to evolve efficient methods of 

locomotion. 

 

7.2.1 Experimental setup for the evolved controller 

 
The method used to evolve an effective locomotion and to enable recovery from 

damage is exactly the same as the method described in Section 3.1.2 in Chapter 3 (a 

small amount of directional bias due to the tension in the power wires meant that the 

SAS only ever moved in the forwards direction.).  The only difference being that this 

time the robot is actuated by 16 SMA wires instead of 12: 

 

The SAS3 was placed on grid paper and connected to the same microcontroller circuit 

board used in Chapter 4.  As the program started, an initial population of randomly 

generated finite state machines was created.  Each individual finite state machine was 

then sent to the SAS3 for evaluation with its fitness being determined solely by how 

far the SAS3 travelled (in mm) in the forward direction.  

Objectives 

The motion of the SAS3 is evolved in the same way as in the experiment described in 

Chapter 3; until the maximum fitness in the population of solutions remained 

unchanged for seven generations (chosen because of feasibility and time constraints).  

This was taken as a (somewhat local) maximum for the current configuration of the 

SAS3 and its environment. Two wires that are widely used by the most fit individuals 

of the previous generations are then “damaged”.  This was done by blocking access to 

them via software.  The embodied evolutionary algorithm is then allowed to continue 

evolving motion until another maximum is reached.  Again two widely used SMA 

wires were “damaged” and evolution was again allowed to continue.  This process is 

repeated for a total of four times finally resulting in the SAS3 having only eight SMA 

actuators to move with. 
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7.2.2 Results  

The experiment ran for a total of 137 generations during which the SMA actuators of 

the SAS3 were damaged four times.  This section details the results of the performance 

of the SAS3 over the course of the experiment. 

 
 
Fig 7.16 Maximum fitness (bold) and average fitness plotted at each generation. 
 

Figure 7.16 shows the distance travelled at each generation. The greatest distance 

travelled by the SAS3 before any wires were damaged was 61mm.  Immediately after 

two commonly used wires were damaged, the maximum distance travelled by the 

SAS3 in the next generation was 45mm.  This is equivalent to a 26.2% drop in 

performance.   

 

The SAS3 was then allowed to evolve for another 34 generations.  This improved the 

distance travelled to a maximum of 65mm.  This is an improvement in performance of 

144%, and motion has been recovered to 6.6% above the original undamaged SAS3.  
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The SAS3 was then damaged for a second time, removing another two commonly 

used wires from action, resulting in a 61.5% drop in performance.  

 

The SAS3 was then allowed to evolve for another 22 generations.  This improved the 

distance travelled to a maximum of 51mm.  This is an improvement in performance of 

232%, and motion has been recovered to within 83.6% of the original undamaged 

SAS3.  The SAS3 was then damaged for a third time, removing another two commonly 

used wires from action, resulting in a 70.6% drop in performance.  

 

The SAS3 was then allowed to evolve for another 28 generations.  This improved the 

distance travelled to a maximum of 35mm.  This is an improvement in performance of 

233%, and motion has been recovered to within 57.4% of the original undamaged 

SAS3.  The SAS3 was then damaged for a fourth time, removing another two 

commonly used wires from action, resulting in a 65.7% drop in performance.  

 

Finally the SAS3 was then allowed to evolve for a final 16 generations.  This 

improved the distance travelled to a maximum of 22mm.  This is an improvement in 

performance of 183%, and motion has been recovered to within 36.1% of the original 

undamaged SAS3. 
 

7.2.3 A Comparison of the Evolved Controller with an Engineered Controller 

 

In this section, a hand-engineered controller will be designed and its performance 

compared to that of the evolved controller.  This comparison will seek to demonstrate 

the importance of embodied evolution in enabling innate adaptability. 

 

The engineered controller was designed by rigorously examining the undulations of 

real snakes and by implementing these methods of locomotion on the SAS3, 

(Mihalachi 2000).  These control methods were then tweaked and improved upon 

over several days until a method of locomotion was designed that was effective.  

Other considerations that were taken into account when designing the engineered 

controller included the following: 
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• Make best use of all the shape memory alloys.  Since the robot anticipates 

damage to its actuators and has no method of damage recovery, it is best to start 

by using as many actuators as possible without imposing on the robot’s ability to 

move. 

 

• Both the undulations of real snakes and of the snake-like robots detailed in 

this thesis have evolved short and simple methods of locomotion, (Mihalachi 

2000).  When designing the engineered controller, it should be noted that simpler 

undulations perform better than longer and more complicated undulations. 

 

7.2.4 Experimental setup for the engineered controller 

 

In this experiment, the SAS3 was controlled by using the engineered controller.  Like 

in the experiment described in Section 7.2.1, here the SAS3 undergoes damage to its 

SMA actuators.  The damage is inflicted to the same SMA wires that were damaged 

in the previous experiment.  This is done to ensure consistency in the resulting 

reduction in mobility of the robot.  The following section will describe the results and 

compare the performance of the two controllers.  

 

7.2.5 Results comparing the two controllers 

 

In the beginning of the experiment, the engineered controller performs very well 

(moving a distance of 38mm).  It takes only 14 generations for the evolved controller 

to outperform the engineered controller (moving a distance of 40mm).  Once the 

evolved controller has overtaken the engineered controller it continues to outperform 

until the end of the experiment.  As the engineered controller is unable to adapt to and 

recover from damage to its SMA actuators, it constantly decreases the distance it is 

able to travel after every damage.  The distance that the SAS3 is able to travel reduces 

from 38mm to 29mm to 22mm to 9mm and finally to only 3mm.  The SAS3 was run 

with each level of damage for 5 generations and the average line was plotted to 

correspond with the graph of the evolved controller, see figure 7.17. 
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It can be observed that the effect of damage to its actuators is less significant than 

damage occurring to the robot when it was controlled by the evolved controller.  This 

is because the engineered controller made use of all 16 SMA actuators at various 

points in its undulation thereby reducing the criticality of each actuator.  (There is an 

obvious downside to using so many actuators, namely the excessive power 

consumption, but since this was not added to the fitness function, it was not taken into 

consideration by evolution). 

 

Fig 7.17 A comparison of the performance of the evolved controller (grey) compared 
to the engineered controller (black). 
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Antenna Experiment 

 
It has been demonstrated so far in this chapter that a snake-like robot can be designed 

and then constructed using rapid prototyping.  This robot is then able to move 

effectively by using SMA actuators and to recover from damage.  The final 

experiment described in this chapter will aim to demonstrate the robot’s ability to 

receive information transmitted from a nearby transmitter.  This will fulfil the 

requirements for a self-adapting robot that could be deployed behind enemy lines and 

transmit information back to the base and achieve the final objective set at the 

beginning of this thesis. 

 

7.3.1 Enabling the Robot to Act as an Antenna 

 

The SAS3 will need to have a transmitting surface with which to receive any 

transmitted information.  This can be achieved by feeding flexible wires through the 

body of the SAS3 enabling it to act as an adaptive crooked wire, (Linden 2000). 

 

Four flexible copper wires were fed from one end of the SAS3 to the other.  They 

were attached together at one end and then attached to the microcontroller circuit 

board described in Chapter 4.  Information sent by the transmitter could be picked up 

by the receiving surface of the crooked wires, read by the circuit board and sent to the 

embodied evolutionary algorithm as the fitness of the individual configuration. 

  

7.3.2 Experimental setup 

 

The experimental setup was exactly the same as the experiment described in Section 

4.3 of Chapter 4.  The experiment was once again run overnight and lasted 

approximately 12 hours.  Each individual was again given 2 seconds to receive as 

many of the “PING” strings as possible in both the neutral and configured states. As 

the receiving surface of the SAS3 was much smaller than that of the adaptive antenna, 

the transmitter had to be moved a little closer, at a distance of three metres. 
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The genetic algorithm parameters are as follows: 

 

• Population size: 20 individuals 

• Crossover:  4 out of 16 bits crossed, each time. 

• Mutation rate: Every 5th generation, there is a 1/16 chance of one bit mutating. 

• Generations: 300. 

• The value of C = 27. 

7.3.3 Results and analysis 

 

Figure 7.18 shows the results of the experiment. Although subtle, because of the 

extensive noise, it can be observed that the population average increases from a value 

of 27.95 to a value of 32.1 as evolution progresses. It also shows that the maximum 

fitness increases from a value of 35 to a value of 37.  Finally, the chart shows clearly 

how the minimum fitness increases from a starting value of 19 and ends up at 27 – 

demonstrating evolution of antenna configurations that minimise the harmful effects 

of the noise – exactly as was observed in Chapter 4. 

 
 
Fig 7.18 Fitness of evolving antenna designs per generation.  Top line shows 
population best, middle line shows population average, bottom line shows population 
worst. The dashed line at a value of 27 is where the activated configuration receives 
the same number of strings as in the neutral state.  The black, blue and red lines 
indicate the linear trends of each of the fitness lines. 
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The graph in figure 7.18 looks like a flattened version of the usual genetic algorithm 

fitness curve which usually levels off at a plateau.  Since the experiment had only 12 

hours to run, the embodied evolutionary algorithm did not have enough time to level 

off at a near optimal antenna configuration and so the graph seems to be heading 

linearly upwards.  

 

All of the linear trend lines, indicated by the black, blue and red lines in figure 7.18, 

for each fitness line show an upward trend in fitness.  An indication of how reliable 

each trend line is can be to look at the R squared values of each trend line.  R squared 

values are the fraction of the total squared error that is explained by the linear trend 

line.  These values can give a good indication as to how closely each fitness line 

correlates to its corresponding linear trend line.  A R2 value of 1 indicates a perfect 

correlation with the linear trend line while a R2 value of 0 indicates no correlation at 

all with the linear trend line.   

 

The R2 value of the trend line for the maximum fitness in each population is very low 

at 0.2363; this mean that one cannot be very confident about whether the fitness line 

really follows the upward trend indicated by the linear trend line.  The R2 value for 

the minimum fitness in each population is much higher at 0.5826; indicating that one 

can be much more confident that this fitness line is really tending upwards.  Finally, 

the R2 of the average fitness of each population is by far the highest at a value of 

0.6776.   

 

As expected, the R2 value for the average fitness is much higher than that of the other 

two, this is due to the fact that the average fitness line was created by averaging the 

fitness of the entire population of antenna configurations.  The R2 value of the 

minimum fitness of each population is relatively high too, this is another indication 

that one can be confident that the antenna improves upon its reception of the 

transmitted data by evolving a tolerance to noise. 
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The reason that the actual R2 values are all quite low is due to the extensive noise 

present during the experiment.  Residual analysis can be done to see whether the 

graphs really do follow the upward linear trend lines.   

 

To do residual analysis, the difference between the actual fitness at each generation is 

taken away from the predicted fitness of the linear trend line.  Assuming the model 

you fit to the data is correct, the residuals approximate the random errors. Therefore, 

if the residuals appear to behave randomly, it suggests that the model fits the data 

well. However, if the residuals display a systematic pattern, it is a clear sign that the 

model fits the data poorly.  The following graphs show the residual analysis for the 

maximum, average and minimum fitness lines, figures 7.19-7.21. 

 
Fig 7.19 A graph of the residual analysis of the maximum fitness during the evolution 
of the SAS3. 
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Fig 7.20 A graph of the residual analysis of the minimum fitness during the evolution 
of the SAS3. 
 

 
Fig 7.21 A graph of the residual analysis of the average fitness during the evolution of 
the SAS3. 
 
As can be clearly observed from the graphs, the residuals appear randomly scattered 

around zero.  This indicates that the corresponding models for the maximum, average 

and minimum trend lines describe the data well. 
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Figure 7.22 was created by calculating the difference (absolute value) between the 

raw fitness values of each fitness line (max, min and average) and the corresponding 

values of the fitness trends lines.  These values were then plotted at each generation 

and trend lines were then drawn for these new values. 

 

These new trend lines show how the average amplitude in variation from the 

predicted linear trend of each fitness line varies during evolution.  It can be observed 

that the amplitude of each decreases through out the experiment.  This is an indication 

that the embodied evolutionary algorithm has reduced the effect of noise on the 

adaptive antenna during the experiment.  

 

 
Fig 7.22 A graph of the average amplitude of variation of the fitness away from the 
linear fitness trends at each generation. 
 
 

Summary 

 

In this chapter, a robot was designed called SAS3.  This robot was designed by using 

the embodied evolutionary design algorithm and built using a rapid prototyping 

machine.   
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Two experiments were run on this robot, one investigated the use of the embodied 

evolutionary control algorithm in evolving effective methods of locomotion and the 

other investigated the use of the robot as an adaptive antenna. 

 

In the first experiment, the embodied evolutionary control algorithm was shown to be 

able to evolve effective methods of locomotion and it was shown that the SAS3 was 

able to repeatedly recover damage to its SMA actuators through embodied evolution. 

 

In the second experiment, the SAS3 was used as an adaptive antenna.  Flexible 

receiving wires were fed through the body of the robot and were able to change shape 

by the use of the robot’s SMA actuators.   

 

By placing a transmitter in a nearby room at the boundary of its reception range, the 

reception of the SAS3 was tested.  An embodied evolutionary algorithm was used to 

evolve configuration of the receiving surface of the SAS3 that enabled it to better 

receive a transmitted signal from the nearby transmitter.   

 

After analysing the results of the experiment which was run overnight for 300 

generations, it was concluded that the embodied evolutionary algorithm enabled the 

SAS3 to achieve a better reception by discovering a noise tolerant configuration that 

minimised the effect of noise on its receiving surface.   



 197  

8.  Conclusions 
 

The world of autonomous robotics presents many challenges to a robot designer.  

Throughout this thesis, it has been observed that many things have to be taken into 

consideration when designing and controlling a robot.  Despite this, this thesis has 

also shown that one should not over-design the robot body or controller for a 

particular task as the environment may not always be as expected.  The robots 

described in this thesis were designed and controlled in a very different way to 

conventional robots (as reviewed in Chapter two); they were made innately adaptive 

through the use of embodied evolutionary algorithms.  This was achieved by 

designing and constructing the robots in order to maximise their embodiment as 

measured by the three features of embodiment (Quick 1999).   

 

In Chapter three of this thesis, two snake-like robots (SAS and SAS2) were designed 

and constructed.  The bodies of both these robots were constructed mainly out of 

foam (that acted as a flexible support for the actuators) and wood (that separated each 

segment of the robots).  The robots were both actuated by shape memory alloy 

actuators that acted as artificial muscles and could be activated independently.  The 

controllers of both robots were embodied in their environments.  This allowed them to 

evolve methods of locomotion that were well suited to the surface upon which the 

robots were traversing.  The SAS robot demonstrated the ability of recovering from 

damage to one of its four actuators.  The results of this inspired a second experiment 

where the embodied evolutionary control algorithm’s ability of allowing the robot to 

recover from damage was tested repeatedly on the SAS2. 

 

In Chapter four, an adaptive antenna was designed and constructed that was able to 

contort the shape of its receiving surface in order reduce the effect of background 

noise.  This had the effect of enabling the antenna to better receive a transmitted 

signal.  Once again, this was achieved by employing the embodied evolutionary 

control algorithm. 
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In Chapter five, the embodied evolutionary design algorithm was introduced and it 

was demonstrated that by adhering to the three features of embodiment, the internal 

microstructure an object could be adjusted to counteract applied forces. 

  

Chapter six demonstrated that the embodied evolutionary design algorithm could be 

used to adjust the geometry of the internal microstructure of an object (exemplified by 

a cantilever beam) in order to counteract a range of forces that varied throughout the 

volume of the object.  It was shown that the three features of embodiment played an 

important role in aiding the algorithm in finding a suitable internal microstructure 

design for the task. 

 

Finally in Chapter seven, a snake-like robot was constructed called the SAS3 which 

was controlled by the same embodied evolutionary control algorithm as the robots in 

Chapter 3 and had a body which had an internal microstructure designed by the 

embodied evolutionary design algorithm described in Chapters 5 and 6.  Once again 

this robot demonstrated the ability of recovering from repeated damage to its shape 

memory alloy actuators.  The internal microstructure of the robot allowed it to contort 

its body in such a way as to act as an adaptive antenna and receive a transmitted 

signal. 

 

The remainder of this chapter will revisit the objectives, contributions and thesis 

hypothesis, and show where in this thesis evidence was provided to support these. 

 

Satisfying the Thesis Objectives 
 

In this section, the thesis objectives will be detailed.  It will be demonstrated that 

every objective was achieved by conducting experiments that were detailed in this 

thesis.  Achieving these objectives has provided the evidence needed to support the 

thesis hypothesis. 
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The following is a list of objectives for this work as described in Chapter 1.  Evidence 

will now be provided for how each of these objectives was satisfied:  

 

6. To use an embodied evolutionary algorithm to control the motion of a robot snake 

that uses shape memory alloys as its actuators. 

 

This was achieved in Chapters 3 and 7.  In Chapter 3, two snake-like robots SAS and 

SAS2 were designed and built.  SAS was actuated by four shape memory alloy 

actuators while SAS2 was actuated by twelve.  Both robots demonstrated the ability to 

move effectively.  The final robot described in Chapter 7 (SAS3) moved using 16 

shape memory alloys as its actuators. 

 

7. To use an embodied evolutionary algorithm to recover the lost motion of a robot 

snake after it has been damaged. 

 

This was achieved in Chapters 3 and 7.  The SAS demonstrated the ability to recover 

from damage to one of its four shape memory alloy actuators while the SAS2 

demonstrated repeated recovery from damage after six out of twelve actuators were 

damaged in turn.  The final robot described in Chapter 7 (SAS3) had 8 out of 16 

actuators damaged in turn and again demonstrated effective damage recovery. 

 

8. To use an embodied evolutionary algorithm to morph the shape of an antenna that 

uses shape memory alloys as actuators to better receive a transmitted signal. 

 

This was achieved in Chapter 4.  An umbrella shaped antenna was designed and 

constructed which had a receiving surface that was morphed using 16 shape memory 

alloy actuators.  The antenna demonstrated the ability to better receive a transmitted 

signal by morphing its receiving surface into a shape that was noise tolerant. 

 

9. To use an embodied evolutionary algorithm to create a microstructure 

constructed by stereolithography that can suit a range of given force conditions. 
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This was achieved in Chapter 5 and 6.  It was demonstrated in Chapter 5 that 

microstructures could be designed and built that were able to optimise their topologies 

to counteract forces present within an object.  In Chapter 6, it was also demonstrated 

that the geometry and thickness of struts within the microstructures could be modified 

to counteract specific local forces present within an object. 

 

10. And finally, to design a robot-snake-antenna by an embodied evolutionary design 

algorithm, made entirely from smart materials and controlled by the embodied 

evolutionary algorithm. 

 

This was achieved in Chapter 7.  It was demonstrated that the embodied evolutionary 

design algorithm could be used to evolve and modify the strut geometry and thickness 

of the internal microstructure of the body of a snake-like robot, SAS3.  This robot 

demonstrated the ability of locomotion and damage recovery to 8 out of its 16 shape 

memory wire actuators.  The same robot demonstrated the ability of acting as a 

receiving antenna and was able to adjust the shape of its body in order to improve 

upon its reception of a transmitted signal. 

  

Evidence of Contributions 
 

This thesis has made contributions to the field of autonomous robotics, material 

science and evolutionary computation.  The following is a list of direct contributions 

made by the work in this thesis and where in the thesis each contribution was 

achieved: 

 

6. A novel method of evolving a Finite State Machine was developed. 

 

This novel method of evolving finite state machine was developed for use on the 

SAS2 and is detailed in the second half of Chapter 3.  This novel method was able to 

crossover and mutate finite state machines of varying length while maintaining 

characteristic behaviours of the phenotypes from both, (Haroun Mahdavi and Bentley 

2003). 
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7. The first robot to recover innately from damage was developed.  An embodied 

evolutionary algorithm enabled the robot to evolve new methods of locomotion 

after damage had been inflicted to the robot’s actuators.   

 

This was demonstrated in the experiments described in Chapter 3.  In these 

experiments, two robots SAS and SAS2 incurred damage on their shape memory alloy 

actuators and were able to recover significant motion by evolving new methods of 

locomotion, (Haroun Mahdavi and Bentley 2003). 

 

8. The first antenna to adapt innately to noise conditions in order to get a better 

reception was developed.  The antenna achieved this by morphing the shape of its 

receiving surface.  

 

This was demonstrated in the experiments described in Chapter 4.  Here an adaptive 

antenna was constructed that was able to get a better reception by changing the shape 

of its receiving surface so as to increase its tolerance to background noise, (Haroun 

Mahdavi and Bentley 2003b). 

 

9. The first time the microstructure of a material could be manipulated and thus 

customised to counteract any range of force conditions.  

 

This was demonstrated in the experiments described in Chapter 5.  In these 

experiments, the embodied evolutionary design algorithm was shown to be able to 

design the internal microstructure of an object by exploiting the material properties of 

the raw material and method of manufacture, (Haroun Mahdavi and Hanna 2003).   

 

10. The first time the microstructure of a material could be manipulated and thus 

customised to modify its geometry given specific force conditions.  

 

This was demonstrated in the experiments described in Chapter 6.  In these 

experiments, the embodied evolutionary design algorithm was shown to be able to 

design the internal microstructure of an object and then to modify the strut geometry 

and thickness of the microstructure of every point in order to counteract local force 

conditions, (Haroun Mahdavi and Hanna 2004). 
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Satisfying Industrial Sponsor Requirements 
 

In addition to the objectives and contributions listed previously, this work was 

performed in collaboration with industrial sponsor BAe Systems. Because of this, 

there were several additional requirements and decisions that affected this work: 

 

The industrial sponsor for this project was BAe Systems.  Their requirement for the 

EngD was the development of a cheap reconnaissance robot that could be deployed 

behind enemy lines.  The robot needed to have a low, ground-hugging profile so as to 

minimise its chances of being detected.   

 

In order to achieve the thesis hypothesis as well as satisfy the requirements of the 

industrial sponsor, it was decided, by both parties, that the best form for the robot to 

take was that of a snake-like robot.  This was achieved by designing and constructing 

a robot that used shape memory alloys as actuators.  The snake-like body of the robot 

meant that it had a very low profile; a wheel robot would be raised above the ground 

and become more easily detectable. Three snake-like robots were designed, built and 

tested as described in Chapters 3 (the SAS and SAS2) and in Chapter 7 (SAS3). 

 

The specific task of each robot is not fixed like it is for assembly robots.  Every part of 

the robot’s body and control mechanism therefore, should enable the robot to adapt 

its body and behaviour to perform different tasks under varying environmental 

conditions.   

 

An embodied evolutionary control algorithm was used to control two snake-like 

robots that evolved effective methods of locomotion in an unknown environment 

(SAS and SAS2), see Chapter 3.  An embodied evolutionary design algorithm was 

subsequently used to design the internal microstructure of another snake-like robot 

(SAS3).  This robot was able to adapt its body and behaviour to perform the tasks of 

locomotion and signal reception, see Chapter 7. 

 

One specifically stated task for the reconnaissance robot is the relaying of 

information gathered by the robot back to the base or other similar robots in the area. 
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The robot therefore, should be able to contort its own body to act like a transmitting 

antenna to best transmit the information. 

 

An adaptive antenna was created and experimented on to clearly demonstrate that the 

embodied evolutionary control algorithm was able to evolve antenna configurations 

that enabled the antenna to receive a better signal.  This was achieved by evolving a 

configuration that was noise tolerant. An initial experiment was detailed in Chapter 4 

where the shape of the receiving surface of an adaptive antenna was evolved by the 

use of the embodied evolutionary control algorithm.  The results of this experiment 

showed that the embodied evolutionary control algorithm was able to better receive a 

transmitted signal by reducing the adverse effects of noise on its receiving surface.  

The ability of a snake-like robot (SAS3) to act as an antenna was demonstrated in an 

experiment described in Chapter 7.  In this chapter, the embodied evolutionary control 

algorithm was again able to attain a better reception of a transmitted signal by 

reducing the effects of background noise on its receiving surface. 

 

Since the robot is designed to work in an unknown environment, where it cannot 

easily be retrieved, the robot must learn to adapt its controller and body to best suit 

the environment within which it is deployed.  Moreover, it should be capable of 

recovering from damage so as to continue on its mission to the best of its abilities. 

 

The robots (SAS and SAS2) were able to adapt their methods of locomotion after 

repeated damage to their actuators thereby recovering a majority of their lost motion.  

Through having its body designed by the embodied evolutionary design algorithm, 

SAS3 was able to recover its motion after damage even more effectively. 

 

As has been stated above and is evident throughout this thesis, these requirements 

have led to the creation of a robot that was innately adaptive to its environment.  It 

was demonstrated that this innate adaptability was enabled by the exploitation of 

smart materials through embodiment of the robot within its environment.   
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Achieving the thesis hypothesis 

 

The hypothesis of this work was as follows: 

 

Evolutionary robots can exploit smart materials through embodiment. 

 

8.4.1 Exploitation 

To exploit a smart material, is defined in this work as the capacity to take advantage 

of some characteristics about the material that might be unknown or overlooked.  The 

characteristics may not be part of the original design of the material and so their 

exploitation would enable even better use of the material.   Exploitation is measured 

in terms of how well the algorithm can make use of the characteristics, asymmetries, 

defects and the whole environment affecting the material. 

 

In this work, exploitation of smart materials was shown by: 

 

• Inducing motion:  The embodied evolutionary control algorithm was used to 

induce efficient motion for a robot by exploiting the smart materials, and other 

materials used in constructing the robot snake, see Chapter 3. 

• Recovery from damage: The embodied evolutionary control algorithm enabled 

the robot to recover motion after being damaged by exploiting the way in 

which the materials behaved in this new environment, see Chapter 3. 

• Noise tolerance: The embodied evolutionary control algorithm enabled a 

shape changing antenna to change the shape of its receiver to receive the best 

signal in a noisy environment by exploiting the way that the receiver behaves 

in the environment, see Chapter 4. 

• Design of the internal structure of a robot body: The embodied evolutionary 

design algorithm enabled the design of the internal microstructure of a robot 

by exploiting the material properties the stereolithographic models.  This 

design enable the robot to be more embodied within its environment, see 

Chapter 5, 6 and 7. 
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In all cases, the exploitation of the materials was made possible by the embodied 

evolutionary algorithm. As was shown by the comparisons between human-designed 

controllers and evolved controllers, it is difficult or impossible to predict the precise 

properties of shape memory alloys, stereolithographic models, robot and antenna 

forms in a given environment. This work has provided evidence that embodied 

evolution can learn to exploit these properties automatically, resulting in desirable 

behaviours. 

8.4.2 Embodiment 

Robots 

This section will detail how the following three features of embodiment relate to the 

embodied evolutionary algorithms used throughout this thesis.   

 

This work focuses on the following three features of embodiment: 

 

• The bandwidth of perturbatory channels. 

• Structural plasticity. 

• The size of the space of possible states, (Quick 1999). 

 

For the embodied evolutionary control algorithm used to control the robots described 

in Chapters 3 and 7, the features of embodiment were exploited as follows: 

 

1st Feature of embodiment: Perturbatory Bandwidth. 

It is hypothesised that successful gaits, ie those that will enable the SAS to travel the 

furthest, will result from some sort of repetitive sequence of activations.  By using a 

finite state machine for the controller, repeated patterns were created but not explicitly 

predetermined by the programmer.   

 

2nd Feature of embodiment: Structural Plasticity. 

It was ensured that the gaits of the SAS were flexible enough so as not to reduce the 

amount by which the SAS was embodied in its environment.  Though only 20 

activations were sent to the SAS before each evaluation, the FSM used to control the 

SAS allows for repeated patterns of any size between 1 and 64 states.   
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3rd Feature of embodiment: Size of State Space. 

The SAS in this thesis uses four SMA actuators to propel itself forwards.  Nothing 

was assumed about the behaviour of the SMA actuators under activation in these 

experiments.  This resulted in state space for the FSM set at a maximum much higher 

than 25 sequences (64 sequences).   

 

Adaptive Antenna 
 

For the embodied evolutionary control algorithm used to control the adaptive antenna 

and robot described in Chapters 4 and 7, the features of embodiment were utilised as 

follows: 

 

1st Feature of embodiment: Perturbatory Bandwidth. 

By evolving the antenna configurations in the real world, the perturbatory bandwidth 

can be much greater than if the antenna were evolved within a simulation.  As the 

antenna and the controller are embodied within the real environment, the true 

interactions between the antenna and its environment will be used in the fitness 

function of the adaptive antenna.   

 

2nd Feature of embodiment: Structural Plasticity. 

As previously mentioned there are a maximum of 65536 (216) possible SMA actuator 

activation combinations.  In order to prevent any restriction of the structural plasticity 

of the adaptive antenna controller, the embodied evolutionary algorithm was able to 

describe every one of the 65536 combinations.   

 

3rd Feature of embodiment: Size of State Space. 

Minimal predetermination is also key in not decreasing the size of the state space and 

in turn, the amount by which the system is embodied within its environment. The 

embodied evolutionary algorithm uses only the fitness of each individual to determine 

which orientations will affect the proceeding generation.  This can be achieved by 

placing no preference in activation between any of the SMA actuators.   
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Microstructure Optimisation 
 

For the embodied evolutionary design algorithm used to optimise the internal 

structure of the robot described in Chapters 5, 6 and 7, the features of embodiment 

were utilised as follows: 

 

1st Feature of embodiment: Perturbatory Bandwidth. 

The perturbatory channels from the evolutionary design algorithm to the environment 

are excellent since stereolithography enables the automatic construction of evolved 

forms. However, the perturbatory channel from the environment back to the GA is 

minimal, for it is not feasible to design the microstructures purely in the real world.  

Building every member of each population and physically testing each of them would 

take years.  Instead, the next best thing is the test them using finite element analysis.  

The perturbatory bandwidth can be increased however by performing the material 

tests described in section 5.2.5.  This improves the accuracy of the results determined 

by using finite element analysis and in turn increases the amount by which the design 

can be said to have been embodied in its environment according to the first feature of 

embodiment.   

 

2nd Feature of embodiment: Structural Plasticity. 

The embodied evolutionary design algorithm is able to describe topologies of varying 

sizes and of any combination of node connections.  This is achieved by using struts as 

the primitive and combining these to create space frames.  Allowing the embodied 

evolutionary algorithm to design internal structures without limiting how the struts are 

connected, orientated and thickened up increases the structural plasticity and therefore 

the amount by which the designs can be said to be embodied in their environment. 

 

3rd Feature of embodiment: Size of State Space. 

By using the internal genetic algorithm, the size of the state space that is searched is 

increased without any reduction in accuracy.  This increases the amount by which the 

embodied evolutionary algorithm is said to be embodied according to the third feature 

of embodiment when compared to gradient descent.   
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Limitations 

 

Though this work has shown some very interesting results, including the significance 

of embodiment, it has its limitations.  The practical limitations of the work described 

in this thesis are listed below: 

 

• Battery power – during the experiments described in Chapters 3,4 and 7, the 

robots and adaptive antenna were plugged into a mains power supply.  This is due 

to the fact that the SMA wires require a lot of current (~200mA each).  This 

means that the robots described in this thesis will not be truly mobile until smaller, 

lighter and more powerful power supplies are available. 

• Speed – the maximum velocity achieved by the robots described in this thesis is 

too little to traverse any kind of terrain.  More actuators or a larger robot would be 

needed to do any meaningful work.   

• Lack of sensors or higher intelligence – the only sensor on the robots was 

manual inspection of the distance travelled while the only sensor on the adaptive 

antenna was the digital receiver.  More sensors would allow the robot to perform 

higher levels tasks such as data capture or object manipulation.  The embodied 

evolutionary algorithm in would likely work at a lower level thus enabling the 

higher level tasks to be performed successfully. 

 

Summary 

 

We have learnt that by embodying systems in the environment within which they are 

to operate during the design and testing of those systems we can improve the 

performance of the systems.  In the case of exploiting smart materials, we have learnt 

that the degree to which the controller or designer of the material is embodied in its 

environment affects the ability of the controller or designer to exploit the properties of 

the smart material.  The more embodied the controller or designer is in its 

environment, the better it can exploit the smart material.  In order to increase 

embodiment, one must impose minimal restriction to the three features of 

embodiment, (the bandwidth of perturbatory channels, structural plasticity and the 

size of the space of possible states).   
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By increasing the amount by which the evolutionary algorithms can be said to be 

embodied in their environment, this thesis has shown that smart materials can be 

exploited in evolutionary robotics. In doing so, this work suggests that real benefits 

can be gained by using techniques such as evolution to automatically exploit the true 

properties of novel materials. 

 

The chapter that follows will detail future work that has been achieved since the 

completion of the experiments described in this thesis. 
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9. Commercialisation of Research 
 

In this chapter, a feasibility study will be detailed that investigates the possible 

commercialisation of the technology described in this thesis.  This chapter will focus 

only on the application of the microstructure optimisation algorithm (Embodied 

Evolutionary Design Algorithm) on other real world applications (although there has 

also been interest in the snake robot as a whole generated by New Scientist articles 

and the exhibition at the Royal International Air Tattoo 2005).  The 

commercialisation of this technology will take the form of a company, called 

Complex Matters, which will retain an exclusive royalty-free license to the 

intellectual property developed during this doctorate.  This chapter was sponsored by 

the Centre for Scientific Enterprise in London (CSEL) with the aim of enabling 

Engineering Doctorate students to investigate the commercial potential of their 

research.  The skills required to evaluate the commercialisation of the research was 

acquired by attending three London Business School electives:  New Venture 

Development, Managing a Growing Business and New Technology Ventures.  The 

commercialisation of the research has been greatly assisted by UCL Ventures; 

providing legal and business advice, corporate strategy and access to government seed 

funds. 

 

This chapter provides an overview of the following: 

 

• A commercialisation proposal of how the technology is to be exploited. 

• A thorough overview of the market, including competition and market trends. 

• The risks 

• Progress to date 

• Press interest 

 

Commercialisation Proposal 

 

Traditionally, an optimised engineering design is produced over the course of many 

iterations of a model.  A skilled designer will begin with a model that is selected or 

created on the basis of intuition and experience also having chosen a material to use 
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for a particular product, the best fit material being chosen from a predefined set of 

materials (wood, steel, plastic...).  This model will be analysed with tools such as 

finite element analysis or computational fluid dynamics and manually refined and re-

analysed until the designer is happy that the design is optimised. 

 

This procedure is expensive, time consuming and requires skilled and experienced 

staff.  Complex Matters takes an ‘inverse’ approach to the design process.  Instead of 

starting with a rough model, Complex Matters looks at the application for the design 

first and then designs a material or form from the ground up, essentially designing its 

own microstructure specific to the application requirements.  Using the embodied 

evolutionary design algorithm, the software will begin a process of optimisation, 

producing a design that is optimised for the application parameters. 

 

An inverse, optimised design process has a number of advantages over the traditional 

process: 

 

 Designers obtain a design in a fraction of the time, avoiding the use of trial-and-

error. 

 The design will be optimised for the given parameters. 

 Designers with lower skill levels and less experience can be used to produce the 

initial design.  This allows experienced designers to concentrate on more complex 

issues. 

 Increased strength in materials, products can be made lighter while maintaining 

the same performance in strength. 

 Provides for multi-objective designs where materials and products can be 

optimised to satisfy multiple objectives.  For example, a material can be designed 

and manufactured that minimises factors such as wind resistance and weight while 

maximising on strength and flexibility. 

 Novel dynamic properties can be developed where materials can be designed and 

constructed that behave in a way that no materials have ever previously been able 

to behave before.  For example, a wing can be designed that adapts its shape to 

best suit its task whether taking off, cruising or landing. 
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Market Overview: Software design tools and technologies 

 

Thirty years ago, nearly every design or drawing produced in the world was done with 

pencil or ink on paper.  Today there are many mature computer aided design and 

prototyping software tools that assist in design and development.  The future is fully 

automated solutions, such as those provided by complex matters, to optimise design 

and development of materials from the ground up. 

 

The concept for Computer Aided Design (CAD) was first realised in the 1960’s with 

development undertaken by large manufacturers such as General Motors and General 

Dynamics.  By the 1970’s the focus had moved to increasing automation of 2D 

drafting, however CAD operators had to be good programmers as well as good 

drafters.  By the 1980’s a number of early Computer Aided Manufacture (CAM) 

systems were introduced to partially automate manufacturing process and Computer 

Aided Engineering (CAE) tools were introduced for very complex design analysis. 

Computer Aided Engineering (CAE) is an umbrella term used to describe the entire 

process of design, prototyping and manufacture of products. 

 

The 2D CAD product AutoCAD became well established and increasingly more user 

friendly in the mid 80’s and by the late 80’s 3D CAD products such as 

PRO/ENGINEER started to make an appearance.  By the 90’s advances in computing 

technology enabled 3D CAD products to become prevalent and enabled new tools 

focussed on Computational Fluid Dynamics (CFD) and Finite Element Analysis 

(FEA) to be developed which improved the overall design process.   These tools 

became more user friendly and also fed into CAM systems to automate manufacturing 

processes in some instances.  Today, improving computing performance and 

integration between products is starting to enable industry specific and end to end 

solutions in all aspects of CAE, (Barnes 2006). 

 

Tim Hickey, managing editor at market research and technology assessment firm 

Daratech, estimated that the global 3D mechanical design market (CAD products) was 

worth $350 million in 2002, (Barnes 2006). 
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The 3D market is relatively new; much of the design work until recently was 

performed using 2D CAD products.  Autodesk originally offered AutoCAD as a 2D 

product.  It was upgraded to a 3D product and the company began offering a “light” 

2D version of the software called AutoCAD LT, (Barnes 2006). 

 

The 3D market is less established than the 2D market, offering opportunity for 

product ‘hybridisation’ and consolidation.   The established market leaders in 2D are 

currently or planning on offering 3D products and thus need to acquire the relevant 

technologies.  This shift represents a potential opportunity for Complex Matters, 

whose technology is a good fit for this 3D market (SolidWorks 2002). 

 

Market Overview: Service companies 

 

Complex, computer-based engineering requires an advanced set of skills and staff 

with experience.  Apart from the engineering challenges, some of the tools themselves 

require much practise to master. 

 

Often, clients require one-off designs and consequently prefer to outsource the design 

and machining of the product.  This need has given rise to an industry of companies 

that offer design and machining services. 

 

Most of the major software design tool providers offer some form of design service 

and consulting.  Certain of these service providers, such as CFX Consulting1, will 

offer outsourced design services using internal design specialists and their own 

products. 

 

Other companies, such as Concepts NREC2, offer client-side consulting, in which 

case their considerable experience is used to supplement a client's in-house 

capabilities. 

 

This industry also includes companies that specialise exclusively in providing design 

services.  PCA Engineers3, based in the UK and North America, is an international 
                                                
1 CFX Consulting at:  http://www-waterloo.ansys.com/cfx/consult  
2 Concepts NREC services at:  http://www.conceptseti.com/services/index.htm  
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engineering consultancy specialising in turbomachinery design.  These companies 

often partner with the suppliers of design tools software.  PCA Engineers, for 

instance, is partnered with Ansys and relies upon their CFX tool, (Barnes 2006).   

 

Market Overview: The market trends 

 

Computer hardware prices have been steadily decreasing while computing power has 

significantly increased.  This phenomenon allows smaller companies to take 

advantage of advanced design tools and streamline their engineering processes. 

 

The makers of these tools have responded to this trend by competing aggressively for 

a share in this market, offering products at a reduced price.  The result is that many 

design tools have become a commodity, offering only marginal profits to their 

makers. 

 

This situation closely parallels the trends experienced by the content creation software 

industry over the last decade.  This software was very expensive when it first 

appeared and only bought by large companies.  As the industry became more 

established and competitive, prices steadily fell.  Today, a single person with a PC 

and Desktop Publishing (DTP) software can produce content to rival that of a 

professional outfit, (Barnes 2006). 

 

The design tool makers have attempted to recapture value by differentiating their 

products to offer: 

 

• Integrated solutions 

• Automated solutions 

• Solutions specialised for specific industries 

• Web-based solutions 

 

 

 

                                                                                                                                       
3 PCA Engineers services at:  http://www.pcaeng.co.uk/servintro.htm  
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Target Industries 

 

Having already made key contacts within many lucrative industries, we plan to target 

4 or 5 key sectors within the first 6 months.  In order to manage cash flow, we will 

balance a portfolio of quick wins with long-term potential, (e.g. medical implants may 

take a longer time to take to market but will be enormous). 

 

We plan to expand into other sectors after 1 year. This is a platform technology that is 

widely applicable. However, we will aim to learn lessons from the initial sectors to 

avoid repeating mistakes learned along the way, minimizing costs. 

 

In the longer-term, we have the option of creating a shrink-wrapped design tool that 

can be licensed to other entities. This requires more understanding of how the 

software must fit in with existing process and design management suites. 

 

Funding Strategy 

 

Initial core technologies have been developed and tested. They are now being 

customised to produce specific solutions in a couple of industries as a proof-of-

concept. Key alliances have been created and initial products are set for release within 

the next 6 months. 

 

Without significant funding, Complex Matters is in a position to bootstrap some 

critical successes and achieve significant media coverage. Organic growth is seen as a 

viable strategy, however, with longer time horizons to achieve success in a wide set of 

markets. 

 

Venture funding would allow Complex Matters to increase its market penetration, 

product development activities and focus on high-investment / high-reward products, 

leading to significant returns for all parties involved. 
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Risks 

 

As exciting as this new technology is, it would be foolhardy not to discern the 

inherent risks that such original technology entails.  Following, several of these 

primary risks are presented: 

 

1. As the existing manufacturing process is not entirely suited to the specific 

manufacture of these materials, up front costs will be initially higher until both the 

software and hardware are better developed. 

2. The size of any one part is limited to the size of the manufacturing machine, 

usually (300mm x 300mm x 600mm) though larger machines are available.  This 

will limit the range of products with which this material is suited for.  While 

machine sizes are growing, we propose to reduce this risk through investing in the 

design of larger machines. 

3. Even though existing machines are fairly quick for prototyping purposes, they are 

not yet fast enough for large scale manufacturing purposes.  Hence, it is 

imperative that these machines are further developed to meet manufacturing 

norms. 

4. The raw materials used to construct the microstructures are ever growing though 

not currently universal.  As of now, such materials include: polymers, resins, 

plastics, aluminium, titanium, starch and such like.  As a results, this limits the 

range of products within which these materials can be implemented. 

5. Our software algorithm is novel as confirmed by the literature review and work 

described earlier in the thesis. We must make sure that our technology is well 

protected through patents and copyrights and that we have a world class research 

team that will keep Complex Matters number one in the world. 

 

Progress to date 

 

In this section, an overview will be given of the progress that has been made in 

attempting to commercialise the technology developed during this doctorate.  The 

following pages will give an overview of the Complex Matters technology and how it 

impacts different industries.  These include the following industries:  medical 

implants, sports and fashion, telecommunications and architecture.  Figure 9.1 shows 
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a sample of an evolved microstructure that counteracts a force of 10 units in the 

vertical axis while counteracting a force of 2 units in the other two axes.  This sample 

has been used to demonstrate the functionality that can be enabled through optimising 

the microstructures of materials using the embodied evolutionary design algorithm. 

 

 
Fig 9.1 A photo of a microstructure sample 

 

9.8.1 Medical Implants 

 

Currently, when the whole or part of a bone has to be replaced with an orthopaedic 

implant, the surgeon will have at his disposal a briefcase with replacement implants of 

around 6 different sizes.  The best fit implant will then be inserted into the patient 

even though it is not a perfect fit.  Customised implants have been available for years 

but their designs are very crude and they take weeks to design and manufacture and so 

are very expensive and have only limited usage. 

 

Software currently being developed at Complex Matters, in collaboration with a 

customised implant company called Stanmore Implants, will make the process of 

designing and manufacturing a customised orthopaedic implant, something that can 

be done in a matter of hours, see figure 9.2.  The following is an overview of our 

design and manufacturing methodology: 
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• The exact shape of the bone can be obtained, by scanning the patient’s bone while 

it is still in the body using standard hospital scanning equipment. 

• This 3D model of the bone is then input into our software where an implant is 

designed that is not only a perfect fit but also exhibits material properties that are 

similar to real bone. 

• The implant can then be built using a 3D printer which can either be located in the 

hospital itself or at a near by location. 

 
Fig 9.2 A photo of a femur bone implant with an optimised microstructure and a real 
human femur bone. 
 
The customisation and rapid manufacture of implants has other advantages in the 

bone implant industry: 

 

• Each implant can be customised to the needs and requirements of the individual 

patient.  This is a great improvement on current techniques where surgeons have a 

very limited selection of implants to choose from.  These implants are not custom 

fit and so often result in wear and tear to the existing bone, causing a great deal of 

discomfort to the patient. 

• By varying the density of the implant, much like real bone, implants can be 

manufactured that exhibit properties that are much more similar to real bone.  Real 

bone is stronger and more dense where needed, and lighter and less dense 

otherwise.  The more similar to bone the implant is, the better the performance 

and durability of the implant (size / weight). 
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Figure 9.3 shows the knee section of an optimised femur bone developed using the 

embodied evolutionary design algorithm.  It can be observed that the struts have 

aligned themselves in the direction of the bone.  This enables them to counteract the 

forces the flow along the length of the bone. 

 

 
Fig 9.3 A photo of the knee section of a femur bone 
 
Though prototype implants have already been manufactured, these have to undergo 

rigorous testing before they can enter the market.  This testing, though similar to that 

for pharmaceutical drugs, is much less expensive and takes less time before market 

entry.  The likelihood of a new implant getting to market is also much higher than that 

of a new drug. 

 

9.8.2 Footwear 

 

Complex Matters, in collaboration with a small footwear company, has developed a 

process that can print out a pair of bespoke shoes that will put an end to ill-fitting 

footwear and help usher in an era of mass customisation. 

Initially the system will be used to make shoes for professional sportspeople such as 

British Premiership soccer players, though the aim is then to take the process to the 

high street, where shops could build you a pair of bespoke shoes in just a few hours.  

The following is the design and manufacturing methodology: 

 

1. To produce the personalised boots, the player's feet are first scanned by a laser to 

obtain a digital model. The player then has to carry out a series of exercises while 
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wearing a force-recording insole called a pedar. This determines the magnitude 

and distribution of forces acting on their feet. 

2. That information is combined with a detailed analysis of their foot and leg 

structure and gait information and fed into the embodied evolutionary design 

algorithm to design the optimal microstructure of the sole of the boot around 

which the rest of the shoe is based, see figure 9.4. 

3. The finished design is then built by using the state of the art in rapid 

manufacturing technology and by manipulating the internal microstructure of the 

boot sole as it is being built. These microstructures enable variations in properties 

such as thickness, density and strength at different points across their lengths. 

              
 

Fig 9.4 A graphic of the boot sole with the internal microstructure exposed. 
 

9.8.3 Architecture 

 

The classical approach to engineering is one of reductionism, simplifying the 

structural elements into a hierarchy of support that is clear to understand, but 

structurally inefficient. Recently, new analytical techniques have allowed for much 

lighter and more efficient designs, through space frames and fabric structures, to 

cutting edge landmarks such as Norman Foster’s Swiss Re building. The process 

simulates an interconnected lattice of structural units, in which the structural 

performance can be determined by the solving of a large series of structural equations 

in parallel by computer. Even in these, however, the design process is rationalised, 
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rather than optimised. Our incorporation of artificial intelligence into the design of a 

building allows for a far greater complexity than previous optimisation methods, 

(Hanna 2006). 

 

Structural performance under dead load, dynamic shock due to earthquake, natural 

light, acoustic and thermal behaviour are among the criteria by which a building 

design might be guided. Ongoing research is investigating such principles to be used 

even in the analysis of human behaviour, allowing the building to respond to possible 

use. While less well understood, social interaction can be handled with similar models 

of complex systems and machine learning, and methods already in use, for instance, 

simulate crowd movement in the design of building escape routes. This data lends 

itself to optimisation and can also be learned by the machine, (Hanna 2006). 

 

The technology can yield objects made of a material that shapes itself at the smallest 

level, or equally extended in size to yield an intelligent structure at the scale of city. 

Manufacturing methods such as computer numerically controlled milling and laser 

cutting are now becoming commonplace in the construction industry, allowing for the 

realisation of projects like Foster’s British Museum roof, in which each of the roughly 

five thousand elements is unique. In their scale, recent architectural projects such as 

Renzo Piano’s Kansai Airport and Foster’s West Kowloon canopy evoke science 

fiction of decades ago, well in excess of one kilometre and enclosing of entire city 

neighbourhoods. As such structures become more massive and complex, approaches 

to design that make use of such machine intelligence may help to shape our 

environment on a truly massive scale, see figure 9.5, (Hanna 2006). 
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Fig 9.5 A mock-up of a building that could be designed using the embodied 
evolutionary design algorithm. 
 

Press Interest 

 

There has been a lot of press coverage to date.  The following is a list of television, 

radio and press articles that have covered Complex Matters and its technology.  The 

following list gives a summary of the articles and a brief description of their contents. 

  

Television 

• Parto aired live September 2005 

o I was interviewed for 30 minutes about the SAS robot, adaptive 

antenna and my work on microstructure optimisation. 

• Discovery Channel already filmed but will be broadcast in June 2006 

o This documentary covers the work that Complex Matters have done on 

football boot soles and medical implants, highlighting the functionality 

that microstructure optimisation brings to standard manufacturing 

techniques. 

 

Radio 

• BBC Radio Five aired live February 2006 

o This interview briefly overviewed the work done on optimising the 

internal structure of football boot soles. 
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Press – Original Articles 

• New Scientist  

o March 2003 – Shape changing robot snakes 

o August 2004 – Shape shifting antenna 

o February 2006 – Football boot optimisation 

• The Economist – May 2005 

o Overview of microstructure optimisation 

• The Financial Times – March 2006 

o Work that Complex Matters has done in Fashion and footwear 

• The London Times – March 2003 

o Shape changing robot snakes 

• The Independent – April 2006 

o The CSEL program and commercialisation of research 

• Technology Horizon – due September 2006 

o Overview of entire doctorate research 

 

Press – Associated Press 

• Washington Post – February 2006 

o Football boot optimisation 

• International Herald Tribune – February 2006 

o Football boot optimisation 

• Hindustan Times 

o March 2003 – Shape changing robot snakes 

o February 2006 - Football boot optimisation 

• The Daily Star – April 2006 

o Football boot optimisation 

• LA Times – February 2006 

o Football boot optimisation 

• Singapore Straight Times – March 2003 

o Shape changing robot snakes 

• ABC – February 2006 

o Football boot optimisation 
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Publicizing the technology over a wide range of mediums has proven very successful 

in creating public awareness of our technology and in attracting clients.  As such, 

Complex Matters will continue to publicize its technology and products at a central 

level in the core company. 
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Fig 11.1 The circuit diagram of the transmitter 
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Fig 11.2 The circuit diagram of the transmitter 
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Fig 11.3 The circuit diagram of the transmitter 
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Fig 11.4 The circuit layout of the transmitter 
 

 
 

Fig 11.5 The circuit diagram of the receiver 
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Fig 11.6 The circuit layout of the receiver 
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13. Appendix C Articles 
 
New Scientist - Robot spy can survive battlefield damage 

 

A military reconnaissance robot being developed at a British lab can keep moving 

even if it gets damaged on the battlefield. When any of the snake-like robot's 

"muscle" segments are damaged, clever software "evolves" a different way for it to 

wriggle across any terrain. 

The serpentine spy is a research project funded by aerospace company BAE Systems 

to make a low-cost military robot that can be dropped out of helicopters to carry out 

reconnaissance missions. Because it is not wheeled, the low-profile, ground-hugging 

snakebot should make a versatile battlefield spy. The team behind it has also 

developed a shape-changing antenna that broadcasts high-quality video and audio. 

A self-healing robot has long been a dream of robotics engineers, not least because 

the machines are notoriously unreliable and absolutely terrible at dealing with 

unforeseen circumstances.  

"When a dog loses a leg it's got a clever enough brain to allow it to adapt," says 

computer scientist Peter Bentley at University College London. But robots still lack 

this adaptive ability and so tend to give up the ghost when circumstances change. 

 

Shape-memory alloy 

 

Bentley and his colleague Siavash Haroun Mahdavi borrowed a trick from evolution 

to allow their robot to adapt to damage. The snakebot is made up of modular vertebral 

units that "snap" together to form a snake-like body.  

Each unit contains three separate "muscles" running down its length. The muscles are 

made out of wires of a shape-memory alloy called nitinol, an alloy of nickel and 

titanium whose crystal structure shrinks when an electric current is applied to it. 

Usefully, it regains its original shape and length once the current is removed.  

To make the snakebot move in a particular direction, a current is applied to certain 

wires. When the current is removed, the wires spring back and the robot will jump 

forward. 
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The software for making a robot wriggle like a snake is fairly straightforward. But 

ensuring that the snake will keep moving even if a segment is damaged is trickier, and 

relies on different segments taking over from the damaged ones.  

 

Genetic algorithm 

 

So Bentley and Mahdavi have created a genetic algorithm (GA) - a software routine 

that takes a "survival of the fittest" approach - to produce a system that continually 

evolves to improve itself. 

The program starts off with a population of 20 digital chromosomes, with each 

consisting of an initially random binary digit that corresponds to a muscle wire - 

where a 1 represents its activation and a 0 its deactivation. Each of these 

chromosomes forms the basis of a series of movements in the robot.  

"You end up with a cyclic pattern of muscle activation," says Bentley. Some may 

result in the robot moving and some will not. The GA tries them all out and awards 

them a fitness rating, depending on how far it makes the snake move.  

The two best chromosomes are then saved, the remainder are mixed up or randomly 

mutated and the process is repeated. After a number of generations, the amount of 

improvement finally tends to taper off, says Mahdavi, indicating that the GA has 

reached a performance plateau. 

Once the robot was mobile, the team disabled some of its segments to see if it could 

adapt to injury. Initially it was immobilised, says Bentley, but as the GA continued to 

try to improve the locomotion, it gradually worked out how to move again, albeit 

more awkwardly and 

with an ungainly, 

dragging gait - but it 

was still good enough 

to get the robot to its 

destination. 
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New Scientist - Shape Shifting Antenna 

METAL object has been made to evolve in a similar way to a simple living creature. 

Siavash Haroun Mahdavi and Peter Bentley at University College London have 

created an antenna that can optimise its shape to achieve the best reception of a 

particular radio signal.  

The umbrella-shaped antenna is made from a sheet of aluminium foil on a springy 

metal frame, which is held in shape by 16 wires made of a nickel-titanium alloy called 

nitinol. Each wire can be made to contract by up to 8 per cent by passing a current 

through it, so by switching the current on and off it is possible to subtly alter the shape 

of the dish.  

The researchers connected the antenna's output to a computer which measured how 

effective it was at picking up a UHF signal transmitted from the next room. To start 

with they applied 20 ... (complete article no longer available online). 

 

The Economist – Material Benefits 

 

WITH Airbus’s giant A380 airliner about to take to the skies, you might think planes 

could not get much bigger and you would be right. For a given design, it turns out, 

there comes a point where the wings become too heavy to generate enough lift to 

carry their own weight. But a new way of designing and making materials could get 

around that problem. Two engineers at University College London, Sia Mahdavi and 

Sean Hanna, have devised an innovative way to customise and control the properties 

of a material throughout its three-dimensional structure.  

 

In the case of a wing, this would make possible a material that is dense, strong and 

load-bearing at one end, close to the fuselage, while the extremities could be made 

less dense, lighter and more flexible. It is like making bespoke materials, says Mr 

Mahdavi, because you can customise the physical properties of every cubic millimetre 

of a structure.   
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The new technique combines existing technologies in a novel way. It starts by using 

finite-element-analysis software, of the type commonly used by engineers, to create a 

virtual prototype of the object.  The software models the stresses and strains that the 

object will need to withstand throughout its structure. Using this information it is then 

possible to calculate the precise forces acting on millions of smaller subsections of the 

structure.  Each one of these subsections is then treated as a separate object with its 

own set of forces acting on it and each subsection calls for a different microstructure 

to absorb those local forces.   

 

Designing so many microstructures manually would be a huge task, so the researchers 

apply an optimisation program, called a genetic algorithm, instead.  This uses a 

process of randomisation and trial-and-error (akin to mutation and selection in 

biological evolution) to search the vast number of possible microstructures to find the 

most suitable design for each subsection. 

 

Armed with these designs, the only way to build such an intricate and complex object 

is to use rapid prototyping technology, which enables three-dimensional objects to be 

printed, one layer at a time, using anything from polymers to metals. Often the 

strength, density or thickness of a structure is dictated by the largest forces it has to 

withstand. But these forces may only apply to certain parts of the object, says Mr. 

Mahdavi. The new technique makes it possible to pro vide strength only where it is 

needed, making the rest of the structure lighter. The result is a porous, honeycomb-

like structure (an example is pictured above) that is capable of withstanding the 

applied forces, but weighs very little due to its parsimonious use of materials.  

 

Such precise control over the material’s structure makes possible materials with 

useful but unusual properties. For example, some materials, such as cork, have what is 

called, after a French scientist who studied the phenomenon, a negative Poisson ratio. 

Instead of bulging at one end when squeezed at the other, cork distributes the load and 

so narrows across its length which is why a cork is easy to push back into a bottle.  

This property would be desirable in a material for making helmets, says Mr. Mahdavi. 

Most helmets are a bit like eggs: good at withstanding compressive forces across the 

entire shell, but not so protective against localised impacts. Using microstructured 



 253  

materials, it should be possible to design a helmet that is better able to withstand 

localised impacts, by absorbing them throughout the helmet.   

 

But the obvious application for the new technique is in aviation. Planes already use 

metallic foam in non-load-bearing parts, to reduce weight. Mr. Mahdavi says his 

technique could control the size and positioning of the bubbles in such foam, and so 

determine the material’s strength and rigidity.   

 

Aeronautical engineers are always trying to find ways to reduce weight, says Brian 

Bell of BAE Systems Advanced Technology Centre in Bristol, which funded the 

research. In civil aviation it is mainly to achieve fuel benefits, but in other fields it can 

help increase manoeuvrability or an aircraft’s load-bearing capacity. The new 

technique is particularly attractive, says Mr. Bell, because it has the potential to get 

rid of the need for joints. This is highly desirable in stealth aircraft, because joints 

show up on radar. However, given the level of regulation in the aviation industry it 

will be a long time before the new technique can be exploited, particularly in civil 

aviation, says Mr. Bell.   

 

Scientists have been trying to find ways to control material properties for a long time, 

says Paul Lagace, an aeronautical and astronautical engineer at the Massachusetts 

Institute of Technology.  But it has never before been achieved with such precision. 

The new approach is extremely attractive for space applications where performance is 

often more important than cost. There are certain scenarios, says Dr Lagace, where 

you might want to use a material because of its surface properties, but you might not 

want that property all the way through the material. For example, making a 

component resistant to temperature changes sometimes comes at the cost of strength. 

Using the new method you could have your cake and eat it, by designing a strong core 

to a structure that has a weaker, temperature-resistant surface, he says. 

 


