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Abstract 
 
This thesis focuses on the combination of a set of artificial immune algorithms and their 

application to intrusion detection. Three evolutionary algorithms are investigated, each based on a 

process from the human immune system. It is demonstrated that these three algorithms, negative 

selection, clonal selection and gene library evolution, lead to self-organisation in the artificial 

immune system (AIS). In addition, the attributes required for effective intrusion detection are 

analysed in depth.  With the aim of intrusion detection in mind, novel variations of the algorithm 

are created and tested on different data sets, including real network traffic data.  

 

This thesis makes the following eight main contributions. 1. The components of human immune 
systems that are crucial to the improvement of AIS for intrusion detection are identified.  2. A 
systematic framework for an AIS for network intrusion detection is introduced by combining 
three evolutionary stages: negative selection, clonal selection and gene library maintenance. It is 
demonstrated that this framework can fulfil the role of a network-based intrusion detection 
system. 3. It is demonstrated that the negative selection algorithm employed for the thesis has a 
severe scaling problem when applied in a real network environment.  4. It is demonstrated that a 
static clonal selection algorithm with a negative selection operator achieves efficient niche 
maintenance and acceptable self-tolerance. 5. A dynamic clonal selection algorithm that 
combines three evolutionary stages allows the AIS to be adaptable to dynamically changing 
antigen behaviours.  6. The effect of three parameters on the behaviour of the dynamic clonal 
selection algorithm is analysed.  These parameters are: tolerisation period, activation threshold 
and life span. Satisfactory TP and FP rates are obtained by setting these parameters to appropriate 
values. 7. The extension of the dynamic clonal selection algorithm to employ deletion of memory 
detectors reduces high FP rates observed when previously observed normal behaviours no longer 
represent normal behaviours.  8. It is demonstrated that simulation of gene library evolution using 
hypermutation reduces the amount of costimulation (human intervention).   
 

These contributions support the conclusion of this thesis: that an artificial immune model 

harnessing the three evolutionary stages demonstrates adaptability to continuously changing 

environments, dynamically learning the fluid patterns of ‘self’, and detecting new patterns of 

‘non-self’. 
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Chapter 1. Introduction 
1.1 Motivation 
 
With the development of communication networks, the Internet has become critical 
infrastructure to a modern society. The explosive growth of Internet users has motivated the 
rapid expansion of electronic commerce and other online-based services. Behind convenience 
and efficiency resulted from these services, there lies a dark side: vulnerability to cyber threats. 
A current society that depends on network technology ever more than before is exposed to 
probably one of the most threatening attacks. In the last year, even security conscious e-
commerce companies like Amazon.com, e-Bay and CNN.com were hacked by intruders 
[silicon, 2000]. These recent attacks have encouraged the U.K. government to provide £15 
billion to combat Internet attack in 2000 [Dti-mi, 2000]. Likewise, increasing importance of 
computer security motivates various angles of security related research that provide new 
solutions, which might not be achievable by more conventional security approaches.  
 
The key attributes of rigorous computer security are confidentiality, integrity and availability 
[Bernstein et al., 1996]. The prevailing approach to the fulfilment of these requirements is 
intrusion prevention.  Intrusion prevention is an attempt to build a completely secure computer 
system, by determining and eliminating various security vulnerabilities. Alongside this 
approach, intrusion detection is another significant method used to secure systems. The main 
goal of intrusion detection is to detect unauthorised use, misuse and abuse of computer systems 
by both system insiders and external intruders. 
 
There are various approaches to building intrusion detection systems (IDS’s). They mainly 
employ two techniques: anomaly detection and misuse detection [Lunt, 1993; Sundaram, 1996; 
Axelsson, 2000]. The anomaly detection approach establishes the profiles of normal activities 
of users, systems or system resources, network traffic and services using the audit trails 
generated by a host operating system or a network-scanning program. This approach detects 
intrusions by identifying significant deviations from the normal behaviour patterns of profiles. 
The misuse detection approach defines suspicious misuse signatures based on known system 
vulnerabilities and a security policy. This approach probes whether these misuse signatures are 
present or not in the auditing trails. 
 
The strength of the anomaly detection approach is that prior knowledge of the security flaws of 
the target systems is not required. Thus, it is able to detect not only known intrusions but also 
unknown intrusions. In addition, this approach can detect the intrusions that are achieved by the 
abuse of legitimate users or masqueraders without breaking security policy [Denning, 1987; 
Porras, 1992]. However, it has several limitations, such as high false positive detection error, 
the difficulty of handling gradual misbehaviour and expensive computation [Porras 1992; Lunt 
et al., 1992; Mykerjee et al., 1994]. In contrast, the misuse detection approach detects only 
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previously known intrusion signatures. The advantage of this approach is that it rarely fails to 
detect previously notified intrusions [Denning, 1987; Ilgun et al., 1995] However, this 
approach cannot detect new intrusions that have never previously been monitored. 
Furthermore, this approach is known to have other drawbacks such as the inflexibility of 
misuse signature rules and the difficulty of creating and updating intrusion signature rules 
[Porras 1992; Ilgun et al., 1995; Kumar, 1995]. These strengths and limitations of the two 
approaches imply that an effective IDS should employ an anomaly detector and a misuse 
detector in parallel [Mykerjee et al., 1994]. However, most available commercial IDS’s use 
only misuse detection because most developed anomaly detectors still cannot overcome the 
limitations described above1. This trend motivates many research efforts to build effective 
anomaly detectors for the purpose of intrusion detection.  
 
Human immune systems have been successful at protecting the human body against a vast 
variety of foreign pathogens or organisms. One most interesting feature of the human immune 
system is the discriminative power to detect harmful pathogens without attacking human body 
self cells. The human immune system distinguishes previously known and unknown pathogens 
from human body self cells via its own evolutionary mechanism, which is similar to evolution 
of organisms in nature. The human immune system has a multi-layered architecture [Forrest et 
al., 1997; Tizard, 1995]. It consists of passive layers such as the skin, mucus membranes, pH, 
temperature and generalised inflammatory responses, and adaptive layers including both the 
humoral (B cell) and cellular (T cell) mechanisms. The passive layers are called natural 
immune systems and the adaptive layers are called adaptive immune systems [Paul, 1993].  

 
The natural immune systems are innate and ever present, while the adaptive immune systems 
are dynamically generated against the non-self organisms encountered during their lifetimes 
[Paul, 1993; Tizard, 1995; Playfair, 1996]. The non-self organisms that intrude into the human 
body, such as bacteria and viruses, are rapidly detected and eliminated by natural immune 
systems.  These immune responses are non-specific in their effects and thus they are effective 
against a diverse but relatively common group of antigens at the same time. The adaptive 
immune systems cope with the foreign organisms that do not attack human body often or have 
never attacked before, and thus evade the natural immune systems. In addition, when the 
adaptive immune systems detect the unusual attackers, they remember these unusual attackers 
and are able to detect them in the future. While natural immune systems are unaltered on 
repeated infection and provide the radical mechanisms to detect and eliminate infected 
organisms, adaptive immune systems provide more efficient mechanisms that are adaptively 
changed and remember infections.  

 
The overall natural and adaptive immune system is implemented through the interactions 
between a large number of different types of innate and acquired cells rather than the function 
of one particular human organism.  Each cell involved in immunity performs a different job in 
                                                           
1 There are a number of anomaly detector prototypes developed in various research labs.  
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order to complete overall immune process.  For example, natural immune systems usually 
handle viruses and bacteria via the interaction between chemicals such as complements, 
interferon and white blood cells such as macrophages. Complements activate the production of 
inflammatory effects, interferon block the replication of virus and macrophages remove 
damaged tissues and cells. This co-operation between millions of different cells implies that the 
human immune system is distributed. 

 
The above summary leads to an analogy between human immune systems and intrusion 
detection systems.  The natural immune system is akin to the misuse detector of IDS and the 
adaptive immune system is similar to the anomaly detector of IDS.  Both natural immune 
systems and misuse detectors have the prior knowledge of attackers and detect attackers based 
on this knowledge.  Similarly, both adaptive immune systems and anomaly detectors adaptively 
generate new detectors to detect previously unknown attackers.  With respect to the research on 
IDS’s, this anomaly-detector-like feature of the adaptive immune system attracted a growing 
number of computer scientists and they have proposed several different computer immune 
models [Dasgupta, 1998a; De Castro and Von Zuben, 2000a]. 
 
These models are still at an early stage and not many models have been applied to solve real 
world problems. It has not been proved whether the artificial immune model is able to show 
performance as significant as other biologically inspired AI techniques such as neural networks 
and genetic algorithms. Particularly, most approaches to build an artificial immune system 
(AIS) have been attempted mainly by implementing only a small subset of overall human 
immune mechanisms [Dasgupta, 1998a]. This is because the nature of human immune systems 
is very complicated and sophisticated and thus it is very difficult to implement perfect human 
immune processes on a computer. However, as seen from other immunology literature [Paul, 
1993; Tizard, 1995], an overall immune reaction is the carefully co-ordinated result of 
numerous components such as cells, chemical signals, enzyme, etc. Therefore, the omission of 
crucial components in order to make the development of AIS simpler and more applicable may 
detrimentally affect the performance of an AIS. This implies that improved artificial immune 
responses can be expected if the roles of crucial components of human immune systems are 
correctly understood and they are implemented in the right way.  

1.2 Thesis Hypothesis 
The main hypothesis of this research can be defined as follows: 
 
The combination or integration of separate artificial immune algorithms into one system is 
effective in detecting intrusions. 
 
This research aims to improve the effectiveness of currently available artificial immune 
systems by integrating them. The effectiveness of an integrated new system is measured by 
how much the new system satisfies the requirements of intrusion detection systems. In order to 
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show the validity of the above research hypothesis, individual research areas that can address 
sub-answers of the research hypothesis are identified. These areas are presented as thesis goals 
in the next section. 

1.3 Thesis Goals 
There are five main goals of this thesis:   
 

1. Identify the components of the human immune system that are crucial to the 
improvement of AIS for the application such as intrusion detection. 
Prior to proposing a new integrated artificial immune model, it is essential to 
comprehend as much as possible about how human immune systems work. This 
understanding is required in order to identify components of human immune systems 
providing their salient features, that are pivotal for the development of a more effective 
IDS.  

 
2. Propose an integrated new artificial immune model  

Based on new understanding of crucial components of human immune systems, a new 
artificial immune model should be proposed that embeds useful components into one 
system.  

 
3. Identify limitations of current AIS that are popularly used for intrusion detection  

In order to show the benefits of an integrated new artificial immune model as IDS, the 
limits of individual artificial immune algorithms should be identified. 

 
4. Understand the role of each different artificial immune algorithm as a single 

component of an integrated system. 
In order to verify the previous identification of crucial immune components, each 
component of a new artificial immune model should be examined in terms of whether 
it provides beneficial immune features required by the IDS. 

 
5. Study new effects and limitations of an integrated model  

Finally, based on the comprehension of individual components within the integrated 
artificial immune model, new benefits and limitations of the new model as an IDS 
should be analysed. 

1.4 Thesis Contributions 
This thesis makes the following specific contributions. 
 
1. The components of human immune systems that are crucial to the improvement of artificial 

immune systems for intrusion detection are identified (chapter 3).   
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2. A systematic framework for artificial immune systems for network intrusion detection is 
introduced by combining three evolutionary stages: negative selection, clonal selection and 
gene library maintenance. It is demonstrated that this framework can fulfil the role of a 
network-based intrusion detection system (chapter 3). 

 
3. It is demonstrated that the negative selection algorithm used in this thesis has a severe 

scaling problem when applied in a real network environment  (chapter 4).  
 
4. It is demonstrated that a static clonal selection algorithm with a negative selection operator 

achieves efficient niche maintenance and acceptable self-tolerance (chapter 5). 
 
5. A dynamic clonal selection algorithm that combines three evolutionary stages allows the 

AIS to be adaptable to dynamically changing antigen behaviours  (chapter 6). 
 
6. The effect of three parameters on the behaviour of the dynamic clonal selection algorithm 

is analysed.  These parameters are: tolerisation period, activation threshold and life span. 
Satisfactory TP and FP rates are obtained by setting these parameters to appropriate values.  
(chapter 6). 

 
7. The extension of the dynamic clonal selection algorithm to employ deletion of memory 

detectors reduces high FP rates observed when previously observed normal behaviours no 
longer represent normal behaviours (chapter 7).   

 
8. It is demonstrated that simulation of gene library evolution using hypermutation reduces 

the amount of human intervention (chapter 7). 
 
9. The integrated artificial immune model for intrusion detection is assessed in terms of the 

five research goals presented in this chapter (chapter 8). 

1.5 Thesis Structure 
Following this chapter, this thesis presents the studies performed to satisfy the five main 
research goals over the next seven chapters. 
 
Chapter 2 presents a review of existing literature related with two fields: intrusion detection 
systems and immune systems. The definition of intrusion detection and the taxonomy of 
existing intrusion detection systems are introduced. IDS categories including anomaly 
detection systems and network-based systems, which are especially analogous to the human 
immune model, are presented. The second part of this chapter provides a wide review of 
literature related with the human immune system and artificial immune systems. An overview 
of how the human immune system works is outlined. The introduction of available artificial 
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immune algorithms and systems follows this outline. The introduced artificial immune 
algorithms and systems are described in terms of their theoretical ideas and their applications.  
  
Chapter 3 presents a novel artificial immune model for network intrusion detection, which can 
satisfy a set of general requirements for network-based IDS’s. This is achieved by identifying 
the limitations of currently available network-based IDS’s and several significant aspects of the 
human immune system that can contribute to develop effective network-based IDS’s. This 
chapter also defines the research scope within the presented AIS model, which is studied in this 
thesis. 
 
Chapter 4 investigates the feasibility of a negative selection algorithm on real network traffic 
data. An independent negative selection algorithm has been known as the most prevalent 
attempt that applies a human immune mechanism to network intrusion detection problems 
[Somayaji et al., 1997]. The negative selection algorithm is implemented and applied on large 
amounts of network traffic data. In order to apply a negative selection algorithm in a real 
network environment, a broader but more realistic range of self-sets are defined and used in 
experiments. The results of the experiments showed a severe scaling problem for the negative 
selection algorithm. Such results direct this research to re-define the role of the negative 
selection algorithm within the overall artificial immune system framework. 
 
Chapter 5 is devoted to the investigation of the use of a static clonal selection algorithm with a 
negative selection operator. This chapter investigates the use of the niching strategy provided 
by a static clonal selection algorithm within the presented AIS model. In order to avoid the 
scaling problem of negative selection, the AIS adopts a static clonal selection algorithm which 
embeds a negative selection operator within it. This component is especially developed for the 
purpose of building a misuse detector in a more efficient way. In order to let detectors evolve to 
be able to detect more complicated antigens, a number of modifications are made by adopting 
some techniques available in a concept learning research field. A series of experiments are 
performed for the purpose of analysing the effect of detector and antigen sample sizes on 
performance. In addition, experimental results are tested in terms of whether the embedded 
negative selection operator plays an important role in the AIS by helping it to maintain a low 
false positive rate. 
 
Chapter 6 introduces a dynamic clonal selection algorithm that is equipped with two new 
properties: firstly to learn normal behaviours by undergoing only a small subset of self antigens 
at one time and secondly to replace detectors whenever previously observed normal behaviours 
no longer represent current normal behaviours. In order to obtain these features, this new 
algorithm adopts several new human immune features such as immature, mature and memory 
detectors, tolerisation period, activation threshold and life span. The effects of these new 
features are tested through two sets of experiments, which are performed for the purpose of 
analysing whether the new algorithm provides the two properties mentioned above.  
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Chapter 7 extends the dynamic clonal selection algorithm that is introduced in Chapter 6. The 
experimental results presented in Chapter 6 show that the dynamic clonal selection algorithm 
has difficulty in yielding the second property, which is updating detectors appropriately when 
previously learned normal behaviours are suddenly changed. The extended dynamic clonal 
selection algorithm employs memory detector deletion based on antigen detection results and 
gene library evolution using hypermutation. These two new mechanisms are evaluated to see if 
they allow the AIS to overcome the problem found in Chapter 6.  
 
Chapter 8 reviews the research contributions made by this thesis.  The review concentrates on 
whether these contributions fulfil the five research goals presented in this chapter.  Finally, the 
thesis concludes with suggestions for future work.  
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Chapter 2. Related Work  
2.1 Introduction 
This chapter reviews work related to this thesis. Two different areas are reviewed: IDS and 

immune systems. The first part of this chapter is devoted to introducing a brief taxonomy of 

available IDS’s and introduces the two most closely related groups of IDS’s: anomaly detection 

systems and network-based IDS’s. The second part of the chapter overviews two major fields: 

human immune systems and AIS. Due to the complexity of human immune systems, a brief 

overview of human immune systems is illustrated in section 2.3. A more detailed description of 

human immune systems is provided in Appendix. A. Detailed Description of the Human 

Immune System. The rich potential of the human immune mechanism that can be applied in 

various areas has driven to the development of diverse algorithms under the name artificial 

immune systems. This is because various AIS’s are modelled on particular stages of the human 

immune mechanism depending on their application. For this reason, this chapter reviews AIS’s 

according to sub-components that are identified as being important for applying AIS models to 

IDS1. This is followed by a summary of the fields that AIS’s have been applied to. Among 

these areas, the AIS’s that are developed particularly for computer security applications are 

finally presented. 

2.2 Intrusion Detection Systems  
An IDS is an automated system for the detection of computer system intrusions using audit 

trails provided by operating systems or network monitoring tools. The main goal of an IDS is 

to detect unauthorised use, misuse and abuse of computer systems by both system insiders and 

external intruders. The research on IDS’s started from work by Anderson [1980], which aimed 

to improve the auditing facilities and the surveillance abilities of computing systems. 

Following this idea, the first generic intrusion detection model was proposed by Dorothy 

Denning in 1987 [Denning, 1987].  This generic model is independent of any particular system, 

application environment, and system vulnerability or intrusion type. The basic notion of the 

model is a real-time expert system whose knowledge is derived from statistical inference based 

on the audit trails of users or system resources. It stores profile facts describing the normal 

behaviour of subjects with respect to objects and provide the signatures of abnormal 

behaviours. A statistical metric and model are used to present profiles. A subject can be an 

individual system user, a group of system users or a system itself, while objects can be files, 

programs, messages, records, terminals etc. When a subject acts upon a specific object, it 

generates an event, which alters the statistical metric state of both subject and object. A 

                                                           
1 The sub-components of the human immune system that are identified as being important for IDS are 
presented in Chapter 3 of this thesis. 
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knowledge base contains activity rules to be fired for updating profiles, detecting abnormal 

behaviour, and producing reports. An inference engine makes its inference by triggering rules 

matching profile facts. Since Denning’s generic intrusion detection model was proposed, 

various IDS’s have been developed and a number of intrusion detection systems directly 

employ this model [Ilgun et al., 1995; Jackson et al., 1991; Lunt, 1988; Liepins and Vaccaro, 

1989; Lunt et al., 1992; Mykerjee et al., 1994]. 

 

The following sections survey the existing IDS’s. As a basis, taxonomy of available IDS’s is 

presented in the next section. Among these groups of IDS’s, anomaly detection systems and 

network-based systems, which share many common features with immune systems, are 

additionally reviewed in more details.   

2.2.1 Taxonomy of Intrusion Detection Systems 

Currently available IDS’s are categorised into several groups according to their monitoring 

scope and adopted detection techniques. Figure 2.1 shows this categorisation. Early intrusion 

detection systems operated at the host level, whereas contemporary systems tend to be network-

based [Mykerjee et al., 1994; Axelsson, 2000]. Host-based IDS’s monitor a single host 

machine using the audit trails of a host operating system. The host-based IDS can exist in two 

different forms: an intrusion detection daemon or a separate intrusion detection system. The 

separate dedicated IDS is known to be advantageous in terms of both performance and security 

[Lunt, 1993]. A separate IDS avoids the performance degradation of a monitored system 

caused by the adoption of an intrusion detection daemon. Furthermore, it rules out the 

subversion of an intrusion detection daemon by the security compromise of a monitored 

system. Host-based IDS’s can be referred to as stand-alone intrusion detection systems because 

their monitoring scope is restricted to only a single host in the form of a single process or a 

single system.  

 

On the other hand, network-based IDS’s [Mykerjee et al., 1994; Garvey and Lunt, 1991; Habra 

et al., 1992; Javitz and Valdez, 1991; Ko, 1996; Kumar, 1995; Paller, 1998] monitor any 

number of hosts on a network by scrutinising the audit trails of multiple hosts. Even though 

host-based IDS’s have shown encouraging results [Anderson, 1993], it raises the problem of 

how to detect intrusions attempted across the network rather than an attempt to access only a 

single host. In order to detect this kind of intrusions, it is necessary for an IDS to monitor 

multiple events generated on several hosts to integrate sufficient evidence. Furthermore, a large 

proportion of computer system intrusions are achieved via intra- or inter-networks. For this 

reason, the use of network traffic information for security auditing renders IDS’s more 

effective. This problem motivates the evolution from host-based IDS’s to network-based IDS’s 
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that monitor network traffic. Network-based IDS’s are also referred to as distributed intrusion 

detection systems, because they cope with multiple hosts in a distributed environment.  

 

 
 

  

  

 

 

 

 

 

 

 

 

 

 

 

 

Figure 2.1. Taxonomy of IDS 

 

Network-based IDS’s can be implemented by three approaches: monolithic, hierarchical and 

co-operative. The monolithic approach is to deploy a central server to monitor multiple hosts. 

The rapid growth of the Internet requires security officers to monitor not only local hosts but 

potentially also remote hosts to which they connect. It makes it impossible to restrict the 

security domain to only a few hosts on a local network. Even though network-based IDS’s with 

a central server have shown promising results in small-scale networks [Mykerjee et al., 1994; 

Mounji et al., 1995], it is difficult or impossible to support a large-scale network. Due to the 

number of hosts, which may be several thousand or more, a huge amount of auditing data needs 

to be transferred from these hosts to the central server. This causes a severe degradation of the 

network performance as the number of hosts grows.  

 

The hierarchical approach was proposed to overcome the problems of the monolithic approach 

[Staniford-Chen et al., 1996; Porras and Neumann, 1998]. It defines a number of hierarchical 

monitoring areas and each IDS monitors a single area. Instead of transferring all the collected 

audit data from local hosts to a central IDS, each single IDS at any level of monitoring area 

performs local analysis and sends its local analysis results up to the IDS at the next level in the 

hierarchy. The hierarchical approach seems to show better scalability by allowing local 
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analyses at distributed local monitoring areas. However, other problems seen in the monolithic 

approach still remain. When the topology of the current network is changed, it causes a change 

of network hierarchy and the whole mechanisms to aggregate local analysis reports must be 

changed [Mykerjee et al., 1994]. In addition, when a monitor residing at the highest level is 

attacked or crashed, then all network-wide co-ordinated intrusions, which are identified only by 

the global analysis of local results collected from distributed monitors at lower levels, easily 

escape detection. The co-operative approach has been suggested to resolve this problem 

[Staniford-Chen et al., 1996; Porras and Neumann, 1998; Balasubramaniyan et al., 1998; 

White et al., 1996; Vigna and Kemmerer, 1998]. This approach attempts to distribute a number 

of responsibilities of a single central server to a number of co-operative host-based IDS’s. 

However, their ideas reported in literature are at the initial stage and the validity of the ideas  

has not been reported.  

 

Host-based IDS’s and Network-Based IDS’s mainly employ two techniques: anomaly detection 

and misuse detection. The anomaly detection approach establishes the profiles of normal 

activities of users, systems or system resources, network traffic and services using the audit 

trails generated by a host operating system or a network-scanning program [Mykerjee et al., 

1994; Liepins and Vaccaro, 1989; Teng et al., 1990; Lane and Brodley, 1997; Debar et al., 

1992; Obaidat and Macchiarolo, 1993; Heady et al., 1983; Crosbie and Spafford, 1995b; 

Forrest et al., 1996]. This approach detects intrusions by identifying significant deviations from 

the normal behaviour patterns of profiles. The assumption made in the anomaly detection 

approach is that if an intruder exploits the vulnerability of a system, it will show anomalous 

patterns in the activities of users, systems, system resources or network traffic and services. 

The misuse detection approach defines suspicious misuse signatures based on known system 

vulnerabilities and a security policy [Ilgun et al., 1995; Porras, 1992; Ko, 1996; Habra et al., 

1992; Garvey and Lunt, 1991; Kumar, 1995; Me, 1998]. This approach probes whether these 

misuse signatures present or not in the auditing trails. Many host-based IDS’s and network-

based IDS’s adopt both anomaly detection and misuse detection concurrently. This is because 

each technique has different strengths and drawbacks. These two components, anomaly 

detectors and misuse detectors, should be reciprocal in a complete intrusion detection system. 

However, most available commercial IDS’s use only misuse detection because most developed 

anomaly detectors still cannot overcome the limitations described above. This trend motivates 

many research efforts to build effective anomaly detectors for intrusion detection purposes. The 

main effort of this research is also focused on the development of an anomaly detection system 

using an artificial immune model. For this reason, the next section discusses the major 

approaches used to develop anomaly detection systems for intrusion detection. 
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2.2.2 Anomaly Detection Systems 

Various approaches have been attempted to implement anomaly detection IDS’s. The basic 

idea of anomaly detection comprehends normal behaviours of users, systems and system 

resources and detects anomalous patterns that are significantly different from these behaviours. 

Various approaches have been attempted to implement anomaly detection IDS’s. They are 

statistical approaches, machine learning approaches such as instance-based learning, neural 

networks, evolutionary computing and data mining approaches. In this section, these 

approaches are described with their strengths and weaknesses.  In addition, the research issues 

related with anomaly detection systems are addressed. 

2.2.2.1 Statistical Approach 

Denning [Denning, 1987] suggested a number of disparate statistical approaches that are 

applicable to implement intrusion detection systems. 

 

• Operational Model: this is the most rudimentary statistical model. The anomaly is detected 

merely by comparing a new observation to fixed thresholds. The thresholds are intuitively 

defined based on historical data. When a number of features are considered to determine 

the anomaly of overall system, this model is only able to probe the anomaly of an 

individual feature. This model is simple and easy to implement, but the interrelationships 

among features are ignored. This simplicity leads the system to miss sophisticated 

intrusions.   

 

• Mean and Standard Deviation Model: this model defines the thresholds of anomalies by 

estimating a confidence interval. A confidence interval is a set of statistical estimates such 

as mean and standard deviation, which can be accepted as normal. If a new observation 

appears outside a confidence interval of significant level, it can be regarded as anomalous. 

A significance level represents the probability of wrongly determining an anomaly. The 

limitation of this approach is that a specific data distribution needs to be assumed when 

confidence intervals are defined. This often causes a practical problem in implementation, 

due to an unrealistic assumption of a specific data distribution. 

 

• Multivariate Model: many intrusions can be detected by interrogating the interrelationship 

among several features concurrently. While the operational model and the mean and 

standard deviation models consider only specific features, the multivariate model probes a 

number of features collectively. It aims to elucidate the hidden meaning of correlation 

among features. 

 



 28

These statistical approaches have been adopted prevalently in the development of IDS’s since 

Denning’s initial suggestion. Haystack [Mykerjee et al., 1994] is designed to help Air Force 

Security Officers to detect the misuses and anomalies in use of Unisys 1100/2200 computers. It 

uses simple descriptive statistics using mean and standard deviations. These simple descriptive 

statistics are employed to analyse a user’s collective session behaviours and a user group’s 

predefined acceptable behaviours. Both analyses are performed by estimating simple 

confidence intervals based on the Gaussian distribution. 

 

The interrelationship between multiple monitoring targets is also often examined by making an 

inference from the statistical analysis of single events. In this case, IDS’s equip a rule-based 

expert system in order to analyse several statistical results. The Multics Intrusion Detection and 

Alerting System (MIDAS) is such a system that has been developed for the National Computer 

Security Centre’s networked mainframe [Mykerjee et al., 1994]. The statistical profiles provide 

simple statistics on individual user and system activities. The rules of expert systems are used 

to detect anomalies by comparing the statistics in profiles, which are regarded as normal 

activities, with the thresholds predefined in a knowledge base, which are regarded as expected 

activities. 

 

 The Next Generation Real-Time Intrusion Detection Expert System (NIDES) [Lunt and 

Jagannathan, 1988; Javitz and Valdez, 1991; Lunt, 1993; Anderson, 1993; Jackson et al., 1994] 

is another early anomaly detection system that adopts statistical profile-based anomaly 

detection. A statistical component residing on NIDES profiles the activities of individual users, 

remote hosts and target systems. The profiling is performed by maintaining the statistics of 

various measures representing these activities. It employs a multivariate method that estimates 

the total score showing the overall behaviour by taking into account each of the individual 

statistics of single measures. Furthermore, the statistics of profiles are dynamically updated 

using a decay rate, reflecting that the activities of most recent days contribute more than the 

activities of less recent days.  

 

More advanced statistical technique is recently used by [Lane, 1999; Warrender et al., 1999]. 

They used a Hidden Markov model (HMM) for users’ UNIX command usage profiling and 

program behaviour profiling. HMM is a well-known statistical model for learning sequences of 

observed patterns and predicts the probabilities of possible outcome events. It regards a 

problem domain as a finite number of states and continuously updates the probabilities of 

possible outcome events. The probabilities of outcome events are updated by estimating their 

posterior probabilities, when their prior probabilities are the sequences of patterns that have 

been observed so far. From this work, Lane [1999] provides a fixed length of UNIX command 
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streams as input and considers a unique command stream as a state of HMM2. When a new 

UNIX command is given, HMM predicts which user’s input stream it is. Different work by 

[Warrender et al., 1999] defines possible system calls of UNIX privileged processes as states of 

HMM. HMM models system call sequences for each privilege process and any new sequence 

that is not predicted by HMM is considered an anomaly. Warrender et al. compare HMM to 

three other simpler algorithms. They report that HMM shows the best accuracy on average but 

requires a seriously high computational cost and resource usage. More importantly, false 

positive error rates (that indicate the rate of mistakenly detecting normal sequences as anomaly 

sequences) depend more on how sequences of system calls are presented than which algorithm 

is used. This leads to the conclusion that research efforts should be directed more to designing 

how to choose input data and present it than advancing normal behaviour modelling. 

2.2.2.2 Machine Learning Approach 

The cornerstone of the machine learning model is to automatically extract normal activities of 

features, which are considered as being critical to anomaly detection, from collected audit data. 

When history data of features are provided, a machine learning model attempts to identify the 

hidden rules to define the normal behaviours of features and these identified rules are used to 

determine whether a newly observed event is anomalous or not.  

 

Time-Based Inductive Machine (TIM) 

 

Time-Based Inductive Machine (TIM) [Teng et al., 1990] is a rule-based anomaly detection 

system. Time-based inductive learning is harnessed to generate the rules, which profile the 

normal temporal patterns from the observed behaviour of individual users and user groups. The 

rules are generated under the assumption that the sequences of events, which are snapshots of 

temporal processes recorded in profiles, follow a discernible pattern. For example,  

E1 -> E2 -> E3 => (E4 = 95%, E5 = 5%) 

where E1 through E5 are events. This rule implies that the observed sequence of events, E1-

>E2->E3 would result in the occurrence of E4 with the probability 95% and the occurrence of 

E5 with the probability 5%. During the learning phase, the rules are adjusted dynamically and 

finally only the rules with high confidence values remain in the system. When a new event is 

generated, the inductively generated rules are retrieved. The rule, whose left-hand side matches 

the observed sequence, is selected and the implied event according to this rule is compared to 

the last event in the observed sequence. If this event is deviated far from the implied event of 

the rule, TIM alerts the anomaly to a security officer. In addition, if a new sequence of events 
                                                           
2 Land and Brodley [1997; 1998; 1999; 2000] also use an instance-based learning for a same problem, 
which is presented in section 2.2.2.2 Machine Learning Approach. More details of Lane’s input data are 
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does not match any rule in the rule-base, this is reported to a security officer. A security officer 

determines whether this sequence is anomalous or a normal pattern that has not been observed 

before. In the case of the latter, the new sequence of events is converted into a new rule. 

 

The problem with TIM is that it only analyses the events that occur sequentially without 

interruption of unrelated events. Thus, even if a legal user’s tasks are recognised by TIM, when 

executed concurrently the unpredictable interleaving of those tasks is difficult to describe using 

it. 

 

Instance-Based Learning 

 

Another approach of machine learning for an intrusion detection system is instance-based 

learning (IBL) by [Lane and Brodley, 1997; 1998; 1999; 2000]. This approach profiles the 

input streams of an individual user and detects abnormal sequences in the input. The 

underlying assumption of this work is that a user responds to commands in a similar way under 

similar situations, and this leads to repeated sequences of actions. IBL is a learning algorithm 

that determines whether a new instance is close enough to previously observed instances. Thus, 

Lane and Brodley use IBL to determine whether a user’s new input is close enough to 

previously observed normal inputs. If IBL classifies user’s input as previously unseen, it is 

considered as an illegal user’s attack.  

 

In order to make this decision, IBL represents collected instances in a certain form and it 

calculates the similarity between a new instance and collected instances. The UNIX user input 

commands, which are gathered instances, are segmented into a token stream. This token stream 

is divided into predefined fixed length sequences and the collection of token streams is 

maintained in a dictionary. The novel numerical similarity measure is derived intuitively: as the 

number of matching adjacent tokens without separation by interleaving tokens increases, the 

causal relationship between two sequences of token streams becomes stronger. The original 

stream of similarity measures in the initial experiment is noisy due to the normal deviations in a 

user's actions. Lane and Brodley filter the noise out by a smoothing filter. The smoothed stream 

shows a steady trend indicating normality and it allows a security officer to set an appropriate 

threshold intuitively. As a user types a new sequence, the similarity to the sequences in a 

dictionary is estimated and abnormality is determined when this similarity is below the 

threshold.  

 

                                                                                                                                                                          
given in section 2.2.2.2 Machine Learning Approach. 
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Although this approach shows some promising results, it has a limitation with learning 

dynamically changing user behaviours. The training data set used for the experiments was 

collected over three months and seven different users participated. However, some users’ usage 

behaviours are greatly different at the test stage from they are shown in a training data set. This 

causes high false positive error rates. To resolve this problem, Land and Brodley devise a token 

dictionary reduction method that helps IDS to contain more diverse types of user behaviours. 

This idea certainly contributes to keep more diverse types of user behaviours but it is difficult 

to assure whether it is sufficient to reduce false positive error rates to a satisfactory level. For 

instance, they have not tested the systems in an on-line mode, which continuously takes new 

user input for a long period. It implies that the effectiveness of new suggestion has not been 

fully investigated. 

 

Neural Network Approach 

 

Neural networks (NN) are renowned for their efficiency in learning [Aleksandra and Morton, 

1995] and several attempts to use neural networks for anomaly detection have been made. The 

learning mechanism of NN is used to build profiles of normal behaviours of users, systems or 

systems resources. One of these attempts [Debar et al., 1992] employs a recurrent NN to learn 

a user's regular activity. Deber et al. represent a user behaviour pattern in terms of a time series 

pattern. NN learns from a sampling window of n consecutive commands and moves this 

window along the time axis to obtain a new sample of n consecutive commands. After learning 

the time series pattern of consecutive commands, the NN predicts the next command. Each 

input neuron of the NN receives the user's command and after learning, the output neuron 

predicts the user's next command. As a result of training on 6,550 commands, the network 

showed up to 92.25% prediction accuracy for the first command. This experiment was 

performed to test the validity of a neural network as an IDS by investigating whether the 

prediction of a specific user's next command contributes to distinguishing intruders from 

authorised users.  

 

Another attempt [Obaidat and Macchiarolo, 1993] aims to identify a user's individual 

keystrokes. The input patterns are comprised of the time intervals between successive 

keystrokes. The underlying assumption is that each person has his/her own typing technique. 

15 sequential values of time intervals between keystrokes are set up as one vector to represent 

each user's typing technique, and 40 such vectors are collected for one user. The NN used in 

this experiment is a backpropagation network, which consists of 15 input nodes, 6 output nodes 

and 3 layers. Obaidat and Macchiarolo have verified the possibility of using NN by showing 

97.8% classification accuracy in the test.  
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More recent work by [Ghosh et al., 1999] uses a backpropagation and Elman network to 

monitor program behaviours, which are represented by system calls of programs. Ghosh et al. 

provides randomly generated data as “anomalous” input training data and thus allows the NN 

to generalise normal and abnormal program behaviours. However, this approach limits Ghosh 

et al.’s system since it requires the extra burden of creating “anomalous” data. This can be 

significant encumbrance especially when it has to generate sufficient data to complement 

dynamically changing (possibly infinite) normal data.  Likewise, the success of NN in other 

fields has not repeated itself in the IDS field. Most work has been limited to testing the validity 

of its basic concept.  

 

Evolutionary Approach 

 

As the first attempt to use evolutionary computing (EC) for detection of network anomalies, 

Heady et al. [1991] proposed a classifier system monitoring network traffic. This system 

initially extracts a timestamp, packet size, source-destination address pair, and network 

protocol descriptor to characterise each network connection. A classifier system maintains 

prediction rules that are applied to one or more threshold rules to perform multivariate analysis. 

If all of the threshold rules fire as abnormal, then prediction rules report the network state to be 

abnormal. The final step of a classifier system is evolving the prediction rules using a genetic 

algorithm. All the prediction rules, which were created to fire in response to abnormal network 

states, are rated according to their prediction results. If their prediction is right, they will be 

rewarded, otherwise they will be penalised.  A genetic algorithm uses this score as its fitness 

function and applies mutation and crossover operators. As the result, the weakest rules are 

removed and a number of new rules are generated from the remaining strongest rules using 

crossover and mutation. 
 

This work shows the EC approach’s good adaptability when applied to network intrusion 

detection. However, Heady et al. [1991] reported only the initial stage of work. They did not 

report an evaluation of learning time, which is the critical factor for the adoption of this 

approach. It used only limited events and intrusions for test. It did not show how much the 

prediction rules evolved from initial aggregation rules could detect unknown intrusions. There 

are other recent works using evolutionary computing for IDS [Crosbie and Spafford, 1995b; 

Me, 1998, Neri, 2000]. However, these works mainly employ EC for building a misuse 

detector by extracting hidden intrusion signatures from intrusion data. There is no later work 

reported that applies EC for the purpose of anomaly detection. 
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2.2.2.3 Data Mining Techniques 

Audit Data Analysis and Mining (ADAM) is an IDS that applies data mining techniques to 

discover anomalies from large amounts of network traffic data [Li, et al., 2000]. ADAM 

employs association rule mining to summarise a large amount of given network traffic data. 

Association rule mining [Witten and Frank, 2000] is a data mining technique that is used 

prevalently to discover association relations among existing attribute values of data. ADAM 

uses this technique to build normal network traffic profiles. It discovers frequent events that are 

represented as association rules and occur in the network traffic of a specific network 

connection. The mined association rules are regarded as normal network traffic profiles.  

 

Association rule-based profiles are then used to detect abnormal behaviours of network traffic 

for a specific network connection. In order to detect anomalies in network traffic behaviours, 

ADAM firstly mines association rules from newly collected network traffic data in the same 

way that was used for building network traffic profiles. These new rules are then compared to 

the association rules in the network profiles. If any association rule generated from newly 

collected network traffic data is not included in the network traffic profiles, this rule is 

considered as it indicates abnormal network traffic behaviour.  

 

In order to detect actual intrusions, ADAM then uses a classification technique, called the 

Pseudo Bayes estimator [Barbara, et al., 2000]. The classifier takes training network traffic 

data labelled with known intrusions and normal traffic. Thus, it learns network traffic patterns 

of known intrusions and normal network traffic. At the intrusion monitoring stage, ADAM 

maps suspicious association rules, that are discovered as described above, to network traffic 

data. These network traffic data are then presented to the classifier and the classifier decides 

whether these data indicate known intrusion patterns or normal traffic patterns. If they are 

classified as neither of these, they are considered as unknown intrusion patterns. This decision 

is based on the assumption that unknown intrusions are those that have not been previously 

observed. 

 

ADAM is a promising approach in terms of its good scalability due to using a data mining 

algorithm. ADAM is indeed able to handle large amounts of messy network traffic data. 

However, it extracts only frequent events to build normal profiles, and this leads ADAM to 

detect only attacks that produce a large number of events during a short period. However, there 

are many intrusions that produce anomalies slowly over quite a long period. A similar approach 

[Lee, 1999], that uses association rule mining, has also been used to construct intrusion features 

from raw network data. [Lee et al., 1999a] show that these features are very useful in 

developing a more efficient misuse detector. 
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2.2.2.5 Limitation of Anomaly Detection Systems 

The assumption of the anomaly detection approach is that if an intruder exploits the 

vulnerability of a system, it will result in anomalous patterns in the activities of users, systems, 

or system resources. This approach detects intrusions by identifying significant deviations from 

the normal behaviour patterns of profiles. The strength of the anomaly detection approach is 

that a prior knowledge of the security flaws of the target systems is not required. Thus, it is able 

to detect not only known intrusions but also unknown intrusions. However, it has several 

limitations, which originate from its main assumption, as follows [Porras, 1992].  

 

• False Negative Error: the anomaly detection misses intrusions, which do not show 

anomalous behaviour.  Not all intrusions are guaranteed to provide abnormal activity 

and this causes an intrusion detection system to falsely report absence of intrusions. 

 

• False Positive Error: the anomaly detection might report legitimate users as intruders if 

they show behaviours that are anomalous but not intrusive. Depending on a user’s 

personality or a special occasion, the activity of a legitimate user can be classified as 

anomalous. In this case, the anomaly detection approach falsely reports intrusion.  

 

• Gradual Misbehaviour: If intruders are aware that their activities are monitored by the 

anomaly detection system, they can deceive the anomaly detector by changing their 

behaviours gradually. The anomaly detection system learns these changed behaviours 

and will judge intrusive behaviours as normal behaviours. 

 

• Sporadic User Environments: the feasibility of anomaly detection approach depends on 

the system environment. The users in some environments such as a banking system 

generally show regular behaviour and access a target system enough times to build a 

sensible behaviour profile. However, the users in university networks do not show such 

regular behaviours or sufficiently frequent access to a target system. In this case, it is 

difficult to establish a meaningful normal behaviour profile. 

 

• Expensive Computation: anomaly detection is performed based on profiles of normal 

behaviour. In order to maintain more sensible profiles, dynamic updating of profiles 

according to changes in system environment and user behaviour is necessary. This 

requirement brings about expensive computation. 

 

In order to overcome these problems, the intrusion detection system should employ a misuse 

detection system in parallel. These two components should be reciprocal in an IDS. Hybrid 
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systems that adopt both an anomaly detector and a misuse detector have already been 

developed [Lunt et al., 1992; Mykerjee et al., 1994].  

2.2.3 Network-Based Intrusion Detection Systems 

One formidable feature of the human immune mechanism is its distributed detection. This 

desirable feature provides a motivation to develop a network-based IDS, and this is still one of 

major research issues for the intrusion detection research community. In order to scrutinise the 

feasibility of the artificial immune model for network-based intrusion detection, this section 

examines the available network-based IDS’s and current research issues that have not been 

resolved. Network-based IDS’s are developed to detect network intrusions, which attempt to 

subvert computer systems across the network rather than an attempt to access only a single 

host. Compared to single computer systems, network/distributed systems tend to be more 

vulnerable. This is because a network typically includes more resources to be protected, 

network systems are usually configured for resource sharing, and a global policy applied to all 

the hosts, which commonly comprise a heterogeneous set, is difficult to be defined. Moreover a 

network intruder is likely to attempt to intrude upon multiple points across the network [Heady 

et al., 1983; Ko et al., 1993]. The problem of protecting network systems is formidable, but 

unavoidable. Network-based IDS’s are categorised into three groups according to overall 

architecture: monolithic, hierarchical or co-operative. In this section, the features and problems 

of network-based IDS’s are presented according to these categories. 

2.2.3.1 Monolithic Approach 

The monolithic approach employs a central intrusion detection server and simple host audit 

programs running on multiple local hosts. Monitored local hosts transfer their collected audit 

trails to an intrusion detection server and then this server performs audit trail analysis. The 

network-based IDS’s at the early days monitor only user activities, commands, application 

program activities or system resource activities, rather than network activities [Mykerjee et al., 

1994]. However, they are able to transfer the host audit trails from multiple monitored hosts to 

a central site for global analysis. This approach benefits from a function that converts the 

various formats of audit data transited from different OSs into a single canonical format, 

allowing the central IDS to perform global analysis.  

 

After the addition of a simple audit trail transfer module to typical host-based IDS’s, 

researchers’ interest shifted to detection of intrusions attempted across the network. This 

requires auditing of network traffic simultaneously with auditing of local hosts and users. The 

Network Anomaly Detection and Intrusion Reporter (NADIR) and the Network Security 

Monitor (NSM) were the first IDS’s to employ the network traffic information [Jackson et al., 

1991; Heberlein et al., 1990; Mykerjee et al., 1994]. NADIR monitors the weekly network 
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activity of individual users and whole network. Each local host sends raw network audit 

records to a single intrusion detection server for analysis. NSM models the network and hosts 

in a hierarchically structured Interconnected Computing Environment Model (ICEM) which 

has 6 layers: packet, thread, connection, host, connected network, and system layer. The lowest 

layer represents the network packet and the highest layer represents the state of entire network. 

The network traffic audited via ICEM provides input data to the expert system. This input data 

includes a simple network traffic summary of individual connections which each host sends for 

one connection period. The expert system analyses these input data and reports the security 

state of a particular connection over the time period. This is the first approach to use network 

connection-oriented profiling. In addition, its hierarchically structured ICEM allows NSM to 

adjust the granularity of analysis according to the performance of machines and the amount of 

traffic.  

 

These early approaches to network-based IDS’s show some critical deficiencies in their 

scalability, robustness and configurability. Firstly, as the network size grows, a huge number of 

audit trails need to be transferred from local hosts to a central server. This can cause severe 

degradation of the network performance and it is difficult to guarantee scalability. Secondly, if 

a central intrusion detection server is subverted or fails, the overall IDS becomes crippled. 

Thirdly, a single intrusion detection server will impose a uniform configuration despite the 

potentially varying requirements of each host. 

2.2.3.2 Hierarchical Approach 

The hierarchical approach was proposed to overcome the problems of the monolithic 

approach. It was designed to monitor large-scale networks, which have several thousand hosts. 

It defines a number of hierarchical monitoring areas and each IDS monitors a single area. 

Instead of transferring all the collected audit data from local hosts to a central IDS, each single 

IDS at any level of monitoring performs local analysis and sends its local analysis results up to 

the IDS at the next level in the hierarchy. Thus, IDS’s at higher levels only need to analyse 

transferred local reports collectively.  

 

The Distributed Intrusion Detection System (DIDS) developed by UC Davis, Lawrence 

Livermore National Laboratory, Haystack Laboratory and the US Air Force [Mykerjee et al., 

1994; Snapp et al., 1991] is a network-based IDS using a simple hierarchy. DIDS attempted to 

avoid system performance degradation by delegating local analyses to local monitored hosts. 

The host monitor of DIDS resides on an individual host and analyses the audit records from the 

specific host’s operating system. This performs only simple analysis and sends notable events 

to the central server for further analysis. In addition, the LAN monitor runs on each LAN 

segment and investigates all of network traffic. This architecture showed better scalability and 
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not to impose too many overheads on monitored hosts. It handles a fairly large number of 

hosts, but as the network size grows, this architecture still cannot guarantee successful 

scalability. This is because most of the detection decisions still depend on a central decision-

maker and it limits the size of network that DIDS monitors. 

 

Most of the network-based IDS that are currently used in a real environment employ a DIDS 

style architecture and audit data. They employ a central intrusion detection server, which 

analyses notable events generated by monitored hosts. They are Bro [Paxson, 1998], NFR 

(Network Flight Ranger) [Ranum et al., 1997] and Shadow [Paller, 98].  These systems are 

freeware. Apart from these, many commercial systems such as Cisco NetRanger and ISS Real 

Secure [Paller, 98] also employ a similar architecture with a better graphic user interface and 

good summarised detection reports. 

 

The Graph-based Intrusion Detection System (GrIDS) [Staniford-Chen et al., 1996] and Event 

Monitoring Enabling Responses to Anomalous Live Disturbances (EMERALD) [Porras and 

Neumann, 1998] are IDS’s that use a hierarchical approach in a more sophisticated way. GrIDS 

uses network graphs showing network activities and these graphs are used to identify large-

scale of network attacks. GrIDS views the whole of a large network as the aggregation of a 

number of sub-networks. A data source module executing at any host monitors host and 

network activity and it sends reports of detected anomalous activity to a graph engine. These 

reports are converted into a graph by the graph engine and this graph shows the network 

activity of each sub-network. The network activity graphs are then passed up to the graph 

engine of another sub-network in a higher level. The graph engine in the higher level in turn 

builds graphs that have a coarser resolution. The graphs at high levels show only summarised 

information about lower level graphs rather than showing a complicated topology of the 

combined network. This hierarchical approach makes GrIDS scalable. Another hierarchical 

network-based IDS, EMERALD [Porras and Neumann, 1998], was developed in order to 

monitor a large enterprise networks with thousands of users connected in independent 

administrative domains. The network surveillance is achieved through three hierarchical 

layered analyses: service, domain and enterprise-wide. On the service analysis level, 

EMERALD handles the misuse of individual components and network services within a single 

domain. On the domain analysis level, it detects misuses visible across multiple network 

services and components. On the enterprise-wide level, it monitors co-ordinated misuses across 

multiple domains. This hierarchical analysis is achieved through execution of service monitors, 

domain monitors and enterprise-wide monitors respectively on local hosts, the entry points of 

independently administered sub-network and gateways. The detection decisions made by each 

monitor are disseminated to other monitors at any level for global analysis.  
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The hierarchical approach seems to show better scalability by allowing local analyses at 

distributed monitoring areas. However, other problems present with the monolithic approach 

still remain. When the topology of the current network is changed, it causes a change of 

network hierarchy and the whole mechanism for aggregation of local analysis reports must be 

changed [Mykerjee et al., 1994]. In addition, when a monitor residing at the highest level is 

attacked or crashes, then all network-wide co-ordinated intrusions, which are identified only by 

the global analysis of local results collected from distributed monitors at lower levels, easily 

escape detection.  

2.2.3.3 Co-operative Approach 

The co-operative approach attempts to distribute the responsibilities of a single central server 

to a number of co-operative host-based IDS’s. Each IDS is responsible for monitoring only a 

small aspect of a local host and a number of IDS’s operate concurrently and co-operate with 

each other. Moreover, they can make a coherent inference and global decision. The difference 

of this approach from the hierarchical approach is that there is no hierarchy amongst the 

distributed local IDS’s. Therefore, the failure and subversion of any one IDS does not always 

prevent the detection of co-ordinated attacks.  

 

Co-operative security managers (CSM) [White et al., 1996] is an example of a co-operative 

IDS approach. It comprises two distinct components: a distributed intrusion detection 

component and an intruder tracking handling component. The distributed intrusion detection 

component co-ordinates local decisions made by local intrusion detection components and the 

intruder tracking component finds the origin of an intruder through the communications of 

CSMs on other hosts. However, the detailed mechanism of each component has not been 

reported yet following the initial proposal. Autonomous Agents for Intrusion Detection 

(AAFID) developed by [Balasubramaniyan et al., 1998; Crosbie and Spafford, 1995a; Crosbie 

and Spafford, 1995b] is the first attempt to use autonomous agents for network intrusion 

detection. Each independent autonomous agent is responsible for monitoring only a small 

aspect of the overall system and a number of agents operate concurrently. Through the co-

operation among them, AAFID can make a coherent inference and finally a global decision. 

Currently, the second prototype of AAFID is released and this implements only the 

communication mechanism between components and hosts. Therefore, it has not been proved 

yet that the overall architecture actually supports the presented research claims.  

 

In these works, it is claimed that most of problems encountered by the other two approaches 

previously mentioned would be resolved.  The prototypes developed in these projects have not 

implemented the full cooperative functionality presented in the proposed model, and thus the 

validity of this claim remains unproven.  In particular, this approach raises a different problem, 
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namely efficiency. It places many overheads on monitored local hosts such as many 

communication mechanisms, auditing mechanisms and analyses of audit trails, and these can 

be a significant encumbrance to them. 

2.3 Overview of Human Immune Systems 
This section introduces a brief overview of human immune systems. The overview presented in 

this section is largely based on [Paul, 1993; Tizard, 1995]. A more detailed description of 

human immune systems is presented in appendix A. Detailed Description of the Human 

Immune System. 

 

The overall human immune system is implemented through the interactions between a large 

number of different types of innate and acquired cells rather than the function of one particular 

human organ. Among a large number of different cells, lymphocytes (white blood cells) play a 

central role. Their main function is to distinguish self cells, which are the cells of human body, 

from non-self cells, which are dangerous foreign cells. Each lymphocyte is specialised in 

reacting to a limited number of structurally related cells, known as antigens. Lymphocytes have 

specific binding areas, called receptors, which have complementary shapes to the determinants 

of antigens, called epitopes. A specific antigen is recognised by its epitopes binding to 

lymphocyte antibody receptors. More details about specific antigen recognition by lymphocytes 

are presented in appendix A.1.1. Specific Recognition. 

 

Lymphocytes are classified into two main types: B-cells and T-cells. B-cells are antibody-
secreting cells and T-cells kill antigens or help or suppress the development of B-cells. 
Antibodies are proteins and they play the part of receptor of B-cells. Both B-cells and T-cells 
have their own unique genetic structures. Both the genes of B-cells and T-cells are expressed by 
several chains of DNA (gene libraries) and each chain has a variable domain and a constant 
domain. The genes in the variable domain are highly variable from one to another and this 
determines the specific binding area to antigens. The genes in the constant domain are 
invariable and show various biological effects when B-cell antibody receptors bind to antigen 
epitopes. Appendix A. 1. 2. Genetic Structure of Lymphocytes provides more information about 
genetic structures of B-cells and T-cells. 
 
B-cells and T-cells are developed in the bone marrow and the thymus respectively. At the bone 
marrow and the thymus, several gene libraries uniquely corresponding to domains of B-cells 
and T-cells contain the candidate genes to express B-cell and T-cell receptors. A specific 
receptor is generated by selecting gene segments randomly from gene libraries and joining 
them. Furthermore, in order to generate diverse receptors, they adopt a progressive series of 
genetic operators during their development processes. These include gene rearrangements, 
choosing different joining sites, somatic mutation, class switching and others.  The details of 
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these genetic operators with the B-cell and T-cell development process are presented in 
appendix A.1.3 Development.   
 
Before leaving the bone marrow and the thymus, maturing B-cells and T-cells have to pass the 
last test, negative selection. In B-cell and T-cell development process, totally new cell receptors 
can be generated via various genetic operators. Therefore, it leaves the possibility for randomly 
generated receptors to bind to self cell epitopes. To prevent this, when maturing B-cells and T-
cells bind to self cells circulating through the bone marrow and the thymus, they are killed 
instead of being released into the body.  Figure. 2.2 (left) shows the development of B-cells and 
T-cells in the bone marrow and the thymus. The figure A.3 in appendix A.1.3 provides details 
about the process of gene rearrangement shown in figure 2.2 (left). 
 

Gene Library(DNA)

Pre-Detectors
(maturing B-Cells)

Pre-Detectors
(maturing T-Cells)

Negative Selection Negative Selection

B-Cells T-Cells

Bone Marrow Thymus

  

Figure 2.2  Development of B-cells and T-cells (left). Clonal selection (right) 

 
Mature B-cells and T-cells that pass the negative selection are released from the bone marrow 
and thymus. Both B-cells and T-cells continuously circulate around the body in the blood and 
encounter antigens for activation and evolution. The antibodies of B-cells, which recognise 
harmful antigens by binding to them, are activated directly or indirectly. When B-cell antibody 
receptors bind to antigen epitopes with strong affinity above a threshold, they are directly 
activated. On the other hand, B-cell antibody receptors can bind to antigen epitopes with weak 
affinity below a threshold. In this case, B-cells need the help of T-cells and Major-
Histocompatibility Complex (MHC) molecules to be activated. MHC molecules have two 
important functions to help B-cell activation. Firstly, they bind to the fragments of antigens 
specially hidden inside cells (not visible on the cell surface), and secondly they transport these 
fragments to the B-cell surface. When B-cell antibody receptors bind to antigen epitopes with 
weak affinity, MHC molecules try to find some hidden antigens inside cells. When MHC 
molecules find them, they transport them on the surface of B-cells. The receptors of T-cells are 
genetically structured to recognise the MHC molecule on the B-cell surface. Thus, T-cells can 
bind to MHC molecules on B-cell surfaces. When the T-cell binds to an MHC molecule with 
strong affinity, it sends a chemical signal to the B-cell which allows it to activate, grow and 
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differentiate.  
 
Then, what makes the T-cells determine B-cell activation? One major difference between B-
cells and T-cells is that only B-cells perform somatic mutation, which is a very high rate of 
mutation, increasing their diversity when they develop in the bone marrow. Hence, B-cells have 
more various and new receptors than T-cells. In addition, the thymus is centrally located while 
the bone marrow is distributed. Thus, most self-cells pass through the thymus and hence the 
negative selection in the thymus is more reliable than that in the bone marrow. Therefore, the 
final decision of B-cell activation with weak affinity is made by the T-cells. To summarise, 
when a B-cell binds to an antigen with strong affinity above a threshold, it directly causes this 
B-cell to activate, grow and differentiate. On the other hand, if a B-cell binds to an antigen 
below a threshold with weak affinity, it needs the assistance of helper T-cells to be activated. 
Accordingly, different antigens, which are not same but similar enough, can be detected by the 
approximate binding of a single antibody. More detailed information about B-cell and T-cell 
activation can be found in appendix A.1.4 Activation. In addition, obtaining self-tolerance 
through negative selection is also presented in appendix A.1.6 Self Tolerance. 
 
With or without the assistance of T-cells, B-cells activate and this activation is immediately 
followed by clonal selection. As one species evolves via natural selection, human immune 
systems also evolve through a process called clonal selection. The genes, which determine the 
specificity of antibodies, continuously evolve toward having the capacity to detect more 
prevalent antigens at any moment and reproduce new lymphocytes with high affinity for those 
specific antigens.  When B-cells are activated, they are divided and differentiate into a number 
of clones of antibody secreting cells. These clones can have the same antigen-binding properties 
as the receptors of parent B-cells or they can have mutated antigen-binding properties. As B-
cells bind more to the specific antigens that are currently prevalent, they have more chance of 
being selected for cloning. Similarly, as they bind less to these specific antigens, they have 
fewer chances to be selected to clone and eventually tend to decrease.  Since antigens constantly 
change, the efficiency of detection is maintained by the evolution of B-cell antibodies via clonal 
selection. Furthermore, when antigens activate B-cells, they produce memory cells for the 
reoccurrence of the same antigens in the future. Due to these memory cells, antigens that have 
been identified previously are detected much more quickly (this is known as the secondary 
response). Figure 2.2 (right) shows the generation of memory cells via clonal selection. More 
information about clonal selection is provided in appendix A.1.5 Evolution.   
 
In contrast, idiotype antibodies, which are anti-antibodies, can activate antibody receptors. 
Immune systems let antigens and anti-antibodies compete in binding to antibodies, and the 
winning anti-antibodies can suppress binding between antigen and antibody. The inhibition of 
idiotype antibody against antigen contributes to the regulation of an appropriate level of immune 
responses. Jerne, an immunologist, proposed the immune network theory [Jerne, 1974] based on 
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understanding the role of the idiotype antibody. He views immune systems as a functional 
network of lymphocytes, and the network at any moment has a dynamic state of internal 
interactions of antibodies and antigens. The continuous chain of differentiation by antigens and 
suppression by idiotype antibodies can form a large-scaled network. When this network finally 
reaches the equilibrium status between suppression and stimulation, it determines the overall 
immune system. This theory is an abstract model to illustrate how overall immune responses can 
be self-regulated. Nevertheless, there are still many controversies over whether this theory 
indeed describes how the overall immune responses are regulated or not [Callard, 2000]. 
Appendix A.1.6 Self Tolerance describes the self-regulation of immune network theory in depth.  
 

2.4 Artificial Immune Systems  
As introduced in the previous section, the biological immune system has been successful at 
protecting the human body against a vast variety of foreign pathogens. In the last few years, a 
growing number of computer scientists have carefully studied the success of this competent 
natural mechanism and proposed artificial immune models for solving various problems 
[Dasgupta, 1998a; De Castro and Von Zuben, 1999]. Various approaches to build AIS have 
been attempted mainly by implementing a small subset of overall human immune mechanisms 
[Dasgupta, 1998a; De Castro and Von Zuben, 1999]. This section provides a review of these 
systems categorised according to which mechanisms of human immune systems are 
implemented. In addition, this section briefly highlights the application areas where AIS have 
been applied. More details about various AIS and application areas are provided in later 
chapters. 

2.4.1 Negative Selection Algorithm 
The human immune system employs negative selection to eliminate immature antibodies, 
which bind to self cells passing by the thymus and the bone marrow. Of the newly generated 
antibodies, only those which do not bind to any self cell are released from the thymus and the 
bone marrow and distribute throughout the whole human body to monitor other living cells. 
This stage of the human immune system is important to ensure that the generated antibodies do 
not to attack self cells [Percus et al., 1993; Tizard, 1995].  
 
[Forrest et al., 1994; Forrest et al., 1997] proposed a negative selection algorithm mimicking 
this process. They consider a negative selection process of the human immune system as a 
sophisticated anomaly detection process. This process does not define specific harmful cells to 
be detected and thus allows the human immune system to be able to detect previously unseen 
harmful cells. This algorithm consists of three phases: defining self, generating detectors and 
monitoring the occurrence of anomalies. In the first phase, it defines ‘self’ in the same way that 
other anomaly detection approaches establish the normal behaviour patterns of a monitored 
system. It regards the profiled normal patterns as ‘self’ patterns. In the second phase, it 
generates a number of random patterns that are compared to each self pattern defined in the 
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first phase. If any randomly generated pattern matches a self pattern, this pattern fails to 
become a detector and thus it is removed. Otherwise, it becomes a ‘detector’ pattern and 
monitors subsequent profiled patterns of the monitored system. During the monitoring stage, if 
a ‘detector’ pattern matches any newly profiled pattern, it is then considered that new anomaly 
must have occurred in the monitored system.  
 
This negative selection algorithm has been successfully applied to detect computer viruses 
[Forrest et al., 1994; 1996], tool breakage detection and time-series anomaly detection 
[Dasgupta, 1996; 1998b]. Besides these practical results, D’haeseleer et al. [1997] theoretically 
analysed several advantages of negative selection as a novel distributed anomaly detection 
approach.  
 
This thesis also employs the negative selection algorithm to detect network traffic anomalies. 
More detailed features and drawbacks of this algorithm are mainly discussed in chapter 4. The 
extension of this algorithm by adding other human immune mechanisms is also studied 
throughout this thesis. In addition, other computer security related systems employing this 
algorithm are briefly introduced in section 2.5 Artificial Immune Systems for Computer 
Security.  

2.4.2 Clonal Selection Algorithm 
The human immune system learns dynamically changing antigens via clonal selection. 
Activating antibodies are divided into a number of clones that have the same antigen-binding 
properties as parent B-cells, or mutated antigen-binding properties. On the other hand, if an 
antigen cannot activate B-cells within a limited time, it rapidly dies off. Therefore, based on the 
existing antigens, only the fittest B-cell antibodies survive. Since antigens constantly change, 
the efficiency of detection is maintained by the evolution of B-cell antibodies via clonal 
selection [Tizard, 1995].  
 
De Castro and Von Zuben [2000a] propose a clonal selection algorithm, named CLONALG, 
that directly mimics this process. CLONALG consists of antigen and antibody populations. An 
antigen population stores a training data set and an antibody population has candidate solutions. 
At every generation, CLONALG clones n selected antibodies proportionally to their fitness: the 
higher the antibody fitness, the higher number of clones. The cloned antibodies are mutated and 
the mutation rate is also determined depending on antibody fitness: the higher the fitness, the 
lower the mutation rate. From the mutated clones, CLONALG selects m mutants having 
highest fitness and these mutants are competing with the originally selected n antibodies. Only 
k winners remain in an antibody population and l antibodies having lowest fitness are replaced 
by random antibodies. Likewise, CLONALG adopts several features of clonal selection in 
human immune systems: the selection and cloning of the most stimulated antibodies, death of 
non-stimulated antibodies, applying mutation on clones and re-selection of clones 
proportionally to their fitness. This algorithm follows a very similar concept to evolutionary 
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algorithms (EA) in terms of employment of fitness-based selection and applying a genetic 
operator to produce variation. The distinct feature of this algorithm from other EA is the 
method of determining an optimal antibody cloning rate and a mutation rate. Nevertheless, De 
Castro and Von Zuben [2000a] did not report possible effects of this new feature on 
performance. 
 
While CLONALG borrows a clonal selection idea for an EA-like algorithm, other work [Hunt 
and Cooke, 1996; Hunt et al., 1998; Mitsumoto et al., 1997; Watanabe et al., 1998a, b; 
Ishiguro, 1997] embed this feature in the immune network model3. The common feature of 
these AIS is implementation of clonal selection via the selection and cloning of the most 
stimulated antibodies and death of non-stimulated antibodies. This feature is often considered 
to be similar to EA, which is also based on natural selection. 
 
An augmented GA approach proposed by [Forrest et al., 1993] applies the clonal selection idea 
to AIS. Forrest et al. pay attention to a niching strategy of the clonal selection process and 
borrows this strategy to maintain generality and diversity of antibodies used for GA. They 
explored whether the niching strategy of clonal selection is able to i) detect common patterns of 
randomly presented antigens and ii) to  maintain the diverse antigen population. In their model, 
they used the GA to evolve the antibody population under a constant antigen population. 
Mirroring the niching strategy of the human immune system, for each generation, their 
modified GA selects an arbitrary size of random sample from the antibody population, and a 
single random antigen from the antigen population. After each antibody in the sample is 
matched against a selected antigen, the fitness score of the one highest-scoring antibody is 
increased while the fitness scores of the others remain the same. They compared this niching 
strategy of the artificial immune system with the fitness sharing algorithm [Smith et al., 1993]. 
From this comparison, they reported that as the result of antibody sampling mechanism, the 
niching strategy of the AIS controls its generality via the antibody sample size. This immune-
based niching strategy is later applied successfully to dynamic scheduling [Hart et al., 1998; 
Hart and Ross, 1999]. This thesis studies application of this immune based niching strategy for 
building an efficient misuse detector in chapter 5.  

2.4.3 Gene Library Evolution 
The human immune system learns dynamically changing antigens via clonal selection. As the 
result of clonal selection, the surviving antibodies and memory cells are able to detect various 
non-self antigens they are exposed to during their life-times. However, it is known that the 
genes that define surviving antibodies and memory cells cannot be directly written back on the 
DNA (which is a gene library) of an egg or sperm cell. Consequently, the genes that define 
surviving antibodies are not passed on to the next generation of the immune system [Paul, 
1993; Sompayrac, 1999]. However, it is also known that the learning results via clonal 

                                                           
3 The review of immune network model is presented in the section 2.4.4 Immune Network Theory. 
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selection with hypermutation during a lifetime indirectly lead the evolution of a gene library in 
the human immune system over generations. Although the genes of useful antibody mutants are 
not directly inherited, individuals that had more useful mutants are more likely to survive 
against various types of pathogens. Thus, the gene libraries of these individuals are passed over 
generations and offspring having these inherited gene libraries are more likely to have an 
immune system with a good capability of producing useful mutants. This effect was firstly 
proposed by Mark Baldwin in 1896 and named as the Baldwin effect [Baldwin, 1896]. 
 
Since the Baldwin effect was proposed, many researchers have attempted to understand the 
relation between learning and evolution in nature. Hightower et al. [1996] have reported that 
“learning accelerates evolution” by simulating the gene library evolution of the human immune 
system. They used GA to let the gene library of a binary immune system evolve. Other work by 
Hightower et al. [1995] investigated what determines the gene library evolution’s direction. 
(i.e. where the selection pressure of gene library evolution is headed). This question is about 
what the evolution strategy of the human immune system is, when a vast number of 
dynamically changing antigens needs to be covered by a much smaller number of antibodies. 
This work showed that the binary antibodies of a binary immune system evolve toward an 
equilibrium between maximum coverage of antigen space and least overlapping coverage of 
antibody space.  
 
Oprea and Forrest [1998; 1999] advanced Hightower et al.’s work [1995] further and studied 
the diversity required of a gene library in the human immune system and the role of gene 
library evolution. This work reported that the gene library tends to evolve towards the point of 
mapping mainly antigens that have experienced so far. The subsequent study by the same 
author [Oprea, 1999] investigated the role of hypermutation by investigating its mutating 
targets. Her experiments showed that hypermutation usually attempts to mutate the antigen-
binding regions from a gene library, and the mutation results often led to fine-tuning of 
antigen-binding parts. 
 
There are two methods employed by the currently available AIS’s in order to make their gene 
libraries evolve. The first approach directs gene library evolution through a Baldwin effect 
[Hart and Ross, 1999; Michaud et al., 2001; Fukuda et al., 1998b; Watanabe et al., 1998a, b; 
Ishiguro et al., 1997; Lee et al., 1999b; Ishida, 1996a; 1997; Watanabe and Ishida, 2002] and 
the second approach allows for the provision of direct feedback from learning results to a gene 
library [Dasgupta et al., 1999a; Hart et al., 1998; Gaspar and Collard, 1999; Hajela and Yoo, 
1999; Potter and De Jong, 1998; Nikolaev et al., 1999; Timmis, 2001; Fukuda et al., 1998a]. 
These two different approaches have been implemented in various ways depending on the 
adopted AIS model. The details of these works are discussed in depth in chapter 7 of this 
thesis. 
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Whilst there seems to be no particular distinction between learning using clonal selection and 
the evolution of gene library for AIS, research in the evolutionary computation field has been 
working more actively on the topic of the relation between learning and evolution [Nolfi and 
Floreano, 1999]. This thesis also examines the application of gene library evolution for the 
proposed integrated AIS in chapter 7.  

2.4.4 Immune Network Theory 
Jerne’s immune network theory [Jerne, 1974] describes that antibody-antibody binding triggers 
stimulating the proliferation of antibody clones as well as the suppression of antibodies. The 
continuous chain of differentiation by antigens and suppression by idiotype antibodies can form 
a large-scale network. When this network finally reaches an equilibrium state between 
suppression and stimulation, it determines the overall immune system.  
 

Antigen

B-Cell 1

B-Cell 2

B-Cell 3

Idiotope 3

Paratope 3
Antibody 3

Antibody 1

Antibody 2

Idiotope 2

Idiotope 1

Paratope 1

B-cell 4

Antibody 4

Epitope

stimulation
suppression

 

Figure 2.3. Jerne’s Immune Network, [Timmis, 2001] 

 
This theory particularly emphasises the parallel and distributed nature of immune systems. It 
addresses that the millions of local immune responses between a single antibody and a single 
antigen, or a single different antibody, occur in parallel and in disparate locations, and these 
interactions lead to the final appropriate level of immune response. In addition, another 
significant assumption of this theory is that the overall immune response is regulated not only by 
the interactions between lymphocytes and antigens but also the interactions among the 
lymphocytes themselves, even in the absence of antigens. This theory is an abstract model that 
illustrates how the overall immune response can be self-regulating. Nevertheless, there is still 
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much controversy over whether or not this theory really describes how the overall immune 
response is regulated or not [Callard, 2000]. 
 
Despite this controversy, various cognitive scientists and computer scientists [Farmer et al., 
1986; Varela et al., 1988] have examined Jerne’s Immune Network theory to understand the 
dynamics of human immune systems and devise a novel learning algorithm. Among them, 
Farmer, Packard and Pearson [Farmer et al., 1986] are pioneers who interpreted Jerne’s Immune 
Network theory in terms of a new computational intelligence paradigm. They specified Jerne’s 
rather abstract model using binary strings to represent antibodies and antigens. They formalised 
the concentration level of each antibody, determining the number of antibodies produced in 
cloning. The formula that determined the concentration level of each antibody embedded four 
factors: i) the stimulation by existing matching antigens, ii) the stimulation by neighbouring 
antibodies, iii) the suppression by neighbouring antibodies and iv) the tendency of cell to die due 
to a finite life span. It should be noted that the neighbouring antibodies could both stimulate and 
suppress a given antibody. More precisely, as shown in figure 2.3, each lymphocyte has two 
different types of protein determinants: paratopes and idiotopes. Antibodies treat any folded 
protein (located on the surface of a cell) that binds to partatopes as an antigen determinant. In 
contrast, they consider a folded protein binding to idiotopes as an antibody determinant. 
Regardless of what has matched with paratopes and idiotopes, the concentration level of a given 
B-cell is boosted by the affinities of paratopes and reduced by the affinities of idiotopes. Thus, if 
paratopes of a current antibody bind paratopes of other neighbouring antibodies, the 
concentration level of a given antibody is increased. Similarly, it decreases if paratopes of a 
current antibody bind the idiotopes of other neighbouring antibodies.  
 
More importantly these pioneers interpreted this model as a John Holland’s Classifier system 
[Holland, 1975], which was already well-known as a computational intelligence paradigm. This 
interpretation triggered many computer and cognitive scientists to investigate use of an artificial 
immune model for computational intelligence purposes.  Among them, work by Varela et al. 
[1988] elucidated that the immune system is cognitive because it has four significant features. 
They are i) recognition of other molecules, ii) memory of encountered molecules, iii) 
determination between self and non-self molecules and iv) associative memory to recognise 
molecules that have not been encountered. Then, they showed how these features could emerge 
by eliciting three different immune network properties: structure, dynamics, and metadynamics. 
The immune network structure is the network connection pattern. As Jerne’s theory pointed out, 
this pattern was made by interactions between encountered antigens and existing lymphocytes. 
This mechanism verified that immune recognition formed the network structure and that network 
structure described the memory kept in the given immune system. The immune network 
dynamics represent the dynamic changes of a network structure according to newly encountered 
molecules. The network structure could change because updated affinities of lymphocytes to new 
molecules (whether they are antigens or other lymphocytes) make new connections and delete 
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existing connections. Finally, the immune network metadynamics referred to another type of 
change of network structure but by addition and deletion of network nodes. While the immune 
network dynamics are changes in network structure due to the affinity updates (equivalent to 
connection weight changes), the immune network metadynamics emphasise the continuous 
adoption and deletion of molecules in the immune system. The following work formulised these 
three properties and these formulas were used to solve an adaptive control problem in further 
work [Bersini, 1991; Bersini & Valea, 1994]. 

2.4.5 Immune Memory 
Immunologists define immune memory as the capability of the immune system to fully protect 
the body from attack from pathogens that have previously been detected [Yates and Callard, 
2001]. When B-cells activate, they produce memory cells to protect against the reoccurrence of 
the same antigens. Memory cells enable the immune system’s response to previously 
encountered antigens (known as the secondary response), which is known to be more efficient 
and faster than non-memory cells’ response to new antigens[Tizard, 1995; Paul, 1993]. These 
cells are long-lived, often lasting for many years or even for the lifetime of an individual 
[Tizard, 1995].   
 
AIS’s have implemented the immune memory of the human immune system in various ways. 
Among the implementations, the immune network theory has been the particularly popularly 
used [Timmis, 2001; Bersini and Varela, 1994; Manderick, 1994]. Studies of this mechanism 
verified that immune recognition formed the network structure and this network structure 
described the memory of the immune system. The new network formed by surviving B-cells is 
expected to provide a new solution to a newly appearing environment, without losing the 
solutions to the previous environment. This is possible because the AIS selects surviving B-
cells in the network not only by their antigen stimulation level but also by antibody suppression 
level. Although some antibody secreting B-cells did not receive a sufficient degree of 
stimulation from new antigens, they would not be deleted as long as they did not also receive a 
high degree of suppression from other antibodies. The B-cells having these antibodies remain 
and act as memory cells in the AIS. 
 
In addition, some other work [Gaspar and Collard, 1999; Nikolaev et al. 1999] induces artificial 
immune memory by modifying a fitness function of a Genetic Algorithm (GA). The lack of 
maintenance of diversity is a well-known problem of GA. A simple GA often lets a solution 
population evolve toward one optimal point and has some difficulties with handling a multi-
modal function. In order to resolve this problem, [Gaspar and Collard, 1999; Nikolaev et al. 
1999] adds the antibody-antibody suppression concept of the immune network theory to the 
fitness function of GA. Gaspar and Collard [1999] adds an endogenic activation fitness function 
that indicates the similarity to other antibodies in the population. Gaspar and Collard’s GA 
selects the best antibodies that are solutions of a current optimisation target. This GA also selects 
other antibodies that are quite dissimilar to currently selected best antibodies. Different work by 



 49

[Nikolaev et al., 1999] devises a new dynamic fitness function using Genetic Programming 
(GP). The new GP dynamic fitness function takes into account whether each individual matches 
more important examples and different individuals match the examples in different niches. The 
overall degree of proliferation of a given individual was measured by the total number of 
matching examples weighted by the importance of each example. The dynamic fitness function 
also considers the extent of suppression of a specific individual to be defined by the difference 
between a given individual’s and other individuals’ matching examples.  
 
Another type of immune memory employed for AIS’s is Sparse Distributed Memory (SDM) 
[Smith et al., 1996]. Smith et al. [1996] viewed that the approximated recalling mechanism of 
SDM is equivalent to the primary and secondary responses of memory cells. Consequently, 
Smith et al. [1996] claimed that immune memory is robust and associative, as is SDM, since 
both employ a similar approximate addressing mechanism. Hart and Ross [2001] adopted SDM 
in their co-evolutionary GA to cluster moving data. In their work, the SDM was used for 
antibody and antigen matching and recalling. It lets each antibody vote (=i.e. match and recall) 
several antigens instead of one antigen. Thus, when a new antigen is presented, the voting 
result from all antibodies decides the label of the antigen, whether self or non-self.   
 
In contrast to above approaches, Hofmeyr’s AIS [1999] adopts a separate memory cell 
population that is isolated from other antibody populations. This system is the only AIS to 
implement immune memory by directly mimicking memory cells of the human immune 
system. It has explicit antibodies to retain memory of previously detected antigens and these 
antibodies are treated differently from other antibodies. They remain in a population for a 
longer period than other antibodies and they detect antigens much more quickly than other 
antibodies.  
 
The AIS developed in this thesis also adopts immune memory and more detailed issues about 
immune memory are studied in chapter 7. 

2.4.6 Artificial Immune System Applications 
This section briefly introduces application areas where AIS have been applied. Various 
application areas utilise AIS’s, mainly in order to achieve autonomous, dynamic and distributed 
features of a system. These areas are as follows:  
 
• Computer Security [Forrest et al., 1997; Hofmeyr, 1999; Hofmeyr and Forrest, 2000; 

Libicki, 1997; Dasgupta et al., 1999b; Okamoto and Ishida, 1999; Stillerman et al., 1999; 
Somayaji and Forrest, 2000; Kephart, 1994; Kephart, et al., 1997; 1998; Narasimhan et al., 
1999; Lamont, et al., 1999; Williams, et al., 2001; Gu et al., 2000] 

• Computer System Maintenance [Burgess, 1998a; b; 2000] 
• Concept Learning [Potter and De Jong, 1998; Hunt and Cooke, 1996; Hunt et al., 1998; 

Nikolaev et al., 1999] 
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• Data Clustering [Timmis, 2001; De Castro and Von Zuben, 2001a] 
• Robot Control [Ishiguro et al., 1997, Watanabe et al., 1998a; 1998b; Lee et al., 1999b] 
• Fault Detection [Ishida, 1996a; 1997; Dasgupta and Forrest, 1996; Watanabe and Ishida, 

2002] 
• Optimisation [Hajela and Yoo, 1999; Fukuda et al., 1998a; De Castro and Von Zuben, 

2000a; Toma, et al., 1999; Gaspar and Collard, 1999; 2000] 
• Scheduling [Mori et al., 1998; Hart et al., 1998; Hart and Ross, 1999]    
• Aircraft Control [KrishnaKumar and Neidhoefer, 1998] 
• Production Line Management [Fukuda et al., 1998b] 
• Pattern Recognition [Smith et al., 1993; McCoy and Devarajan, 1997; De Castro and Von 

Zuben, 2000a] 
• Spectra Recognition [Dasgupta et al., 1999a] 
• Vaccine Design [Smith et al., 1998; 1999] 
• Multi-Agent Systems [Dilger, 1997; Ishida, 1996b; Dasgupta, 1998b; Ballet et al., 1997; 

2000] 
• Open Web Server Policy Management [Suzuki and Yamamoto, 2000; 2001]  
• Protein Structure Prediction [Michaud et al., 2001] 
• Fault Tolerant System Design [Bradley and Tyrrell, 2000a, 2000b; 2001] 
 
As seen in the previous sections, existing AIS’s have diverse forms and each different form is 
based on different parts of the human immune system. This diversity allows a rather wide range 
of application areas to use AIS for different purposes. The application area that this thesis 
investigates is computer security. The next section discusses in depth the study of the 
application of AIS’s to computer security problems. 

2.5 Artificial Immune Systems for Computer Security 
Computer security is one of the application areas that AIS have been most frequently applied 
to. The similarity between the goal of a computer security system and the human immune 
system naturally leads researchers to examine analogies between the two. This section 
introduces three of the most studied different computer security related applications that adopt 
human immune features.   

2.5.1 Virus Detection 
Since computer viruses have been identified as a destructive form of artificial life [Spafford, 
1994], it is very natural for computer scientists to investigate the human immune system in 
order to understand its formidable defence mechanism against harmful biological viruses. 
Stephanie Forrest at University of New Mexico is a pioneer in the study of the application of 
human immune system techniques to protection of computer systems from destructive artificial 
life. Forrest et al. [1994] view virus detection as a “self-nonself discrimination problem” in a 
computer. They regard monitoring targets (such as legal user activies, legal application usage 
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activities, uncorrupted data, etc.) as self and expect the AIS to discriminate them from others 
(such as illegal user activities, illegal application usage activities, virus infected data, etc.). This 
models the negative selection process of human immune systems (this model is introduced as a 
negative selection algorithm in section 2.4.1 Negative Selection Algorithm [Forrest et al., 
1994; 1996]). In their work, Forrest et al. generates detectors from a standard binary executable 
.com file and then tests whether generated detectors can detect a virus infected .com file. The 
experiment results show that the AIS obtained 100% detection rate with 125 detectors when an 
infected file is encoded by 655 binary strings each string having 32 bits.  However, their work 
has not been further tested against other viruses, of which there are recently new varieties. 
 
Another recent approach called Computer Virus Immune System (CVIS) [Lamont, et al., 1999; 
Harmer and Lamont, 2000; Harmer, 2000], by the US Air Force Institute of Technology team, 
attempts to apply the latest AIS of Stephanie Forrest’s team at University of New Mexico. The 
Forrest team’s latest AIS [Hofmeyr, 1999; Hofmeyr and Forrest, 2000] is developed to detect a 
certain set of network intrusions and is not tested for virus detection. CVIS employs the 
negative selection algorithm with some novel ideas that were used in [Hofmeyr, 1999; 
Hofmeyr and Forrest, 2000] such as life span, activation threshold and costimulation. As new 
features, CVIS adds detected virus analysis, repair of infected files and dissemination of 
analysis results to other local systems. In addition, CVIS is designed to operate under a 
distributed environment using autonomous agents.  
 
Although they design the AIS under a distributed environment, the reported test results of 
CVIS [Harmer, 2000] are limited to evaluation of whether CVIS detects various viruses on a 
local host. The tested viruses are the “TIMID” virus, which infects .COM files only within a 
local directory, and viruses included in the standard test file provided by the European Institute 
for Computer Anti-Virus Research. The test reports show the sensitivity of detection and error 
results depending on different matching thresholds. By setting appropriate parameters, their 
system is able to show a detection rate of up to 89%. One serious problem found from these 
tests is scalability. It requires about 1.05 years for generated antibodies to scan an 8GB hard 
disk drive. Harmer [2000] also studies various negative selection algorithm matching functions 
for the first time. 
 
For a virus detection system that can operate under a distributed and heterogeneous 
environment, Okamoto and Ishida [1999] proposes a multi-agent based AIS. This system 
consists of four different types of agents: antibody, killer, copy and control agents. Antibody 
agents detect viruses from local hosts and killer agents neutralise viruses by overwriting self 
information on infected files. Copy agents copy uninfected files, which are equivalent to ones 
infected, from different hosts and control agents helps communication among other agents. 
This system is clearly limited by their repair method since there are only limited numbers of 
files that have equivalent ones from other hosts. 
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A different approach to using AIS for virus detection is undertaken by [Kephart et al., 94; 97; 
98; White et al., 2000] at the IBM research centre. While above approaches model a particular 
sub-mechanism of human immune systems as a novel algorithm, the AIS developed by 
[Kephart et al. 94; 97; 98] identifies some traits of the human immune system that make it 
attractive for virus detection purposes and implements them using established algorithms. 
Thus, Kephart et al. design their AIS with the following five stages, each inspired by the 
human immune system: i) detect a previously unknown virus on a user’s computer, ii) capture a 
sample of the detected virus and send it to a central computer, iii) analyse the virus sample 
automatically and derive an instruction for detecting and removing it from any computer host, 
iv) send the derived instruction to the user’s computer, adding it into the anti-virus data files 
used by the anti-virus software, and run the anti-virus product to detect and remove all 
occurrences of the virus, and v) disseminate the derived instruction to other computers in the 
user’s locale and  to the rest of the world. From these five stages, for instance, Kephart et al. 
[94; 98] claims that the first stage of their AIS, which detects a previously unknown virus on a 
user’s computer, is a useful trait of the innate human immune system. Since the innate human 
system provides a non-specific immune response, Kephart et al. view the detection of 
previously unknown viruses in a generic way as the equivalent task in their artificial system. 
The actual implementation of this innate immune response is carried out by two established 
algorithms: generic disinfection techniques and neural networks, which are used to build a 
generic classifier [Kephart, et al., 1997]. Similarly, the other four stages of the AIS are also 
understood comparable in effect with some sub-procedures of the human immune system, but 
their implementation is completed using other more conventional algorithms. 
 
The problem that this system particularly addresses is the speed of analysis of infected files and 
dissemination of the analysed virus signatures with removal instructions to other computer 
systems [White et al., 2000]. As the speed at which computer viruses spread becomes 
alarmingly faster, this problem is becoming more significant than ever in attempting to reduce 
damage to information resources. The prototype by Kephart et al. [94; 98] is developed, 
eventually into a commercial system in [White et al., 2000], and this commercial system 
benefits from the idea of sending killing signals by immune cells. As the human immune 
system clones useful antibodies and these spread rapidly through the body in order to counter 
the speed of harmful antigen spread, the key feature of White et al.’s computer immune system 
is that it disseminates virus signatures quickly to a large number of computer systems across 
the world. In order to achieve this, they set up a network that connects computers within 
monitoring domains to a centralised analysis centre. Any host within this domain sends files 
that are infected or potentially infected to the central analysis centre, which extracts unknown 
virus signatures from them. The newly found virus signatures are always sent, not only to the 
sender of infected files, but also to any computer within the monitoring domain. In order to 
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complete this process rapidly, the virus analysis process at the centre is fully automatic, 
requiring no human involvement.  
 
This commercially used system [White et al., 2000] developed at the IBM research centre 
delivers somewhat different messages from Stephanie Forrest’s team’s work. The IBM 
research team attempts to identify and understand useful processes of the human immune 
system, and to see how these can help with devising a new virus detection product. However, 
they do not attempt to implement the processes using the mechanism of the human immune 
system, only to mimic it at a high level of abstraction. They advance other conventional 
algorithms to implement identified human immune processes. In other words, the IBM team 
treats each process of the human immune system as a black box and thus the actual 
implementation of this box is not considered important to provide the desired result from each 
process. This may have assisted them in building a commercially successful system.  

2.5.2 Intrusion Detection 
 
The first attempt to use an AIS for intrusion detection is the host-based IDS [Forrest et al., 
1996; 1997; Hofmeyr et al., 1998]. A host-based IDS using AIS profiles the normal behaviours 
of privileged system processes and compares them to currently observed behaviours. This first 
computer immunology approach for intrusion detection does not employ many features of 
human immune systems, such as distributed anomaly detection. Instead, it tries to use the basic 
concept of the human immune system: detection of non-self entities. This is not much different 
from the conventional anomaly detection mechanism. An interesting point of their work is that 
it shows that system call sequences of privileged process can be a good indicator, describing 
the self of a monitored host. More importantly, their work shows that the profiling of system 
calls can result in a massive reduction of audit data and thus this approach can help to build a 
light-weight IDS. However, it needs to be tested on more extensive intrusions in order to prove 
whether this level of audit is good enough to replace other more extensive audit levels, such as 
auditing all application programs activities, auditing all typed user commands and auditing 
system resources and network traffic activities.  
 
This early attempt encouraged the same research team to extend AIS to network intrusions. 
Forrest et al. [1997] proposes the application of computer immune systems to computer 
security for the first time. From their work, they argue that the analogy between human 
immune systems and artificial immune systems works best for network intrusion detection 
problems. Similarly, the work in this thesis [Kim and Bentley, 1999a; 1999b] has identified the 
features of human immune systems that can contribute to the development of effective 
network-based IDS. This analysis will be presented in the next chapter in more detail. More 
recent work by [Hofmeyr, 1999; Hofmeyr and Forrest, 2000] develops an AIS for network 
intrusion detection, called LYSIS. LYSIS implements the AIS proposed in [Forrest et al., 
1997]. It employs various features of the human immune system such as activation threshold, 
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life span, memory detectors, costimulation, etc., in order for it to monitor dynamic self and 
non-self behaviours. In addition, LYSIS operates under a distributed environment and is tested 
to monitor 50 hosts in a local area network (LAN). The system considers the typical network 
traffic paths between two hosts as self and detects abnormal network packet paths. In order to 
perform this, LYSIS extracts a “datapath triple”, which is a source host IP address, a 
destination host IP address and a TCP service (port) number from TCIP/IP packet headers. This 
“datapath” is used as input data to build self-profiles. LYSIS is tested over seven intrusions and 
shows promising results. However, this rather limited input data requires future research to 
evaluate whether LYSIS is able to detect more diverse intrusions than those used in  [Hofmeyr, 
1999; Hofmeyr and Forrest, 2000]. The AIS studied in this thesis shares many features of 
LYSIS and provides new understanding of these features that were not reported by [Hofmeyr, 
1999; Hofmeyr and Forrest, 2000]. 
 
Different work inspired by LYSIS has recently been reported in [Williams et al., 2001]. 
Williams et al. extend Computer Virus Immune Systems (CVIS) reported at [Lamont, et al., 
1999; Harmer and Lamont, 2000] to detect network intrusions. This extended system, called 
Computer Defense Immune System (CDIS), also uses the negative selection algorithm with 
some novel ideas that were introduced in LYSIS such as life span, activation threshold, and 
costimulation. In contrast to LYSIS, CDIS chooses 28 features of TCP packet headers and 16 
features of UDP and ICMP packet headers as its input self data. For antibody string generation, 
CDIS randomly selects the network protocol and chooses between two and seven features of 
that selected protocol. For the selected protocol features, CDIS generates the values of these 
features randomly. As a new way of reducing the computing time to generate antibody strings, 
CDIS adopts an affinity maturation process. This process aims to optimise each antibody to 
cover the non-self space as much as possible without matching any self string. In order to 
perform this, CDIS uses a genetic algorithm and its fitness function is defined as the growth 
rate of non-self space coverage by each antibody. The performance of CDIS is tested over two 
data sets: the first set with 20K self packets and the second set with 1.3M self packets and both 
data sets are collected during one day. For a non-self data set, Williams et al. simulate various 
intrusions on attack-free network traffic data. The test results show that CDIS is able to detect 
simulated intrusions without serious self detection errors. It also verifies that the costimulation 
and affinity maturation help CDIS to reduce both false positive and false negative error rates. 
However, the affinity maturation requires far too much computation time to be applied to the 
second, larger, data set. In addition, the authors also point out that the high detection rates with 
low error rates may possibly be obtained because the simulated intrusions are limited. More 
extensive tests with more varied intrusions are required. 
 
Dasgupta et al. [1999b] proposes a general framework for Immunity-Based IDS. This 
framework applies a multi-agent architecture to support an AIS model for intrusion detection. 
This immunity-based IDS framework simply follows the multi-level detection feature of 
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human immune systems rather than employing more sophisticated features of human immune 
systems, such as distributed detection, clonal selection, negative selection, etc. The multi-
agents residing within this model monitor systems at various levels in a hierarchical manner, 
activate warning signals, communicate their local warning signals and make decisions based on 
collected local warning signals. In order for the proposed IDS to reduce false warnings, this 
model emphasises the importance of collective decisions. It monitors anomalies of users’ 
system usage patterns, system resource usage patterns, process activity patterns, and network 
traffic patterns at the same time and produces final warning signals only when correlation 
among local warnings is proven to be intrusion-related. The ART-2 NN is employed to detect 
anomalies of all monitoring levels and fuzzy logic was proposed to combine four different 
levels of warnings into a final threat warning [Dasgupta and Brian, 2001]. The different work 
[Dasgupta et al., 2000] instead uses the Classifier system to draw final collective decisions. 
The fitness function used for the Classifier system is defined by three factors: ‘How well each 
rule follows security expert’s heuristic rules’, ‘the diversity of a rule set’, and ‘the generality of 
a rule’. [Dasgupta et al., 2000; Dasgupta and Gonzalez, 2001a] reports some preliminary 
results related to the performance of the Classifier system as a global decision maker.  
 
Since the negative selection algorithm was proposed by Forrest et al. [1994] as a novel 
anomaly detection algorithm, many researchers have been inspired by this pioneering work. 
However, at the same time, many researchers have been suffering from the innate problems of 
this algorithm. Dasgupta and Gonzalez [2001b] have examined whether the fundamental idea 
of negative selection is advantageous for a the network intrusion detection problem. They have 
compared a negative characterisation approach to a positive characterisation one. The positive 
characterisation approach is one of conventional anomaly detection algorithms that usually 
define normal profiles and detect anomalies by monitoring a significantly deviated event. A 
self set is a collection of vectors that present one event observed at time t and these vectors are 
grouped into a number of sets. When a new data is given, this approach searches for a nearest 
self vector to a given data point and measures the Euclidean distance between these two points. 
If this distance is larger than a pre-defined threshold value, a given datum is considered 
anomalous. On the other hand, their negative characterisation approach employed a genetic 
algorithm in order to generate detector rules covering niches of a non-self space. While the 
negative selection algorithm generates detectors covering the same radiuses of clusters in a 
non-self space, Dasgupta and Gonzalez [2001b] uses the GA to let detectors evolve to cover 
generalised niches that have various radiuses. In order for detector rules to evolve, the fitness 
function was defined by the volume of non-self space covered by detector rules after a penalty 
having been applied according to the number of matching self examples.  
 
The experimental results in their work show that the negative characterisation approach is more 
efficient than the positive characterisation one in terms of space required. However, this claim 
is drawn from a rather unfair comparison. This is because the self profiles used for the positive 
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characterisation approach are not represented by their generalised patterns, while the detector 
rules for the negative characterisation approach are chosen ones, generalised by the GA. In 
addition, it is shown that positive characterisation outperforms in terms of its detection rate. 
However, their work shows no comparison between these two approaches with respect to 
computing time, which has been revealed as a severe problem of a negative selection algorithm 
from this thesis [Kim and Bentley, 2001a] (see chapter 4. Negative Selection Algorithm). In 
addition, distributed detection using a negative characterisation approach is not investigated 
either, even though this is regarded as a potential strength of negative selection over positive 
selection.  
 
Stillerman et al., [1999] introduce an immunity-based intrusion detection approach that is 
particularly applicable to Common Object Request Broker Architecture (CORBA) applications. 
CORBA is a popular common messaging middle-ware that enables the communication of 
distributed objects comprising a distributed application. Their work focuses on detection of 
attacks on CORBA applications, termed rogue client attacks. This attack is of the “legal user’s 
misuse” type. Its approach to detecting this type of attack is closely related to the early AIS 
reported in [Forrest et al., 1996; 1997; Hofmeyr et al., 1998], in that it is not much different 
from conventional anomaly detection. As in [Forrest et al., 1996; 1997; Hofmeyr et al., 1998], 
a self database is built using a sliding time window to define a self pattern from collected 
sequences of requested methods. After sufficient self-patterns have been collected, new 
patterns that are not found in the self database are regarded as anomalous. To reduce false 
positive error rates in the system, it waits until a sufficient number of anomalies from the same 
client have been observed. The experimental results show that the system is able to detect 
anomalies caused by this attack without high false positive error rates. Although this report 
shows that their work is feasible when applied to the CORBA application level of attack, the 
report does not include exact false positive error rates or the training and test data collection 
periods in the experimental results. Furthermore, their work does not utilise any of the new 
ideas of AIS instead using a conventional anomaly detection approach called an immune-based 
system.  

2.5.3 Fault Tolerant Software 
Strictly speaking, fault tolerant computer systems are not in the computer security application 
field. However, the research goals of this area are similar to those of computer security 
research. A fault tolerant computer system attempts to assure reliable operation of a system 
despite presence of hardware or software flaws. This section introduces two ongoing pieces of 
research concerning the development of fault tolerant hardware and software using the AIS 
concept. 
 
In an effort to build fault tolerant software, Burgess [Burgess, 1998a; 1998b; 2000] develops a 
proactive computer system maintenance program using an immunity approach. A modern 
computer environment changes rapidly and often a network domain is heterogeneous. Despite 
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such a dynamic environment, the configurations of computer systems are often maintained 
manually by users. Furthermore, in a local network environment, a system administrator may 
force a centralised policy on a group of local users without considering various local 
conditions, which will inevitably require different optimal configuration rules. These problems 
require new thinking in order to build a dynamic and distributed software maintenance 
program. For the development of this new type of program, Burgess [1998a] addresses some 
useful features of human immune systems: autonomous and distributed detection of harmful 
antigens and damaged cells, and a healing process to sustain a healthy status of a body. These 
features are already understood to be useful attributes of other security-related systems. A great 
deal of effort in implementing these features for computer systems has been spent on the self 
and non-self distinction model, achieved using a negative selection algorithm. However, 
Burgess [1998a] claims that the self and non-self distinction concept is too simple to explain 
the whole human immune mechanism and thus too straightforward to be applied for AIS. 
Instead, he advocates a different immunology theory called a danger model. Although this 
model is still controversial among immunologists, he considers that this model seems to be 
more appropriate to AIS. The single attribute that makes this model different from other 
immune theories is that immune response is triggered by unusual deaths of self cells. Following 
this model, Burgess [1998a] puts the emphasis of computer immune system on an autonomous 
and distributed feedback and healing mechanism, triggered when a small amount of damage 
can be detected at an initial attacking stage.  
 
The cornerstone of Burgess’s AIS is a program called cfengine, a tool that builds an expert 
system for maintaining configuration policies of UNIX network machines [Burgess, 1998b; 
2000]. After a human administrator initially specifies configuration policies at a very general 
level using an expert system shell, cfengien automatically monitors the state of each system and 
adapts initially specified policies to be more locally optimised. This change immediately 
triggers the modification of other policies affecting different hosts. The new policy reflects a 
new environment and other hosts can optimise their own policies. The stages of this feedback 
loop can be summarised as, firstly, analysis of the current state of each host, detection of any 
noticeable change of observed state, altering the corresponding configuration policy in order to 
heal this change if the observed change shows negative effects, disseminating an updated local 
policy to other hosts, and triggering local policies of other hosts receiving the updated policy. 
Burgess [1998a] argues that this feedback loop follows the operation of the most significant 
immune mechanism, which is autonomous and distributed feedback and healing, triggered by 
detection of a small amount of damage at an initial attacking stage. Similar to a virus detection 
system developed by the IBM research team [Kephart et al. 1994; 1998], Burgess’s AIS 
follows a similar philosophy. The relevance to the study of AIS is their understanding of useful 
immune mechanisms, and the implementation of these mechanisms is not their main concern. 
Thus, conventional algorithms are used for each process in the AIS healing/feedback loop.  
 



 58

The second work introduced in this section is research concerning the development of 
hardware fault tolerant systems using an AIS approach [Bradley and Tyrrell, 2000a; 2000b; 
2001]. Bradley and Tyrrell use a negative selection algorithm and a new approach is taken to 
represent self and non-self sets. They use a finite state machine (FSM) representation to define 
a valid self set. The FSM defines all acceptable states of a hardware system and existing 
transitions between them. The main motivation for using a FSM to represent a self set is for 
minimisation of the search space where antibodies search for matches with antigens. Bradley 
and Tyrell test a negative selection algorithm on a rather small self set, consisting of 40 self 
strings each of 10 bit length. This is created from two user inputs: count enable and reset, with 
4-bit current state and a 4-bit subsequent state. The experimental results are evaluated in terms 
of the detection rate according to different matching thresholds. All the experimental results are 
consistent with the conclusion other earlier work by [D’haeseleer, 1997; Forrest et al., 1994]: 
the number of antibodies generated greatly affects the detection rate. 

 2.4 Summary 
This chapter has reviewed two different areas that are relevant to the an artificial immune 
model for intrusion detection. Firstly, the basic mechanism of IDS and a brief taxonomy of 
existing IDS’s are presented. From the IDS categories stated in this taxonomy, anomaly 
detection systems and network-based IDS’s are discussed in particular depth. Despite the 
advantages of these two approaches for intrusion detection, the difficulties of applying these 
two approaches hinder the development of effective IDS’s that adopt them. For anomaly 
detection systems, three main approaches have been used: statistical, machine learning and data 
mining. However, all of these approaches have suffered from similar problems originating from 
the inherent characteristics of anomaly detection. Network-based IDS’s are also categorised 
into three groups according to their overall architecture. These three groups are monolithic, 
hierarchical and co-operative. These are introduced and the features and limitations of each 
approach are also outlined.  
 
The second part of this chapter has briefly introduced the overall human immune mechanism 
and extensively surveyed existing AIS’s. In the last few years, a growing number of computer 
scientists have carefully studied the success of this natural mechanism and proposed artificial 
immune models for solving various problems. However, due to the complexity of the overall 
human immune mechanisms, AIS’s have mainly implemented a small subset of the overall 
human immune mechanisms. Among these AIS’s, five of the most commonly used artificial 
immune algorithms are introduced. The common observation from these algorithms is that 
none of these systems fully provides the remarkable features that are integral to the human 
immune system. This observation is also found in the computer security application area. One 
group of AIS’s used for a computer security application [Forrest et al., 1994; 1996; Hofmeyr, 
1999; Hofmeyr and Foresst, 2000; Harmer, 2000; Dasgupta et al., 1999b; Stillerman et al., 
1999; Bradley and Tyrrell, 2000a; 2000b; 2001] mainly use a small subset of overall human 
immune mechanisms and thus their performance has only been verified in very limited test 
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cases. Another group of AIS’s is used for a computer security application [Kephart et al, 1994; 
1998; White et al., 2000; Williams et al., 2001; Burgess, 1998a; 1998b; 2000] is commercially 
used or tested on a real environment. However, these AIS’s only follow the basic concepts of 
the human immune mechanisms and actual implementation use available conventional 
algorithms.  
 
The overall conclusion is that it is necessary to propose a new artificial immune model that 
directly employs some features of the human immune system, but can still achieve the 
efficiency needed in a realistic application environment. Such a system is proposed in the next 
chapter and shows how this new model can provide benefits to an IDS in a network 
environment.  
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Chapter 3. An Artificial Immune Model for 
                  Intrusion Detection 

3.1 Introduction   
This chapter proposes an artificial immune model for intrusion detection. As seen in the 

previous chapter, diverse types of artificial immune systems have been applied to various 

application areas. Among these, intrusion detection is the application area that is the most 

closely linked to the human immune system. This is because both systems, IDS and the human 

immune system, aim to protect a host against harmful foreign agents. For this reason, a growing 

number of proposed artificial immune systems have been applied for intrusion detection.  

 

However, the literature survey of AIS’s presented in chapter 2 shows that each AIS is quite 

different from the others and has its own strengths and problems. The main reason for the 

absence of a unified artificial immune model is that the human immune system is quite a 

complicated system to fully implement. Each AIS somewhat simplifies the human immune 

system by implementing a limited number of human immune features. Hence, in order for an 

AIS to have selected immune features, it is necessary to comprehend which features of the 

human immune systems are beneficial to an AIS. This comprehension is possible by assessing 

whether selected human immune features can allow an AIS to satisfy the requirements of a 

given application. In addition, in order for an AIS to harness these selected features, it is 

important to understand how the human immune system is able to obtain these human features. 

Such understanding can suggest a new artificial immune model equipped with essential immune 

features that can satisfy all the requirements of a given application. 

 

This chapter focuses on reviewing and assessing the analogy between the human immune 

system and intrusion detection systems. In order to draw the analogy, a network-based IDS is 

selected. This is because a network-based IDS can use host-based IDS’s as components within a 

monitoring network, and a network-based IDS monitors multiple hosts in a distributed way as 

the human immune system does. The chapter starts by identifying a set of general requirements 

for network-based IDS’s and the design goals to satisfy these requirements [Kim and Bentley, 

1999a]. Based on these requirements, the salient features of the human immune system that can 

contribute to the design of competent network-based IDS’s are analysed [Kim and Bentley, 

1999a]. The analysis leads to a proposal of a new artificial immune model that combines the 

three evolutionary stages: gene library evolution, negative selection and clonal selection into a 

single methodology [Kim and Bentley, 1999b]. This chapter then finally presents the scope of 

the thesis. The thesis scope is defined by clarifying the parts of a proposed artificial immune 

model that are developed for the thesis and the main research goals.  
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3.2 Requirements of Network-based IDS’s  
In chapter 2, network-based IDS’s were categorised into three groups according to the overall 

architecture: monolithic, hierarchical or co-operative. However, each approach shows different 

problems and no network-based model completely resolves the encountered problems. Before 

presenting the human immune system features, it is necessary to comprehend which functions 

are required to design a competent network-based IDS. A careful examination of the literature 

allows the significant functions to be distilled into seven points: 

 

Robustness: it should have multiple detection points, which are robust enough against the 

attack and any system faults on IDS’s [Balasubramaniyan et al., 1998; Forrest et al., 1997]. The 

critical weak point of an IDS is its failure and subversion by intruders. If intruders already know 

the existence of an IDS and can subvert it, then the effort to develop the IDS was futile.  

 

Configurability: it should be able to configure itself easily to the local requirements of each 

host or each network component [Balasubramaniyan et al., 1998; Somayaji et al., 1997]. 

Individual hosts in a network environment are heterogeneous. They may have different security 

requirements. In addition to hosts, different network components such as routers, filters, DNS, 

firewalls, or various network services may have various security requirements 

 

Extendibility: it should be easy to extend the scope of IDS monitoring by and for new hosts 

easily and simply regardless of operating systems [Balasubramaniyan et al., 1998; Somayaji et 

al., 1997]. When a new host is added to an existing network environment and especially when 

this new host runs a different operating system that has a different format of audit data, it is not 

simple to monitor it in a consistent manner with existing IDS’s.  

 

Scalability: it is necessary to achieve reliable scalability to gather and analyse the high-volume 

of audit data correctly from distributed hosts [Balasubramaniyan et al., 1998]. In the case of the 

monolithic IDS’s, the audit trail collection procedure is distributed and its analysis is centralised 

[Mykerjee et al., 1994]. However, it is very difficult to forward all audit data to a single IDS for 

analysis without losing the data. Even if it scales for all audit data correctly, it may cause severe 

network performance degradation.  

 

Adaptability: it should be dynamically adjusted in order to detect dynamically changing 

network intrusions [Balasubramaniyan et al., 1998; Somayaji et al., 1997]. Computer system 

environments are not static. Users, vendors and system administrators are constantly changing 

them. Therefore, the normal activities of networks and intrusions are also continuously changing 

according to this environment. 
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Global Analysis: in order to detect network intrusions, it should collectively monitor multiple 

events generated on various hosts to integrate sufficient evidence and to identify the correlation 

between multiple events [Balasubramaniyan et al., 1998; Mykerjee et al., 1994]. Many network 

intrusions often exploit the multiple points of a network. Thus, from a single host, they might 

appear to be just a normal mistake. However if they are collectively monitored from multiple 

points, they clearly can be identified as a single attack attempt. 

 

Efficiency: it should be simple and lightweight enough to impose a low overhead on the 

monitored host systems and network [Balasubramaniyan et al., 1998; Forrest et al., 1997; 

Somayaji et al., 1997]. A single IDS is expected to perform monitoring, data gathering, data 

manipulation and decision making. It may impose a large overhead on a system and could place 

a particularly heavy burden on CPU and I/O, resulting in severe system and network 

performance degradation.  

 

Even though various approaches have been developed and proposed [Axelsson, 2000] until 

now, no existing network-based model satisfies these requirements completely 

[Balasubramaniyan et al., 1998; Mykerjee et al., 1994]. 

3.3 The Design Goals of Network-based IDS’s 
Upon analysis, the requirements identified above can be used to derive three main design goals 

of an effective network-based IDS. They are being distributed, self-organising and lightweight.  

3.3.1 Distributed 
The first design goal is being distributed. A distributed network-based IDS delegates its 

responsibilities to a number of distributed components. A number of independent intrusion 

detection processes monitor only a small aspect of the overall system. They operate 

concurrently and co-operate with each other. If a network-based IDS is distributed, it will satisfy 

the following requirements. 

 

Robustness: for a distributed network-based IDS, the failure of one local intrusion detection 

process does not cripple an overall IDS even though it causes the minimal degradation of 

overall detection accuracy. 

 

Configurability: a single intrusion detection process can be simply tailored to local 

requirements of a specific host without considering the various requirements of other hosts. 

 

Extendibility: even when a new host running a different operating system is added to a network, 

it is easy to add a new intrusion detection processes on this new host. This is because intrusion 
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detection processes are independent and thus existing processes do not need to be modified 

when a new intrusion detection process is added. 

 

Scalability: because audit data collection and its analysis take place in the same place, at a 

monitored local host, the high volume of audit data is distributed amongst many local hosts. 

Hence, distributed IDS’s are more scalable than IDS’s based on a single central server. 

3.3.2 Self-organisation 
The second goal is being self-organising. Without a central controller having predefined 

information, a self-organising network-based IDS automatically learns intrusion signatures 

which are previously unknown and/or distributed. This is achieved through the interaction with 

changing network environments, various security requirements and other intrusion detection 

processes. If a network-based IDS is self-organising, it will satisfy the following requirements. 

 

Adaptability: it is highly adaptive because there is no need for manual update of its intrusion 

signatures as network environments change. 

 

Global analysis: the overall intrusion detection system simply provides the global analysis. This 

is because it is self-organising from the interactions among a large number of various intrusion 

detection processes. 

3.3.4 Lightweight 
The third design goal is being lightweight. A lightweight network-based IDS does not impose a 

large overhead on a system or place a heavy burden on CPU and I/O. If a network-based IDS is 

lightweight, it will satisfy the last requirement. 

 

Efficiency: by placing minimal work on each component of the IDS, the main jobs that should 

be performed by local hosts and networks are not adversely affected by the monitoring. 
 

3.4 Human Immune System features for Network-based IDS’s 
 
By performing a careful analysis of the complex capabilities of human immune systems, it is 

possible to identify several significant features for network-based intrusion detection. Upon 

investigation, it becomes clear that specific features can act together in order to satisfy each of 

the three design goals of competent network-based IDS’s: being distributed, self-organising and 

lightweight. 
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3.4.1 Distributed Model 
The human immune system is distributed. The following mechanisms allow the human immune 

system to detect antigens in a truly distributed way. 
 

Immune Network: the human immune system is implemented through the interactions between 

a large number of different types of cells. Instead of employing a central co-ordinator, human 

immune systems sustain the appropriate level of immune responses by maintaining the 

equilibrium status between antibody suppression and activation using idiotype antibodies [Jerne, 

1974; Farmer et al., 1986].  

 

Unique Antibody Sets: the human immune system generates various groups of antibodies to 

detect different antigens. Its evolution mechanism through natural selection of gene libraries and 

clonal selection maintains a number of different sets of antibodies. Therefore, each antibody set 

is unique and independent. These properties do not require any central co-ordinator and they 

allow the human immune system to detect antigens in a local antibody level [Somayaji et al., 

1997]. 

3.4.2 Self-organisation 
The overall immune response is composed of three evolutionary stages: gene library evolution 

generating effective antibody, negative selection eliminating inappropriate antibodies and clonal 

selection cloning well-performing antibodies. These three stages are self-organising rather than 

being directed by a central organ or predefined information.  

 

Gene Library Evolution: antibodies recognise antigens by the complementary properties that 

only antigens, not self-cells, show. Thus, some knowledge of antigen properties is required to 

generate competent antibodies. The human immune system learns this knowledge by its 

evolution over time and hence provides us with efficient and ‘knowledge-rich’ DNA. Because 

of this evolutionary self-organisation process, our gene libraries act as archives of information 

on how to detect commonly observed antigens [Tizard, 1995]. 

 

Negative Selection: as the second stage, this eliminates inappropriate and immature antibodies, 

which bind to self. The important constraint that the immune system has to satisfy is not to 

attack self cells. Instead of having any global information about self cells, this constraint 

satisfaction is performed in the thymus and bone marrow by presenting self cells, and removing 

any antibodies which attack these cells [Forrest et al., 1997; Paul, 1993].  

 

Clonal Selection: as the third stage, this process clones antibodies performing well. In contrast, 

antibodies performing badly die off after a given life time. Thus, according to currently existing 
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antigens, only the fittest antibodies survive. Similarly, instead of having the predefined 

information about specific antigens, it self-organises the fittest antibodies by interacting with the 

currently existing antigens [Paul, 1993; Tizard, 1995]. 

3.4.3 Lightweight 
The human immune system is lightweight. The following mechanisms allow it to be lightweight 

and are focused on three ideas: i) how a vast number of antigens can be detected with a smaller 

number of antibodies, ii) how the known antigen information can be reused efficiently and iii) 

how numerous antibodies can be generated with a limited number of genes. Approximate 

binding, memory cells, gene expression and somatic mutation provide the answers to these 

questions respectively. 

 

Approximate Binding: The immune response activates when the affinity of antibody and 

antigen binding is above a certain threshold. In other words, a single antibody can detect any 

number of antigens as long as their affinity is above the threshold. This approximate binding 

contributes to increase the generality of immune systems [Forrest et al., 1997].  

 

Memory Cells: memory cells store the genetic information of previously detected antigen 

epitopes and respond efficiently and quickly when they meet the same antigens in the future 

[Somayaji et al., 1997; Tizard, 1995]. Because memory cells have a longer life span than 

ordinary antibodies, they retain immunity without the need to create the same antibodies again. 

 

Gene Expression: the immune system maintains antibody diversity in order to ensure the 

effective detection of a wide range of antigens. In an antibody development process, known as 

gene expression, several genetic mechanisms are employed to generate diverse antibodies from 

the gene libraries. The main idea of these mechanisms is that a vast number of new antibodies 

can be generated from new combinations of gene segments in the gene libraries [Paul, 1993; 

Tizard, 1995].  

 

Somatic Hypermutation: the immune system learns dynamically changing antigens via clonal 

selection. During a clonal selection process, cloned antibody secreting cells trigger a somatic 

hypermutation process. Somatic hypermutation mutates the portion of genes that are randomly 

selected from antibody clones. Mutated offspring of activating antibodies are expected to have 

wider variations of their antigen matching genes. The key property of these mechanisms is that 

new antibodies are generated from mutants of useful detectors that have detected recently 

appearing antigens [Paul, 1993; Sompayrac, 1999].  
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In summary, this analysis shows that the human immune system is distributed through its 

immune network and unique antibody sets. It is self-organising because of the three 

evolutionary processes of gene library evolution, negative selection and clonal selection. It is 

lightweight because of the generality of approximate binding, gene expression, somatic 

hypermutation and the efficiency of memory cells. 

 

Since the human immune system is distributed, self-organising and lightweight, it clearly fulfils 

the design goals for network-based intrusion detection systems. Perhaps most importantly, the 

mechanisms used by human immune systems satisfy the three goals in an elegant and highly 

optimised way and this motivates future research harnessing such processes. Because of this 

study, it is thought that the application of computer immune systems to network-based intrusion 

detection is likely to provide significant benefits over other approaches. 

3.5 Artificial Immune Model for Network Intrusion Detection 

3.5.1 Overview 

The human immune system has been successful at protecting a human body against a vast 

variety of foreign pathogens or organisms [Tizard, 1995]. This remarkable property is attractive 

to computer security researchers and artificial intelligence researchers. Based on the studies by 

immunologists, a growing number of computer scientists have proposed several different 

computer immune models [Dasgupta, 1998a]. The main idea of these models is distinguishing 

self, which is normal, from non-self, which is abnormal. With respect to network intrusion 

detection, it is viewed that the normal activities of monitored networks as self and their 

abnormal activities as non-self. Many sophisticated network intrusions such as sweeps, co-

ordinated attacks and Internet worms are detected by monitoring the anomalies of network 

traffic patterns [Porras and Valdes, 98]. Most network-based IDS’s monitor network packets 

and their identified anomalies show critical signatures of these network intrusions [Mykerjee et 

al., 1994; Porras and Valdes, 1998]. Thus, the artificial immune model is designed for 

distinguishing normal network activities from abnormal network activities and expected to 

detect various network intrusions1. 

 

The overall architecture of the novel artificial immune model is presented in Figure 3.1. The 

artificial immune model for network intrusion detection consists of a primary IDS and 

secondary IDS’s. For a human body, at the bone marrow and the thymus, various detector cells 

are continuously generated and distributed to secondary lymph nodes, where the detector cells 
                                                           
1 Most network-based IDS’s operating in real network environments monitor the audit trails generated by a local host 
together with the network activities. This kind of approach is more reliable at detecting various intrusions. Even 
though the artificial immune model proposed in this chapter restricts its monitoring scope to network activities, it 



 67

reside to monitor living cells. The distributed detector cells monitor all living cells and detect 

non-self cells invading into secondary lymph nodes. For the artificial immune model, the 

primary IDS, which we view as the bone marrow and thymus, generates numerous detector sets. 

The architecture shown in Figure 3.1 is assumed to monitor a single network domain. Therefore, 

all the input network packets transferred to a monitored single network domain firstly arrive at 

the first router2. Each individual detector set describes abnormal patterns of these network 

traffic packets. It is unique and transferred to each local host. It is viewed that local hosts act as 

secondary lymph nodes, detectors as detector cells and network intrusions as non-self cells. At 

the secondary IDS’s, which are local hosts, detectors are background processes which monitor 

whether non-self network traffic patterns are observed from network traffic patterns profiled at 

the monitored local host. The primary IDS and each secondary IDS have communicators to 

allow the transfer of information between each other.  
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Figure 3.2. Conceptual Architecture of the Artificial 
Immune Model 

 
 
Three main goals were identified for designing an effective network-based IDS’s: being 

distributed, self-organising and lightweight. Furthermore, it is shown that several sophisticated 

mechanisms of the human immune system allow it to satisfy these three goals. For the proposed 

artificial immune system, these mechanisms are embedded in three evolutionary stages: gene 

library evolution, negative selection and clonal selection. While the currently existing computer 

immune models focus on the use of a single significant stage according to their perceived 
                                                                                                                                                                          
could be extended by monitoring local audit trails and this extension might be possible by employing one suggestion, 
a host-based computer immune system, introduced in [Somayaji et al., 1997]. 
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purpose [Dasgupta, 1998a; Forrest et al., 1997; De Castro and Von Zuben, 2000b], the new 

artificial immune model proposed in this chapter combines these three significant evolutionary 

stages into a single methodology. The overall conceptual architecture of the proposed artificial 

immune model is shown in Figure 3.2. In Figure 3.2, stage one indicates gene library evolution, 

stage two presents negative selection and stage three shows clonal selection. The functions in 

each stage and how these three stages operate together for performing network intrusion 

detection are described in the following two sub-sections: Primary IDS and Secondary IDS’s. 

3.5.2 Primary IDS 
The primary IDS performs the first two evolutionary processes: gene library evolution and 

negative selection. At the gene library evolution stage, it aims to gain general knowledge on 

detectors that have been effective. At the negative selection stage, it aims to generate a number 

of diverse detectors, which do not match self, and transfer a number of unique detector sets to 

distributed local hosts. In order to achieve these tasks, it contains the following components 

(shown in Figure 3.2). 

 

At the first stage, a gene library is generated and maintained by an evolution process3. The gene 

library of the artificial immune model stores the potentially effective detectors. The potentially 

effective detectors are the selected ones after they detect anomalous network traffic activity at 

secondary IDS’s. These detectors are transferred from the secondary IDS’s to the gene library at 

the primary IDS. Hence, the gene library collects detectors having useful genes to detect 

anomalous network traffic patterns and these genes can be rearranged or mutated to generate 

new detectors. On the other hand, when an offspring detector of detectors in the gene library 

makes a mistake and detects self-network patterns as an anomaly, the parent detectors in the 

gene library are also deleted with the offspring detectors. This mechanism drives the artificial 

immune model to perform gene library evolution. This process allows the artificial immune 

model to learn knowledge of currently existing intrusions regardless of whether they were 

detected previously or not, making it self-organising by re-using information about previously 

detected anomalies. Furthermore, its self-organising feature allows it to be lightweight. This is 

because it does not have to contain all the information of intrusions that have been detected so 

far. Instead, it holds only the smaller and limited number of detectors that currently survive4.  

                                                                                                                                                                          
2 This assumption can be extended for monitoring large-scale networks which include a number of different domains. 
It is achieved simply by installing a single primary IDS on each domain and monitoring each domain independently.  
3 It should be noted that this evolutionary process is a simulation of the natural evolutionary process for gene 
libraries. In nature, the DNA (gene libraries) of an organism cannot change within the lifetime of that organism. 
Evolution operates on populations of organisms, evolving gene libraries based on which organisms survive (i.e., how 
effective their immune systems are, throughout their lives). This is clearly computationally expensive, so in this 
model we treat the gene library as a population in itself and evolve it with a single artificial immune system. 
However, unlike gene library evolution, the other two evolutionary processes within the model operate in a 
conceptually similar manner to natural immune systems. 
4 Note that the gene library evolution process described here is different from what was proposed in an earlier model 
[Kim and Bentley, 1999b]. The earlier model had more emphasis on updating the fitness of individual genes than 
detectors. For the main goal of this research, that is investigating how the gene library evolution process provides the 
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At the second stage, the gene expression process generates various immature detectors by 

applying various genetic mechanisms to detectors, which are randomly selected from the gene 

library. These mechanisms can lead to the generation of a vast number of possible immature 

detectors from combinations of genes [Tizard, 1995]. This process permits the artificial immune 

model to detect numerous intrusions using a smaller number of detectors, making it lightweight. 

The automated profiler produces a self network traffic profile of raw network traffic packets 

transferred from the first router. However, the raw network traffic volume is huge and the 

normal activity patterns are hidden. The automated profiling component reduces the huge 

volume of raw network packets into a self profile. The fields of the self network traffic profile 

are identical to those of the generated immature detectors. In other words, specific values of 

these fields can determine whether the observed network activities are normal (the self-profiles), 

or anomalous (the immature detectors). However, some immature detectors can be false 

detectors because they have novelty generated via gene expression. These false immature 

detectors are removed by the negative selection process, which matches them to a self network 

profile produced by an automated profiler. If the match strength between an immature detector 

and the self profile is over a pre-defined threshold, this new immature detector is considered as 

a false detector which wrongly identifies self as anomalies, and thus it is eliminated [Forrest et 

al., 1997]. This process removes false immature detectors by presenting self without any global 

information about self and hence it shows the property of self-organisation.  

 

Finally, the surviving detectors from negative selection become mature detectors. Unique sets 

of detectors and self network traffic profiles are selected from these mature detectors based on 

each network connections in order to transfer them to local hosts. This selection guarantees the 

uniqueness of individual detector sets. These unique detector sets detect network intrusions 

independently at a local host level [Somayaji et al., 1997] and permit the artificial immune 

model to be distributed. The selected detector sets and self network traffic profiles are 

transferred to the second router and it distributes them to their corresponding secondary IDS’s. 

 

In order to perform above processes, the primary IDS needs to communicate with the secondary 

IDS's. For example, the former needs to transfer mature detectors to the latter and the latter 

needs to send newly found useful detectors to the former. The communicator controls any type 

of communication between the primary IDS and the secondary IDS's. 

                                                                                                                                                                          
self-organising feature of the system, the model presented here generalises the gene library evolution process 
proposed in the earlier model. The major idea of the gene library process for providing the self organising feature is 
achieved through maintaining information on how to detect commonly observed intrusions (See Section 3.2 Self-
organisation). Therefore, the generalised gene library evolution process that keeps useful detectors rather than 
detector genes still follows the equivalent basic mechanism that was proposed in the earlier model of the gene library 
process. 
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3.5.3 Secondary IDS 
The secondary IDS’s perform the last evolutionary process: clonal selection. Its main tasks are 

detecting various intrusions with a limited number of detector sets and cloning the identical 

detectors that are performing well, producing memory detectors and driving the gene library 

evolution in the primary IDS. These tasks are achieved by the operations of several components: 

self network profiles, unique detector sets, network traffic anomaly detection, clonal selection of 

detectors, memory detectors and a communicator. 

 

In order to perform network traffic anomaly detection, the detectors of unique detector sets and 

self network profiles transferred from the primary IDS are compared. First of all, the match 

strength between a detector and the self profile is measured. When this strength is over a pre-

defined threshold, this process informs the communicator. This approximate binding helps make 

the artificial immune model lightweight. This is because one detector can bind to a number of 

different intrusions if only their match strength is over the threshold [Somayaji et al., 1997].  

 

After detecting anomalies, the secondary IDS’s perform clonal selection. When a new detector 

detects an abnormal network traffic activity, this detector remains as a memory detector in a 

secondary IDS and clones itself. The cloned detectors can be transferred to other hosts. They act 

as misuse detectors. They quickly detect the same intrusions in the future that have been 

previously detected. Furthermore, these detectors will be added to the gene library in the 

primary IDS if they do not exist in the gene library. This drives the gene library evolution in the 

primary IDS. As the anomaly detection of detectors in local hosts continues, each local host will 

have more memory detectors and the number of detectors that need to be transferred to each 

local host will decrease. This process allows the model to be self-organised and lightweight. 

Instead of having predefined information about specific intrusions, it self-organises the fittest 

detectors by detecting the currently existing intrusions. In addition, the evolved gene library and 

memory cells decrease the efforts to create various new detectors, helping to make the model 

lightweight.  

 

The final decision of whether a network intrusion has occurred is made according to the 

collective decisions from several local hosts. The artificial immune model employs the agent 

communication mechanism suggested by Balasubramaniyan et al. [1998]. When suspicious 

activity is detected by anomaly detection process at any secondary IDS, it sends a signal to a 

communicator. The communicator increases the risk level and sends a signal to the 

communicators in other hosts and the primary IDS. Other communicators, which receive the 

signal, increase the risk level. If suspicious activities are found from several hosts within a short 

time, the risk level in each host and the primary IDS will be rapidly increased. When this risk 
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level becomes above a certain threshold, a communicator can inform the breach of network 

intrusion to a security officer through a user-interface. 

3.5.4 Summary of Artificial Immune Model 
The artificial immune model described above consists of the primary IDS and the secondary 

IDS’s. It combines three evolutionary stages. Gene library evolution simulates the first stage of 

evolution, which learns knowledge of currently existing antigens. This process allows the model 

to be lightweight and self-organising. Gene expression and negative selection form the second 

stage of evolution, generating diverse immature detectors and selecting mature detector sets by 

eliminating false immature detectors in a self-organising way. The transfer of unique detector 

sets to the secondary IDS’s also occurs at this stage, making the model distributed. Clonal 

selection is the third stage of evolution, detecting various intrusions with a limited number of 

detector sets using approximate binding, and generating memory detectors. This generality and 

efficiency results in the model being lightweight. In addition, this process drives the gene library 

evolution in the primary IDS5 [Kim and Bentley, 1999a]. 

3.6 Thesis Scope  
In the previous sections, the analogy between the human immune system and intrusion detection 

systems in a network environment is reviewed. From this review, it is understood that salient 

features of the human immune system can contribute to the design of a competent IDS and these 

features are obtained through the coordinated actions of several sophisticated immune 

mechanisms. This new understanding led to the proposal of a new artificial immune model that 

can be more beneficial for intrusion detection.  

 

As the next step of this research, the thesis thoroughly examines whether each sub-component 

of the proposed artificial immune model indeed provides the useful features within an intrusion 

detection context. In order to verify the effectiveness of the new model, it is necessary to assess 

whether the proposed system satisfies the requirements of IDS’s that are presented in this 

chapter. However, the research scope of this thesis is focused on investigating whether the 

integration of separate immune algorithms into one system is effective to detect intrusions. For 

this research purpose, this study emphasises the analysis of the advantageous features and 

problems of three evolutionary stages: negative selection, clonal selection and gene library 

evolution.  

 

These three evolutionary stages are identified as the main processes that allow an AIS to be self-

organising. Hence, the research performed in this thesis is concentrated on whether the 

                                                           
5 Discussion of the proposed artificial immune model is presented in Appendix B. From this discussion, the new 
artificial immune model is analysed with respect to the requirements of a network-based anomaly detector identified 
in section 3.2 Requirements of Network-based IDS’s. 
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developed system shows adaptability to continuously changing self and non-self environments. 

The AIS developed for the thesis has immune components that can result in the other two 

important features, being distributed and lightweight. However, the extensive tests that study 

whether the developed system provides these two features are not performed within the scope of 

this thesis. Instead, the research reported in the remaining chapters emphasises how the three 

integrated evolutionary stages can permit an AIS to harness self-organising features. For this 

research goal, the AIS developed here is tested with real network traffic data and other machine 

learning benchmarking data sets. In addition, all the tests reported in this thesis are performed in 

a single host under a simulated dynamic environment. New understanding through the research 

performed for this thesis corroborates the promising advantages of a newly proposed artificial 

immune model for intrusion detection. This corroboration is discussed in Chapter 8: Conclusion. 

3.7 Summary 
This chapter reviews and assesses the analogy between the human immune system and intrusion 

detection systems. In order to draw the analogy, a network-based IDS is selected. A set of 

general requirements for network-based IDS’s and the design goals to satisfy these requirements 

are identified. Based on these requirements, the salient features of the human immune system 

that can contribute to the design of competent network-based IDS’s are analysed. The analysis 

shows that the coordinated actions of several sophisticated mechanisms of the human immune 

system satisfy all the identified design goals. These results lead to a proposal of a new artificial 

immune model that combines the three evolutionary stages: gene library evolution, negative 

selection and clonal selection into a single methodology. This chapter then finally presents the 

scope of this thesis by clarifying the parts of a proposed artificial immune model that are 

developed for this thesis and the main research goals. 
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Chapter 4. Negative Selection Algorithm 

4.1 Introduction 
The overall artificial immune model for network intrusion detection presented in the previous 

chapter consists of three different evolutionary stages: negative selection, clonal selection, and 

gene library evolution. This model is not the first attempt to develop an AIS for network 

intrusion detection. Various methods of building an AIS have been attempted, mainly by 

implementing only a small subset of the overall human immune mechanisms (see chapter 2). 

This is because the nature of human immune systems is very complicated, and massively 

parallel, and thus it is very difficult to implement perfect human immune processes on a 

computer. However, as documented in other immunology literature [Paul, 1993; Tizard, 1995], 

an overall immune reaction is the carefully co-ordinated result of numerous components such as 

cells, chemical signals, enzymes, etc. Therefore, the omission of crucial components in order to 

make the development of AIS simpler and more efficient is likely to detrimentally affect the 

performance of an AIS. This implies that appropriate artificial immune responses can be 

expected only if the roles of crucial components of human immune systems are correctly 

understood and they are implemented in the right way.  

 

This chapter begins with an effort to understand the roles of important components of artificial 

immune systems, particularly in the context of providing appropriate artificial immune 

responses against network intrusions. Following the previous chapter identifying three different 

evolutionary stages (negative selection, clonal selection, and gene library evolution) of AIS by 

extensive literature study, this chapter focuses on an investigation of the roles of the first stage: 

negative selection [Kim and Bentley, 2001a]. This chapter presents how and which aspects of 

negative selection can contribute to develop an effective network-based IDS.  

 

The chapter is organised as follows: section 4.2 briefly describes related work, namely negative 

selection in the human immune system and the negative selection algorithm. Section 4.3 

describes details of the negative selection algorithm and section 4.4 introduces the real network 

traffic data that is used in the experiments by the negative selection algorithm. The following 

sections present the results of applying this algorithm to real network traffic data. The 

experimental results are discussed in terms of the applicability of the negative selection 

algorithm to real network traffic data. Finally, the chapter draws conclusions from this work and 

briefly describes future work. 
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4.2 Related Work  

4.2.1 Negative Selection of The Human Immune System 
An important feature of the human immune systems is its ability to maintain diversity and 

generality. It is able to detect a vast number of antigens with a smaller number of antibodies. In 

order to make this possible, it is equipped with several useful functions [Kim and Bentley, 

1999a]. One such function is the development of mature antibodies through the gene expression 

process. The human immune system makes use of gene libraries in two types of organs called 

the thymus and the bone marrow. When a new antibody is generated, the gene segments of 

different gene libraries are randomly selected and concatenated in a random order, see figure 

4.1. The main idea of this gene expression mechanism is that a vast number of new antibodies 

can be generated from new combinations of gene segments in the gene libraries.  
 

Gene Library
Antigen

Antibody

 

Figure 4.1 Gene Expression Process1 

However, this mechanism introduces a critical problem. The new antibody can bind not only to 

harmful antigens but also to essential self cells. To help prevent such serious damage, the 

human immune system employs negative selection. This process eliminates immature 

antibodies, which bind to self cells passing by the thymus and the bone marrow. From newly 

generated antibodies, only those which do not bind to any self cell are released from the thymus 

and the bone marrow and distributed throughout the whole human body to monitor other living 

cells. Therefore, the negative selection stage of the human immune system is important to assure 

that the generated antibodies do not to attack self cells. 

4.2.2 The Negative Selection Algorithm 
Forrest et al. [1994; 1997] proposed and used a negative selection algorithm for various 

anomaly detection problems. This algorithm defines ‘self’ by building the normal behaviour 

patterns of a monitored system. It generates a number of random patterns that are compared to 

each self pattern defined. If any randomly generated pattern matches a self pattern, this pattern 

fails to become a detector and thus it is removed. Otherwise, it becomes a ‘detector’ pattern and 

monitors subsequent profiled patterns of the monitored system. During the monitoring stage, if a 

‘detector’ pattern matches any newly profiled pattern, it is then considered that new anomaly 

must have occurred in the monitored system.  

                                                           
1 More details about the gene expression process can be found in figure A.3 in appendix A.1.3. Development. 
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This negative selection algorithm has been successfully applied to detect computer viruses 

[Forrest et al., 1994], tool breakage detection and time-series anomaly detection [Dasgupta, 

1998a] and network intrusion detection [Hofmeyr, 1999; Hofmeyr and Forrest, 2000]. Besides 

these practical results, D’haeseleer [1997] showed several advantages of negative selection as a 

novel distributed anomaly detection approach.  

4.3 Algorithm Overview 
This work uses a negative selection algorithm to build an anomaly detector. This is achieved by 

generating detectors containing non-self patterns. The overview of this algorithm is provided in 

figure 4.2 and 4.3. The negative selection algorithm for network intrusion detection used in this 

chapter follows the algorithm of Forrest et al. [1994; 1997], described in the previous section. 

‘Self’ is built by profiling the activities of each single network connection. The detail of self 

profiling is described in the next section. 

 

Match Detector Set
Generate
Random
Strings

Reject

yes

no

Self Strings

 

Figure 4.2 Detector Set Generation of a Negative Selection Algorithm [Forrest et al., 1994] 

 

MatchDetector Set Detected
Non-selfyes

New Strings

 

Figure 4.3 Non-Self Detection by a Detector Set 

 
Each self-profile consists of self-strings, and each self string has a fixed number of fields that 

define the network traffic activities of a network connection. The negative selection algorithm 

firstly generates a detector string that has the same number of fields as the self string. The 

values of each field in the detector string are randomly generated. The created detector string is 

then compared to all self strings in the self-profile. If the detector string matches any self string 

in the self-profile, the detector string is eliminated. On the other hand, if no self string matches 

the detector string, the detector string becomes a valid detector and is stored in a detector set. 

Negative selection repeats this process until the number of detectors in the detector set reaches 
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the required level to achieve the detection of non-self strings with an acceptable maximum 

detection failure rate. It is known that the non-self detection rate of a negative selection 

algorithm depends greatly on the number of generated detectors [D’haeseleer, 1997]. In 

addition, D’haeseleer [1997] proposed a formula to approximate the appropriate number of 

detectors when a desired non-self detection rate is given by a user.   

 

Even though this work follows the implementation details of Forrest et al.’s negative selection 

algorithm, there are two implementation details different from Forrest et al. [1994; 1997]. In the 

encoding of detectors, each gene of a detector has an alphabet of cardinality 10 with values from 

‘0’ to ‘9’ and the allele of this gene indicates the ‘cluster number’ of corresponding field of 

profiles. As presented in the next section, the self profile built from the first data set has 33 

fields and this number determines the total number of corresponding genes in the detectors. 

From these 33 fields, the values of 28 fields are continuous and the values of the other 5 fields 

are discrete. Specifically, the continuous values of 28 fields show a wide range of values. In 

order to handle this various and broad range of values, an overall range of real values for each 

field is sorted. Then, this range is discretised into a predefined number of clusters. The lower 

bound and higher bound of each cluster are determined by ensuring that each cluster contains 

the same number of records. This modification is necessary in order to save the length of 

encoded detector.  

 

Detector Phenotype  = 

( Number of Packet = [10, 26], Duration = [0.3, 0.85], 
Termination =  `half closed‘ , … etc) 

Self Phenotype  = 
( Number of Packet = 25, Duration = 0.37, 

Termination = `normal‘, ….etc) 

Figure 4.4 A Detector Phenotype and a Self Phenotype 

Furthermore, our implementation of measuring the similarity between a generated detector and 

a self profile is operated at the phenotype level while Forrest et al.’s [1994; 1997] is performed 

at the genotype level. In order to measure the similarity between a given detector and a self, the 

genotype of a detector is mapped onto a phenotype. The phenotype mapped from the evolved 

genotype is represented in a form of a detector pattern. As shown in figure 4.4, a field of a 

detector phenotype is represented by an interval having a lower bound and a higher bound while 

a field of a self phenotype is described by one specific value. Hence, the first step of measuring 

the similarity checks whether a value of each field of a self pattern belongs to a corresponding 

interval of a detector phenotype. When any value of a self pattern field is not included in its 

corresponding interval of a detector phenotype, these two fields are not matched. Similarly, for 

a nominal type of field, two fields match when the values of fields are identical.  
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The final degree of similarity between a given detector and self example follows the same 

matching function of Forrest et al. [1994], the r-contiguous matching function.  This function 

measures the similarity of two strings by counting contiguously matching bits.  In this case, the 

degree of similarity is measured simply by counting the matching corresponding fields.  For 

instance, if an activation threshold, r, is set as 2, the detector phenotype and self phenotype in 

the figure 4.4 will match since two contiguous fields, “Number of Packet” and “Duration”, 

match and this number of contiguous matching fields equals to the activation threshold. 

However, if this threshold is set as 3, it is regarded that two phenotypes do not match. 

4.4 Network Traffic Data VS Network Intrusion Signature 
The data chosen for this work was collected for a part of the ‘Information Exploration 

Shootout’, which is a project providing several data sets publicly available for exploration and 

discovery and collecting the results of participants2. The set used here was created by capturing 

TCP packet headers that passed between the intra-LAN and external networks as well as within 

the intra-LAN. This set consists of five different data sets. The TCP packet headers of the first 

set were collected when no intrusion occurred and the other four sets were collected when four 

different intrusions were simulated. These intrusions are: IP spoofing attack, guessing rlogin or 

ftp passwords, scanning attack and network hopping attack. The details of attack signatures and 

attack points of the four different attacks are not available.  

 

The data originally had the fields of network packets capturing tool’s format such as time stamp, 

source IP address, source port, destination IP address, destination port, etc. However, the 

primitive fields of captured network packets were not enough to build a meaningful profile. 

Consequently, it was essential to build a data-profiling program to extract more meaningful 

fields, which can distinguish “normal” and “abnormal”. Many researchers have identified the 

security holes of TCP protocols [Porras and Valdes, 1998; Lee, 1999] and so the fields used by 

our profiles were selected based on the extensive study of this research. They were usually 

defined to describe the activities of each single connection.  

 

The automated profile program was developed to extract the connection level information from 

TCP raw packets and it was used to elicit the meaningful fields of the first data set. For each 

TCP connection, the following fields were extracted:  

 

• Connection identifier: each connection is defined by four fields, initiator address, 

initiator port, receiver address and receiver port. Thus, these four fields are included in 

the profile first in order to identify each connection. 

                                                           
2 Available at http://iris.cs.uml.edu:8080/ network.html. 
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• Known port vulnerabilities: many network intrusions attack using various types of port 

vulnerabilities. There are fields to indicate whether an initiator port or a receiver port 

potentially holds these known vulnerabilities.  

• 3-way handshaking: TCP protocol uses 3-way handshaking for a reliable 

communication. When some network intrusions attack, they often violate the 3-way 

handshaking rule. Thus, there are fields to check the occurrences of 3-way handshaking 

errors.  

• Traffic intensity: network activities can be observed by measuring the intensity over one 

connection. For example, number of packets and number of kilobytes for one specific 

connection can describe the normal network activity of that connection. 

 

Thus, in total, self profile fields had 33 different fields for the data set3. Even though the 

network profile fields were extracted to describe a single connection activity, the data used in 

this research was too limited to apply this initial profile. The limit was that the data was 

collected for a quite short time, around 15~20 minutes. During this brief period, most different 

connections were established only once. An insufficient quantity of data was collected to build 

different connection profiles. Therefore, it was necessary to group different connections into 

several meaningful categories until each category had a sufficient number of connections to 

build a profile. Consequently, a total number of connections for each potential profile category 

were counted.  

 

First of all, the data was categorised into two different groups: ‘inter-connection’ and ‘intra-

connection’. Inter-connection was the group of connections that were established between 

internal hosts and external hosts, and intra-connection was the group of connections that were 

established between internal hosts. Furthermore, to preserve anonymity, all internal hosts had a 

single fake address ‘2’ and any extra information about external hosts and network topology 

was not provided. Therefore, the profiles according to specific hosts were insufficient. Instead, 

in this research, only the profiles of specific ports on any hosts were considered.  

 
According to various possible categories, the established connection number of each profile was 
counted. From each case, apart from a profile class that had more than 100 connections, other 
profile classes were again grouped into other different classes until each class had more than 
100 connections. Finally, 13 different self profiles were built. Their class names and the number 
of established connections are shown in table 4.1.  
 
In table 4.1, the class column of inter-connection is shown as: {(a,b),(c,d)}, where ‘a’ is an 
internal host,  ‘b’  is  an internal port number, ‘c’ is a external host address and ‘d’ is an external  
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Table 4.1 Self Profiles 

port number. Hence, the connection is established between (a,b) and (c, d). For the class column 
of intra-connection, ‘a’ is an internal host address, ‘b’ is an internal port number, ‘c’ is an 
internal host address and ‘d’ is an internal, port number. * indicates ‘any’ host address and ‘any’ 
port number. In addition, “well-known” shows the ports in the  range  0  to  1023  that are  
trusted  ports.  These  ports  are  restricted  to  the superuser: a program must be running as root 
to listen to a connection. The port numbers of commonly used IP services, such as ftp, telnet, 
http, are fixed and belong to this range. But, many common network services employ an 
authentication procedure and intruders often use them to sniff passwords. It is worthwhile to 
monitor these ports separately from the other ports. Therefore, if the number of connections for 
any profile category, which is based on a specific port on any hosts, is not sufficient, these 
categories are regrouped into two new classes, a “well-known” port and a “not well-known” 
port. 

4.5 Experiment Design 

4.5.1 Objective  
As introduced in the previous chapter, it is necessary for the AIS to employ a negative selection 

algorithm to equip an anomaly detector. Although previous work using a negative selection 

algorithm for anomaly detection [Forrest et al. 1994; Dasgupta 1998a; Hofmeyr, 1999] showed 

promising results, there had been little effort to apply this algorithm on vast amounts of data. 

One distinctive feature of a network intrusion detection problem is that the size of data, which 

defines “self” and “non-self”, is enormous. In order for this algorithm to be adopted to a 

network-based IDS, it is important to understand whether this algorithm is capable of generating 

detectors in a reasonable computing time. In addition, it is essential to examine whether its 

tuning method, which derives an appropriate number of detectors to gain a good non-self 

detection rate, works when it is used on the huge size of real network data. Therefore, a series of 

                                                                                                                                                                          
3 The details of 33 fields are presented in Appendix C. The Fields of Network Traffic Self-Profiles 

Inter-connection 
Class Number of Connection 

{(2, *), (*, 80)} 5292 
{(2, *), (*, 53)} 919 

{(2, *), (*, 113)} 255 
{(2, *), (*, 25)} 192 

{(2, *), (*, well-known)} 187 
{(2, *), (*, not well-known)} 756 

{(2, 53), (*, *)} 940 
{(2, 25), (*, *)} 352 

{(2, 113), (*, *)} 145 
{(2, well-known), (*, *)} 114 

{(2, not well-known), (*, *)} 6050 
Intra-connection 

{(2, *), (2, well-known)} 190 
{(2, *), (2, not well-known)} 189 
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experiments were performed to investigate these two significant features of the negative 

selection algorithm. 

4.5.2 Data and Parameter Setting 
As presented in section 4.4, the data used in this work produced thirteen different self profiles. 
From 13 different self sets, one self set, {(2, *), (*, 25)} in table 4.1, which has relatively 
smaller number of examples, 192, was selected for the following experiments. From the total of 
192 examples of the selected self profile, 154 examples were used for generating detectors and 
38 examples were applied for testing generated detectors. In addition, the detectors were tested 
on five different test sets. The first four sets were collected when four different intrusions were 
simulated as explained in section 4.4 and the last set was created by generating random strings. 
These five sets have 273, 190, 1151, 273 and 500 examples respectively.  
 

As described in section 4.3, the negative selection algorithm used in this chapter employed the 

r-contiguous matching function. For the following experiments, its matching threshold should 

be defined. In order to define this number, the formulas to approximate the appropriate number 

of detectors when a false negative error is fixed [D’haeseleer, 1997; Forrest et al., 1994] were 

used. These formulas are as follows [Forrest et al., 1994]: 
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where, 

Pm = the matching probability between a detector string and  

         a randomly chosen self string, 

Ns = the number of self strings, 

m = the detector genotype alphabet cardinality, 
l = the detector genotype string length and  

r = the threshold of r-contiguous matching function. 
Since     lm,,N s are already known, r  can be calculated by using equation (1) and (2).  The 

calculated r  was used in the following equation in order to derive an appropriate number of 
detectors, rN , and a total number of trials to generate these detectors, 

0rN , when the false 

negative error, fP , is fixed [Forrest et al., 1994]. 
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The selected self set, {(2, *), (*, 25)} in table 4.1, was used for calculating rN and 
0rN when 

fP is fixed. Table 4.2 shows calculated rN and 
0rN using (3) and (4) when fP and r  have various 

values. 

 
r  = 3 r  = 4 fP  

rN  
0rN  rN  

0rN  

0.2 51 21953 535 955 

0.1 73 31382 766 1366 

0.05 95 40829 997 1777 

0.01 146 62765 1532 2733 

Table 4.2 Number of required detectors, Nr and number of trials to generate required number of 
detectors, 

0rN when false negative error, Pf , and the threshold, r, of r-contiguous matching function 
are given. These numbers are calculated when a self string length, l = 33, an alphabet cardinality, m 
= 10 and the number of self strings, Ns = 192. 

 

[D’haeseleer, 1997; Forrest, et al., 1994] showed that the larger matching threshold drives the 

creation of less general detectors and thus it requires a larger number of detectors but a smaller 

number of detector generation retrials. This is because less general detectors are easier to avoid 

the matching a self profile. rN and 
0rN in table 4.2 follows the same tendency.  

 

Even though this formula is clearly useful to predict the appropriate number of detectors and its 

generation number, its predicted number showed how infeasible this approach is when it is 

applied on a more complicated but more realistic search space. For instance, when the expected 

false negative error rate is fixed as 20%, its appropriate number of generated detectors is 51 and 

the predicted detector generation trial number is 21935 for the matching threshold is 3. 

Similarly, when we define the matching threshold is 4, it predicted 535 for the former and 955 

for the latter. In addition, it was observed that when the matching threshold number was fixed as 

four and the system was ran, it could not manage to generate any single valid detector after one 

day. None of these cases seem to provide any feasible test case in terms of computing time. 

These results certainly did not follow the predicted detector generation trial number. 

 

Thus, for the following experiments, we generated valid detectors by setting a matching 

threshold number that allowed a system to generate a valid detector in a reasonable time. It was 

observed that the average time of single successful detector generation took about 70sec CPU 

time and the average number of trials to generate a valid detector was 2~3 when a matching 

threshold was nine. These results were gained after running the negative selection algorithm for 

preliminary experiments. This number is used as the matching threshold for the following 

experiments. The details of these experiment results are described in the next section. 
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4.6 Experiment Result 
Five different sets of detectors were generated after the AIS with the negative selection was run 

five times. Even though the matching threshold, 9, gave reasonable computing time to generate 

a valid detector, it requires a large number of detectors to gain a good non-self detection rate. 

After taking account into practically reasonable time to generate a whole data set, up to 1000 

valid detectors were generated per run. All experiments were run on a PC with AMD K6-2 

400Mhz processor and 128M RAM. 

 
System Run Time (Sec) Detector Generation Trial 

1 58.71(26.85) 2.80(2.16) 

2 67.29(28.88) 2.21(1.65) 

3 73.75(33.72) 2.81(2.22) 

4 78.48(39.86) 3.12(2.69) 

5 69.64(26.62) 2.72(2.07) 

Average 71.81(32.75) 2.63(2.14) 

Table 4.3 Time is an avarage time of single detector generation and Trial is an average trial 
number to generate a single detector. The average values are followed by the standard deviations in 
parentheses. 
 

Table 4.3 shows the average time of single successful detector generation and the average 

number of trials to generate a valid detector. Compared to the result when the matching 

threshold is four, which did not generate any single detector after 24 hours, these results 

certainly look more applicable. We monitored five different non-self sets and one previously 

unseen self sets after every 100 detector generation and the monitor results of five different runs 

are shown in table 4.4. The overall non-self detection rate was very poor, which was less than 

16%. Particularly, the non-self detection rate for the last intrusion set, which was artificially 

generated by random strings, is extremely low and its maximum average non-self detection rate 

reaches only 2.28%. In addition, its average false positive detection rate, which is self detection 

rate by a detector set, shows 12.63% and this rate is not hugely different from the other four 

average non-self detection rates except intrusion 5. This implies that the collected self and non-

self sets perhaps have some overlapping patterns because they showed quite similar detection 

rates. Thus generated detector sets completely failed to distinguish the hidden self and non-self 

patterns.  

 

 These poor results were anticipated. This is because the matching threshold was set in order to 

obtain a reasonable detector generation time. If, for example, a more usable 80% non-self 

detection rate needed to be obtained, 643775165 detectors  would  be  required  (this  number  is  
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also estimated from equation 3). The largest size of a generated detector set, 1000, was much 

smaller than this number and this caused such poor results. In addition, each run already took 

about 20 hours4 to generate 1000 detectors. If 643775165 detectors needed to be generated, it 

would require 12517850.4 hours, or about 1,429 years on the same computer. According to 

Moore’s Law, the processing speed of computers doubles every 18 months. We would have to 

wait around 35 years before the average processing speed of computers became fast enough to 

generate these detectors in an hour - and this is for just 15~20 minutes of a tiny subset of the 

network traffic data.  

4.7 Analysis 
In contrast to the promising results shown in Hofmeyr’s negative selection algorithm for 

network intrusion detection [Hofmeyr, 1999; Hofmeyr and Forrest, 2000], the results of these 

experiments raise doubt whether this algorithm should be used for network intrusion detection. 

In order to answer this question, the negative selection algorithm for network intrusion detection 

is analysed in detail.  

 

The main problem of the negative selection algorithm is a severe scaling problem. Unlike 

previous work using the negative selection algorithm for anomaly detection, a much larger 

“self” set was applied to the negative selection algorithm. The definition of larger “self” set was 

essential to cover diverse types of network intrusions. For instance, [Hofmeyr 1999; Hofmeyr 

and Forrest, 2000] defines “self” as a set of normal pairwise connections between computers. 

These include connections between two computers in the LAN and between one computer in the 

LAN and external computers. The connection between computers is defined by “data-path-

triple”: (the source IP address, the destination IP address, the port called for this connection). 

This self definition is chosen based on the work by [Heberlein, et al., 1990]. However, as other 

IDS literature pointed out [Lee, 1999a], this self definition is very limited in order to detect 

 
Num. Of 
Detectors 

Intrusion1 
(%) 

Intrusion 2 
(%) 

Intrusion 3 
(%) 

Intrusion 4 
(%) 

Intrusion 5 
(%) 

Test Self Set 
(%) 

100 9.45(2.11) 10.11(8.50) 11.14(9.44) 10.62(4.03) 0.48(0.012) 7.89(17.31) 
200 11.72(5.37) 11.58(13.71) 12.98(11.52) 12.89(10.43) 0.88(0.092) 9.47(36.70) 
300 12.53(4.25) 11.89(13.24) 13.73(9.48) 13.63(9.15) 1(0.12) 10(29.08) 
400 13.33(2.79) 12.32(11.30) 14.58(10.18) 14.36(6.87) 1.28(0.112) 10.53(31.16) 
500 13.55(3.15) 12.74(13.63) 14.89(10.40) 14.51(7.35) 1.36(0.068) 11.05(25.62) 
600 13.77(3.80) 13.16(11.91) 15.07(10.24) 14.65(8.12) 1.68(0.412) 11.58(29.78) 
700 13.77(3.80) 13.16(11.91) 15.26(9.46) 14.65(8.12) 2.04(0.388) 11.58(29.78) 
800 13.92(4.09) 13.26(11.27) 15.45(10.09) 14.80(8.22) 2.04(0.388) 11.58(29.78) 
900 14.14(4.13) 13.47(10.47) 15.67(9.69) 15.02(8.52) 2.08(0.352) 12.63(46.40) 
1000 14.21(4.32) 14.08(11.52) 15.90(8.71) 15.09(8.68) 2.28(0.312) 12.63(46.40) 

Table 4.4 The mean and variance values of intrusion and self detection rates when detector set 
size varies. The means values are followed by the variances in the parentheses. 
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various types of network intrusions and it will certainly be impossible to detect some intrusions 

that occur within a single normal connection such as unauthorised access from a remote 

machine. 

 

However, as observed in section 4.4, when the self definition widens, a binary string to encode a 

detector lengthens. As the result of long length of binary detectors, an appropriate number of 

detectors to gain an acceptable false negative error becomes huge and thus requires an 

unacceptably long computation time. Our previous experiment results clearly show this 

problem.  

 

It should be noted that Hofmeyr [1999] developed a refined theory and multiple secondary 

representations and these help to reduce the number of trials to generate detectors on structured 

self as much as three orders magnitude less. These methods made the distribution of a self set 

clump and it resulted in the reduction of the number of detector generation trials. However, the 

refined theory and secondary representations add extra space and computing time. More 

importantly, all of the suggested secondary representations, such as pure permutation, imperfect 

hashing and substring hashing, are the matching rules which check matching only on genotype 

levels. However, any types of matching rules based only on genotype levels have a weakness to 

be applied for a network intrusion detection problem. This deficiency can be explained by 

unravelling the problem of r-contiguous matching function. 

 

The r-contiguous rule was used to check the match between a given detector and antigen. The 

main purpose of using it was in order to employ the formula to approximate an appropriate 

number of detectors to gain a certain non-self detection rate. However, the r-contiguous 

matching rule is too simple to determine the matching between rather complicated and high-

dimensional patterns. It has been already known that most rules to represent intrusion signatures 

describe correlation among significant network connection events and temporal co-occurrences 

of events [Lee, 1999a; Porras and Valdes, 1998]. Since the r-contiguous bit matching only 

measures the contiguous bits of genotypes of given two strings, it is hard to guarantee that the r-

contiguous bit matching can catch this kind of correlation from given self and non-self patterns. 

The wider range of self definition shown in section 4.4 is also suggested in order to extract this 

types of co-relations from given self and non-self network traffic examples. 

 

However, if any new matching function is employed, D’haeseleer’s [1997] formula is no longer 

valid. There is no way to tune the right number of detectors for negative selection. Therefore, 

this difficulty may force the negative selection algorithm to adopt an arbitrary number of 

                                                                                                                                                                          
4 Since it took, on average, 72 seconds to generate each detector, 72000 seconds were needed to produce 1000 
detectors. 72000 seconds are 20 hours. 
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detectors and this may cause an unexpectedly low detection accuracy or inefficient computation 

by generating more than sufficient number of detectors. In addition, D’haeseleer’s [1997] new 

detector generation algorithms using a linear-time algorithm and a greedy algorithm that 

guarantee a liner time of detector generation is also not applicable when a different matching 

function is used.  

 

In summary, it is necessary to use a more sophisticated matching function to determine the 

degree of correlation among significant network connection events and temporal co-occurrences 

of events. This requires deriving a new way to tune an appropriate number of detectors, which 

can be used for more sophisticated matching function.  

 

These drawbacks of the negative selection algorithm made the AIS struggle to monitor vast 

amount of a network self set despite its other important features5. Very recent work by Balthrop 

et al. [2002] attempted to explain these results. In particular, they criticised the choice of the 

matching threshold for r-contiguous matching function and the cardinality of alphabet used for 

the detector genotype. Balthrop et al. suggested that jumping from a value of 4 to 9 for the 

matching threshold value is not an ideal approach to tune the performance sensitive parameter. 

They also suggested that the findings of this work came from only two experiments. However, 

these criticisms are based on faulty assumptions. As stated earlier in section 4.5.1 Objective, the 

matching threshold value of 4 was tried and then, in a series of experiments, the value was 

gradually increased until it finally generated a single valid detector in a reasonable time, which 

was around 70sec CPU time.  

 

Secondly, Balthrop et al. [2002] suggested that the large alphabet size used to encode a detector 

was not properly justified. The alphabet cardinality used for the detectors employed for the 

experiments reported in this chapter is 10, which is a lot larger than ones usually employed by 

other negative selection algorithms [Forrest et al., 1994; 1997; Hofmeyr, 1999; Hofmeyr and 

Forrest, 2000; Dasgupta, 1996]. Other work [Forrest et al., 1994; 1997; Hofmeyr, 1999; 

Hofmeyr and Forrest, 2000; Dasgupta, 1996] usually used binary detectors for the negative 

selection algorithm. However, the choice of large alphabet cardinality for the experiments 

performed in this chapter was necessary because of the much larger number of fields and their 

possible values to be presented than ones used in their work. The detectors used in this work 

contain 33 fields and the possible range of each field value is discretised into 10 intervals. In 

order to avoid long length of binary strings, the large alphabet was used to represent a detector. 
                                                           
5 Hofmeyr and Forrest [2000]’s final system employs some other extensions to support the operation of AIS under a 
real network environment. Among them, affinity maturation and memory cell generation follow the clonal selection 
concept and these provide a kind of evolution of a detector set distributed on monitored hosts. However, it still uses 
only the negative selection algorithm to generate an initial detector set. Even though it may conform to human 
immune systems more closely, this approach could require excessive computation time to generate the initial detector 
set, if a broader definition of self is used.  
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Therefore, the large scale of increase for the required detector size shown in the experiments of 

this chapter is not because of wrong choice of alphabet cardinality, but because the real world 

data requires the choice of such a large alphabet cardinality. This was not necessarily needed 

when the negative selection algorithm was applied on a rather simple data set [Forrest et al., 

1994; 1997; Hofmeyr, 1999; Hofmeyr and Forrest, 2000; Dasgupta, 1996]. 

 

Consequently, the initial experimental results motivated this research to re-define the role of 

negative selection stage within an overall network-based IDS, and design a more applicable 

negative selection algorithm, which follows a newly defined role. As much of the other 

immunology literature [Tizard, 1995] addresses that the antigen detection powers of human 

antibodies rise from the evolution of antibodies via a clonal selection stage. While the negative 

selection algorithm allows the AIS to be an invaluable anomaly detector, its infeasibility to be 

applied on a real network environment is caused from allocating a rather overambitious task to 

it. To be more precise, the job of a negative selection stage should be restricted to tackle a more 

modest task that is closer to the role of negative selection of human immune system. That is 

simply filtering the harmful antibodies rather than generating competent ones. 

4.8 Summary 
 
This chapter focussed on the use of negative selection as an anomaly detector for network 

intrusion detection. The negative selection stage was implemented and applied on large amounts 

of network traffic data. In order to apply negative selection in a real network environment, a 

broader range of self sets was defined. In addition, two major changes were made in order to 

cope with these more complicated self sets, namely: the adoption of larger cardinality genotypes 

and the application of a matching function on phenotypes rather than genotypes. 

 

The results of experiments performed on this new self set showed a severe scaling problem for 

the negative selection algorithm. This suggested that the sole dependence on negative selection 

for generating a set of initial immature detectors might be a barrier against the use of an AIS as 

a successful network traffic anomaly detector. Such results suggest that research should be 

directed towards re-defining the role of the negative selection algorithm within the overall 

artificial immune system framework.  
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Chapter 5. Static Clonal Selection Algorithm 

5.1 Introduction 
The problems of negative selection observed in the previous experiments did not originate from 

the actual nature of negative selection of human immune systems. For the human immune 

system, the genes of the gene libraries are inherited from ancestors and (through the Baldwin 

Effect [Baldwin, 1896]), these genes help human immune systems to generate new antibodies to 

detect antigens that had attempted to attack ancestors’ bodies. Returning to our problem, the 

genes of the initial gene library of the AIS, which will be the genes of pre-detectors, can be 

selected fields of profiles that describe non-self network traffic patterns. The initial genes might 

be set by the values of these fields that are observed when a previously known network intrusion 

is simulated.  

 

This kind of work can be interpreted as providing an automated way of building a misuse 

detector. When network traffic data is gathered under the two cases where intrusions are 

simulated and not simulated, the AIS generates detectors containing non-self patterns without 

overlapping self patterns extracted from these data. This is achieved by the clonal selection 

algorithm, which lets detectors evolve towards the non-self patterns hidden in the collected non-

self data.  

 

This chapter investigates the use of the niching strategy provided by a clonal selection algorithm 

within the AIS [Kim and Bentley, 2001b]. In addition, in order to solve the scaling problem of 

an independent negative selection algorithm, the clonal selection algorithm described in this 

chapter embeds a negative selection operator within it. This new algorithm, called static clonal 

selection algorithm, is applied to the task of distinguishing self from non-self antigen patterns 

through a series of experiments and the results of these experiments are analysed in this section. 

5.2 Related Work  

5.2.1 Clonal Selection of the Human Immune System 
Even though new antibodies surviving negative selection are assured to be self-tolerant, their 

efficacy to detect antigens is unknown when they are released from the bone marrow and the 

thymus. This is because new antibodies are randomly generated from gene libraries and they are 

only verified not to be self. They might hold ‘non-self’ patterns but not ‘antigen’ patterns. In 

order to exclude these ineffectual detectors, the human immune system adopts the evolution of 

antibodies towards the existing ‘antigen’ patterns [Paul, 1993; Tizard, 1995]. During this 

evolution process, the human immune system uses its own unique niching strategy to maintain 

generality and diversity of antibodies as one part of clonal selection process [Forrest et al., 
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1993]. In a human immune system, this niching process operates only after antibodies are 

released from the thymus and the bone marrow.  

5.2.2 Clonal Selection Algorithms  
Forrest et al. [1993] presented the niching strategy of their AIS which follows the analogy of the 

clonal selection in human immune systems. They explored whether it is able to i) detect 

common patterns of randomly presented antigens and ii) to discern and maintain the diverse 

antigen population. In their model, they created one population of antibodies and one population 

of antigens randomly. They used the GA to evolve the antibody population under a constant 

antigen population. Conforming to the niching strategy of the human immune system, for each 

generation, their modified GA selects a random sample of arbitrary size from the antibody 

population and a single random antigen from the antigen population. After each antibody in the 

sample is matched against a selected antigen, the fitness score of only one antibody showing the 

highest match score is increased while the fitness scores of the others remain the same.  

 

Using this algorithm, Forrest et al. [1993] showed antibodies evolved to be generalists that 

match most antigens to some extent. Their analysis of this result showed that antibodies evolved 

towards finding common schemata that are shared among many antigens. Through various 

experiments, they observed that this algorithm could sustain multiple different antibody 

patterns, which appear as multiple peaks in a search space, and the similarity among antigens 

does not affect this capability. Moreover, they compared this niching strategy of the artificial 

immune system with the fitness sharing algorithm [Smith et al., 1993]. From this comparison, 

they reported that as the result of the antibody sampling mechanism, the niching strategy of the 

AIS controls its generality via the antibody sample size. To be more precise, when the sample 

size decreases, the selective pressures are moved towards generating a population of more 

general antibodies. Recent work used this algorithm successfully for solving a scheduling 

problem [Hart et al., 1998; Hart and Ross, 1999]. 

5.3 Static Clonal Selection Algorithm (StatiCS) Overview 
The AIS for network intrusion detection introduced in this chapter adopts the niching strategy of 

Smith et al.’s [1993] AIS. They used a genetic algorithm to construct the AIS. This work 

modifies this algorithm to be more appropriate for the network intrusion detection problem.   

This modified algorithm is named the static clonal selection algorithm (StatiCS) since it applies 

clonal selection on static data collected for misuse detection purposes. Three major 

modifications were made to StatiCS developed in this work. The first modification is the use of 

different detector genotype and phenotype representations. Secondly, the fitness and matching 

functions are altered as the result of detector representation change. Finally, the negative 

selection stage is embedded in the StatiCS as an operator. The details of these modifications will 

be described in the following sections. Figure 5.1 provides an overview of the StatiCS. 
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Figure 5.1 An Overview of the StatiCS 

5.3.1 Providing Self and Non-Self Antigens     
As shown in figure 5.1, when the StatiCS starts, data is fed into the system. In the human 

immune system, antigens can be divided into two groups: self antigens (our own cells) and non-

self antigens (invading pathogens). The clonal selection performed by human immune systems 

lets antibodies evolve to detect the existing non-self antigens without the detection of any self 

antigen. The data given to the StatiCS in this work needs to be divided into a self and a non-self 

set. Since the StatiCS is used for generating an initial detector set, it is assumed that the self or 

non-self class label is already assigned to each antigen data item. In the case when the data has 

more than two classes, a single class is predefined as the self and the other classes are regarded 

as non-self. The self and non-self antigens are then processed by a discretiser before they are 

passed to the StatiCS. 

5.3.2 Discretiser 
The antigen data used in this work consists of a number of attributes. These attributes have 

continuous and discrete values. Specifically, the continuous attribute values often show a wide 

range of values. Since the detectors generated in the StatiCS employs binary genotypes, a 

discretisation algorithm is needed. The details of detector genotypes will be discussed in the 

next section. 

 

There are many discretisation algorithms available and each algorithm has different features 

[Dougherty et al., 1995]. The StatiCS uses the recursive minimal entropy discretisation 

algorithm developed by Fayyad and Irani [1993]. This algorithm uses the minimal description 
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length theory to minimise the entropy between recursively generated intervals. It improved the 

classification accuracy of c4.5 and Naive-Bayes algorithms on various data sets and it has been 

known as one of the best general techniques for a supervised discretisation [Witten and Frank, 

2000].  

 

Therefore, the continuous value of an attribute for any antigen data will have been clustered into 

a number of intervals after the discretiser is applied. The range of each interval and the total 

number of generated intervals are controlled by the discretisation algorithm. 

5.3.3 Genotypes and Phenotypes 
The StatiCS evolves detectors and these detectors exist as a form of classification rules, which 

classify non-self from self. A natural expression of classification rules is as a set of disjunctive 

normal form (DNF) rules. The if-part of each rule is a conjunction of one or more conditions to 

be tested and the then side of the rule describes the class label assigned to the rule. In the 

context of this research, the single detector generated will have a conjunctive rule as its 

phenotype (Figure 5.2). Therefore, the universal set of non-self patterns that are detected by the 

detectors is a disjunction of these conjunctive rules.  

 
Detector Genotype

Detector Phenotype

Gene 1

Gene 1 cluster table

IF OR AND( Attribute1 = TCP UDP )  
    ( Attribute2 = [min..10) )  
    ( Attribute3 = ANY VALUE )  
    ( Attribute n = NULL )

AND
AND

Gene 2 cluster table Gene 3 cluster table Gene n cluster table

Gene 2 Gene 3 Gene n
0 1

1 1 11
ID ID IDID

2 2 22
3 33

4

1 0 0 1 0 0 0 1 0 1 0 00 0

Gene value Gene value Gene valueGene value
TCP [min..324) TRUE[min..10)
UDP [324..max] FALSE[10..17)
TMCP UNKNOWN[17..20)

[20..max]

THEN     Detector detects NON-SELF

 

Figure 5.2 Detector Genotype and Phenotype 

The StatiCS uses simple binary genotypes in order to encode the conjunctive rule detectors. The 

StatiCS initialises a detector population by seeding with random genotypes. The detector 

genotypes consist of a number of genes where each gene represents an attribute of the detector 

phenotype. The total number of attributes of the given antigen data determines the total number 

of corresponding genes in the detectors. Each gene is comprised of nucleotides and the existing 

attribute values determine the number of nucleotides. For instance in figure 5.2, in the case of 

Attribute 1, its valid values are tcp, udp and imcp. Each nucleotide is a binary bit whose value 

of one represents the inclusion of the corresponding attribute value in the condition part of a 

classification rule and whose value of zero indicates the omission of the value (see, figure 5.2). 
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When all bits are zero, the gene is mapped to a value of NULL.1 This kind of genotype 

representation allows a single attribute of each detector rule to have more than one value, which 

are combined by an “OR” operator. In addition, the existing genes of a detector rule are 

combined by an “AND” operator. 

 
This kind of genotype representation was proposed by De Jong et al. [1993] to use a GA for 

concept learning, which attribute-based classification rules evolve. This encoding scheme has 

been very popular and its phenotype expression power has been proved to be sufficient enough 

to handle practical rule evolution problems [De Jong et al., 1993]. On the other hand, this type 

of genotype and phenotype representation is different from that used by other AIS algorithms 

for the pattern recognition. The lightweight feature of the detectors generated by other AIS’s 

[Forrest et al., 1993; Smith et al., 1993; Potter and De Jong, 1998] resulted from the adoption of 

approximate binding using a matching threshold. The genotypes used in the StatiCS are also 

expected to have such a lightweight feature because the nucleotides of the genes are connected 

by OR’s. This phenotype thus allows a detector to detect more than one specific antigen pattern. 

Therefore, in addition to being lightweight, the detector phenotypes used in this work will have 

a larger degree of intelligibility. This is because they do not require a numerical threshold whose 

actual meaning is hard to be understood. When an IDS is designed to send non-self detections to 

a security officer to confirm and draw a reaction, the intelligibility of detector phenotype is one 

of the most significant IDS requirements to be satisfied.  

5.3.4 The Matching Function 
Phenotypes mapped from evolved genotypes are represented in the form of detector patterns. As 

shown in figure 5.2, an attribute of a detector phenotype is represented by an interval having a 

lower bound and a higher bound while an attribute of an antigen phenotype is described by one 

specific value. 

 

Hence, the first step of checking whether a given antigen and a detector match is the comparison 

of their corresponding attributes. When an antigen attribute value is not within any of the 

corresponding intervals of a detector phenotype, these two attributes are not matched. For an 

attribute of nominal type, two genes match when an antigen attribute value is identical to one of 

the detector phenotype values of its corresponding gene. In order for a given antigen and a 

detector to match, all the existing genes of the antigen and the detector should match. 

 

There are two special cases: where the first nucleotide of a gene is a one, or where all the 

nucleotides of a single gene are zeros. The former case will result in the exclusion of this 

                                                           
1 The first bit of each gene has a special meaning: when it has a value of one, the genotype to phenotype mapping 
treats the genotype gene as if it is all ones. If it is zero, the remaining bits are used as described. Note that this aspect 
of the representation was only partially active during tests for vote data, described later, possibly resulting in a 
slightly degraded TP rate and FP rate. The overall trends were unaffected. 



 92

attribute from the condition part of a given classification rule. This is because it is interpreted as 

any value of this gene is irrelevant to the class decision. In other words, this kind of gene is the 

generalist gene that match to any value. The latter case is a slightly different. For a network 

intrusion detection domain, the self and non-self antigens are the observed raw network traffic 

data. The raw network traffic often produces a null value for a predefined attribute for various 

reasons such as missing packet. When all the bits of gene have zero values, this detector is 

matched to the null value of an antigen’s corresponding gene.  

5.3.5 Fitness Scoring 
While the generation of detectors and application of genetic operators are performed at the 

genotype level, the evaluation of evolved detectors operates at the phenotype level. This is 

another difference between most work using a negative selection algorithm and clonal selection 

algorithm [Forrest et al., 1993; 1994; 1997; Hofmeyr 1999; Dasgupta, 1998a]. Such work 

usually performed this evaluation procedure on a genotype level using a simple r-contiguous bit 

matching rule. In contrast, here phenotypes mapped from evolved genotypes are represented in 

a form of detector rules. These detector phenotypes are evaluated by the following fitness 

scoring procedure. For a non-self antigen set and its corresponding detector set: 
 

1. D detector rules have their fitness values initialised with zeroes. 

2. A sample of D detector rules is randomly selected from the generated initial P detector 

rules. 

3. A sample of A non-self antigens are randomly selected from the non-self antigen set. 

4. Each detector in the sample is mapped to its phenotype. 

5. Each detector phenotype is compared to the selected non-self antigens and the number 

of matching non-self antigens is counted. This number is defined as a match count for 

each selected detector. 

6. The fitness value of the single detector from the sample that shows the largest match 

count is increased by the value of the match count. The fitness values of other detectors 

remain the same. If more than one detector has the largest match count, the fitness value 

is divided by the number of these tied detectors and their fitness values are increased by 

the divided fitness value. 

7. The processes 2-5 are repeated (for typically three times the number of detectors [Smith 

et al., 1993] ).  

 

As seen in section 5.2.2, this fitness scoring procedure provides the niching strategy for the 

StatiCS. It controls the generality of each detector according to a detector sample size.  

5.3.6 Reproduction and a Negative Selection Operator 
After the evaluation of detectors in the detector population, the StatiCS selects parent detectors 

for the reproduction of detector offspring. The StatiCS uses population overlapping where the 
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worst W% detectors are replaced by the best B% detectors from the newly generated offspring. 

In addition, a negative selection operator is applied to assure the validity of offspring. This 

whole reproduction process is described in figure 5.3. 

 

As shown in figure 5.3, the offspring detectors are generated by applying crossover and 

mutations to two parents randomly selected from the fittest B% detector rules. The generated 

offspring are compared to given self antigens. When the offspring matches any self antigen, this 

offspring is discarded. This kind of invalid offspring can be created because either the parent 

detectors originally contain some invalid genes or the mutations distort the valid genes of parent 

detectors. It is not ideal for the StatiCS to ignore the important and valid genetic information of 

parents unless it is certain that this kind of bad effect originates from the poor genes of parents. 

Therefore, when an invalid offspring is produced, the StatiCS attempts to generate a new 

offspring by applying the genetic operators to the same pair of parents until the number of 

failures to generate valid offspring is less than a predefined negative selection threshold, Nt. 

When the number of failures to generate valid offspring is more than Nt, the StatiCS selects a 

new pair of detector parents and produces new offspring. Offspring generation with negative 

selection continues until it fills up the empty space of the detector population after the worst 

W% detectors are deleted. 

best parent
detectors

parent detector 1

offspring

pass?

population full?

finished reproduction

# failures
>

threshold?

yes

yes

no

no

yes

no

self
antigens

genetic operators
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Figure 5.3 Reproduction and Negative Selection 

 

5.3.7 Genetic Operators 
The StatiCS applies two genetic operators: crossover and mutation. Since a fixed number of 

nuclotides represents a genotype, a simple one-point crossover is applied by selecting a random 
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crossover point between genes or nucleotides. Furthermore, the following five different types of 

mutations are introduced: 

• Classic mutation: this mutation is a conventional gene flip mutation. This creates a random 

mask that has same length bits of a randomly selected gene. Then, it applies an exclusive-

OR operator with this mask to the genotype bits of the selected gene. 

• Generalisation mutation: designed to increase the generality of detectors. It increases the 

detector generality by causing a new disjunct to be added next to an existing one in the 

detector phenotype. It selects one bit randomly and if the selected bit has value zero and one 

of its adjacent bits has value one, then the value of selected bit is changed to the value one. 

In other words, it is expected to increase the detector generality gradually by adding only an 

adjacent interval as a new disjunct. 

• Specialisation mutation: this mutation specialises detectors. This is achieved by dropping a 

disjunct from detector phenotypes. This is opposite to the generalisation mutation. It selects 

one bit randomly and if the selected bit has a value one and one of its adjacent bits has a 

value zero, then the value of selected bit is changed to the value zero. Similarly, this is 

anticipated to specialise detectors gradually by allowing the dropping of only one adjacent 

gene of a selected gene. 

• Shift Mutation: this one shifts all the bits of all the genes to the left or the right direction. 

The direction to shift is randomly determined. This mutation is designed to give macro 

variation to whole genotype. 

• Delete Mutation: this mutation is a stronger version of the generalisation mutation. While 

the generalisation mutation drops only one disjunction from an attribute and thus brings 

about the moderate increase of generality, this mutation deletes the whole attribute and 

results in a rather swift increment of generality. Since the change caused by this mutation is 

relatively large, the StatiCS controls the effects of mutation by evolution. In order to do it, 

this mutation flips the first bit of the attribute, changing its corresponding attribute value to 

‘ANY VALUE’ when ‘1’, and back to normal when ‘0’. This approach is employed to 

avoid the loss of genetic information which might be useful during future evolution.  

These new mutations are mainly introduced to generalise and specialise detectors. This is 

because the degree of pattern detection of DNF rules is mainly controlled by doing so2.  

5.4 Experiment Design  

5.4.1 Objective  
Since the AIS used in all previous work employed a binary detector and simple matching 

functions (such as Hamming distance or r-contiguous matching), a new investigation was made 
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in order to understand whether the StatiCS algorithm with the modified detector representation 

and matching function still allow it to maintain an efficient niching strategy. As introduced in 

section 5.2.2, the detector sample size controls the generality of detectors generated by the 

StatiCS. The appropriate mixture of general detectors and specific detectors is critical in order 

to develop a competent network-based IDS. Detectors should have the maximum level of 

generality, detecting as many non-self antigen patterns as possible without detecting any self 

antigen patterns. Furthermore, an ideal detector set should contain detectors showing high 

specificity that will detect specific antigen patterns found only in a small number of antigens. 

For these reasons, an ideal detector set should have an appropriate mixture of general detectors 

and specific detectors. It has been known that the generality of generated detectors is controlled 

by the detector sample size and the antigen sample size [Forrest et al., 1993; Smith et al., 1993]. 

With these features of AIS in mind, the experiments were performed to understand how best to 

choose good detector and antigen sample sizes. 

5.4.2 Data and Parameter Setting 
This work aims to understand the nature of clonal selection with a negative selection operator. 

The experiments performed in this chapter did not use real network traffic data sets because 

such sets are typically vast and are not practically suitable for this type of benchmarking work. 

Instead three different data sets from the UCI repository for machine learning algorithm 

benchmark work were used (ftp://ftp.ics.uci.edu/pub/machine-learning-databases). While the 

negative selection algorithm has been tested extensively on various benchmarking data sets 

[***], the StatiCS type of artificial immune algorithms has not been fully evaluated. This is the 

main reason for testing StatiCS on the UCI repository data only. The other novel artificial 

immune algorithms introduced in the later chapters of this thesis will be also tested on the data 

sets selected from the UCI repository only. Those algorithms will not be evaluated on real 

network traffic data as the negative selection algorithm has been in chapter 4. For the same 

reason, evaluating novel algorithms rather than testing matured algorithms, the evaluations of 

AIS in the remaining chapters of this thesis are limited only to the UCI repository data sets. 

 

The first data set was Wisconsin breast cancer data. It consists of 699 examples with two 

classes: ‘Malignant’ and ‘Benign’. 241 examples belong to ‘Malignant’ and the rest 458 

examples belong to ‘Benign’. ‘Benign’ is defined as a self class and ‘Malignant’ as a non-self 

class. The detectors generated by the StatiCS detected ‘Malignant’ and any data which was not 

detected by the detectors was regarded as ‘Benign’. This set had ten continuous attributes and 

total 16 missing values. The missing values were filled with random values.   

 

The second data set was the ‘vote’ data set. This data set is a collection of voting records and 

each voting record is classified by one of two parties: ‘Republican’ and ‘Democrat’. It consists 
                                                                                                                                                                          
2 These mutations are similar to De Jong’s adding and dropping mutations [De Jong et al., 1993]. 
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of 267 democrat and 168 republican examples. Each vote record has 16 voting issues as its 

attributes and each voting issue has one of three values: yes, no, abstain. 

 

The iris data was used as the final set. It is the most popular data set used in the literature as a 

pattern recognition test set [Fisher, 1936]. It has total of 150 examples with three classes: 

‘setosa’, ‘virginia’ and ‘versicolour’. Each class has 50 examples and every example has four 

continuous attributes. Three different data sets are prepared from this original data set by taking 

one set as a self set and the rest as a non-self set.  

 

A tenfold cross-validation method was employed to prepare a training set for the StatiCS to 

evolve and a test set to detect previously unseen non-self patterns. The tenfold cross-validation 

method is known as the most robust method from n fold cross-validations [Witten and Frank, 

2000]. A detector population size of 300 was used and best 80% detector offspring were 

selected to replace the worst 80% detectors from parent detectors, (i.e., 80 was used for both 

values of B and W). All mutations occurred with a probability of 0.001 per gene. Each 

experiment was run for a maximum 50 generations unless it satisfied a termination condition. 

The termination condition was set as a non-self pattern detection rate of 100% and a self pattern 

detection of 0%. The threshold of the negative selection operator, Nt, was set as 5. 

5.5 Experimental Results 1:Non-self and Self Antigen Detection 
Rates 
Two series of experiments were performed by varying the number of detector sample sizes and 

the number of antigen sample sizes. Other literature suggests that the generality of detectors is 

controlled by these two factors [Hart and Ross, 1999]. The experiments investigated whether the 

conclusions of the previous work would be followed in our problem: non-self antigen pattern 

learning from a collected data set. This section focuses on non-self and self antigen detection 

rates. 

5.5.1 Varying a Detector Sample Size 
Table 5.1 and Table 5.2 present the results of the first series of experiments, where the number 

of antigen samples was fixed and the number of detector samples was varied. The detection rate 

of the StatiCS was described by a True Positive (TP) rate and a False Positive (FP) rate. TP was 

the "non-self" detection rate and FP was the rate at which “self” was mistakenly detected by a 

generated detector set. The desired system should have a high TP rate and a low FP rate. The 

tables show the means and variances of 10 experiments. 

 

For three data sets, the average TP rates generally showed a good level of accuracy, i.e. more 

than 93%. For the iris data set the best TP rate reached 100%. There were only a few cases 

showing less than a 90% TP rate. The average FP rate was consistently lower than 10% for all 
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cases, but this figure decreased to around 5-6% when D was less than 60 for all three data sets. 

These good results illustrate the benefits of the StatiCS (compared to those obtained by the 

negative selection algorithm only). All detector sets were generated in acceptable times: the 

longest took approximately 35 minutes per set and the shortest took less than a minute. 

 
 Cancer Data Vote Data 

D TP (%) FP (%) TP-FP (%) TP (%) FP (%) TP-FP (%) 
1 93.48 (0.17) 5 (0.26) 88.48 (0.20) 79.43 (0.74) 2.35 (0.09) 77.67 (0.50) 
5 94.57 (0.16) 5.83 (0.28) 88.73 (0.36) 88.03 (0.42) 5.29 (0.27) 82.74 (0.84) 

10 95.65 (0.12) 5.41(0.58) 90.23 (0.66) 92.49 (0.40) 3.57 (0.25) 88.93 (0.39) 
20 95.43 (0.15) 8.33 (0.73) 87.10 (0.52) 94.02 (0.31) 5.29 (0.27) 88.72 (0.47) 
30 95.65 (0.13) 6.25 (0.20) 89.40 (0.27) 93.26 (0.33) 5.92 (0.23) 87.34 (0.62) 
60 95.87 (0.13) 9.17 (0.53) 86.70 (0.55) 94.40 (0.28) 5.96 (0.15) 88.45 (0.39) 
90    95.16 (0.22) 6.65 (0.26) 88.61 (0.57) 
240 96.52 (0.097) 10 (0.548) 86.52 (0.7) 95.55 (0.3) 7.13 (0.3) 88.41 (1.07) 

Table 5.1 The mean and variance of true positive rates (TP), false positive rates (FP), and TP-FP 
rates when an antigen sample size = 1 for various detector sample sizes (D). The mean values are 
followed by the variances in parentheses. 
 
 IRIS Setosa IRIS Versicolor IRIS Virginia 

D TP (%) FP (%) TP-FP (%) TP (%) FP (%) TP-FP (%) TP (%) FP (%) TP-FP (%) 
1 100 (0) 0.6 (0.036) 99.4 (0.036) 95 (0.011) 4  

(8.889E-03) 
91 (0.0289) 95  

(0.011) 
1 (0.0111) 94 (0.044) 

5 100 (0) 0.6 (0.036) 99.4 (0.036) 95 (0.011) 4.8 (0.0196) 90.2 (0.0573) 95.8 
(0.0036) 

0.012  
(1.44E-04) 

94.8 (0.019) 

10 99.8 (4E-03) 1.2 (0.064) 98.6 (0.063) 95 (0.011) 5 (0.0111) 90 (0.0444) 95.6 
(7.11E-03) 

1 (0.0111) 94.6 (0.0271) 

20 100 (0) 0.6 (0.036) 99.4 (0.036) 95 (0.011) 5 (0.0111) 90 (0.044) 95.6 
(7.11E-03) 

1 (0.0111) 94.6 (0.027) 

30 100 (0) 0 (0) 100 (0) 95 (0.011) 5 (0.0111) 90 (0.044) 95.6 
(7.11E-03) 

1 (0.0111) 94.6 (0.027) 

60 100 (0) 0 (0) 100 (0) 95 (0.011) 5 (0.0111) 90 (0.044) 95.8    
(4E-03) 

1 (0.0111) 94.8 (0.0196) 

240 100 (0) 0.6 (0.036) 99.4 (0.036) 95 (0.011) 4.6 (0.0271) 90.4 (0.0693) 95.4 
(9.33E-03) 

1 (0.0111) 94.4 (0.0338) 

Table 5.2 The mean and variance of TP, FP, TP-FP rates when an antigen sample size = 1 for 
various detector sample sizes (D). The mean values are followed by the variances in parentheses. 
IRIS class label in each column indicates the assigned self class. 

 

As table 5.1 explains, the TP rate increased as the detector sample size D increased. From three 

data sets, the results of the vote data set showed this tendency most clearly. In order to confirm 

this result, paired sample t-tests were performed on the vote data results. To find the point at 

which the difference between TP rates becomes statistically significant, t-tests were performed 

on the pairs of results and each pair was made by taking two adjacent detector sample sizes. The 

t-test showed that the difference between the TP rates of D = 1 and D = 5 was statistically 

significant with 95% confidence. A two-sided t-test of means produced a p-value of 4.3216%. 

The t-tests of the rest of pairs produced much larger p-values ranging from 14.7285% to 

75.385%. In addition, these p-values became larger as the pair was made from larger sample 

sizes. These results of the t-tests imply that the difference between the average TP rates with 

varying detector sample sizes converged as the detector sample size increased. Even though the 

difference of the TP-rate for different sample sizes was very small for the cancer data, the same 

kind of tendency was observed. However, for the iris data, no results for any D showed any 

significant difference, see table 5.2. 
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In addition, the FP rate increased as D increased. The paired sample t-tests were performed on 

the different pairs which were made in the same way as previous paired sample t-tests. The t-

tests showed that the performance difference of the StatiCS between D = 1 and D = 5 was 

statistically significant with 94.7% confidence. A two-sided t-test of the means produced a p-

value of 5.2177%. Much larger p-values were produced when the t-tests were performed on the 

rest of pairs, ranging from 35.7729% to 98.7759%. These results also show that the FP rate 

increased as the detector sample size increased but that it stabilised to a certain point. 

5.5.2 Analysis 
The observed results were expected. When a detector sample size is one, no niching mechanism 

can happen. Since there is no chance for a selected detector to compete with other detectors to 

gain a fitness score, each detector will increase its fitness score by one as long as it matches a 

given antigen (when A=1). Thus, the generalist detector, which detects the largest number of 

non-self antigens during the fitness scoring procedure, will have the highest fitness score 

(assuming that each detector is selected with the same probability3). Conversely, more specific 

detectors will gain much lower fitness scores in the same generation since they will detect much 

fewer non-self antigens. Thus, the generalist detectors will dominate in a detector population 

after a certain number of generations. 

 

This kind of phenomenon resulted in rather poor results for the cancer and vote data when D = 

1. However, the detector sample size did not affect average TP rates for the iris data at all. This 

is perhaps because the given problem of iris data is relatively easier and thus the minimum 

sample size is good enough to show a good detection rate. In other words, fairly general 

detectors can detect all existing non-self antigen patterns in the iris data set. 

 

When the detector sample size is more than one, the selected sample detectors compete with 

each other. In the tests reported in section 5.5, this led the winner detectors from sampled 

detector groups to form niches, which match separate peaks of a fitness landscape (see section 

5.6 for an analysis of the formation of niches). In the extreme case, when the detector sample 

size is the largest possible (the detector population size), every detector participates in a 

competition to detect a given antigen. This gives a chance for very specific detectors to increase 

their fitness scores because some specific non-self antigen patterns can only be detected by 

these kinds of detectors. Therefore, these specific detectors will have fitness scores that are large 

enough not to be excluded from the parent population through selection. In other words, both 

the general detectors and specific detectors have fair chances to win and thus they both will 

remain in the final detector population. 

                                                           
3 This is a reasonable assumption because detector sampling during fitness scoring is repeated a sufficient number of 
times to ensure its validity (typically three times the number of detectors). 
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However, when a detector sample size is the largest possible, it can cause an overfitting 

problem. The specific non-self antigen pattern may not be representative of the data as a whole. 

So a detector evolved to match this exceptional antigen pattern might not truly distinguish 

between “self” and “non-self”, resulting in higher false-positive rates. This overfitting problem 

is clearly observed from the experimental results shown in section 5.5. For both data, cancer 

data and vote data, the FP rate increases as the detector sample size increases, see table 5.1 and 

table 5.2.   

5.5.3 Varying a Antigen Sample Size 
 
 Cancer Data Vote Data 

A TP (%) FP (%) TP-FP (%) TP (%) FP (%) TP-FP (%) 
1 95.65 (0.12) 5.42 (0.58) 90.23 (0.66) 92.49 (0.40) 3.57 (0.25) 88.93 (0.39) 
5 94.35 (0.18) 3.75 (0.40) 90.6 (0.31) 92.14 (0.44) 3.54 (0.07) 88.59 (0.42) 

10 95 (0.16) 5.42 (0.39) 89.58 (0.35) 89.56 (0.39) 2.94 (0.17) 86.62 (0.75) 
MAX 93.91 (0.24) 5.42 (0.31) 88.5 (0.24) 85.47 (1.63) 3.57 (0.17) 81.90 (2.17) 

Table 5.3 The mean and variance of TP, FP, TP-FP rates when a detector sample size = 10 for 
various antigen sample sizes (A). The mean values are followed by the variances in parentheses. 

Next the results were compared when the detector sample size was fixed but the antigen sample 

size changed. The last series of experiments were performed with D = 10 and various antigen 

sample sizes4 . As seen in table 5.3, no significant difference between TP’s and FP’s was 

evident, except for the case where the antigen sample size was the maximum. 

5.5.4 Analysis 
These results are also readily explainable. When the antigen sample size is small, even a 

potentially general detector does not have enough opportunity to detect a large number of 

antigens and thus both a general detector and a specific detector will be compared only for 

whether they can detect a given small number of antigens. Thus, the difference of fitness scores 

is not large. However, as the antigen sample size increases, the general detector starts to have 

enough chances to beat the specific detector by detecting a larger number of antigens. Thus, the 

general detectors have more chances to be selected as the parents for the next generation. So 

larger antigen sample sizes can also cause domination of general detectors during evolution.  

5.5.5 Ideal Detector Sample Size and Antigen Sample Size 
Since an ideal IDS should show a high TP rate and low FP rate, TP-FP rates were analysed to 

take into account these two rates together. As shown in table 5.1, for cancer data, these rates did 

not show significant differences for any case.  For the vote data, it stabilised after a detector 

sample size reached 10. These results advise that the detector sample size does not have to be 

the largest one to get the most ideal result. Instead, a detector sample size that was used in the 

experiments is not too small but is large enough to gain the good TP-FP rate. To be more 
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precise, experimental results suggest that the detector sample size should be set as the largest 

size which is affordable by given system resources. As future work, an adaptive sample size 

determined through evolution can also be investigated. This approach will be beneficial when it 

is considered that the larger detector sample size can cause an overfitting problem. 

 

As long as the detector sample size is properly set, the antigen sample size is not critical. Since 

our experiment results show that the generality of detectors can be controlled by the detector 

sample size, the smallest antigen sample size (A = 1) is recommended. This is because the 

minimum antigen size saves computation time. 

5.6 Experimental Results 2: The Degree of Generality in a 
Detector Population 
 
As emphasized in the previous section, a smaller detector sample size causes the evolution of 

the StatiCS to be dominated by more general detectors and a larger detector sample size allows 

more specific detectors to remain in a final detector population. To confirm this feature, the 

degree of generality of detectors is analysed. This analysis shows the distribution of general and 

specific detectors in a final detector population. The degree of generality for each detector is 

defined by the number of different antigens detected by each detector. For instance, if any 

detector detects a very large number of different antigens, this detector shows a large degree of 

generality and if it detects a small number of unique antigens, then it indicates a low degree of 

generality. 

 

Figure 5.4 shows various degrees of detector generality when the detector sample size changes 

and the antigen sample size is fixed at one, when the vote data set was used for generating 

detectors.  The X-axes of these graphs indicate detector indexes. For instance, from the first 

graph showing the degrees of generality for the detectors in a final population with D = 1 and A 

= 1, the X-axis ranges from 1 to 217. This means that the number of different detectors in the 

final population is 217. The Y-axes show the numbers of antigens detected by each detector. 

These antigens are selected from only a test antigen set. The graphs were drawn as follows. The 

detectors were sorted according to the ascending order of detected antigen numbers. According 

to this order, the unique detector indexes were allocated. Then, the lines were drawn by pairing 

a given detector index to the corresponding number of detected antigens. Each line describes the 

self antigen or non-self antigen detection results of a single experiment from ten-fold cross 

validation. Each graph always shows twenty different lines.  These twenty lines are divided into  

 

                                                                                                                                                                          
4 From the previous experiments performed in section 5.5 the problem of detecting self and non self IRIS data is 
easier, and thus experimental results did not show noticeable differences depending on the detectors’ sample size. For 
this reason, the experiments to investigate the effects of various antigen sample sizes use only cancer and vote data. 
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Figure 5.4 Degrees of detector generality when the detector sample size changes and the antigen sample size is 

fixed at one. 
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two groups.  The first ten lines that remain near the bottom of each graph describe the number 

of detected self antigens, and the remaining ten lines present the number of detected non-self 

antigens. The lines presenting the number of detected self antigens are distributed evenly across 

a Z-axis for clearer viewing of lines that would otherwise overlap in a 2-D graph. 

 

These graphs are interpreted as follows. Since the lines were drawn by connecting points that 

indicate specific numbers of detected antigens, these specific numbers form the flat parts of 

each line. Thus, the width of these flat parts of each line represent how many different detectors 

show the same degree of generality.  Because the detectors were already sorted  according to the 

number of detected antigens, if these flat parts are wider, it implies that the StatiCS generates a 

larger number of detectors that have the same degree of generality.  

 

From these graphs, it can be seen that the proportion5 of detectors showing the same generality 

decreases as the detector sample size increases. From the first graph, which shows this trend 

when D=1 and A=1, most of lines have a large proportion of detectors showing the same 

generality, which is shown by having a lager number of wider flat parts and a smaller number of 

narrower flat parts. From the next graph, when D=5 and A=1, this large proportion of detectors 

showing the same generality has already started to decrease. In contrast, when D=90 and A=1, 

the proportion of narrower flat parts (indicating a smaller number of detectors showing the same 

generality) is clearly much higher than in any of the other cases. In addition, the change of these 

proportions from the minimum detector sample size (D=1) to the next smallest sample size 

(D=5) is a lot larger than the change from the second largest detector sample size (D=30) to the 

largest one (D=90). These observations corroborate our previous understanding that some 

degree of niching occurs as long as more than one detector sample is used for fitness scoring 

(see section 5.5.2). To be more precise, there is no niching mechanism when D=1, resulting in 

very general detectors, but some niching when D=5, resulting in a big change to more specific 

detectors. Thus this case shows the most dramatically different figure compared to the rest 

cases. 

 
Furthermore, let us consider the charts showing wider flat parts of lines and where these parts of 

the lines appear in the charts. As stated before, the wider flat parts of graphs describe a larger 

proportion of detectors that show the same generality. Thus if these wider flat segments occur at 

the top of graphs, this suggests that a larger number of very general detectors have been 

generated. In contrast, if these wider flat parts of lines appear at the bottom of graphs, it means 

that a larger numbers of specific detectors have been produced. However, no particular trend 

about the location of wider flat parts of lines is apparent. Before the detector sample size 
                                                           
5 Each experiment produced a different number of detectors in the final detector population and thus X axes ranges of 
lines are quite different. Therefore the proportion of detectors showing the same generality is defined as “total 
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reaches the point when the StatiCS starts to generate a very diverse generality of detectors, 

which is about D <= 30, the wider flat parts appear at both the bottom and the top of graphs. 

Hence, a more precise conclusion about the effect of different detector sample size can be drawn 

from these results: as the detector sample size increases, the StatiCS creates more diverse types 

of detectors in terms of their generality. This again implies that a more precise mixture of 

general and specific detectors follows fitness landscape more closely as the detector sample size 

increases.  

 

Before this observation, what was understood from the previous analyses of TP, FP and TP-FP 

rates was that a smaller sample size causes the domination of very general detectors and a larger 

sample size results in the remains of specific detectors in a final detector population. However, 

it was not clear that whether this understanding explained the exact distribution of general 

detectors and specific detectors when a detector sample size changes. However, the new 

observation show in figure 5.4 suggests that a larger detector sample size leads the evolution of 

StatiCS to maintain various niches and that each niche also shows diverse degree of generality. 

In other words, various detectors having a diverse degree of generality are distributed very 

evenly in a final detector population when a detector sample size becomes large. 

 

This explanation provides more evidence of an overfitting problem which occurs when the 

detector sample size increases. Since a large detector sample size encourages the StatiCS to 

produce a more precise mixture of general and specific detectors, the final detector population 

follows the fitness landscape more closely for larger values of D. Therefore, the bottom ten lines 

showing the number of detected self antigens get more spiky as the value of D increases. This is 

because it detects more self antigens, see figure 5.4. 

5.7 Experimental Results 3: The Performance of the Negative 
Selection Operator 
The experiments on the StatiCS, combined with the earlier experiments on the traditional 

negative selection algorithm confirm that the role of negative selection should be to support 

clonal selection. From the experiments performed in chapter 4, it was observed that the negative 

selection algorithm suffers from severe scaling problems when applied to realistic network 

traffic data. From the experiments performed in this chapter, it was observed that the negative 

selection operator played an important role which helped to reduce the FP rate for the StatiCS. 

When evolution terminated at the maximum generation and the detectors were tested on a 

training data set, no case showed any mistake, i.e., FP was always 0% on the training data set. 

For the test set, the observed FP rate was up to about 10%.  

 

                                                                                                                                                                          
number of different detectors showing the same generality / total number of different detectors in the final detector 
population”. 
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As discussed before, the FP rate is mainly controlled by a detector sample size and an antigen 

sample size. Therefore, the rather higher FP rates resulted not because of inappropriate 

behaviours of the negative selection operator but because of the improper choices of detector 

sample sizes and antigen samples sizes. However, it have not been investigated how the 

threshold size of negative selection operator will affect the TP and FP rate. Too small a 

threshold size might lead to prevent the generation of some general detectors because it will 

eliminate detectors matching very small number of self antigens. However, these self antigens 

can be noise. Similarly, too large a threshold size can make the StatiCS to generate the detectors 

which are so general that they detect too many self antigens. Thus, the effect of negative 

selection threshold size should be investigated as the future work. 

5.8 Summary 
 
This chapter was devoted to the investigation of the use of a clonal selection algorithm with a 

negative selection operator, called StatiCS.  StatiCS was specially developed for the purpose of 

building a misuse detector in an efficient way. In order to adapt the available clonal selection 

algorithm for a network intrusion detection application, three major modifications were made to 

the StatiCS: i) new genotype and phenotype representations, ii) new matching and fitness score 

functions, and iii) introduction of a negative selection operator.   

 

Among these modifications, the new phenotype representation (representing a conjunctive rule) 

removes the matching threshold parameter by allowing an “OR” operator in a genotype-

phenotype mapping. The matching threshold parameter has been known to greatly affect the 

detection rate of the original negative selection algorithm, but the choice of parameter values 

has been made arbitrarily. In contrast, the modified phenotype representation can dynamically 

alter the matching scope of a given detector since it embeds an “OR” operator in the phenotype. 

Thus, the modified phenotype representation no longer requires the arbitrary choice of a 

parameter value that significantly affects the detection rate. In addition, this phenotype allows a 

detector to detect more than one specific antigen pattern, and thus it retains the lightweight 

feature originated from approximate binding.  Furthermore, the detector phenotypes used in this 

work will have a larger degree of intelligibility.  This is because they do not require a numerical 

threshold whose actual meaning is hard to ascertain.  When an IDS is designed to send non-self 

detections to a security officer to confirm and draw a reaction, the intelligibility of detector 

phenotypes is one of the most important requirements of the IDS.  

 

The experimental results from the StatiCS showed a good non-self antigen detection rate with a 

low self antigen detection rate.  In contrast with the results obtained for the negative selection 

algorithm, these results were gained in acceptable times. These results are valid for the 

environment used for experiments performed in this chapter. In order to advocate the same 
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results in the real network environment, further tests should be conducted in future. Two series 

of experiments were performed by varying the detector sample size and the antigen sample size.  

These experiments were executed in order to investigate the effect of detector and antigen 

sample sizes on performance. The results of these experiments showed a good non-self antigen 

detection rate with a relatively large detector sample size. These results also suggested that a 

more precise mixture of general and specific detectors follows the fitness landscape more 

closely as the detector sample size increases. 

 

This work has shown that clonal selection provides competent non self antigen detection and the 

most appropriate use of negative selection in the AIS is as a filter for invalid detectors, not the 

generation of competent detectors. 
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Chapter 6. Dynamic Clonal Selection Algorithm 
6.1 Introduction 
The results described in chapter five show that static clonal selection can be used to build a 

misuse detector in an efficient way.  The static clonal selection algorithm learned self and non-

self antigen patterns hidden within a given static antigen data set.  This work was performed by 

repeatedly experiencing an identical and static antigen data set. Although this type of static 

clonal selection algorithm is useful for building misuse detectors from previously collected data, 

a real environment (which a network-based IDS needs to monitor) produces new network traffic 

continuously in real-time.  Thus antigens faced by the AIS will be different every day. More 

importantly, normal behaviours of network traffic on one day, which are considered as self 

antigens, can be different from normal behaviours of network traffic on another day.  Therefore, 

the AIS needs to be extended, firstly to learn normal behaviours by undergoing only a small 

subset of self antigens at one time. Secondly its detectors should be replaced whenever 

previously observed normal behaviours no longer represent current normal behaviours. 

  

This chapter describes a dynamic clonal selection algorithm that has the above two properties 

[Kim and Bentley, 2002a]. This algorithm is clearly distinguished from the static clonal 

selection algorithm studied in chapter five. The static clonal selection algorithm abstracts a 

niching mechanism of an antibody cloning process and was applied to static antigen data. In 

contrast, the dynamic clonal selection algorithm introduced in this chapter follows several 

procedures of the human immune system to provide the newly required properties of a dynamic 

clonal selection algorithm. This chapter starts by presenting those procedures of human immune 

systems that are directly used in the design of the dynamic clonal selection algorithm and 

previous work embedding these procedures in the AIS (Section 6.2). A detailed description of 

the dynamic clonal selection algorithm then follows (Section 6.3). This description introduces 

three important new parameters that control the degree of two properties required: tolerisation 

period, activation threshold and life span. The dynamic clonal selection algorithm is then 

investigated with respect to how these three parameters affect non-self and self antigen 

detection rates. In order for obtained non-self and self antigen detection rates to demonstrate the 

competence of the dynamic clonal selection algorithm in terms of the desired two properties, the 

algorithm is tested on two artificially created scenarios that reflect two common real 

circumstances of IDS’s.  
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6.2 Related Work 

6.2.1 Dynamic Non-Self Antigen Detection by Human Immune systems  
 
Central Tolerisation 
In previous chapters it has already been discussed how immune cells gain self tolerance via a 

negative selection process.  Following this idea, a negative selection operator was adopted to 

reduce false positive errors in the static clonal selection algorithm. The negative selection 

operator of the static clonal selection algorithm conforms to the negative selection procedure 

which is used to generate helper T-cells in the thymus. Most epitopes of self cells are exposed to 

helper T-cells in the thymus and thus helper T-cells can gain relatively satisfactory self-

tolerance. This is called Central Tolerisation (CT) [Sompayrac, 1999].  

 

Distributed Tolerisation  

Another type of immune cells, B-cells are also released from the bone marrow to the body for 

antigen detection after passing a negative selection process in the bone marrow. Both B-cells 

and helper T-cells continuously circulate around the body in the blood and encounter antigens 

for activation and evolution [Sompayrac, 1999]. The antibodies of B-cells, which recognise 

harmful antigens by binding to them, are activated directly or indirectly. When B-cell antibody 

receptors bind to antigen epitopes with strong affinity above a threshold, they are directly 

activated. On the other hand, B-cell antibody receptors can bind to antigen epitopes with weak 

affinity below a threshold. In this case, B-cells need the help of T-cells and Major-

Histocompatibility Complex (MHC) molecules to be activated. MHC molecules have two 

important functions that help B-cell activation. Firstly, they bind to the fragments of antigens 

specially hidden inside B-cells (not visible on the cell surface), and secondly they transport 

these fragments to the B-cell surface. When B-cell antibody receptors bind to antigen epitopes 

with weak affinity, MHC molecules try to find some hidden antigen inside B-cells. When MHC 

molecules find them, they transport them on the surface of B-cells. The receptors of T-cells are 

genetically structured to recognise the MHC molecule on the B-cell surface. Thus, T-cells can 

bind to MHC molecules on B-cell surfaces. When the T-cell binds to MHC molecule with 

strong affinity, it sends a chemical signal to the B-cell which allows it to activate, grow and 

differentiate.  

 

This raises the question of what makes the T-cells determine B-cell activation.  One major 

difference between B-cells and T-cells is that only B-cells perform somatic hypermutation, 

which is a very high rate of mutation, to increase their diversity when they are matured in the 

germinal centres of lymph nodes. Hence, B-cells have more new and varied receptors than T-
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cells. In addition, the thymus is centrally located while there are hundreds of distributed 

germinal centres of lymph nodes. Due to the central location of the thymus, helper T-cells can 

gain more reliable self-tolerance than B-cells. Therefore, the final decision of B-cell activation 

with weak affinity is made by the helper T-cells. The self-tolerance of B-cells gained by helper 

T-cell binding is called Distributed Tolerisation (DT) in contrast to CT [Sompayrac, 1999; 

Tizard, 1995].  

 

Costimulation 

However, there are still some self cells that have never been presented to T-cells in the thymus.  

Although T-cells have a much larger degree of self tolerance than B-cells, they do not show 

perfect self tolerance. Hence, T-cells and MHC molecule binding also needs an extra 

confirmation signal for activation.  This signal is sent by innate immune cells when they sense 

actual tissue damage.  This process is called costimulation [Sompayrac, 1999; Tizard, 1995].  

Thus, if T-cells mistakenly bind self antigen fragments in MHC molecules and they are in an 

area having damaged tissues, they can trigger B-cell activation. However, if their MHC 

molecule binding affinities are not strong enough for activation before they move to different 

parts of the body that do not have damaged tissue, these T-cells do not allow B-cell activation.   

 

Affinity Maturation  

As described above, B-cells do not activate unless their affinities reach a threshold or receive a 

confirmation signal from helper T-cells.  Affinity maturation is a process that ensures B-cells 

activate only if their affinities reach a threshold, and otherwise die off [Tizard, 1995; Life, 

1993]. Similarly, T-cells also wait for activation signals from the innate immune system only 

when their binding MHC molecules on B-cell surfaces satisfy a threshold.  Thus, affinity 

maturation is another scheme to supply a degree of self-tolerance by allowing T-cells and B-

cells activation only when they match sufficient antigen epitopes. 

 

Life Span 

Since human body self cell births and deaths constantly occur, T-cells and B-cells also need to 

refresh their obtained self-tolerance. Mature T-cells and B-cells that monitor non-self antigens 

at the germinal centres of the lymph nodes have limited life spans as all other human body cells 

do [Sompayrac, 1999].  For B-cells, if they cannot activate within their life spans, they die off.  

Similarly, if T-cells do not contribute B-cell activation within their life spans because their 

binding MHC molecules on B-cell surfaces cannot receive signals from the innate immune 

system, they are initially unable to respond an antigen and eventually die [Sompayrac, 1999].  

Thus, based on the existing self and non-self antigens, only useful B-cells and T-cells survive.  
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Memory Detectors 

The life of B-cells and their mutated clones, the plasma cells, is relatively short. However, some 

of the B-cell clones survive as memory cells [Sompayrac, 1999; Tizard, 1995]. They have a 

special gene called bcl-2 which is absent in short-lived B-cells and plasma cells. The Bcl-2 gene 

enables the memory cells to survive for a longer time, such as several years.  Some of the 

memory cells are exposed to antigens and differentiated into plasma cells without undergoing 

somatic mutation.  Other memory cells undergo somatic mutation to be differentiated into 

plasma cells.  Particularly plasma cells generated without somatic mutation allow the secondary 

response of immune systems.  It generally takes some time for new pathogens to be detected by 

B-cells. This is called the primary response. Compared to the primary response, secondary 

responses by memory cells are very fast and efficient. Moreover, memory cells provide an 

associate memory property [Sompayrac, 1999; Paul, 1993]. New antigens having a structure 

that is not the same but similar to the structure of previously detected antigens can be detected 

by memory cells. This is because the binding of antibody and antigen is approximate. For 

example, when a body is infected by cowpox, the immune system takes time to detect and 

eliminate it. However, if somebody is infected by smallpox after being infected by cowpox, 

he/she is rapidly cured by the secondary response of immune system.  This is because cowpox 

and smallpox are similar enough to induce a secondary response by memory cells. 

 

Summary 

In summary, as other human body cells are constantly born and die, new human immune cells 

are also endlessly born and die. The continuous birth and death of immune cells are vital to 

assure satisfactory self-tolerance and non-self antigen detection.  Several mechanisms are used 

to achieve these properties. In particular, central tolerisation, distributed tolerisation, 

costimulation and affinity maturation contribute to ensure an adequate extent of self-tolerance. 

Memory cells provide quicker and more efficient non-self antigen detection.  The limited life 

spans of immune cells improve both self-tolerance and non-self antigen detection by 

maintaining immune cells that reflect currently existing antigens. 

6.2.2 Dynamic Anomaly Detection by AIS 
Hofmeyr [1999] extended a negative selection algorithm in order to allow it to adapt to a 

continuously changing environment.  In a real network environment, the distribution of self 

antigens, which is normal network traffic behaviour, often changes thus making it difficult for 

the AIS to observe a complete self and non-self antigen set at one time.  This requires constant 

updating of detectors that can reflect current self and non-self antigen distribution. The extended 

AIS [Hofmeyr, 1999] generates detectors using negative selection with a currently obtained self 
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antigen set.  In contrast to other AIS’s producing detectors by monitoring a static antigen set, the 

extended AIS creates new detectors every day after the system experiences new network traffic 

which has not been presented before. The detectors that have been generated already are 

continuously compared to new antigens and their matching results of new antigens determine 

whether they have to be replaced by new detectors or not. More precisely, the replacement of 

detectors is achieved by introducing new parameters to determine the usefulness of detectors in 

order to detect current non-self antigens. These new parameters are defined mainly by 

mimicking human immune mechanisms introduced in the previous section that can contribute to 

maintain self-tolerance and non-self antigen detection in a dynamic environment. The main 

feature of these mechanisms is control of the life cycle of a detector according to its antigen 

matching results.  Figure 6.1 shows the life cycle of a detector generated in Hofmeyr’s AIS, 

which adopts life spans, activation threshold, memory detectors, central tolerisation and 

costimulation of the human immune system1.   

 

 

Figure 6.1 The Life of a Detector, [Hofmeyr, 1999] 

A set of naïve detectors is randomly generated in each local host and these newly born detectors 

are exposed to currently transferred antigens (which are network packet headers). If these 

detectors, which are called immature detectors, are not deleted by a negative selection for a 

predefined time period (for instance, two days in figure 6.1), the immature detectors become 

mature detectors. Mature detectors are guaranteed to be self tolerant only against the self 

antigens having appeared during a past negative selection period. The mature detectors monitor 
                                                           
1 Hofmeyr (1999) also implemented a distributed tolerisation function in his AIS. Since the dynamic clonal selection 
algorithm is investigated only in terms of its adaptability in this chapter, the distributed mechanisms used in 
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newly presented antigens and detect hidden anomalies. When each detector matches a sufficient 

number of anomalies, which is defined by activation threshold in figure 6.1, it sends a warning 

signal to a security officer for further checking.  In this case, if a security officer confirms the 

detected anomaly pattern is indeed an intrusion pattern (costimulation in figure 6.1), the mature 

detector detecting this pattern becomes a memory detector. In contrast, if a security officer does 

not acknowledge the occurrence of an actual intrusion within a limited time, this mature 

detector is regarded as an auto-reactive detector and is killed. In addition, if a mature detector 

does not detect a sufficient number of anomalies before a pre-defined time (seven days in figure 

6.1), it is eliminated. A memory detector transformed from a mature detector also monitors 

newly presented antigens, but it has two different features from a mature detector. It can live 

indefinitely even when it does not detect a sufficient number of anomalies and sends a warning 

signal to a security officer immediately when it detects a single anomaly.  

 

In his system, Hofmeyr follows the life cycle of T-cells to implement dynamic network-based 

IDS. Each T-cell goes through various tests at different stages and it gains diverse features that 

are necessary to draw a complete immune response when it passes each test.  Therefore, the 

success of this system greatly depends on controlling diverse tests introduced in the system. 

These tests can be characterised by the following questions: how long an immature detector has 

to be tested by negative selection, how long a mature detector can stay alive before it binds to a 

sufficient number of anomalies, what is a sufficient number of anomaly matches for a mature 

detector, etc.  He also proposed interesting components that allow his system to provide answers 

to these questions.  These components are tolerisation period, activation threshold, life span, 

decay rate, costimulation, sensitisation, distributed tolerisation, dynamic detectors and memory 

detector death rates. All of these new components were devised by following analogies of 

immune cell control mechanisms of human immune systems introduced in the previous section. 

6.3 Dynamic Clonal Selection (DynamiCS) Algorithm 
The new AIS introduced in this chapter follows the basic concept of the AIS proposed by 

Hofmeyr (1999). Hofmeyr introduced various novel features of the AIS that allowed his system 

to be adaptive to continuously changing network traffic behaviour and perform distributed 

detection. From these two salient features, this section focuses on understanding how these 

novel features allow the AIS to be adaptive. The adaptability of Hofmeyr’s AIS was achieved 

via co-ordinated dynamics of three different detector populations: immature, mature, and 

memory detector populations. In order to fully comprehend the co-ordinated dynamics of these 

three detector populations in terms of AIS adaptability, a new artificial immune algorithm, 

called the dynamic clonal selection algorithm (DynamiCS) is introduced. Although Hofmeyr 

proposed various new features in order to effect great adaptability and distributed detection, 
                                                                                                                                                                          
Hofmeyr’s AIS are not reviewed in this section.  
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DynamiCS introduced in this section does not follow all the novel traits introduced in 

(Hofmeyr, 1999). Instead, DynamiCS employs only the most crucial components that can yield 

adequate adaptability to the system. The DynamiCS algorithm used for performing the 

experiments in this chapter is summarised in figure 6.2. The following sections introduce the 

details about DynamiCS with respect to three adopted detector populations and a non-self 

antigen detection mechanism using dynamics of these populations. 

 
1.  Initialise Dynamic Clonal Selection Algorithm 
2. Create an initial immature detector population with random detectors 
3. 
4.   Generation_Number = 1; 
5.   Do  
6.  { 
7.      If (Generation_Number / N2 == 1)               
8.          Select a new antigen cluster. 
9. 
10.      Select 80% of self and non-self antigens randomly from a chosen antigen cluster; 
11. 
12.      Reset Parameters 
13.               Memory Detector Age++; 
14.                       Mature Detector Age++; 
15.                       Immature Detector Age++; 
16.                                           
17.     Monitor Antigens 
18.                  Monitor Antigens by Memory Detectors if Memory Detectors are available 
19.                            Check whether any memory detector detects any non-self antigen  
20.                            Check whether any memory detector detects any self antigen 
21. 
22.                  Monitor Antigens by Mature Detectors if Mature Detectors are available 
23.                            Check whether any mature detector detects any non-self antigen  
24.                            Check whether any mature detector detects any self antigen 
25.                            Create new memory detectors 
26.                            Old mature detectors are killed 
27. 
28.                 Monitor Antigens by Immature Detectors if Immature Detectors are available 
29.                            Check whether any immature detector detects any self antigen 
30.                            Delete any immature detector matching any self antigen  
31.                            Create new mature detectors 
32. 
33.     If (immature detector population size + mature detector population size <  
34.                maximum non-memory detector pop size) 
35.    { 
36.             Do 
37.          Generate a random detector and add it to an immature detector population 
38.             Until  (immature detector population size + mature detector population size =  
39.                         non-memory detector pop size) 
40.    } 
41.    Generation_Number++;      
42. 
43. } While (Generation_Number < max Generation) 
44.  

Figure 6.2 Pseudo Code of the Dynamic Clonal Selection Algorithm 

 
                                                           
2 N is the number of generations that each antigen cluster is used for when selecting antigen data. More details about 
N are presented in section 6.4.2 Data and Parameter Setting. 
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6.3.1 DynamiCS Overview 
 
Before the detailed descriptions of each component in DynamiCS are presented, the overview of 

DynamiCS is stated in this section. DynamiCS starts with generating initial immature detectors 

by seeding with random genotypes. The generated immature detectors monitor a currently 

collected antigen set. Whereas two distinguished antigen sets, a self set and non-self set, are 

given to the StatiCS, DynamiCS considers the currently presented antigen set as a self antigen 

set and starts negative selection by comparing immature detectors to the given antigen set. As 

the result of negative selection, the immature detectors binding any antigen are deleted from the 

immature detector population and then new immature detectors are generated until the number 

of immature detectors becomes the maximum size of a non-memory detector population, see 

figure 6.3.  
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Figure 6.3 Immature Detector Generation 

 

These same processes, which generate new immature detectors and perform negative selection 

with a new antigen set gathered only for a current generation, continue for the tolerisation 

period (T) number of generations. When the total number of generations reaches T, some 

immature detectors whose age reaches T, which were born at generation 1, become mature 

detectors (Figure 6.4). In other words, at generation T, one subset of immature detectors is 

deleted by negative selection and another subset of immature detectors becomes a mature 

detector set. The rest of the immature detectors remain in an immature detector population. The 
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generation T finishes by generating new immature detectors until the number of immature 

detectors plus with mature detectors meets the maximum size of non-memory detector 

population. The negative selection process used for generating immature detectors implements 

the central tolerisation of the human immune system. 

 

 

Figure 6.4 Mature Detector Generation at generation T 

At generation T + 1, a new antigen set is presented to the mature detectors to be monitored 
(Figure 6.5). Whenever a mature detector matches an antigen, the match count of a mature 
detector increases by one. After all the given antigens are compared to all the existing mature 
detectors, the system checks two points: i) whether the match counts of mature detectors are 
larger than a pre-defined activation threshold (A) and ii) whether the ages of mature detectors 
meet a pre-defined life span (L). Firstly, if there is a mature detector with a match count that is 
larger than A, this mature detector becomes a memory detector only if it indeed detects an 
intrusion. When a human security officer acknowledges that this detector detects any intrusion 
signature (costimulation), the detector activates and eventually becomes a memory detector. In 
addition,  the  antigen  patterns  detected  by  this  mature  detector,  which  is  confirmed to be a 
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Figure 6.5 Mature Detector Activation 

 
memory detector, are deleted from the antigen set. On the other hand, the other mature detectors 
having match counts less than A, still remain as mature detectors and wait, checking whether 
their ages reach given life span. In addition, the antigens detected by them are not discarded 
from the antigen set. Secondly, the system checks the ages of remaining mature detectors.  If the 
ages of mature detectors meet L, those mature detectors are deleted from the mature detector 
population.  After some antigens detected by activated mature detectors are deleted from the 
antigen set, the remaining antigens are presented to the immature detectors for negative 
selection.  As stated before, some immature detectors are eliminated as a consequence of 
negative selection. In order to fully implement distributed tolerisation of the human immune 
system, both helper T-cells and costimulation are needed. However, DynamiCS does not 
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generate helper T-cells. It only implements costimulation in order to obtain the distributed 
tolerisation effect.  
 

Figure 6.5
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Figure 6.6 Monitor using Memory Detectors  

At generation T + 2, memory detectors monitor transferred antigens first if there are any 

memory detectors generated from generation T + 1 (Figure 6.6). When memory detectors match 

any antigen, the detected antigen patterns are instantly deleted from the antigen set. After 

monitoring of new antigens by memory detectors, the remaining antigens are shown to mature 

detectors if there are any mature detectors. Then, mature detectors follow the same monitoring 

steps as they did at generation T + 1. After the antigens are monitored by the mature detectors, 

they are passed to immature detectors to perform negative selection. Similarly, some detectors 

are killed from negative selection and new random detectors are created to fill up the numbers 

of the non-memory population.  From T + 3 generation, the same monitoring procedures that 

have operated at generation T + 2 continue in order to monitor constantly changing antigen sets 

until the system terminates.  

 

As seen in this section, three different detector populations and various parameters are important 

components in supplying effective non-self antigen detection and self tolerance. The detailed 

descriptions of these components are stated in the following sections. 

6.3.2 Immature Detectors 
DynamiCS starts by generating an immature detector population. An immature detector 

population is created by seeding it with random genotypes. This follows the same method of 

generating the initial detector populations in the negative selection and static clonal selection 

algorithms.  In addition, detector genotypes and phenotypes used for the DynamiCS are the 

same as those used for the StatiCS.  Newly created detectors in an immature detector population 
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are then tested by a negative selection operator immediately after their birth3. As seen in the 

previous chapter, a negative selection operator compares immature detectors to given self 

antigens. From this comparison, if an immature detector binds to any self antigen, this immature 

detector is discarded from an immature detector population.  

 

The most important feature of DynamiCS is the monitoring of continuously changing self and 

non-self antigens. This is different from a static clonal selection algorithm, which analyses only 

static self and non-self antigens in a batch style. In DynamiCS, self antigens presented at one 

generation are different from self antigens given at another generation. An immature detector 

population at one generation experiences only a subset of the entire self antigen set. This 

different condition requires an extra mechanism to ensure sufficient self-tolerance, which is 

known as central tolerisation. If an immature detector passes a negative selection test only 

against self antigens presented at one generation, this detector will have tolerance only against a 

small subset of self antigens appearing in this generation. In order for an immature detector to 

gain satisfactory self-tolerance, it should be tested against a sufficient proportion of self 

antigens. However, it is very difficult to predict how much of the self antigen population are 

sufficient to provide adequate self-tolerance. Thus, a new parameter, called the tolerisation 

period, is defined. The tolerisation period can control the “sufficient proportion” of self antigens 

compared to an immature detector for negative selection.  

 

A tolerisation period simply indicates the number of generations that an immature detector has 

to pass a negative selection test. If an immature detector binds no self antigen pattern for the 

tolerisation period, it becomes a mature detector and the mature detector starts monitoring 

newly-given antigens.  On the other hand, if the number of generations which an immature 

detector has survived so far against a negative selection test is less than a pre-defined 

tolerisation period, an immature detector stays in the immature detector population and waits for 

a new self antigen set.  Any immature detector can remain in an immature detector population 

for a tolerisation period as long as it survives against a negative selection test. Hence, different 

values for the tolerisation period will show varying degrees of self-tolerance. 

6.3.3 Mature Detectors 
Next, mature detectors, which have gained tolerance against self antigens, start monitoring new 

antigens.  Each mature detector attempts to bind to new antigens but when a mature detector 

matches any new antigen, it does not immediately regard the detected antigen as non-self. 

Instead, it continues attempting to match more new antigens until it binds to a sufficient number 

                                                           
3 DynamiCS currently uses negative selection to generate immature detectors. This is because the purpose of the 
initial experiments performed in this chapter is to understand the system dynamics.  Thus, the system is tested only on 
a relatively small data set that a negative selection algorithm can easily cope with and do not investigate the 
scalability of this system.  
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of new antigens. This mechanism is analogous to the affinity maturation of B-cells and T-cells 

in the human immune system – they have to bind to a sufficient number of antigen epitopes in 

order to activate. When B-cells activate, they send “non-self cell appearance” signals to other 

immune cells and kill detected non-self antigens in various ways.  Since B-cell activation results 

directly in killing detected antigens, the human immune system is very cautious about triggering 

the activation of immune cells, in order to avoid killing mistakenly detected self antigens.  

 

DynamiCS uses a similar idea in order to assure self-tolerance.  Although mature detectors have 

obtained self-tolerance to an extent through negative selection tests performed when they were 

immature detectors, their degrees of self-tolerance vary greatly depending on the pre-defined 

tolerisation period.  A relatively short tolerisation period will not allow mature detectors to 

develop a satisfactory degree of self-tolerance.  Thus, DynamiCS embeds other parameters that 

inhibit false-positive errors: an activation threshold and a mature detector life span [Hofmeyr, 

1999].  Each mature detector has a match count and an age.  The match count of a mature 

detector is simply the number of matching antigens, and the age is the number of generations 

that the mature detector has remained in the mature detector population so far.  The algorithm 

regards the antigen bindings of a mature detector as definite non-self antigen occurrences only 

when the match count is larger than a pre-defined activation threshold.  To be more precise, 

DynamiCS provides no non-self antigen appearance signal until a mature detector binds to a 

sufficient number of anomalous patterns, defined by the value of the activation threshold. 

 

However, if a mature detector stays in a mature detector population for a long period, it is 

highly likely that the match count of a mature detector will eventually meet the activation 

threshold.  Therefore, in order to produce an appropriate effect from the activation threshold, it 

is necessary to restrict the maximum number of generations that a mature detector can stay in a 

mature detector population.  The life span of a mature detector defines the maximum number of 

generations that a mature detector can remain in the mature detector population.  To summarise, 

a mature detector stays in a mature detector population only for the number of generations 

corresponding to its life span.  A mature detector accumulates its match count as it binds to 

more new antigens.  If the match count does not reach an activation threshold before its age 

becomes the life span, this mature detector is eliminated from the mature detector population for 

good.  In contrast, if the match count satisfies the activation threshold before the age of a mature 

detector reaches the life span, the mature detector provides a non-self detection signal and the 

detected antigens to a security officer for further checking.  This mechanism is designed to 

detect intrusions that attempt to compromise target systems intensively and for a short period 

[Hofmeyr, 1999]. Those intrusions create a relatively large number of non-self patterns over a 
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short period.  Therefore, the proposed criteria that allow mature detectors to activate work only 

when the system aims to detect this type of intrusions 

 

The non-self detection signal and detected antigens sent by a mature detector are analysed by a 

human security officer [Hofmeyr, 1999].  This is called costimulation in the DynamiCS.  As B-

cells bound to antigens wait for the confirmation signal from helper T-cells and helper T-cells 

wait for the signal from the innate immune systems, DynamiCS also waits for a confirmation 

signal from a human security officer for a pre-defined period.  If he or she acknowledges a 

detected pattern as a definite non-self antigen pattern (an intrusion pattern), the mature detector 

activates. 

6.3.4 Memory Detectors 
Activated mature detectors immediately become memory detectors.  Memory cells in the human 

immune system have been proven to be useful in the detection of non-self antigens [Smith et al., 

1996].  This feature of memory detectors requires them to have two different traits from mature 

detectors: a lower activation threshold and a longer life span.  In contrast to mature detectors, 

memory detectors activate immediately when they match any single antigen, that is to say that 

the activation threshold of memory detectors is one generation. This is because memory 

detectors have matched true non-self antigens in the past, and thus any antigen detected by these 

detectors is considered as a definite non-self antigen without extra checking.  

 

This is analogous to the secondary response of memory cells in the human immune system.  The 

secondary responses by memory cells are much quicker and more efficient than the primary 

responses by B-cells [Sompayrac, 1999; Paul, 1993].  Moreover, the memory cell provides an 

associate memory property.  Similarly, memory detectors can quickly detect new antigens that 

are not the same as previously detected antigens, but are within the matching boundaries of the 

detector. Since these features of memory detectors are advantageous for the AIS, an infinite life 

span is set for them.  Mature detectors are essentially undergoing a test of whether they can 

detect non-self antigens.  Their limited life span is the maximum period they can participate in 

the test.  However, memory detectors do not need such tests and thus do not require a limit on 

their life spans.  Moreover, they are expected to detect non-self antigens that are associative to 

previously detected non-self antigens. 

6.3.5 Controlling Detector Birth and Death 
As emphasised earlier, one distinguishing feature of DynamiCS is that selection processes 

operate through experience of different antigen sets at different generations.  It has to constantly 

monitor dynamically changing self and non-self antigens. This requires the algorithm to keep 

replacing existing detectors according to newly observed antigens.  The dynamic replacement of 
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different levels of detector is achieved through the parameters introduced in above sections.  

These parameters enable the system to decide automatically the deaths and births of detectors in 

each population.  The births and deaths of detectors in each detector population and related 

parameters are summarised in the table 6.1.  

 
Detector 

Population 
Size Birth Death Detection 

Memory  Fixed From mature 
detectors 

Live infinitely !" 

Mature  Half-
Fixed 

From immature 
detectors. 

1) Become memory detectors when 
    matchCount > actThreshold 
2) Deleted when the age > LifeSpan 
 

!" 

Immature  Half-
Fixed 

Filled up by 
randomly generated 
detectors 

1) Deleted when                               
they fail negative selection 

2) Become mature detectors when   
age > tolerisation Period 

 

Table 6.1 Detector Birth and Death in the Dynamic Clonal Selection Algorithm 

Most detector births and deaths are determined by detector-antigen binding and values of 

various parameters.  Deaths of some detectors trigger births of other detectors.  For instance, 

some deaths of immature detectors cause births of mature detectors, and some deaths of mature 

detectors lead to births of memory detectors.  It should be noted that births of mature detectors 

and births of memory detectors only result from deaths of immature detectors and deaths of 

mature detectors respectively. Accordingly, only births of immature detectors and deaths of 

memory detectors are not pre-determined by the algorithm – other births and deaths of detectors 

are controlled by detector-antigen binding and other parameter values. 

 

In each generation, some of the immature detectors will be deleted by a negative selection test, 

or else become mature detectors.  The system generates new immature detectors until the size of 

the non-memory detector population (immature detectors plus mature detectors) reaches the pre-

defined maximum size.  The motivation for restricting the number of immature detector births 

in this way is to prevent excessive resource usage4. Here, DynamiCS restricts the number of 

immature detector births by defining the maximum size of non-memory detector population 

instead of the immature detector population.  In contrast to immature detectors, mature detectors 

are born and die as an inherent part of the algorithm and so the mature population size cannot be 

directly controlled.  Thus, the number of new immature births at each generation is limited not 

only by the number of immature detectors but also by the number of mature detectors. 

                                                           
4  One important requirement for IDS’s is that they must be lightweight, as stated in chapter 3. The primary 
motivation for adopting a dynamic clonal selection algorithm can be to provide a lightweight AIS. It can be assumed 
that the system simply allows an unbounded accumulation of immature detectors until they might cover the non-self 
universe. However, it clearly requires the use of an excessive amount of resource for storage.  For this reason, the 
dynamic clonal selection algorithm uses dynamic replacement of three different types of detectors. 
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Therefore, the number of immature detectors per generation varies according to the number of 

existing mature detectors.  The number of mature detectors is also directly affected by their 

lifespan.  The approach taken allows the lifespan of mature detectors (L) to be varied without 

causing a direct effect on the total number of immature and mature detectors.  This allows L to 

be varied experimentally without a proportionate effect on resource utilisation caused by a 

change in the combined population size. 

 

The memory detector population size also needs to be restricted for the same reason.  However, 

DynamiCS as analysed in this chapter does not limit the memory detector population size.  This 

is because defining the maximum number of memory detectors implies deaths of memory 

detectors.  However, the elimination of memory detectors is not straightforward due to their 

verified usefulness.  An appropriate strategy to kill memory detectors will be examined in the 

next chapter. 

6.3.6 Self and Non-Self Antigen Detection 
Whereas the static clonal selection algorithm is presented with two distinguished antigen sets: a 

non-self antigen set and a self antigen set, the antigens that are given to DynamiCS do not have 

a label indicating whether they are self or non-self.  Therefore, the system treats transferred 

antigens as self and non-self at the same time depending on which type of detectors handle 

them.  More precisely, among the three different types of detector, memory detectors monitor 

antigens first when antigens are presented to the system.  Since memory detectors remember 

non-self antigen patterns that are already proven to be intrusions, it is expected that memory 

detectors will detect real intrusion patterns hidden in a presented antigen set.  In this case, the 

detected antigen patterns should be deleted from the collected antigen set in order to avoid the 

loss of potential mature detectors.  

 

The antigen set is presented to mature detectors after being filtered by memory detectors.  

Although memory detectors detect some non-self antigen patterns, there can be further non-self 

antigen patterns that have never occurred before, and thus no memory detector binds them.  

Mature detectors are expected to detect those new non-self antigen patterns.  However, the 

antigen patterns that match mature detectors can be self antigens that have never occurred for a 

tolerisation period, when mature detectors were immature detectors.  Therefore, the antigen 

patterns matched by mature detectors are not deleted from the antigen set until mature detectors 

can activate by receiving costimulation confirmation.  In other words, mature detectors binding 

antigen patterns only increase their match counts, and matched antigen patterns are not 

eliminated from the antigen set.  The antigen patterns matched are deleted from the antigen set 

only if the accumulated mature detector match counts meet the activation threshold and they 
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receive costimulation from a security officer.  Finally, the antigen set filtered by memory 

detectors and mature detectors is sent to immature detectors for negative selection. 

6.4 Dynamic Clonal Selection Algorithm Experiments 

6.4.1 Objective 
As introduced in section 3, there are several parameters that will control the performance of 

DynamiCS. Among them, three parameters, tolerisation period (T), activation threshold (A) and 

life span (L) are newly introduced in order to provide the adaptability of the AIS with a 

constantly changing antigen set.  Although these parameters were introduced from previous 

work (Hofmeyr, 1999), the behaviours of the AIS directed by the various values of these 

parameters were not thoroughly analysed.  The following experiments focus on understanding 

system behaviours under different values of these three parameters. The experimental results are 

investigated primarily in terms of how each parameter affects the adaptability of the AIS.  

6.4.2 Data and Parameter Setting 
The work in this chapter aims to provide an understanding of the nature of DynamiCS.  The 

experiments performed for this chapter used the Wisconsin breast cancer data set that was 

employed for the study of the static clonal selection algorithm in chapter 5. The detailed features 

of this data set are already presented in chapter 5 and these features still apply to this data set.  

The cancer data has two classes, ‘Malignant’ and ‘Benign’. ‘Malignant’ has 240 examples and 

‘Benign’ has 460 examples.  The system treated ‘Malignant’ as non-self and ‘Benign’ as self 

(See Table 6.2).  

 

Class Malignant Benign 

Number of examples 240 460 

Antigen Class Non-self Self 

Cluster-ID 1 2 3 1 2 3 

Number of examples 45 117 78 42 335 63 

Table 6.2 The features of Cancer Data 

Although the same cancer data set used in chapter 5 was applied in the coming experiments, the 

new experiments required a different strategy for the presentation of antigen data to DynamiCS.  

Since the main benchmarking measure for the new experiments was the adaptability of the new 

algorithm, one criterion for the provision of antigen data to the AIS was that antigen data sets 

given in each generation should have varied distributions.  Furthermore, in order to comprehend 

the system’s new behaviours, it was necessary to understand the degree of differences between 

various distributions of antigen sets in advance.  Therefore, a different method is adopted for 

providing antigen data to DynamiCS.  
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In order to be sure of providing antigens with a new distribution each N generations, self and 

non-self antigen data was clustered into several groups and antigen data randomly selected from 

one cluster was presented for N generations. Thus, the system was provided with antigen data 

whose distribution was switched at every N th generation. The Expectation Maximization (EM) 

clustering algorithm was applied to cluster antigen data. The EM algorithm is widely-used as 

the basis for various unsupervised learning algorithms [Mitchell, 1997].  The EM algorithm 

clustered antigen data into three clusters.  As the result of clustering, 240 ‘Malignant’ examples 

were divided into three clusters of 45, 117 and 78 examples.  Similarly, 460 ‘Benign’ examples 

were grouped into three clusters 42, 355 and 63 examples (see table 6.2).  
 
80% of the self and non-self antigen data belonging to each cluster were randomly selected for 

N generations. N, the number of generations that each cluster was used for selecting antigen 

data, was pre-defined.  Therefore, DynamiCS was provided with different antigen data at each 

generation and the distributions of these data changed at every N generations.  In addition, the 

antigen clusters used for providing antigen data were selected in a regular cyclical order, with 

the first cluster re-used after 3 * N generations. Thus, non-self and self antigen data were always 

selected from the same cluster for N generations and the same cluster pairs were re-used again 

after a break of 2 * N generations (see lines 7-10 in figure 6.2).  

 

In addition, the costimulation mechanism involving a security officer was implemented by 

simply increasing the match count only when a detector detects non-self antigens.  This is a 

simplification from the description in section 6.3.  If the costimulation procedure is strictly 

implemented, detector match counts should increase whenever detectors detect an antigen, and 

the AIS should confirm whether they indeed detect non-self antigens only when their match 

counts reach activation thresholds.  However, in order to reduce the running time of the system, 

a simpler method is chosen for the same job.  Since a detector that gained its match count by 

detecting self antigens is not a ultimately useful, it is expected to achieve the same result by 

incrementing the match count only when a detector detects a non-self antigen. This modification 

neglects one of the significant issues to be investigated in respect of DynamiCS: the frequency 

of false alarms caused by increased match counts due to self antigen detection.  However, the 

investigation of this issue is delayed for future work and instead focus on understanding system 

behaviours under the influence of various parameters.  

 

Another important assumption made in the following experiments is that there is no noise in 

antigen sets provided for negative selection.  When an antigen set including both self and non-

self antigens is transferred to the system, if non-self antigens are not detected by memory 

detectors and activated mature detectors, those non-self antigens are treated as self antigens.  

Thus, these non-self antigens become noise for the purposes of a negative selection. This 
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immediately affects the system’s likelihood of providing false self information and thus results 

in the elimination of sound immature detectors.  In other words, it causes the loss of some 

potential mature detectors that could have detected non-self antigen patterns.  Therefore, the 

lower non-self antigen detection rates caused by antigen noise greatly depend on how quickly 

memory detectors and activated mature detectors detect hidden non-self antigen patterns.   This 

issue is also left as a future research until the behaviours of DynamiCS is sufficiently 

understood.  Hence, the antigen data set provided for negative selection is always comprised 

solely of self antigens. 

 

All experiments were run for 2000 generations and repeated five times.  A non-memory detector 

population size of 240 was used.  This number was the number of worst detectors replaced at 

each generation from the static clonal selection algorithm.  Since the non-memory detectors 

keep being replaced, they played a similar job to the worst detectors that were replaced in the 

static clonal selection algorithm.  Thus, the same population size, 240, was used.  Experiments 

were run by taking various values of the three parameters; tolerisation period of an immature 

detector (T), activation threshold of a mature detector (A) and the life span (L) of a mature 

detector.  

6.4.3 Experiment Design 
Three series of experiments were performed by varying the distributions of the provided antigen 

data.  The first series of experiments was carried out by giving the value one to N, the number of 

generations that the same cluster is selected for presenting antigen data. DynamiCS was 

provided with antigen data of a different distribution at every generation. This antigen 

presentation method gave the system the opportunity to experience the complete antigen data 

set.  This is because the complete antigen set was divided into three groups based on 

distribution, and all of these three distributions of antigens were input equally into the system. 

Moreover, all of the three distributions of antigens were provided a sufficient number of times 

to be learned.  In this way, these experiments aim to evaluate whether DynamiCS is able to 

learn the converged behaviours of three different antigen clusters after a certain period, when 

only a subset of antigens is presented at one time.  In contrast, the values of N employed for the 

second series of experiments ranged from 5 to 50.  As N increases, the system will overfit the 

distribution of only one antigen cluster more for N generations. Thus, the significant question 

for investigation in the second set of experiments is how quickly the system is able to learn the 

distribution of a new antigen cluster, when an antigen cluster is replaced.  

 

The antigen presentation setting for the first series of experiments was defined in order to test 

whether the system can incrementally learn globally converged distributions, when only its one 

subset distribution is given at each generation.  This is quite a common environment for IDS’s 
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to face.  Anomaly detectors adopted for IDS’s have to learn the globally converged normal 

behaviours of monitored targets.  However, the audit data sets collected to build normal profiles 

are usually enormous.  Therefore, they have to learn the globally converged behaviours by 

learning incrementally from a small amount of subset data, which is practical for IDS’s to store.  

Bearing this kind of real environment in mind, the section 6.5 examined the first series of 

experimental results to determine how much varying values of the three parameters influenced 

the incremental learning capability of the AIS.  

 

The second series of experiments followed another common real circumstance.  This 

circumstance was such that converged behaviours learned in an incremental way are suddenly 

altered due to a normal change in the self.  Examples of normal changes in the self include the 

arrival of a new authorised user, the departure of established, authorised users, and some local 

system replacement.  In this case, the IDS’s should quickly forget what they have learned in the 

past (especially that which does not fit the new environment) and learn behaviours that emerge 

from the new environment.  Thus, in the section 6.6, the second set of experiments was analysed 

with respect to the sensitivities of the following features to the three parameters: forgetting out-

of-date behaviours and rapid learning of new behaviours.  

6.5 Experiment Results 1: Examination of complete antigen 
data 

6.5.1 Effect of the Tolerisation Period  
The first set of experiments is performed for examining the effect of the tolerisation period. The 

parameter values are used for these experiments are shown in table 6.3.  

Parameters Values 

Tolerisation Period (T) {5, 10, 20, 50} 

Life Span of Mature Detectors (L) 10 

Activation Threshold of Mature Detectors (A) {5, 100} 

Number of Generations that Antigens are Selected from a Same Cluster (N) 1 

Table 6.3 Parameter values used for the experiments performed in 6.5.1 Effect of the Tolerisation 
Period 

Figure 6.7 illustrates the results of the first set of experiments, where tolerisation period (T) was 

varied from 5 to 10, 20 and 50 with activation threshold (A) equal to 100 and life span (L) equal 

to 10.  The X-axes of these graphs represent the number of generations and the Y-axes indicate 

detection rates.  Each graph has two lines, one displaying a True Positive (TP) rate and another 

showing a False Positive (FP) rate.  As defined in the previous chapter, TP was the “non-self” 

detection rate and FP was the rate at which “self” was mistakenly detected by a generated 

detector set.  First of all, it can be seen that TP values oscillate between two converged 

minimum  and maximum values and these converged minimum and maximum values decrease  
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Figure 6.7 TP and FP rates when T varies and A = 100, L = 10, N = 1 

T = 5 

0
0 . 1
0 . 2
0 . 3
0 . 4
0 . 5
0 . 6
0 . 7
0 . 8
0 . 9

1

0 10
0

20
0

30
0

40
0

50
0

60
0

70
0

80
0

90
0

10
00

11
00

12
00

13
00

14
00

15
00

16
00

17
00

18
00

19
00

D
et

ec
tio

n 
R

at
es

 
T = 10 

0
0 . 1
0 . 2
0 . 3
0 . 4
0 . 5
0 . 6
0 . 7
0 . 8
0 . 9

1

D
et

ec
tio

n 
R

at
es

 

T = 20 

0
0 . 1
0 . 2
0 . 3
0 . 4
0 . 5
0 . 6
0 . 7
0 . 8
0 . 9

1

D
et

ec
tio

n 
R

at
es

 
T = 50 

0
0 .1
0 .2
0 .3
0 .4
0 .5
0 .6
0 .7
0 .8
0 .9

1

0

10
0

20
0

30
0

40
0

50
0

60
0

70
0

80
0

90
0

10
00

11
00

12
00

13
00

14
00

15
00

16
00

17
00

18
00

19
00

D
et

ec
tio

n 
R

at
es

 

Number of Generations 

Number of Generations 



 127

Number of Generations 

Number of Generations 

 
T = 5 

 

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

1
0 10

0

20
0

30
0

40
0

50
0

60
0

70
0

80
0

90
0

10
00

11
00

12
00

13
00

14
00

15
00

16
00

17
00

18
00

19
00

D
et

ec
tio

n 
R

at
es

 
T = 10 

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

D
et

ec
tio

n 
R

at
es

 
T = 20 

0

0.1

0.2

0.3

0.4

0.5

0.6

0.7

0.8

0.9

1

D
et

ec
tio

n 
R

at
es

 
T = 50 

0
0.1
0.2
0.3
0.4
0.5
0.6
0.7
0.8
0.9

1

0

10
0

20
0

30
0

40
0

50
0

60
0

70
0

80
0

90
0

10
00

11
00

12
00

13
00

14
00

15
00

16
00

17
00

18
00

19
00

De
te

ct
io

n 
Ra

te
s

 

Figure 6.8 TP and FP rates when T varies and A = 5, L = 10, N =1 
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as T increases.  For instance when two extreme cases, T = 5 and T = 50, are compared, TP 

displays a range from around 0.6 to near 0.9 when T = 5, but  it  oscillates  from 0.3  to near 0.8  

when T = 50.  However, no change in the FP rates for the four experiments is found in figure 

6.7.  In all four cases, FP remains stable at the optimum value zero5.  In order to see whether FP 

is indeed insensitive to T, another set of experiments was performed. This time, A is set to 5 

instead of 100.  Since a larger value of A makes the DynamiCS stricter when evaluating whether 

to activate mature detectors, it can cause less frequent detection, whether of self or non-self.  By 

giving a smaller value of A, we encouraged mature detectors to activate more easily and thus 

expected to gain higher TP and FP rates. The second set of experimental results is given in 

figure 6.8. 

 

As expected, the second set of experiment results show higher TP and FP rates than those 
exhibited  in  the  first  series  of experiment results.  All four results demonstrate comparatively 
high TP rates ranging between 0.9 and 1.0.  In addition, converged maximum and minimum TP 
ranges oscillate within much smaller scopes than those displayed in figure 6.7.  These results are 
different from the TP rates shown in figure 6.7. These different results are analysed by studying 
the effects of varying A in the next section, 6.5.2 Effect of the Activation Threshold.  
 
In both figures 6.7 and 6.8, TP values oscillate between two converged minimum and maximum 
values and these converged minimum and maximum values decrease as T increases. These 
effects are more clearly illustrated in figure 6.7.  Another key result revealed by figure 6.8 is a 
dramatic drop in FP when T increases from 5 to 10.  When T = 5, FP steadily increases and 
reaches 0.6 by the time the number of generations becomes 2000.  By contrast, when T = 10, FP 
immediately becomes zero from generation one and stays at this optimal value for the entire 
2000 generations.  Thus, two significant changes were effected by varying T: firstly both TP and 
FP rates decrease and secondly the drop in FP is much sharper than the drop in TP. 
 

These results clearly illustrate the role that the tolerisation period plays in DynamiCS.  They 

demonstrate that the employment of a tolerisation period directly benefits the system by 

complementing the expected low degree of self-tolerance when only a subset of antigens is 

provided at each generation. As long as immature detectors have an opportunity to experience 

various antigen distributions for a sufficient period, which is defined by the tolerisation period, 

the FP can be dramatically reduced to an almost perfect near-zero rate.  

 

Moreover, these results confirm that having large value of T results in a high degree of self 

tolerisation at the expense of TP.  This outcome can be scrutinised by examining the proportion 

of the population made up of non-memory detectors.  Since the maximum number of non-
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memory detectors, consisting of immature detectors and mature detectors, is fixed, one type of 

detector has to diminish when another type of detector expands. It means that when a large 

value of T forces detectors to remain immature longer, the average immature detector 

population size per generation gets larger and the average mature detector population size per 

generation becomes smaller.  This is shown in tables 6.4 and 6.5.  The smaller number of 

mature detectors implies that a smaller number of candidate detectors are qualified to activate. 

Consequently, this results in a smaller number of total detector activations.  For the same 

reason, a large value of T leads the system to produce a smaller number of memory detectors in 

total.  Since DynamiCS does not employ any niching mechanism like the one introduced in the 

static clonal selection algorithm, the smaller number of generated mature and memory detectors 

directly causes low TP and FP rates.  This is because it is unlikely that any detector will match a 

significantly larger number of antigens than any other detector when all detectors are randomly 

generated.  Random generation might produce a powerful detector by chance, but this will not 

occur consistently.  Thus, a more consistently expected outcome, which is shown from the 

experiments, is that more mature detectors produce more frequent antigen detection.  

 
A=100 Total Number 

of Memory 
Detectors 

Average Mature Detector 
Population Size per 

Generation 

Average Immature Detector 
Population Size per 

Generation 

Average Number of 
Mature Detector 

Generated per Generation 

T=5 8.5 (1.667) 149.11 (0.0021) 90.89 (0.0021) 14.95 (0.000009) 

T=10 7 (3.333) 113.12 (0.007) 126.88 (0.0071) 11.35 (0.00006) 

T=20 8 (6.667) 76.56 (0.003) 163.44 (0.003)  7.68 (0.00005) 

T=50 5.5 (4.333) 38.52 (0.0006) 201.48 (0.0006) 3.87 (0.000005) 

Table 6.4  Proportion of Three Different Types of Detector when T varies and A = 100, L = 10, N =1. 
The values in parentheses are variances. 

 
A=5 Total Number 

of Memory 
Detectors 

Average Mature Detector 
Population Size per 

Generation 

Average Immature Detector 
Population Size per 

Generation 

Average Number of 
Mature Detector 

Generated per Generation 

T=5 65.5 (13.67) 151.58 (0.141) 88.42 (0.141) 15.21 (0.0014) 

T=10 42 (23.33) 122.99 (0.0024) 127.01 (0.0024) 11.343 (0.00001) 
T=20 39 (24.66) 76.51 (0.0006) 163.49 (0.0006) 7.68 (0.000002) 

T=50 37.25 (40.92) 38.45 (0.0007) 201.55 (0.0007) 3.87 (0.000006) 

Table 6.5 Proportion of Three Different Types of Detectors when T varies and A = 5, L = 10, N =1. 
The values in parentheses are variances. 

 

In addition, the range between maximum and minimum values of TP rates tends to get larger as 

T increases.  This difference is more evidently presented when two cases, when T = 5 and T = 

10, are compared in figure 6.7 and 6.8.  This can also be explained with the same reason.  The 

                                                                                                                                                                          
5 Since FP values are constantly shown as zero for 2000 generations, FP values in figure 6.7 and 6.9 do 
not appear to be shown. Thick lines overlapped with X-axes are zero FP values in these figures. 
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smaller number of mature detectors tends to cover a smaller number of the niches that could 

exist in the non-self antigen set.  Since three different distributions of antigen set were given in 

turn at each generation, oscillating TP rates indicate differing results of detection of non-self 

antigens between the three different clusters.  The TP rates obtained between generation 800 

and 899 when T = 20 in figure 6.7 are redrawn in figure 6.9 with a larger scale.  It can be seen 

from figure 6.9 that three stabilised TP rates appear repeatedly every three generations.  This 

verifies that the fluctuating TP rates result from three different antigen detection rates associated 

with the three different clusters.  Therefore, the range of fluctuation in TP rates will be reduced 

if detectors which are qualified to perform antigen detection cover niches in non-self antigen 

clusters evenly.  A smaller number of detectors will only cover a smaller number of randomly 

scattered niches in each non-self antigen cluster.  This is again because detectors randomly 

generated via a negative selection have not had any chance to evolve to tightly matching antigen 

niches.  In this case, activated mature detectors are detecting a random subset of non-self 

antigens.  This causes the range between maximum and minimum values of TP rates to become 

larger as T increases. 
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Figure 6.9 TP rates between generation = 800 and generation = 899 when T = 20 

 
Furthermore, when T increases, TP does not drop radically in contrast to the large drop in FP 

shown in figure 6.8.  This again proves that negative selection with a tolerisation period drives 

the system to gain sufficient self-tolerance directly, whilst it affects non-self antigen detection 

only indirectly.  Another noticeable result shown in figure 6.8 is steady growth of FP when T = 

5.  This is contrast to the other cases in which TP and FP rates somehow tend to stabilise.  This 

outcome can be caused by using a relatively small value for T.  In this case, mature detectors 

were generated by testing against a largely incomplete self-antigen set.  Thus, the generated 

mature detectors are still more-or-less random detectors, which cannot distinguish between self 

and non-self.  However, among these more-or-less random detectors, the only detectors to 

activate are those subsets of detectors which actually detect a number of non-self antigens.  
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Thus, initial random detectors have a chance to be selected based on non-self antigen detection 

performance, but do not have opportunities to be tested against sufficient self antigens.  As a 

consequence, although the generated memory detectors have some information about previously 

detected non-self antigens, they did not have enough information about which patterns are not 

self.  Thus, as this kind of memory detector is generated more and more, the system is expected 

to make more mistakes in detecting self antigens. 

 

Finally, we can discern that all TP’s suddenly jump up from zero just after the generation 

number reaches the end of the first tolerisation period.  For example, when T = 5 in figure 6.7 

and figure 6.8, TP starts jumping up to 0.5 just after the generation number is 5.  Similarly, 

when T = 50, TP suddenly becomes around 0.5 just after the generation number reaches 50.  

This is simply because every detector, which can trigger activation, has been generated until the 

system run passes the first tolerisation period.  Only after the first tolerisation period, the system 

starts an antigen detection process. 

6.5.2 Effect of the Activation Threshold 
The second series of experiments is performed for examining the effect of the activation 

threshold. The parameter values are used for these experiments are shown in table 6.6.  

Parameters Values 

Tolerisation Period (T) 5 

Life Span of Mature Detectors (L) 10 

Activation Threshold of Mature Detectors (A) {5, 10, 20, 40, 50, 100, 150, 200} 

Number of Generations that Antigens are Selected from  
a Same Cluster (N) 

1 

Table 6.6 Parameter values used for the experiments performed in 6.5.2 Effect of the Activation 
Threshold 

The figures 6.10 and 6.11 show the experimental results, displaying TP and FP rates obtained 

from these eight experiments. As seen in the previous set of experiments, the results gained 

from the new series of experiments also exhibit fluctuating TP and FP values between two 

converged minimum and maximum values.  Both TP and FP rates tend to decrease as A 

increases.  These results confirm that the activation threshold contributes to reduce FP further 

by making the system stricter in triggering activation. However, similar symptoms that were 

observed from the previous experiments in 6.5.1 Effect of the Tolerisation Period are also 

found: lowering FP causes decline of TP. The explanation of variations in TP and FP rates 

according to various values for A can be found in table 6.7.   
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Figure 6.10 TP and FP rates when A varies with T = 5, L = 100, N = 1 (1) 
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Figure 6.11 TP and FP rates when A varies with T = 5, L = 100, N = 1 (2) 
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 Total Number of 

Memory Detectors 
Average Mature 

Detector Population 
Size per generation 

Average Immature 
Detector Population Size 

per generation 

Average Number of 
Mature Detector 

generated per 
generation 

A=5 63.75 (49.58) 151.59 (0.26) 88.41 (0.26) 15.21 (0.0026) 

A=10 37.5 (33.67) 150.03 (0.119) 89.97 (0.119) 15.05 (0.0011) 

A=20 22.5 (12.33) 149.30 (0.013) 90.70 (0.013) 14.98 (0.0002) 
A=40 16.5 (19) 149.38 (0.117) 90.62 (0.181) 14.98 (0.0010) 

A=50 14 (6) 149.13 (0.079) 90.87 (0.079) 14.96 (0.001) 

A =100 8.5 (3.67) 149.19 (0.035) 90.81 (0.035) 14.96 (0.001) 

A=150 6.75 (0.92) 149.01 (0.063) 90.99 (0.063) 14.95 (0.001) 

A=200 5 (3.33) 148.91 (0.007) 91.09 (0.007) 14.93 (0.00007) 

Table 6.7 Proportion of Three Different Types of Detector when A varies and T = 5, L = 10, N =1 
The values in parentheses are variances. 

As can be seen, differing values for A do not affect the average mature and immature detector 
population sizes per generation.  Unlike T, a large A does not reduce the number of candidate 
detectors activated.  Instead, large A causes the activation of mature detectors to be much less 
frequent.  Accordingly, a much smaller number of memory detectors were generated during the 
full 2000 generations. DynamiCS will obtain higher TP rates when mature detectors detect 
diverse niches existing in a non-self antigen set. As discussed in section 6.5.1 Effect of the 
Tolerisation Period, this is because detectors are mainly generated by a negative selection 
without a niching mechanism. Thus, the smaller amounts of memory detectors detect only a 
subset of non-self antigen niches randomly scattered and this induces lower TP and FP rates. 
This also explains the differences of TP rates shown in figure 6.7 and 6.8 in the previous 
section.  The results with A = 5 in figure 6.8 exhibit higher TP rates than those displayed in 
figure 6.7 showing the results with A = 100.  In addition, converged maximum and minimum 
ranges with A = 5 oscillate within a much smaller scope than those with A = 100.  These results 
clearly follow the outcome shown in figure 6.10 and 6.11, which larger A lowers FP rates but 
makes an converged maximum and minimum TP rates lower and oscillate with much larger 
range.  

6.5.3 Effect of the Life Span  
The third series of experiments is performed for investigating the effect of the life span. The 

parameter values are used for these experiments are shown in table 6.8.  

Parameters Values 

Tolerisation Period (T) 5 

Life Span of Mature Detectors (L) {5, 10, 20, 50} 

Activation Threshold of Mature Detectors (A) 150 

Number of Generations that Antigens are Selected from  
a Same Cluster (N) 

1 

Table 6.8 Parameter values used for the experiments performed in 6.5.3 Effect of the Life Span 
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Figure 6.12 TP and FP rates when L varies and T = 5, A = 150, N = 1 
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Figure 6.12 exhibits TP and FP rates gained from four different experiments.  As was seen in 

the previous experiments, these results also show that TP rates oscillating between minimum 

and maximum values had stabilised during 2000 generations. As L gets larger, two similar 

tendencies of TP rate changes are perceived. Firstly, its minimum and maximum values get 

larger and secondly, the oscillating scopes between minimum and maximum values tend to be 

narrower.   

These outcomes can also be interpreted by examining the proportion of the population that is 

made up of non-memory detectors, shown in table 6.9. The larger number of mature detectors 

again implies that a larger number of candidate detectors were to be activated. Consequently, 

the larger number of mature detectors triggers a higher frequency of detector activation and this 

results  in  higher  TP  rates.  The  second  effect  can  also  be  interpreted  by  the  same  reason 

 Total Number 
of Memory 
Detectors 

Average Mature 
Detector 

Population Size 
per generation 

Average Immature 
Detector Population 
Size per generation 

Average Number of 
Mature Detector 

generated per 
generation 

Average Number 
of Mature 

Detector deleted  
per generation 

L=5 4.75 (2.92) 108.07 (0.007) 131.93 (0.007) 21.65 (0.0004) 21.59 (0.0003) 

L=10 7 (3.33) 149.14 (0.024) 90.86 (0.024) 14.96 (0.0003) 14.88 (0.0002) 

L=20 10.75 (4.25) 183.79 (0.005) 56.21 (0.005) 9.24 (0.00002) 9.14 (0.00001) 

L=50 18.25 (8.25) 213.74 (0.006) 26.27 (0.006) 3.34 (0.006) 4.19 (0.0002) 

Table 6.9 Proportion of Three Different Types of Detector when L varies and T = 5, A = 150, N =1. 
The values in parentheses are variances. 

discussed in the previous sections.  Large L allows a mature detector to remain longer and thus 

permits it to experience more diverse non-self antigen clusters. When each TP rate represents a 

TP rate for each non-self antigen cluster, the TP rate differences among three non-self clusters 

are not large when L is sufficiently large.  Conversely, the differences become wider as smaller 

values of L are given. In summary, a mature detector that meets more non-self antigens can 

learn the distributions of each non-self antigen cluster better. 

6.5.4 Analysis  
The above experiments showed clearly that the three parameters investigated in this chapter 

influence the non-self antigen detection (TP) and self-tolerance (FP) rates significantly.  A 

common trait found in the three different result sets is that TP and FP rates vary depending on 

the number of detectors which are qualified to activate.  Since DynamiCS generated its initial 

immature detectors only through negative selection, the degree of antigen detection did not vary 

greatly between detectors.  This was because no detector had evolved to match existing niches 

in the given antigen set.  To summarise, the antigen detection capability of DynamiCS was 

governed by the total number of detector activations and this number was directly affected by 

three parameters.  
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This result indicates that effective application of DynamiCS requires a strategy to choose an 

ideal combination of the three parameter values, in order to get satisfactory TP and FP rates.  

Recalling the three sets of experimental results, it was observed that larger T led the system to 

produce a smaller number of detectors to activate and resulted in lower TP and FP rates.  In 

contrast, different A values did not affect the number of candidate detectors to activate, but 

larger A made mature detectors activate much less frequently, and ultimately triggered a smaller 

number of detector activations, which also brought about lower TP and FP rates.  In addition, 

larger L values forced mature detectors to live longer and let them to experience more diverse 

antigen clusters. This led the system to provoke more detector activation, which produced 

higher TP and FP rates.  

 

From these outcomes, the effects caused by T and L are easily comparable: large T allows more 

immature detectors to remain and pushes mature detectors out, while large L compels more 

mature detectors to remain and pushes immature detectors out.  Thus, the only difference 

between the effects of T and L is the direction of the change. T controls self-tolerance more 

directly by letting immature detectors be compared to more self antigens while L governs non-

self antigen detection more directly by allowing mature detectors to have more chances of 

attempting to match non-self antigens. Therefore, if in a particular application the first priority is 

a low false positive error rate, and secondly the true positive detection rate, a T value that is 

large enough to show a fulfilling FP rate should be found first regardless of A and L values. 

After a satisfactory FP rate is obtained by tuning T, A and L can be changed in order to get a 

satisfactory TP rate while still maintaining the FP rate.  More discussion about setting values of 

A and L after tuning T is presented in Appendix D Setting Activation Threshold and Life Span 

Values in the DynamiCS. 

6.6 Experiment Results 2: Examining only antigen subsets 
In contrast to Experiment 1 in section 6.5, the detectors generated in the following experiments 

were presented with a subset of antigens for a number of generations so that generated detectors 

overfit a certain antigen cluster.  This experimental setting is defined in order to test whether 

DynamiCS is able to learn newly emerged behaviours of self antigens and forget old behaviours 

that are no longer parts of the self antigen behaviour.  

6.6.1 Varying the Generation Numbers to Provide Antigens from a Same 
Cluster 
 
In order to let generated detectors overfit a specific antigen cluster, a large value was given for 
N, the number of generations that antigens are selected from a same cluster. The parameters 
used for the experiments of this section are shown in table 6.10. 
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Figure 6.13 TP and FP rates when N varies and T = 30, A = 100, L = 10 
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Parameters Values 

Tolerisation Period (T) 30 

Life Span of Mature Detectors (L) 10 

Activation Threshold of Mature Detectors (A) 100 

Number of Generations that Antigens are Selected from  
a Same Cluster (N) 

{5, 10, 20, 30} 

Table 6.10 Parameter values used for experiments performed in 6.6.1 Varying the Generation 
Numbers to Provide Antigens from a Same Cluster. 

The values of N employed for the second series of experiments ranged from 5 to 30.  As N 

increases, the system will overfit the distribution of only one antigen cluster for N generations. 

Figure 6.13 shows the results of four different experiments when four different values were 

given to N and the other three parameters: T, A and L have fixed values.  In figure 6.13, the grid 

lines on the X axis were placed at every 100 generations for  N = 5 and  N = 10  but  they  were 

given at every N generations for N = 20 and N = 30. As expected, the clear feature of these 

results is that large N leads the system to show three different converged TP and FP rates 

according to the given antigen cluster.  For instance, in the case of the largest, N = 30, three 

converged TP rates repeatedly appear at every 30 generations and so do FP rates. This outcome 

does not look different from the graphs observed in the previous section 6.5 Experiment Results 

1: Examining complete antigen data. From the experimental results obtained in section 6.5, the 

TP and FP rates also oscillated across three stable values meaning that current detectors 

produced three converged detection results for the three antigen clusters. However, subtle 

differences between the results of these two series of experiments can be found. Particularly, the 

results in section 6.5 with a relatively large T value (see figure 6.7 and figure 6.8) always show 

nearly perfect FP rates of zero. However, the FP rates seen in figure 6.13 start increasing when 

N = 20 and N = 30 even when a relatively large T value, 30, is given. These are not surprising 

results. This is because although T was large enough for detectors to activate only when they 

experience three antigen clusters evenly (because N = 1), this is no longer true when N = 20 and 

30. For instance, when N = 30, mature detectors were generated by experiencing only one 

particular cluster or a maximum of two clusters.  Then these detectors increased their match 

counts by matching antigens belonging to a different cluster which was not used for negative 

selection. Therefore, new memory detectors, which were generated as the results of activation, 

never had sufficient self-tolerance and easily made errors in detecting self-antigens, although 

they can increase TP rates by detecting small niches in each cluster.  Thus, the increase of TP by 

new detector activation can cause an increase of FP at the same time.  

  

Thus, the clarified question raised by this result is how the AIS can handle this kind of situation 

in reality, when N is not known in advance and thus it is difficult to select appropriate T.  The 
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simplest method to resolve this problem is obviously to give a very large value to T. However, 

when N is also very large, a further question is immediately raised: how large a value of T is 

feasible.  Since T is the period during which the system continues generating immature 

detectors, large T can cause waste of resources with no great detection effect. This is because 

immature detectors are not used for detection. Furthermore they limit the generation of mature 

detectors that are actually used. Therefore, blindly giving a very large value to T is not such a 

good solution for a real situation.  Nevertheless, the original purpose of the activation threshold 

and life span is to compensate for the problem caused by insufficiently high T.  Increasing A and 

decreasing L will help to reduce FP rates as has been already seen in sections 6.5.2 and 6.5.3. 

However, there still remains a question: is there any automated way to control an appropriate 

combination of the three parameters, depending on given antigens? 

 

DynamiCS currently treats memory detectors generated from any activation equally.  As long as 

detectors get activated, they are considered to be useful in detecting any non-self antigen 

occurring in the future. This approach worked well in the experiments of section 6.5 because 

there was no big difference between the distribution of antigens appearing during an initial 

activation procedure and the distribution of antigens being presented later.  Thus, memory 

detectors generated as the consequence of activation are useful at any time in the future.  In 

contrast, if the converged antigen distributions alter after a certain period and thus previously 

generated memory detectors do not reflect new self and non-self antigen distributions any more, 

these memory detectors have to be replaced as well. Therefore, another way of handling this 

kind of situation can be to monitor further detection results of generated memory detectors and 

use their detection results as feedback input to generate new immature detectors, or maintaining 

current memory detectors.  This method might provide a better way to define an appropriate 

combination of the three parameters. DynamiCS could be extended by adding these features.  

6.7 Summary 
In order for the AIS to be able to deal with a real environment, whose self behaviours change 

after a certain period and shows only a small subset of self antigens at one time, the dynamic 

clonal selection algorithm (DynamiCS) was introduced.  The significant features that allow the 

human immune system to provide these desired properties were introduced. They are central 

tolerisation, distributed tolerisation, costimulation, affinity maturation, life span and memory 

detectors.  DynamiCS implemented these features by introducing three important parameters: 

tolerisation period, activation threshold and life span.  

 

Two sets of experiments were performed in order to examine system behaviours under various 

values of the three parameters. The first series of experiments tested whether the system can 

incrementally learn the globally converged distributions when only its one subset distribution is 
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given at each generation.  The experimental results showed that the AIS was able to 

incrementally learn the globally converged distributions when only one small subset of antigens 

was given at each generation. However, this was achieved only when appropriate combinations 

of the three parameter values were given. It was revealed that the system performance measured 

by TP and FP rates was primarily controlled by the number of detector activations in total, and 

that this number was directed by values of the three parameters. This is because DynamiCS 

generated initial immature detectors only through negative selection, and as a result the degree 

of antigen detection did not vary greatly between detectors. In addition, it was observed that a 

larger tolerisation period caused the system to produce a smaller number of detectors to activate 

and resulted in lower TP and FP rates.  In contrast, different values of activation threshold did 

not affect the number of detectors activating, but a larger activation threshold made mature 

detectors activate much less frequently, and ultimately triggered a smaller number of detector 

activations, also bringing about lower TP and FP rates.  In addition, larger values for the life 

span of mature detectors forced mature detectors to live longer and experience more antigens. 

This led the system to provoke more detector activation, which produced higher TP and FP 

rates.  

 

In order to see different effects of parameter values depending in different scenarios, the second 

set of experiments simulated a situation in which converged behaviours learned in an 

incremental way are suddenly altered due to legal self change.  The experimental results showed 

that large T values that were sufficient to show perfect FP rates in previous experiments no 

longer demonstrated perfect FP rates.  This was because generated memory detectors had never 

been exposed to a certain antigen cluster and thus they could not have perfect self-tolerance.  

This reason drives further extension of DynamiCS, so that it can handle generated memory 

detectors based on their detection results. The modified dynamic clonal selection algorithm that 

employs this idea is studied in the next chapter.  
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Chapter 7. An Integrated AIS:  
Extended Dynamic Clonal Selection Algorithm  

7.1 Introduction 
In a real environment, self behaviours change after a certain period, and only a small subset of 

self antigens are shown at any one time.  In order for the AIS to be able to deal with such an 

environment, the dynamic clonal selection algorithm (DynamiCS) was introduced in chapter six. 

The results described there show that DynamiCS could learn incrementally the globally 

converged distributions even though only one subset distribution is given at each generation. This 

feature was achieved by employing three important parameters, which are the tolerisation period, 

activation threshold and life span. However, DynamiCS could not learn new self-antigens when 

learned self and non-self behaviours suddenly altered due to legal self change. This resulted in 

high FP rates when new antigens are monitored by DynamiCS, although it produced high TP 

rates. The proposed explanation of this outcome was that the generated memory detectors had 

never been exposed to a certain antigen cluster within their tolerisation periods. Thus they could 

not have tolerance against a complete self set.  

 

This chapter investigates a further extension of DynamiCS, so that it can reduce FP rates 

increased by memory detectors. As one way to decrease the FP rates caused by memory detectors, 

the extended DynamiCS handles generated memory detectors based on their detection results. 

DynamiCS preserved memory detectors for an infinite lifespan. In contrast, the extended 

DynamiCS kills memory detectors if they show poor self-tolerance to new antigens (section 7.4), 

[Kim and Bentley, 2002b]. This extended system is tested to determine whether surviving 

memory detectors no longer cause seriously high FP error rates or not. From this test, it is 

analysed whether any other problems occur as a consequence of killing memory detectors. The 

analysis shows that the extended DynamiCS requires a larger amount of costimulation if it yields 

high TP rates. This analysis leads the extended DynamiCS to employ hypermutation to simulate 

the evolution of a gene library (section 7.6), [Kim and Bentley, 2002c]. This additional extension 

is designed to fine-tune generated memory detectors so that the system obtains higher TP rates 

without increasing the amount of costimulation. The new extension is tested to determine whether 

it gains high TP rates without increasing the amount of costimulation as the result of gene library 

evolution. The test results are then analysed to see how a hypermutation leads to such a gene 

library evolution effect, and thus whether it improves the overall system performance. Finally, the 

novel features of DynamiCS studied in this thesis are discussed in accordance with the 

comparison to the most similar AIS developed by [Hofmeyr, 1999; Hofmeyr and Forest, 2000]. 
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7.2 DynamiCS Revisited 
The experiments in the previous chapter simulated a situation in which converged behaviours 

learned in an incremental way are suddenly altered due to legal self change. The results of these 

experiments show that a value of T which was sufficiently large to show perfect FP rates no 

longer demonstrated satisfactory FP rates. More precisely, four experiments were performed 

when four different values, {5, 10, 20, 30}, were given to N: the number of generations that 

antigens are selected from a same cluster. In these four experiments, it was observed that the 

overall TP’s and FP’s increase as N grows. Particularly, when N is as large as a given T, which is 

the tolerisation period, the obtained FP rates reached high values greater than 0.3 (see figure 6.13 

in chapter 6).  The inference from this result was that some memory detectors have never been 

exposed to a certain antigen cluster, and thus those memory detectors caused high FP rates. For 

this reason, the extension of DynamiCS introduced in this chapter will handle generated memory 

detectors based on their detection results.  

 

Before introducing the extended DynamiCS, another set of experiments was performed by giving 

different values for A, the activation threshold of a mature detector, but using smaller values than 

the ones used in section 6.6. These values are shown in table 7.1. For consistency of experiments 

throughout the current chapter, another four experiments were performed with the parameter 

values presented in table 7.1.  

Parameters Values 

Tolerisation Period (T) 30 

Life Span of Mature Detectors (L) 10 

Activation Threshold of Mature Detectors (A) {5, 10, 20, 40} 

Number of Generations that Antigens are Selected from a Same Cluster (N) 30 

Table 7.1 Parameter values used for DynamiCS experiments 

Figure 7.1 illustrates the results of these four experiments. The experiments were run five times 

and average results of five runs are shown in figure 7.1. The X-axes of these graphs represent the 

number of generations and the Y-axes indicate detection rates.  Each graph has two lines, one 

displaying a True Positive (TP) rate and another showing a False Positive (FP) rate. The grid lines 

on the X axis were placed at every N generations for N = 30. Each experiment was run for a 

maximum of 2000 generations.  

 

It has already been seen in sections 6.5.1 Effect of the Tolerisation Period and 6.5.2 Effect of the 

Activation Threshold that large A and T values can prevent self antigen detection to some extent. 

The results shown in figure 7.1 also demonstrate the same consequence verified in those sections: 

large A and T values reduce very high FP. A relatively large T value, 30, is given in all the four 

experiments and increasing A value reduces high FP rates. Nevertheless, it still shows 

unacceptably high FP rates, around 0.5, even though FP rates drop by nearly half when the large  
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Figure 7.1 TP and FP rates when A varies and T = 30, L = 10, N =30 



 145

Number of Generations 

Number of Generations 

 
A = 5 

0
0 . 1
0 . 2
0 . 3
0 . 4
0 . 5
0 . 6
0 . 7
0 . 8
0 . 9

1

0 10
0

20
0

30
0

40
0

50
0

60
0

70
0

80
0

90
0

10
00

11
00

12
00

13
00

14
00

15
00

16
00

17
00

18
00

19
00

D
et

ec
tio

n 
R

at
es

 
A = 10 

0
0 . 1
0 . 2
0 . 3
0 . 4
0 . 5
0 . 6
0 . 7
0 . 8
0 . 9

1

De
te

ct
io

n 
Ra

te
s

 
A = 20 

0

0 . 1

0 . 2

0 . 3

0 . 4

0 . 5

0 . 6

0 . 7

0 . 8

0 . 9

1

D
et

ec
tio

n 
R

at
es

 
A = 40 

0
0 . 1
0 . 2
0 . 3
0 . 4
0 . 5
0 . 6
0 . 7
0 . 8
0 . 9

1

0

10
0

20
0

30
0

40
0

50
0

60
0

70
0

80
0

90
0

10
00

11
00

12
00

13
00

14
00

15
00

16
00

17
00

18
00

19
00

De
te

ct
io

n 
Ra

te
s

 

Figure 7.2 TP and FP rates when A varies and T = 30, L = 10, N =30 without memory detectors 
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A value, 40, is used. This implies that the memory detectors which detected non-self antigens 

were not sufficiently self-tolerant.  

 

However, there are two types of detector that are qualified to detect antigens: memory detectors 

and mature detectors that have just activated. Although it was inferred from previous 

experimental results that memory detectors which have never been exposed to a certain antigen 

cluster could cause high FP rates, it has not been shown yet whether memory detectors or mature 

detectors that have just activated are the actual cause of this problem. In order to clarify this issue, 

another set of experiments was performed. In the new experiments, DynamiCS did not generate 

memory detectors. When mature detectors activated, they produced detection signals but they 

were not converted into memory detectors. Instead, they simply died off. As the result, antigen 

detection was performed only by activated mature detectors in the absence of memory detectors. 

Figure 7.2 shows these new experimental results. The four important parameters, T, A, L, and N, 

have identical values to those used in the experiments above and they are summarised in table 

7.1.  

 

The four experimental results in figure 7.2 display similar outcomes regardless of A values: low 

TP and FP rates. This verifies the important role of memory detectors. They indeed contribute to 

increase TP rates by detecting re-encountering antigens. Without memory detectors, TP rates of 

DynamiCS fluctuate irregularly within an unsatisfying range (between 0.1 and 0.8). The low FP 

rates revealed in figure 7.2 also imply that the high FP rates shown in figure 7.1 are originated 

from detection by memory detectors. 

 

The results exhibited in figure 7.2 makes it clearer that DynamiCS needs an appropriate way to 

handle memory detectors. In order to propose a new way of handling generated memory 

detectors, the next section briefly introduces how the human immune system maintains lifetime 

lasting memory while it continues to sustain self-tolerance. It also presents the method used to 

ensure that these human mechanisms have been implemented in available AIS’s, in order to 

acquire artificial immune memory. 

7.3 Related Work: Handling Memory Detectors 

7.3.1 Human Immune Memory 
Immunologists define immune memory as the capability of the immune system that can fully 

protect the body from the re-attack of pathogens, which have previously been detected. Immune 

memory is long-lived, often lasting for many years, even for the lifetime of an individual [Tizard, 

1995]. The life–long immune memory means that a quick immune response to reappearing 

pathogens lasts for the lifetime despite constant and unpredictable generation of new memory 



 147

cells, triggered by new antigen detection. Experimental observation showed that the memory cell 

population is maintained at a roughly constant size within an individual’s body for his or her 

lifetime from puberty onwards [Yates and Callard, 2001], although there is gradual addition of 

new memory cells in old age. These two observations have raised a question of how the immune 

system maintains a roughly constant size of memory detectors while it continues to maintain 

immune memory of various types of pathogens that occur during a lifetime.   

 

Several pieces of research by different immunologists attempted to explain the immune memory 

mechanism from various angles. For instance, one theory by Mackay [1993] explained this by 

showing the life-long lifespan of memory cells and another theory [Matzinger, 1994] described 

immune memory being provoked by constant re-stimulation of memory cells by reappearing 

antigens. In contrast to these theories, there is an observation of maintaining a roughly constant 

amount of memory cells in the absence of repeated exposure to antigens or cross-reactive 

stimulation [Yates and Callard, 2001]. Yates and Callard showed that a small minority of memory 

cells are susceptible to programmed death triggered by contact with other memory cells. 

Especially when memory T-cells proliferate, matching the receptors of other T memory cells 

triggers signal cascade leading to programmed death of T memory cells. This theory showed that 

the regulation of a stable population of memory cells is achieved in absence of antigen 

stimulation.  

 

These interpretations can be combined together into one abstract explanation, which is the 

idiotype based immune network theory proposed by Jerne [1974]. As described earlier in the 

section 2.4.4 Immune Network Theory of chapter 2, the immune network theory emphasises that 

the continuous chain of stimulation by antigens and suppression by other antibodies can form a 

large-scale network, and the final equilibrium status between suppression and stimulation 

determines the overall internal memory of the immune system. Therefore, the stabilised immune 

network constructed by proliferation by antigens and suppression by other antibodies constitutes a 

converged memory cell population.  

 

Likewise, many studies in immunology approached the understanding of how to maintain a 

converged memory cell population as one step towards finding an explanation of lifetime lasting 

immune memory. Although there is no clear answer yet, the common explanation from these 

studies is that a memory cell population stabilises through constant death of existing memory 

cells, recruitment and proliferation of new memory cells. That is to say that a roughly constant 

size of memory cells is maintained not by keeping memory cells in a static way, but by 

continuous loss and new birth of memory cells in a dynamic way. 
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Although these studies illustrated how a stabilised memory cell population is maintained, they did 

not clearly explain how a stabilised memory cell population also maintains robust memory 

against various types of antigens and how it shows the associative property. The study by Smith 

et al. [1996] has attempted to explain the associative property of immune memory using Sparse 

Distributed Memory (SDM). SDM was originally introduced by Kanerva [1988] in order to store 

a very large number of data items into a memory space, which is mapped to a smaller number of 

physical data addresses. It approximately addresses given data items to a memory space when 

data is written. This means that the data item is recalled by an address sufficiently similar, but not 

necessarily equal, to the original address. This approximate addressing maps sparse and 

distributed physical addresses to logical addresses that is much more dense than existing physical 

addresses. Smith et al. [1996] took the view that distributed scattered physical addresses in SDM 

has an equivalence with memory cells in a stabilised memory cell pool, and that the approximated 

recalling mechanism of SDM is also equivalent to the primary and secondary responses of 

memory cells. Consequently, Smith et al. [1996] claimed that immune memory is robust and 

associative, as is SDM, since both employ a similar approximate addressing mechanism.   

7.3.2 Artificial Immune Memory 
The immune memory of the human immune system has been implemented in various ways in 

different AIS’s. The common feature of these implementations is that the immune memory was 

achieved in an implicit way without having a separate memory detector/antibody population 

[Dasgupta, 1998b; De Castro and Von Zuben, 1999; Timmis, 2001]. Rather, only one type of 

antibody population was used and the antibody population was usually maintained at a constant 

size. That is to say that the antibody population was maintained through constant death of existing 

antibodies and recruitment and proliferation of new antibodies. During this process, naïve 

antibodies (i.e. newly generated) and a surviving antibody antibodies (i.e. memory antibodies) 

remain in the same antibody population and compete with each other for survival. Unlike the 

human immune system, where there are two different types of immune cell population (a memory 

cell and non-memory cell pool) and the competition between immune cells is only within each 

type of population [Tanchot et al., 2000], these AIS’s did not label memory cells separately and 

thus they compete with other maturing and naïve immune cells for survival.  

 

Among the AIS’s which use only one antibody population, immune network theory has been a 

popular approach to make immune memory emerge by itself within an AIS [Timmis, 2001; 

Farmer et al., 1986; Varela et al., 1988]. The AIS’s employing the network theory formed the 

immune network as the result of immune pattern recognition. The specific shape of the immune 

network described the immune memory of the given immune system. The memory that emerges, 

which is a stabilised network structure, was also used to handle a dynamic environment. When a 

new antibody is generated and inserted into already formed immune network, this new antibody 
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competes with other ones that are already in the network. The new network formed by the 

surviving antibodies is expected to provide a new solution to a new environment without losing 

the solutions to the previous environment. This was possible because the AIS decides on 

surviving antibodies in the network not only by their antigen stimulation level but also by their 

antibody suppression level. Although some antibodies did not receive a sufficient degree of 

stimulation from new antigens, they would not be deleted as long as they were not the subject of 

large suppression from other antibodies. These antibodies can remain and act as memory cells in 

the AIS. 

 

Another type of immune memory employed for AIS’s is Sparse Distributed Memory (SDM) 

[Smith et al., 1996].  Hart and Ross [2001] adopted SDM in their co-evolutionary GA to cluster 

moving data. Immune memory was not explicitly implemented as a separate antibody population 

in either work. Instead, the SDM was used for antibody and antigen matching and recall. It lets 

each antibody vote (i.e. match and recall) several antigens instead of one antigen. Thus, when a 

new antigen is presented, the democratic result from all antibodies decides the label of the 

antigen, whether self or non-self. This kind of antibody and antigen matching and recalling 

mechanism showed an implicit immune memory feature by allowing one antibody to match more 

than one antigen.  

 

Another work by Gaspar and Collard [1999] investigated an artificial immune system for a time 

dependent optimisation (TDO) problem. Their simple artificial immune system (Sais) was 

implemented by adding several immune system features (such as clonal selection, immune 

network theory, hypermutation) to a conventional GA. In this work, Gaspar and Collard have 

shown what affected system robustness, obtained through immune memory. Robustness is the 

ability to maintain diverse optima without losing previously encountered optima. This feature was 

expected to allow the system to provide solutions quickly when previously presented optimal 

functions are later given as targets. The experimental results illustrated that Sais showed stronger 

robustness than other types of GA. The stronger robustness of Sais was achieved by memorising 

previously found optima using idiotoype immune network selection. However, the good 

improved robustness resulting from the memory of previously encountered optima, was not 

maintained as the number of different optimisation targets increased.  

 

In contrast to above approaches, Hofmeyr’s AIS [1999] adopted a separate memory detector 

population that was isolated from other detector/antibody populations. Memory detectors in 

Hofmyer’s AIS also had two significant features: quicker response and infinite life span. This 

system is the only AIS to provide immune memory by directly mimicking the memory cells of 

the human immune system. Immune memory was no longer maintained implicitly in this system. 

Instead, it had explicit antibodies to retain memory of previously detected antigens, and these 
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antibodies were treated differently from other antibodies. Although the initial life spans of 

memory antibodies were set to be infinite, they could be deleted when the number of existing 

memory antibodies reached the pre-defined maximum number. If the number of memory 

detectors was more than this number, randomly selected memory detectors were killed until the 

number of current memory detectors, including the newly generated memory detectors, reached 

the maximum number of memory detectors.  

 

This section has introduced various types of artificial immune memories: those based on network 

theory, SDM and an explicit memory population. Among them, an explicit memory population 

seems to have an advantage over the two types of implicitly emerging immune memory. As 

reported in Gaspar and Collard’s work [1999], the AIS without an explicit memory population 

failed to maintain its memory when the number of required antibodies grew in order to cover all 

the existing niches in a solution space. This was because these antibodies competed with newly 

generated antibodies that were more stimulated by current antigens. It might always be more 

likely for new antibodies to dominate antibodies memorising past antigens, since their antigen 

stimulation level is always higher than the memory antibody’s antigen stimulation level. When 

the number of required antibodies is not large, they can still remain in the antibody population 

alongside the new antibodies. However, when the number of required antibodies grows, they 

cannot always remain in the antibody population and thus the AIS prefer currently stimulated 

antibodies to other memory antibodies. Thus, some memory antibodies will be lost. On the other 

hand, memory antibodies in an explicit memory population do not compete with new antibodies 

and thus memory antibodies would not be lost as the expense of space for new antibodies. To 

benefit from this advantage, DynamiCS uses an explicit memory population to maintain memory 

detectors.  

 

Although this work has extensively studied how the human immune system maintains its immune 

memory and also how AIS’s obtain their memory, it is not very clear how either of these systems 

stop self-detection of previously generated memory detectors. However, there is still one 

suggestion from this study that can be directly used: replacing memory detectors. As Yates and 

Callard [2001] have shown, memory detectors are constantly replaced while the population size is 

roughly constant. Following this understanding, the extended DynamiCS constantly replaces 

memory detectors. The next section describes one approach to replacement of memory detectors, 

via memory detector costimulation.   

7.4 Extended DynamiCS: Killing Memory Detectors 

7.4.1 Algorithm Description 
All the generated memory detectors in DynamiCS have infinite life span and an activation 

threshold of one. However, this is quite different from what really happens to memory cells in the 
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human immune system. (See section 7.2 Related Work: Handling Memory Detectors). Although 

memory cells have a much lower activation threshold and a longer life span than other maturing 

cells, the memory cell population stabilises through constant death of existing memory cells, 

recruitment and proliferation of new memory cells. The infinite life span of memory detectors 

adopted by DynamiCS is not a biologically inspired idea. Thus, instead of giving an infinite life 

span to generated memory detectors, the extended DynamiCS kills memory detectors based on 

their current detection results. If antigens that are newly detected by memory detectors turn out to 

be self-antigens, these memory detectors are deleted from the memory detector population. This 

modification mimics the costimulation of memory detector detection. To be precise, whenever a 

memory detector in the memory detector population detects any antigen, it asks for confirmation 

about whether the detected antigen is self or non-self from a human officer. It sends a detection 

signal only if the human officer confirms that the detected antigen is non-self, otherwise it is 

deleted. Thus, the extended DynamiCS deletes harmful memory detectors by applying 

costimulation to memory detectors as it does to activating mature detectors.  

7.4.2 Experiment Results 
Four different experiments were performed to test whether the extended DynamiCS can reduce 

the high FP rates observed in the previous experiment. The extended DynamiCS was set with the 

same parameter values used in the experiments reported in 7.3 DynamiCS Revisited and they are 

summarised in table 7.1.  

 

Figure 7.3 illustrates the results of four different experiments. These results can be compared to 

those in figure 7.1. Regardless of A, all of these four results show reasonably low FP rates, which 

are mostly lower than 0.1. This outcome is clearly different from the ones seen in figure 7.1, 

which has much higher FP rates and was much more sensitive to various A values. In figure 7.1, 

as A increases, the FP rates drop rapidly. In contrast, the changes of the FP rates in figure 7.3 are 

not clearly noticeable depending on various A values. In addition, the TP rate changes found in 

figure 7.1 and 7.3 are quite different. The TP rates shown in figure 7.3 decrease to a much greater 

extent compared to the TP rate changes observed in figure 7.1. In summary, as A increases, the 

amount of FP rate drop is much larger in the experimental results of original DynamiCS, while 

the degree of TP rate fall is much larger in the experimental results of the extended DynamiCS. 

 

These different effects explain how useful memory detectors in each system are for detecting new 

non-self antigens without mistakenly detecting self antigens. In the original DynaimCS, there are 

some memory detectors that detect self-antigens mistakenly and thus cause high FP rates. The 

generation of these memory detectors was prevented to some extent by restricting the conditions 

that allow mature detectors to be memory detectors.  A  large  value  for A in original  DynamiCS 

did this job, and the large FP rate drop in figure 7.1 was obtained due to large A.  Nevertheless,  it  
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Figure 7.3 TP and FP rates when A varies and T = 30, L = 10, N =30 after killing memory detectors 
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has not yet gained satisfactory FP rates with a quite large value, 100, for A (see figure 6.13 in 

Chapter 6) and also large A caused TP rates to decline. In contrast, for extended DynamicCS, 

memory detectors that caused high FP rates could not survive and thus FP rates were consistently 

low regardless of A’s value. Extended DynamiCS only kept memory detectors that were useful 

for detecting non-self antigens without detecting self antigens. For the same reason, large A 

reduced the number of useful memory detectors and it resulted in lower TP rates. 

 

Furthermore, the new strategy of the extended DynamiCS affects detection of non-self antigens. 

Compared to the original DynamiCS, it is much harder for memory detectors to survive in the 

extended DynamiCS. Table 7.2 shows the total number of surviving, generated and deleted 

memory detectors for a total of two thousand generations. These numbers are averaged across 

five runs. Thus, the average numbers of surviving memory detectors are smaller than the ones in 

DynamiCS when the same values are given to other parameters (see table 7.2). Consequently, the 

extended DynamiCS gains higher TP rates when it has a more relaxed condition for the activation 

of mature detectors, as in the cases having small values for A (see figure 7.3). Thus, the extended 

DynamiCS was able to obtain high TP rates and low FP rates when it had a small value for A. 

 DynamiCS Extended DynamiCS 

 Surviving 

Memory 

Detectors 

Generated 

Memory 

Detectors 

Deleted 

Memory 

Detectors 

Surviving 

Memory 

Detectors 

Generated 

Memory 

Detectors 

Deleted 

Memory 

Detectors  

Memory 

Detecor 

CoStimulation  

per generation 

A = 5 75.75 (8.2) 75.75 (8.29) 0 46.5 (3) 205.5 (8.03) 159 (8.33) 40.89 (4.48) 

A = 10 49.5 

 (5.7) 

49.5  

(5.7) 

0 32.75 

(18.25) 

124.25 

(50.69) 

91.5 

(33.77) 

29.36  

(6.28) 

A = 20 33.5  

(1) 

33.5  

(1) 

0 24.25 

(14.25) 

78.75  

(5.62) 

54.5 

(3.83) 

20.39  

(8.35) 

A = 40 20.5  

(1.67) 

20.5  

(1.67) 

0 14.5 

(1.67) 

55.25  

(4.09) 

40.75 

(5.02) 

16.43 

 (11.76) 

Table 7.2 Average numbers of surviving, generated and deleted memory detectors during 2000 
generations, and average number of memory detector costimulations per generation for the 
DynamiCS and the Extended DynamiCS. The values in parentheses are variances. 

However, there is another issue to be concerned with in the application of the extended 

DynamiCS for intrusion detection. Since the extended DynamiCS cured a problem of DynamiCS 

by applying costimulation to memory detectors, and costimulation was implemented in extended 

DynamiCS by asking for confirmation from a human security officer, the large number of 

memory detector costimulations can hinder the adoption of the extended DynamiCS. Too much 

requirement for human intervention could render the extended DynamiCS useless. Thus, an 

effective IDS always requires the lowest frequency of costimulation per generation, leading to the 

least requirement for human intervention. 
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The amount of memory detector costimulation can be defined as the number of existing memory 

detectors per generation plus the number of mature detectors that have just activated (i.e. that just 

became memory detectors) per generation. The average numbers of memory detector 

costimulations per generation are shown in table 7.2. Although it is preferred for the extended 

DynamiCS to have smaller value of A because it leads to higher TP rates while sustaining low FP 

rates, this case tends to have larger number of memory detector costimulations. Thus, this 

approach, obtaining high TP rates and low FP rates by having small A values, does not seem to be 

ideal. Instead, these results suggest that large A can be more favourable than the case with small A 

if it can maintain a satisfactorily high TP rate. The experimental results require the extended 

DynamiCS to have a procedure to increase TP rates while it sustains a smaller number of memory 

detector costimulations. As one approach to this, the next section investigates applying 

hypermutation for simulation of gene library evolution, as observed in the human immune 

system. 

7.5 Related Work: Gene Library Evolution 
A problem found in previous experimental results is that the extended DynamiCS required a large 

number of memory detector costimulations in order to obtain satisfactory TP rates. This problem 

could originate from the simplification of the developed AIS, which did not adopt all the 

evolution processes engaged in the human immune system. Three major evolution processes 

involved in the human immune system were identified in chapter 3. They are gene library 

evolution, negative selection and clonal selection. From these three processes, negative selection 

and clonal selection have already been employed in DynamiCS and their effects were analysed. 

However, gene library evolution has not yet been adopted in DynamiCS.  

 

The analyses of previous experimental results explained that the extended DynamiCS with large 

A provided a smaller number of memory detectors and thus it required less involvement from 

human security officers. However, it missed a larger number of non-self antigens. In addition, 

they have shown that the generation of more memory detectors by decreasing A can increase TP 

rates. This was mainly because all the new detectors were generated randomly and thus generated 

detectors were randomly scattered in the non-self antigen space. In other words, although existing 

memory detectors detected a sufficient number of non-self antigens to activate, they can be 

further finely tuned to match more non-self antigens. For instance, if new detectors are generated 

by taking some feedback from previous detection results into account, then a new detector can be 

improved to match a larger number of non-self antigens. In addition, this idea of taking some 

feedback from previous detection results into account can also be implemented by gene library 

evolution using hypermutation. Bearing in mind this effect of gene library evolution, this section 
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briefly addresses how the human immune system evolves over generations, and how existing 

AIS’s adopt these mechanisms in order to have evolved antibodies.  

7.5.1 Gene Library Evolution by Human Immune Systems  
The human immune system learns dynamically changing antigens via clonal selection. To be 

more precise, activating antibodies clone themselves and proliferate across different parts of the 

body. Cloning antibodies trigger a somatic hypermutation process. Somatic hypermuatation 

mutates the portion of genes that are randomly selected from antibody clones. Mutated offspring 

of activating antibodies are expected to have wider variations in their antigen-matching genes. 

Mutants are quickly disseminated across the body and start detecting other types of antibodies. 

During this process, mutants and existing antibodies compete to detect more antigens and their 

antigen detection results determine their affinities. The antibodies with higher affinities survive 

longer and clone themselves more. It is known that clonal selection with hypermutation is 

essential for the human immune system to permanently learn newly appearing antigens [Paul, 

1993; Sompayrac, 1999].  

 

The somatic hypermutation mechanism is distinguished from mutation taking place in a germ line 

level1. While a germ line level of mutation occurs typically at a low rate, mutation applied on 

activating antibody clones operates at a much higher rate. Another different feature of somatic 

hypermutation is that it is applied only on a somatic level. It is known that the mutated genes of 

antibody clones cannot be directly written back to the DNA (or a gene library) of an egg or sperm 

cell. As a result, the genes of surviving antibody mutants are not passed onto the next generation 

of the immune system [Paul, 1993; Sompayrac, 1999]. 

 

However, it is also known that the learning results via clonal selection with hypermutation during 

a lifetime indirectly lead the evolution of a gene library in the human immune system over 

generations. Although the genes of useful antibody mutants are not directly inherited, individuals 

that had more useful mutants are more likely to survive against various types of pathogens. Thus, 

the gene libraries of these individuals are passed over generations and offspring having these 

inherited gene libraries are more likely to have an immune system with a good capability of 

producing useful mutants. This effect was proposed for the first time by Mark Baldwin in 1896 

and named as the Baldwin effect [Baldwin, 1896]. 

 

Since the Baldwin effect was proposed, many researchers have attempted to understand the 

relation between learning and evolution in nature. For instance, Hinton and Nowlan [1987] have 

                                                           
1 Germ line manipulation means the altering of the fertilized egg, the first cell in the embryo to be, so that 
the genetic changes will be copied into every cell of the future adult, including his or her reproductive cells. 
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shown an example of the Baldwin effect from simple experiments that evolved appropriate neural 

network weights with and without learning. These experiments provided a specific example of the 

principle that “learning can guide evolution”. Hightower et al. [1996] have also reported that 

“learning accelerates evolution” by simulating the gene library evolution of the human immune 

system using GA. They used GA to let the gene library of a binary immune system evolve and the 

mutation of randomly selected bits was treated as learning. They measured the different average 

match scores of antibodies by varied learning rate, G, the number of randomly selected bits for 

mutation, and these scores were measured before mutation took place. Experimental results 

verified the Baldwin effect by showing that the scores increased as G increased, until a certain 

point. They also revealed that these scores decreased after this certain point if G continued to 

increase. Hightower et al. [1996] drew the interpretation that further mutation applied on 

antibodies after antibodies mastered given tasks could lead to the halt of gene library evolution. 

 

While it has been reported that the learning of the human immune system during a lifetime 

indirectly determines the direction of gene library evolution [Hightower et al., 1996; Perelson et 

al., 1996], another work by Hightower et al. [1995] investigated what determines the direction of 

gene library evolution (i.e. where the selection pressure of gene library evolution is aimed). This 

question is about what the evolution strategy of the human immune system is when the goal is 

that a dynamically changing vast number of antigens should be covered by a much smaller 

number of antibodies. This work showed that the binary antibodies of AIS evolve toward a 

balancing point between maximum coverage of the antigen space and the least overlapping 

coverage of antibody space.  

 

Oprea and Forrest [1998; 1999] advanced further the work by Hightower et al. [1995] and studied 

the diversity required of a gene library in the human immune system, and the role of gene library 

evolution. This work verified that antibody evolution gets slower and evolves to cover more 

random antigen niches when the pathogen size (exposed to antibodies) gets smaller. In this case, 

the immune system does not let the gene library evolve toward existing antigen specific niches. 

Instead, it evolves toward covering a coarse-grained antigen space. This understanding was drawn 

from the observation that the survival probability of the organism (the average fitness of immune 

systems) increased logarithmically with the size of its germ line-encoded antibody repertoire (the 

number of antibody genes in the library).  This result clearly illustrated that the gene library 

diversity is not maintained for specific recognition of individual pathogens, but rather it evolved 

to cover a coarse-gain encoding of the regions of the pathogen universe that the species has 

encountered.  A later study by the same author [Oprea, 1999] investigated the role of 

hypermutation by investigating its mutating targets. Her experiments showed that hypermutation 

usually targets to mutate the antigen-binding regions of a gene library and the mutation results 

often led fine-tuning of antigen-binding parts. 
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Likewise, the gene library evolves by getting indirect feedback from what the human immune 

system has learned during its lifetime. In addition, the germ line diversity that is obtained through 

gene library evolution is somewhat directed toward covering a coarse-grain antigen space, and 

learning through hypermuation leads the immune system to fine-tune its detection of the existing 

antigens. 

7.5.2 Gene Library Evolution by Artificial Immune Systems 
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Figure 7.4 Gene Library Evolution by the 
Baldwin Effect 

Figure 7.5 Gene Library Evolution Effect via 
Antibody Evolution 

 

There are two methods employed by the currently available AIS’s in order to evolve their gene 

libraries. The first approach directs gene library evolution through the Baldwin effect and the 

second approach allows provision of direct feedback from learning results to a gene library. The 

first approach initially builds a gene library that is a collection of previously known antibody 

genes (see figure 7.4). This initial gene library provides a certain degree of antigen diversity but it 

obtains a satisfactory level of antigen diversity through gene expression and learning using 

hypermutation. Although this approach does not directly alter the genes in the gene library, it still 

allows the gene library to evolve via the Baldwin effect. The second approach often does not 

distinguish a gene library from an antibody population (see figure 7.5). It treats a currently 

existing antibody population as a gene library and thus concentrates on antibody population 

evolution using learning through hypermutation. As the result, this approach ignores the 

difference between lifetime learning and evolution over generations, but it emphasises more the 

study of whether hypermutation accelerates the degree of antibody population evolution, and 

controls the evolution direction. These two different approaches have been implemented in 

various ways depending on the adopted AIS model. 
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Gene Library Evolution with Gene Library 

 

One popular group of AIS is the extension of a conventional genetic algorithm. Researchers 

added several immune features to GA in order to complement some weaknesses found from a 

conventional GA [Dasgupta et al., 1999a; Hart et al., 1998; Hart and Ross, 1999; Gaspar and 

Collard, 1999; Hajela and Yoo, 1999; Potter and De Jong, 1998; Nikolaev et al., 1999; Michaud 

et al., 2001]. The static clonal selection algorithm introduced in chapter 5 of this thesis belongs to 

this group. Among these systems, [Hart and Ross, 1999] and [Michaud et al., 2001] used a gene 

library that is separate from the antibody population. The gene libraries used in these work are 

collections of some partial solutions and thus new antibody solutions were generated by 

concatenating these partial solutions. While Hart and Ross [1999] generated new antibodies using 

this method exclusively [Michaud et al., 2001] generated only the initial antibody population 

using a gene library and the antibody population was evolved using a conventional GA. However, 

neither investigated whether these approaches have additional benefits compared with others that 

did not differentiate the antibody population from the gene library.  

 

Gene Library Evolution Effect via Antibody Evolution 

 

Among those that add immune features to GA, a group of work that did not employ a explicit 

gene library typically generated new antibodies using crossover and mutation operators of GA 

and antibodies in the population were continuously replaced with evolved new ones [Dasgupta et 

al., 1999a; Hart et al., 1998; Gaspar and Collard, 1999; Hajela and Yoo, 1999; Potter and De 

Jong, 1998; Nikolaev et al., 1999]. From these latter approaches, apart from [Gaspar and Collard, 

1999], none of these systems employed hypermutation that might provide fine-tuned diversity of 

the antibody population that can cover currently existing antigens. The AIS developed in [Gaspar 

and Collard, 1999] cloned the best n % of antibodies and mutated them with a high rate. From 

these mutated antibodies, only ones having improved fitness values were entered to the antibody 

population for selection. Nevertheless, they also did not study the effect of hypermutation in 

terms of antibody evolution. 

 

Another popular type of AIS, which use a network theory, usually apply a mutation operator to n 

% of best antibodies in an antibody network, and mutated antibodies are tested whether it is added 

to an existing immune network [Timmis, 2001; Fukuda et al., 1998; Watanabe et al., 1998a, b; 

Ishiguro et al., 1997; Ishida, 1996a, 1997; Lee et al., 1999a; Watanabe and Ishida, 2002]. From 

these AIS’s, Timmis [2001] and Fukuda et al. [1998a] did not use a gene library to create initial 

antibody nodes while others [Fukuda et al., 1998b; Watanabe et al., 1998a, b; Ishiguro et al., 

1997; Lee et al., 1999a; Ishida, 1996a; 1997; Watanabe and Ishida, 2002] initialised antibody 

nodes with already known local solutions, which can be regarded as a gene library. The systems 
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using a gene library typically developed an artificial immune network in order to find a global 

solution under a dynamically changing environment by finding an optimal combination of 

existing local solutions as a global solution. Among these systems, Timmis [2001], Fukuda et al. 

[1998], and Lee et al. [1999] applied a high rate of mutation when cloning new antibodies, and 

only Timmis [2001] investigated the different effects according to different rates of mutation. In 

this work, he has shown that the network connectivity declined as the mutation rate got higher 

and thus contributes to increasing the diversity of the antibody network.  

 

Other work by [De Castro and Von Zuben, 2000a; De Castro and Von Zuben, 2001a] developed 

an AIS by mimicking exactly the clonal selection process without differentiating the gene library 

and the antibody population. When this system cloned new antibodies, it applied various mutation 

rates to each antibody depending on its affinity. It assigned smaller mutation rates when affinity is 

higher with the intention of increasing the diversity by correcting poorly performing antibodies. 

However, this work neither investigated the effect of mutation on the antibody population 

evolution, nor the need to have a separate gene library to accelerate antibody evolution. 

7.6 Extended DynamiCS: Simulating Gene Library Evolution 
using Hypermutation 
7.6.1 Algorithm Description 
 

Virtual Gene Library

Immature Detectors

Mature Detectors

Memory Detectors
Clonal Selection

using
Hypermutaion

Deleted
Memory Detectors

 

Figure 7.6 Gene Library Evolution in the extended DynamiCS 

The problem found in previous experiments was that the extended DynamiCS achieved high TP 

rates only when it produced a large amount of memory detector costimulation. In contrast, for the 

case having a smaller amount of memory detector co-stimulation, extended DynamiCS struggled 

to show high TP rates. However, the related work introduced in the previous section indicates that 

applying hypermutation on immune cells for cloning is necessary to fine-tune existing immune 
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cells to target non-self antigen binding regions. As a way of resolving the problems associated 

with a large amount of costimulation, the extended DynamiCS applies hypermutation.  

 

It can be inferred that the low TP rates obtained by the extended DynamiCS originate from 

coarse-grained non-self antigen niche coverage of activating detectors. Thus, if these detectors 

were fine-tuned to cover existing non-self antigens, the extended DynamiCS could have higher 

TP rates without necessarily having a large number of activating detectors. In order to investigate 

only the effect of hypermutation, the extended DynamiCS does not create a separate gene library 

(i.e. a collection of useful detector genes).   This  is  shown in figure 7.6.  Instead, it continues to 

maintain three detector populations, immature, mature and memory detectors, and treats a portion 

of memory detector population as a gene library. In order to let memory detectors to evolve 

towards existing non-self antigens without binding self antigens, the extended DynamiCS clones 

memory detectors by applying a hypermutation operator to deleted memory detectors. 

 

These mutants of deleted memory detectors are added to the immature detector population for the 

negative selection test. Immature detectors in the DynamiCS have always been randomly 

generated for negative selection. Now the extended DynamiCS produces immature detectors from 

mutants of deleted memory detectors, if there are deleted memory detectors available or 

otherwise randomly. Hence, this further extension of the DynamiCS employs a “virtual gene 

library” dynamically made from mutations of deleted memory detectors. Through the various 

selection mechanisms and hypermutation operator, the seed immature detectors produced by the 

virtual gene library evolve over time, just as the immature, mature and memory detectors evolve 

in their separate populations. This modification is summarised in the pseudo code shown in figure 

7.7. 

          If (immature detector population size + mature detector population size  
               < non-memory detector pop size) 
          { 
                   Do 
                  { 
                       if ( number of deleted memory detectors > 0 && mutation rate != 0 ) 
                      { 
                           Select a deleted memory detector randomly and create its mutant 
                           Add this mutant to an immature detector population. 
                      }  else 
                          Generate a random detector and add it to an immature detector population 
 
                   }Until  (immature detector population size + mature detector population size =  
                                 non-memory detector pop size) 
           } 

Figure 7.7 Modified Pseudo Code for the Extended DynamiCS 

The above pseudo code is a modified version of lines 33 to 40 of figure 6.2 in chapter 6. At each 
generation, when the extended DynamiCS has to replenish the non-memory detector population 
by generating new immature detectors, it checks whether there are deleted memory detectors 
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available that the predefined mutation rate is not zero. If this is the case, new immature detectors 
are generated by mutating randomly selected memory detectors that were deleted from previous 
generations. However, if there are no memory detectors available or the predefined mutation rate 
is zero, the extended DynamiCS generates immature detectors randomly. The mutation operator 
used to create a mutant adopts a significantly higher mutation rate than that usually used in GA. 
While the mutation rate used in GA is very low at around 0.01%-0.05%, the extended DynamiCS 
employs much higher mutation rates of 0.1%-0.2%. This corresponds to the mutation strategy of 
the human immune system. The human immune system uses a higher mutation rate, which helps 
it to maintain its diversity [Paul, 1993]. Similarly, adopting a higher rate of mutation is expected 
to lead detectors to explore new non-self antigen niches and thus escape from existing self antigen 
niches. The following sections will study how this unusually high mutation rate affects the 
performance of the extended DynamiCS. 
 

It should be noted that the hypermutation is applied to deleted memory detectors, not to existing 

memory detectors. This feature is a slight variation on the human immune system. The human 

immune system clones successful memory detectors and distributes them to other lymph nodes 

around the body. These new cloned detectors are expected to detect associative non-self antigens 

that share some non-self antigen patterns detected by previous detectors, but do not necessarily 

have the same non-self antigen patterns as the previous detectors. In other words, cloned detectors 

are expected to detect new antigens belonging to a new antigen cluster as soon as possible. 

During this process, the self-tolerance of new mutants is maintained by the helper T-cells (see 

Appendix A. Detailed Description of human immune systems). However, the extended 

DynamiCS does not have a separate helper T-detector population to confirm the self-tolerance of 

newly cloned detectors. Therefore, the extended DynamiCS uses hypermutation in a way to 

generate new detectors more tuned to target non-self antigen detection, and at the same time 

effectively avoiding self antigen detection. Memory detectors are deleted when they match self 

antigens of the current antigen cluster, but the fact that they managed to become memory 

detectors at all implies that they hold valid information about non-self antigens in previous 

clusters. By mutating these and reusing them in the form of a virtual gene library to seed new 

immature detectors, this evolved information is being retained and fine-tuned by the system.  

7.6.2 Experimental Results 

Two series of experiments were performed in order to investigate the effects of hypermutation on 

TP and FP rates achieved by the extended DynamiCS. These experiments used the same 

parameters that were used in the experiments in the previous section, summarised in table 7.1. 

 

The first series of experiments was performed by varying A values with mutation rate 0.1 and the 

second series was performed with mutation rate 0.2. Figures 7.8 and 7.9 show the average TP and 

FP rates of each series of experiments after five executions.  The X-axes of these graphs represent  
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Figure 7.8 TP and FP rates when A varies and T = 30, L = 10, N =30 with mutation rate = 0.1 
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Figure 7.9 TP and FP rates when A varies and T = 30, L = 10, N =30 with mutation rate = 0.2 
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the number of generations and the Y-axes indicate detection rates.  Each graph has two lines, one 

displaying the True Positive (TP) rate and another showing the False Positive (FP) rate. The grid 

lines on the X axis were placed at every N generations for N = 30. Each experiment was run for 

2000 generations.  

 

The effects of hypermutation are clearly revealed when these results are compared to the results 

obtained in the previous section (see figure 7.3). In figures 7.8 and 7.9, FP rates are consistently 

low except for one case where A = 5 and mutation rate = 0.2. The differences in TP rates 

depending on different mutation rates are clearly noticeable when A has larger values. For 

instance, when A is 40 without mutants of memory detectors, TP rates range between 0.5 and 0.9 

(see figure 7.3). On the other hand, when A is 40 with mutation rate 0.2, TP rates increase so that 

they range between 0.85 and 0.95 (see figure 7.9). More importantly, the improvement in TP rates 

was obtained without increase in FP rates. The scale of TP rate increase is much more noticeable 

when the mutation rate is 0.2 although the TP rate increase can also be seen when A is 40 with 

mutation rate 0.1 (see figure 7.8). Thus, it is verified that hypermutation affects the result of the 

extended DynamiCS in a positive way: TP rates increase while maintaining low FP rates. 

The Extended DynamiCS with Mutation Rate = 0.1 

 Surviving Memory 

Detectors 

Generated Memory 

Detectors 

Deleted Memory 

Detectors 

Memory Detecor 

CoStimulation  

per generation 

A = 5 45.5 (21.67) 535.5 (8869.67) 490 (8448.67) 40.48 (14.35) 

A = 10 37 (4) 376 (1444.67) 339 (1456.67) 31.39 (1.43) 

A = 20 32.5 (7) 259.5 (176.33) 227 (172) 28.08 (2.99) 

A = 40 27.5 (24.5) 203.5 (14964.5) 176 (13778) 22.56 (6.66) 

Table 7.3 Average numbers of surviving, generated and deleted memory detectors during 2000 
generations, and average number of memory detector costimulations per generation for the extended 
DynamiCS with mutation rate = 0.1. The mean values are followed by the variances in parentheses.  

The Extended DynamiCS with Mutation Rate = 0.2 

 Surviving Memory 

Detectors 

Generated Memory 

Detectors 

Deleted Memory 

Detectors 

Memory Detecor 

CoStimulation 

per generation 

A = 5 44.75 (8.25) 264.5 (94.33) 219.75 (88.25) 39.15 (10.52) 

A = 10 32.75 (24.92) 193.5 (539) 160.75 (393.58) 27.52 (14.62) 

A = 20 29 (8.67) 126.5 (53.67) 97.5 (67) 24.48 (6.94) 

A = 40 19.5 (0.33) 98 (1078) 78.5 (1013) 16.75 (1.12) 

Table 7.4 Average numbers of surviving, generated and deleted memory detectors during 2000 
generations, and the average number of memory detector costimulations per generation for the 
extended DynamiCS with mutation rate = 0.2. The values in parentheses are variances. 

In addition, with A = 40 and mutation rate 0.2, resulting in high TP and low FP rates, the extended 

DynamiCS still maintained the an average amount of memory detector costimulation per 
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generation as small as in table 7.2, when mutants of memory detectors were absent. This result 

can be seen in tables 7.3 and 7.4. These tables show the total number of surviving, generated and 

deleted memory detectors after two thousand generations when the mutation rate was 0.1 and 0.2 

respectively. These numbers are the averages over five runs. In both cases, the extended 

DynamiCS has the smallest amount of memory detector costimulation when A = 40. Furthermore, 

when the extended DynamiCS has a larger mutation rate, 0.2, it performed a smaller amount of 

memory detector costimulation than when it had a mutation rate of 0.1. 

 

To summarise, the two series of experimental results show that TP rates increased when immature 

detectors were generated by applying a hypermutation operator to deleted memory detectors. 

Furthermore, low FP rates and the small amounts of memory detector costimulation were 

maintained. These positive effects were more clearly demonstrated when a larger mutation rate 

was applied.  

7.6.3 Experimental Analysis 
The new experimental results presented in the previous section showed that this model of gene 

library evolution using hypermutation resulted in positive effects for intrusion detection purposes. 

Then, how were these positive effects obtained? To answer this question, it is necessary to 

conduct a more careful analysis of how TP rates and FP rates were altered, taking account of the 

different antigen clusters that were selected to present antigens.  

 

The common feature of the graphs in figures 7.3, 7.8, and 7.9 is that TP rates rapidly increased 

until the first antigen cluster, from which antigens were selected, was replaced by the second 

antigen cluster. For instance, during the first 30 generations when antigens were selected from the 

first antigen cluster, TP rates increased to between 0.5 and 0.6. However, at generation 31, when 

the second antigen cluster was used to present antigens, TP rates dropped sharply. This sudden 

drop in TP rates was because detectors were introduced from the first antigen cluster, and these 

were initial mature detectors that had been tolerated only against self antigens from the first 

antigen cluster. Many memory detectors at generation 31 could mistakenly detect self antigens 

chosen from the second antigen cluster, and thus many memory detectors were deleted at 

generation 31. After the deletion of these memory detectors, the surviving memory detectors at 

that generation were not sufficient enough to cover the various non-self antigen niches. This 

caused a large drop in the TP rate.  

 

After generation 31, TP rates increased very slowly for another 30 generations, which are the 

generations that the second antigen cluster was chosen to present antigens. Mature detectors and 

memory detectors generated from generation 32 onwards begin to have self tolerance against self 

antigens selected from the second cluster. For instance, mature detectors and memory detectors 
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that were converted from immature detectors at generation 32 were tolerated mostly against self 

antigens selected from the first cluster for 29 generations. However, they also had a chance to be 

tolerated against self antigens selected from the second cluster for 1 generation. Therefore, as the 

number of generations increased, new mature detectors and memory detectors had more tolerance 

against the second antigen cluster. This slowly decreased the number of detectors being deleted 

and resulted in gradual increase of TP rates from generation 30 to generation 60. When the third 

antigen cluster was chosen at generation 61, TP rates drop a little but they increase sharply for the 

next 30 generations. This can be explained by the same reasoning2. Thus, this cycle, in which TP 

rates dropped when a new antigen cluster was introduced and then started to increase until 

another new antigen cluster was presented, repeated over a total of 2000 generations. 

 

Apart from the results common to figures 7.3, 7.8 and 7.9 as discussed above, it should also be 

noted that there are some differences between these three figures. Though the repeated cycles of 

TP rates are common, the degrees of TP rate drop, when the first antigen cluster was replaced by 

the second antigen cluster, are quite different. The degrees of TP rate drop shown in figure 7.3 are 

much larger than those seen in figure 7.8 and 7.9, when hypermutations were applied to generate 

immature detectors.  In these cases, the new immature detectors were mutants of deleted memory 

detectors in the virtual gene library, and deleted memory detectors failed to avoid detecting self 

antigens selected from a new antigen cluster. When these immature detectors become mature 

detectors, by passing negative selection against the new antigen cluster, the mutations that have 

occurred on these immature detectors must allow them to survive negative selection against the 

new self antigen cluster. In addition, the parents of these immature detectors, which were deleted 

memory detectors, were previously successful at detecting a sufficient number of non-self 

antigens. Therefore, these immature detectors are more likely to preserve non-self antigen 

patterns that were learnt by the deleted memory detectors in the virtual gene library.  

 

Let us see why these immature detectors could retain the memory of non-self antigen patterns 

learnt by the deleted memory detectors. Since the mutation operator affected randomly selected 

genes, it could be expected that mutants of deleted memory detectors could partially preserve 

information that was learnt by the deleted memory detectors, regardless of whether this was 

information about self or non-self antigens. Similarly they also partially lost other information as 

a result of mutation, regardless of whether the information was about self and non-self antigens. 

However, this random loss of information was influenced by negative selection.  Immature 

                                                           
2 The difference between the scales of TP rate increase from generation 31 to generation 60 and from generation 61 and 
generation 90 could originate from the different nature of the two antigen clusters. The second antigen cluster that was 
used from generation 31 to generation 60 could consist of antigen niches that were highly scattered. In this case it 
would have been harder to detect all the niches with a small number of detectors. In contrast, the third antigen cluster 
that was used from generation 61 to generation 90 could have consisted of antigen niches that were more clustered. 
Similarly, it would have been easier to detect them with a small number of detectors. However, both cases showed TP 
rate increases during these periods, and we pay attention only to this symptom.  
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detectors that have not bound to self antigens will pass negative selection and they are inclined to 

preserve partial information about non-self antigen information. In contrast, immature detectors 

that lost non-self antigen information but preserved self-information would be deleted by negative 

selection. Therefore, it is expected that mature detectors, after passing negative selection, were 

likely to have some non-self antigen information. Thus, the TP rate dropped slightly when 

antigens were presented from the same antigen cluster.  

 

In addition, it was observed that these types of positive effects were more likely to occur when a 

larger mutation rate was given. In tables 7.3 and 7.4, the third column record how many memory 

detectors were deleted over the full two thousand generations. These numbers are much larger 

when the smaller mutation rate, 0.1, was applied than when the mutation rate 0.2 was applied. 

When the larger mutation rate was applied, the extended DynamiCS not only maintained a 

smaller amount of memory detector costimulation, but also operated in a more economical way 

by killing a smaller number of memory detectors. These results also can be compared to those in 

table 7.2, when all the immature detectors were randomly generated. In this case, the number of 

memory detectors deleted is smaller than when the mutation rate 0.2 was applied. This implies 

that newly generated memory detectors were quite different from previously generated memory 

detectors, and thus the new memory detectors more easily avoided matching self antigens that 

were matched by previously deleted detectors. However, at the same time, these new detectors 

were more likely to lose information about non-self antigens matched by previously deleted 

detectors. This caused the smaller number of deleted memory detectors and the lower TP rates 

when immature detectors were generated randomly without the virtual gene library. 

7.7 Discussion of DynamiCS  
As has been demonstrated in this chapter and the previous one, DynamiCS has been introduced as 

an AIS that fulfils two properties required by IDS: learning of stabilised self behaviours with only 

a small subset of self antigens at any one time, and learning of sudden changes in converged self 

behaviours. In order to provide these features to the AIS, DynamiCS employed several novel 

components such as immature, mature and memory detector populations, a tolerisation period, an 

activation threshold, a mature detector life-span, mature and memory detector costimulation, and 

applying hypermutation to generate immature detectors. All of these novel components were 

inspired by mechanisms existing in the human immune system and led the AIS to yield the two 

desired properties.  

 

As introduced in chapter six, many of these novel components are based on a different AIS, 

called LYSIS, proposed by [Hofmeyr, 1999; Hofmeyr and Forrest, 2000]. LYSIS is also equipped 

with three detector populations (immature, mature and memory), a tolerisation period, an 

activation threshold, costimulation and a mature detector life-span. [Hofmeyr, 1999; Hofmeyr and 
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Forrest, 2000]  tested the LYSIS system against network traffic headers collected for 50 days, 

consisting of 3900 unique self strings. In order to deal with this quantity of self strings efficiently, 

Hofmeyr and Forrest [Hofmeyr, 1999; Hofmeyr and Forrest, 2000] developed LYSIS in a 

distributed environment, and thus fifty different hosts generated a total of 5000 immature 

detectors per day. Similarly to DynamiCS, LYSIS also dynamically generated immature detectors 

and started to monitor new antigens after the first tolerisation period. Although this system was 

tested against real network headers, the real environment scenario given to these tests was limited 

to the first real scenario studied in this thesis: learning of stabilised self behaviours with only a 

small subset of self antigens at any one time. DynamiCS is the only AIS that employs the novel 

components introduced in this thesis and has been tested on another important real IDS scenario: 

learning of sudden changes in converged self behaviours. In this scenario, DynamiCS was 

capable of detecting non-self antigens to a satisfactory level without losing its self-tolerance, and 

this was achieved by simulating gene library evolution using hypermutation which is not adopted 

by LYSIS.  

 

Furthermore, [Hofmeyr, 1999; Hofmeyr and Forrest, 2000] investigated a way to tune LYSIS 

behaviours to obtain the desired TP and FP rates. This study was focused on choosing an 

appropriate tolerisation period, activation threshold and decay rate. It should be noted that the 

decay rate used in LYSIS was not adopted by DynamiCS. It was considered that the number of 

parameters used in DynamiCS was already large enough to make it difficult to control system 

behaviour. Although a decay rate was introduced in LYSIS in order to replace detectors more 

dynamically, DynamiCS managed to produce a similar effect without this parameter by using a 

gene library evolution model with hypermutation.  

7.8 Summary 
The experimental results in the previous chapter verified that DynamiCS could not learn new self-

antigens when learned self and non-self behaviours suddenly alter due to legal self change. This 

resulted in high FP rates when new antigens were monitored by DynamiCS, although it produced 

high TP rates. The proposed explanation of this outcome was that the generated memory detectors 

had never been exposed to a certain antigen cluster within their tolerisation periods. Thus they 

could not have a sufficient degree of tolerance against a complete self set. To tackle this problem, 

the current chapter investigated an extension of DynamiCS, so that it can reduce the FP rates 

increased by memory detectors.  

 

As one way to decrease the FP rates caused by memory detectors, DynamiCS was extended by 

eliminating memory detectors when they showed a poor degree of self-tolerance to new antigens. 

This extended system was tested to determine whether surviving memory detectors no longer 

cause seriously high FP error rates. The test results showed that deletion of memory detectors 
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based on their self-antigen detection dramatically decreased the FP rates that were observed in the 

previous chapter. However, this method required a larger amount of costimulation in order to gain 

such benefits. The large amount of costimulation can render the system weak for intrusion 

detection. This disadvantage demanded a further extension of DynamiCS. 

 

In order to resolve this problem, DynamiCS employed the use of hypermutation in DynamiCS to 

produce the effect of gene library evolution. This additional extension was designed to fine-tune 

generated memory detectors so that the system obtained higher TP rates without increasing the 

amount of co-stimulation. The gene library evolution was modelled by producing immature 

detectors via hypermutation on deleted memory detectors. Thus a “virtual gene library”, made 

from mutations of deleted memory detectors was maintained. The new extension was tested to 

determine whether it gains high TP rates without increasing the amount of costimulation as the 

result of gene library evolution. The test results proved that hypermutation led the progress of 

gene library evolution and thus produced immature detectors that are more tuned to cover existing 

non-self antigens. These were understood by analysing different degrees of TP rate drop when 

gene library evolution was and was not applied. With gene library evolution, DynamiCS showed 

a smaller TP rate drop when antigens were presented from the same antigen cluster. This is 

because the mutants of previously deleted memory detectors, having survived the negative 

selection stage, are likely to have some non-self antigen information without patterns matching 

self antigens. Finally, the novel features of DynamiCS studied in this thesis are discussed in the 

context of comparison with the most similar AIS, LYSIS, developed by [Hofmeyr, 1999; 

Hofmeyr and Forest, 2000]. 
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Chapter 8. Conclusion 
 

8.1 Introduction 
This thesis has focused on studying the application of combinations of different artificial 

immune algorithms to intrusion detection. It began with a wide-ranging literature study with two 

topics: intrusion detection systems and immune systems. The literature study provided insight 

into the design goals for an effective network-based IDS, and the human immune features that 

can usefully contribute to its development. Based on this understanding, a novel artificial 

immune model was proposed integrating three evolutionary stages. In order to demonstrate the 

benefits of an integrated artificial immune model for IDS, the limits of an individual immune 

algorithm were identified. Following the identification of these limits, the role of each different 

artificial immune algorithm within an integrated system was studied. Then, an integrated 

artificial immune system was developed combining negative selection, clonal selection and gene 

library evolution. The integrated system was thoroughly evaluated to determine whether it is 

able to provide adaptability. The results of this evaluation have shown that the system is able to 

adapt to continuously changing environments, dynamically learning the fluid patterns of ‘self’ 

and predicting new patterns of ‘non-self’. 

 

A list of research goals that support the research hypothesis is given in the introduction to this 

thesis. This chapter reviews the main contributions of the thesis by revisiting this list. The 

review highlights the actual outcomes shown throughout the thesis and considers whether those 

outcomes verify the achievement of the research goals. Following the review of thesis 

contributions, suggestions are made for future work on improvement of the AIS that was 

developed for the thesis. The suggested future work is explained in terms of intrusion detection 

applications and new artificial immune modelling. Finally, the thesis concludes with description 

of the new understanding and advances achieved by this study. 

8.2 Review of Thesis Contributions 
 

1. Identify crucial components of human immune systems (HIS) that can 

contribute to the improvement of AIS for applications such as intrusion 

detection. 
 

In order to define a new artificial immune model for network intrusion detection, literature 

related with two fields, intrusion detection and immune systems, was extensively reviewed 

(Chapter 2).  Based on this review, a set of general requirements for network-based IDS’s 

and three principal design goals satisfying these requirements were identified (Chapter 3). 
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The identified three design goals are distributed, self-organising and lightweight. The three 

design goals allowed this research to analyse the salient features of human immune systems 

that can contribute to the design of effective network-based IDS’s. Analysis through 

literature study has shown that coordinated actions of several sophisticated mechanisms of 

the human immune system satisfy all the identified design goals. Consequently it was 

possible to identify nine particular sub-components within the human immune system that 

harness features beneficial to IDS’s. These components and the properties provided by them 

are listed in table 8.1. 

 

HIS Components Property Provided by these 

Components 

Requirements of 

Network-Based IDS 

 

Immune Network  

Unique Antibody Sets 

 

Distributed Detection 

Robustness 

Configurability 

Extendibility 

Scalability 

Clonal Selection 

Negative Selection 

Gene Library Evolution 

 

Self-Organising 

 

Adaptability 

Global Analysis 

Approximate-Binding 

Gene Expression 

Somatic Hypermutation 

Memory Cells 

 

Lightweight 

 

Efficiency 

Table 8.1 The crucial components of HIS, the properties they provide and the requirements of 
network-based IDS 

 

To be more precise, an immune network and unique antibody sets can provide the 

distributed property of IDS’s, clonal selection, negative selection and gene library evolution 

can allow IDS’s to be self-organising, and approximate binding, gene expression, somatic 

hypermutation and memory cells can make IDS’s lightweight.  

 

2. Propose an integrated new artificial immune model  
 

Understanding of which are the crucial components of human immune systems led to a 

proposal for a new artificial immune model (Chapter 3). The proposed model embeds the 

useful immune components into one system (figure 8.1). It consists of a primary IDS and 

several secondary IDS’s. It combines three evolutionary stages. Gene library evolution 

simulates the first stage of evolution, in which knowledge is gained of currently existing 

antigens. This process is driven by gene expression. The gene expression process generates 

various immature detectors by applying various genetic mechanisms on detectors which are  
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Figure 8.1 The Proposed Artificial Immune Model 

 
 

randomly selected from the gene library. These  mechanisms  permit  the  artificial  immune  

model  to detect numerous intrusions using a smaller number of detectors, making it 

lightweight in a self-organising way. Negative selection forms the second stage of 

evolution, selecting mature detector sets by eliminating false immature detectors in a self-

organising way. The transfer of unique detector sets to the secondary IDS’s also occurs at 

this stage, making the model distributed. Clonal selection is the third stage of evolution, 

detecting various intrusions with a limited number of detector sets using approximate 

binding, and generating memory detectors. This generality and efficiency results in the 

model being lightweight. In addition, this process drives the gene library evolution in the 

primary IDS. These three processes are co-ordinated across a network to satisfy the three 

goals for designing effective IDS's: being distributed, self-organising and lightweight.   

 

3. Identify limitations of the current AIS that is popularly used for intrusion 

detection  

In order to demonstrate the benefits of a new integrated artificial immune model for IDS, 

the limits of individual artificial immune algorithms were identified (table 8.2). The 

artificial immune model proposed in the thesis was not the first attempt to develop an AIS 

for network intrusion detection. Various approaches to build an AIS have been attempted, 

mainly by implementing only a small subset of the human immune mechanisms. The 

omission of crucial components in order to simplify the development and application of the 
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AIS may detrimentally affect the effectiveness of an AIS. This potential problem has been 

shown by the experiments performed in Chapter 4.  

Limitation Details 

Scaling problem  When the negative selection algorithm is applied to a 
broader range of self, as in a realistic network 
environment, it requires generation of exceptionally 
large amounts of detectors and causes an unacceptably 
long computation time.  

r-contiguous matching Antigen-Antibody matching function is too simple to be 
applied to detect rather complicated and high-
dimensional patterns in network traffic. 

Table 8.2 Limitations of the current AIS, the negative selection (NS) algorithm, for use in 
intrusion detection 

 

The negative selection algorithm has been the most popular approach to applying a human 

immune mechanism to network intrusion detection (see Chapter 2). The feasibility of the 

negative selection algorithm in a real network environment was examined in Chapter 4. For 

the feasibility test, a broader range of self sets are defined, which can cover a more 

extensive range of network intrusions. In addition, two major changes were made in order to 

cope with these more complicated self sets, namely: the adoption of larger cardinality 

genotypes and the application of a matching function on phenotypes rather than genotypes. 

The results of experiments performed on this new self set showed a severe scaling problem 

for the negative selection algorithm. When the self definition widened, the string needed to 

encode a detector lengthened. As the result of the long length of detectors, the number of 

detectors required to gain an acceptable false negative error became huge, and thus required 

an unacceptably long computation time.  

 

Another identified drawback of the negative selection algorithm was the adoption of the r-

contiguous rule to check the match between a given detector and antigen. The negative 

selection algorithm requires an appropriate number of detectors in order to produce 

acceptable error and detection rates. The established formula that approximates the 

appropriate number of detectors is applicable only when the algorithm uses the r-contiguous 

matching function.  However, the r-contiguous matching rule was too simple to be used for 

determining the match between complex and high-dimensional patterns. Since the r-

contiguous bit matching only measured the contiguous bits of genotypes of the two given 

strings, it was hard to guarantee that it can detect correlations in complex self and non-self 

patterns.   
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4. Understand the role of each different artificial immune algorithm as a 

single component of an integrated system. 
 

The drawbacks of the negative selection algorithm caused the AIS struggle to monitor the 

vast self set of a network despite its other important features. While the negative selection 

algorithm made the AIS an invaluable anomaly detector, it was infeasible to apply it to a 

real network environment. To be more precise, the negative selection stage should be 

restricted to tackle a more modest task that is closer to its role in the human immune system. 

In the human system, it simply filters the harmful antibodies rather than generating 

competent ones. Consequently, the experimental results obtained in Chapter 4 suggest the 

need to re-define the role of the negative selection stage within a network-based IDS, and to 

design a more applicable negative selection algorithm according to that new role.  

 

Following the redefinition of the role of the negative selection stage, the second 

evolutionary stage, clonal selection, has been studied in Chapter 5. In particular, the clonal 

selection algorithm developed in Chapter 5 includes a negative selection operator. This new 

algorithm, called the static clonal selection algorithm (StatiCS) lets detectors evolve 

towards the non-self patterns hidden in the collected non-self data. This component was 

developed especially for the purpose of building a misuse detector in a more efficient way. 

Table 8.3 shows the roles of two significant immune algorithms: negative selection and the 

static clonal selection algorithm. 

 

AIS Algorithm Role 

Negative Selection Filtering invalid detectors 

Static Clonal Selection Algorithm Misuse detector 

Table 8.3 The Roles of different artificial immune algorithms 

From the development of the static clonal selection algorithm and related experiments, the 

following three contributions are made. 

 

• A modified representation of detectors and a matching function for a static clonal 

selection are introduced. These no longer require the arbitrary choice of the 

matching threshold value, to which the detection rate is sensitive. 

 

The StatiCS is the advanced clonal selection algorithm introduced in [Smith et al., 1993]. In 

order for the StatiCS to be applied to the network intrusion detection problem, three major 

modifications were made:  i) new genotype and phenotype representations, ii) new matching 

and fitness score functions and iii) introduction of a negative selection operator. Although 
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these modifications are not entirely novel and they can be found from in the concept 

learning research field, their application to network intrusion detection within an AIS 

framework is arguably the first reported attempt. Consequently, a new phenotype 

representation (representing a conjunctive rule) removes the matching threshold parameter 

by allowing an “OR” operator in a genotype-phenotype mapping. The matching threshold 

parameter has been known to affect greatly the detection rate of the original negative 

selection algorithm, but the choice of parameter values has been made arbitrarily. In 

contrast, the modified phenotype representation can dynamically alter the matching scope of 

a given detector since it embeds an “OR” operator in the phenotype. Thus, the modified 

phenotype representation no longer requires the arbitrary choice of a parameter value that 

significantly affects the detection rate. In addition, this phenotype allows a detector to detect 

more than one specific antigen pattern and thus it still have lightweight feature originated 

from approximated binding. Furthermore, the detector phenotypes used in this work will 

have a larger degree of intelligibility. This is because they do not require a numerical 

threshold whose actual meaning is hard to be understood. When an IDS is designed to send 

non-self detections to a security officer to confirm and draw a reaction, the intelligibility of 

detector phenotype is one of the most significant IDS requirements to be satisfied.  

 

• A static clonal selection algorithm demonstrates efficient niche maintenance. 

 

Previous work [Forrest et al., 1993; Smith et al., 1993] has shown that two important factors 

influence the degree of antigen pattern recognition by the StatiCS employed in this thesis. 

These two factors, the detector and antigen sample sizes, are investigated in order to 

generate an appropriate balance between general and specific detectors for learning non-self 

antigen patterns. Since the AIS used in all previous work employed a binary detector and 

simple matching functions (such as Hamming distance or r-contiguous matching), a new 

investigation was made in order to understand whether the StatiCS with the modified 

detector representation and matching function still allow it to maintain an efficient niching 

strategy. Two series of experiments were performed by varying the detector and antigen 

sample sizes. The results of these experiments show a good non-self antigen detection rate 

with a relatively large detector sample size. Moreover, the antigen sample size is not critical 

as long as the detector sample size is set optimally. Thus the antigen sample size is set to 

one, the smallest possible value, in order to save computation time. These results also 

suggested that a more precise mixture of general and specific detectors causes the algorithm 

to follow the fitness landscape more closely as the detector sample size increases. 
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• A static clonal selection algorithm with a negative selection operator demonstrates 

acceptable self-tolerance. 

 

The experimental results of the StatiCS also showed a low self antigen detection rate. In 

contrast with the results obtained for the negative selection algorithm, these results were 

gained in acceptable times. This work has shown that clonal selection provides effective 

non-self antigen detection and that the most appropriate use of negative selection in the AIS 

is as a filter for invalid detectors, not the generation of competent detectors. 

 

5.  Study new effects and limitations of an integrated model  
 

New Effects 

• Incrementally learning globally converged normal behaviours by being exposed to 

only a small subset of self antigens at one time. 

• Replacing detectors effectively when the converged behaviours learned in an 

incremental way are suddenly altered due to legal self change. 

• Gaining high TP rates without increasing the amount of costimulation as the result 

of gene library evolution 

Limitations 

• Human involvement 

• Noisy input handling 

Table 8.4 New effects and limitations of an integrated model, DynamiCS 

As the final stage of work, this research developed a dynamic clonal selection algorithm 

(DynamiCS) that controls the proliferation and extinction of detectors within IDS’s. 

DynamiCS is an integrated model that combines negative selection, clonal selection and 

gene library evolution. Table 8.4 summarises the new effects and limitations of DynamiCS. 

These new effects and limitations are described in the following section. 

 

• DynamiCS learns normal behaviours by being exposed to only a small subset of 

self antigens at one time. 

 

The self-organising feature of DynamiCS was tested by simulating specific scenarios that 

commonly occur with IDS’s. One such case is learning of normal behaviours by being 

exposed to only a small subset of self antigens at any one time. In order to equip DynamiCS 

with this property, additional human immune features were identified. They are central 

tolerisation, distributed tolerisation, costimulation, affinity maturation, life span and 

memory detectors. DynamiCS implemented these features by introducing three important 
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parameters: tolerisation period, activation threshold and life span. The experimental results 

showed that the DynamiCS was able to incrementally learn the globally converged 

distributions when only a small subset of antigens was given at each generation. The three 

parameters influence the non-self antigen detection (TP) and self-tolerance (FP) rates 

significantly. An analysis determined that TP and FP rates vary depending on the number of 

detector activations in total, and that this number was directed by values of the three 

parameters. This is because DynamiCS generated initial immature detectors only through 

negative selection, and as a result the degree of antigen detection did not vary greatly 

between detectors. In addition, it was observed that a larger tolerisation period caused the 

system to produce a smaller number of detectors to activate and resulted in lower TP and FP 

rates.  In contrast, different values of activation threshold did not affect the number of 

detectors activating, but a larger activation threshold made mature detectors activate much 

less frequently, and ultimately triggered a smaller number of detector activations, also 

bringing about lower TP and FP rates.  In addition, larger values for the life span of mature 

detectors forced mature detectors to live longer and experience more antigens. This led the 

system to provoke more detector activation, which produced higher TP and FP rates.  

 

• The extended DynamiCS replaces detectors reflecting previously observed normal 

behaviours but no longer representing current normal behaviours.  

 

DynamiCS was also tested to determine whether it can replace detectors effectively when 

the converged behaviours learned in an incremental way are suddenly altered due to legal 

self change. The experimental results showed that large tolerisation period values, that were 

sufficient to show perfect FP rates in previous experiments, no longer demonstrated perfect 

FP rates. This was because generated memory detectors had never been exposed to a certain 

antigen cluster and thus they could not have perfect self-tolerance. This reason led the 

further extension of DynamiCS, to handle generated memory detectors based on their 

detection results. The extended DynamiCS eliminated memory detectors when they showed 

poor self-tolerance to new antigens. The experimental results showed that deletion of 

memory detectors based on their self-antigen detection dramatically decreased high FP 

rates.  

 

• Gene library evolution using hypermutation reduces the amount of costimulation 

by fine-tuning deleted memory detectors. 

 

The elimination of memory detectors by the extended DynamiCS still required a larger 

amount of costimulation in order to lower FP rates. A large amount of costimulation (human 

intervention) can render the system useless for intrusion detection. In order to resolve this 
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problem, DynamiCS employed the use of hypermutation in DynamiCS to produce the effect 

of gene library evolution. This additional extension was designed to fine-tune generated 

memory detectors so that the system obtained higher TP rates without increasing the amount 

of co-stimulation. The gene library evolution was modelled by producing immature 

detectors via hypermutation on deleted memory detectors. Thus a “virtual gene library”, 

made from mutations of deleted memory detectors was maintained. The new extension was 

tested to determine whether it gains high TP rates without increasing the amount of 

costimulation as the result of gene library evolution. The test results proved that 

hypermutation led the progress of gene library evolution and thus produced immature 

detectors that are more tuned to cover existing non-self antigens. These were understood by 

analysing different degrees of TP rate drop when gene library evolution was and was not 

applied. With gene library evolution, DynamiCS showed a smaller TP rate drop when 

antigens were presented from the same antigen cluster. This is because the mutants of 

previously deleted memory detectors, having survived the negative selection stage, are 

likely to have some non-self antigen information without patterns matching self antigens. 

 

• Limitations of DynamiCS 

 

Although DynamiCS has shown several new effects, it also has limitations. Firstly, 

DynamiCS cannot achieve fully automated anomaly detection. The human involvement 

plays an important part in obtaining a satisfactorily low false positive error rate.  The gene 

library evolution effect decreases the degree of human involvement.  However, it does not 

eliminate the human involvement.  This limitation is related to the self/non-self 

discrimination assumption which is applied to DynamiCS.  Since DynamiCS regards 

antigens that are not self as intrusions, it is bound to make some mistakes by detecting 

antigens that are “not self” but not intrusions either.  This limitation originates from the 

fundamental assumption that continues to be discussed actively by immunologists.  

Radically different models such as the danger model explain the human immune response 

without using the self-non-self discrimination concept [Matzinger, 1994]. 

   

Secondly, DynamiCS makes an assumption that there is no noise in antigen sets provided 

for negative selection. When an antigen set including both self and non-self antigens is 

transferred to the system, if non-self antigens are not detected by memory detectors and 

activated mature detectors, those non-self antigens are treated as self antigens.  Thus, these 

non-self antigens become noise for the purposes of a negative selection. This immediately 

affects the system’s likelihood of providing false self information and thus results in the 

elimination of sound immature detectors.  In other words, it causes the loss of some 

potential mature detectors that could have detected non-self antigen patterns.  Therefore, the 
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lower non-self antigen detection rates caused by antigen noise greatly depend on how 

quickly memory detectors and activated mature detectors detect hidden non-self antigen 

patterns.    

  

8.3 Future Work 
The promising results of this thesis provide an important step forward in the development of 

artificial immune systems for intrusion detection. This certainly drives several items of 

important future research into developing more competent AIS’s.  

8.3.1 Evaluate on a Real Network Data Set 

Although the integrated artificial model that is implemented in this thesis has shown good 

adaptability to continuously changing non-self and self patterns, the developed system has not 

been tested on real network traffic data. The first obvious step of future work would be the 

extensive assessment of the StatiCS and DynamiCS on a real network traffic data set. The 

StatiCS needs to be tested to see if it can be an efficient misuse detector, and DynamiCS also 

needs to be evaluated to see whether it still can be adaptive to real network traffic data. As in the 

evaluation of the negative selection algorithm in Chapter 3, a realistic range of self definition 

should be used for the test. Having experienced the exceptionally large amount of data that is 

usual for network traffic, scalability is clearly also a very important evaluation criterion. The 

current integrated model, DynamiCS, also employs several mechanisms that can allow it to be 

lightweight. A lightweight AIS does not impose a large overhead on a system or place a heavy 

burden on CPU and I/O. If an AIS is lightweight, it will certainly increase the scalability of the 

system. Hence, it would be important to analyse to what extent the lightweight property of the 

AIS can contribute to increase the scalability of the system. The evaluations of the StatiCS and 

DynamiCS performed in this thesis are concentrated on the proof of concept. More confident 

claims about the system’s performance as an IDS would be gained after more thorough tests on 

real network data.  For this purpose, DynamiCS is currently being used to solve a different real 

world problem. The promising research results obtained from this thesis motivated a new 

research project to apply DynamiCS.  The Computer Immunology for Fraud Detection  (CIFD) 

project at King’s College London (KCL) currently uses DynamiCS for financial fraud detection. 

More thorough evaluation of DynamiCS will be performed as a part of this project. 

8.3.2 Distributed Detection  

The artificial immune model originally proposed in Chapter 3 is expected to detect intrusions in 

a distributed way. As discussed in Chapter 3, a distributed IDS can provide robustness, 

configurability, extendibility and scalability. These significant properties can be obtained by 

delegating the intrusion detection responsibilities to a number of distributed components. A 
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number of independent intrusion detection processes monitor only a small aspect of the overall 

system. They can operate concurrently and co-operate with each other.  

 

Hofmeyr’s LYSIS [Hofmeyr, 1999; Hofmeyr and Forrest, 2000] is the first AIS developed for 

application to IDS that operates under a distributed environment. Nevertheless, the definition of 

distributed detection introduced in [Hofmeyr, 1999; Hofmeyr and Forrest, 2000] is restricted. It 

assumes that LYSIS operates only under a broadcast LAN environment. A broadcast LAN 

environment transfers identical input network packets to all the local hosts in a domain. 

Although LYSIS has different sets of detectors at local hosts, they are exposed to exactly the 

same set of input network packets. This kind of environment is a very special case. With a 

switched Ethernet, for example, each host only can experience network packets transferred to it 

and thus network packets handled by each detector set are different from each other. Due to this 

rather special circumstance, LYSIS was able to achieve several novel features such as 

scalability originated from the absence of communication among different detector sets, and 

robustness. This implies that no AIS having truly distributed components has been developed 

for IDS. The potential advantages of a distributed IDS have only been discussed theoretically in 

the literature, including the artificial immune model proposed in this thesis and some other work 

[Dasgupta et al., 1999b]. None of these proposed models has been tested in a real distributed 

environment. Further development of distributed AIS and its study would be an important 

research avenue to be pursued. 

 

There are several issues to be studied in order to implement the distributed detection procedure 

within the proposed artificial immune model. Firstly, what sort of communication between the 

primary IDS and the secondary IDS’s, and among the secondary IDS’s, will be required to 

perform global analysis? Will this communication be simple enough not to impose an 

unacceptable extra burden on the network? Secondly, how many cloned detectors at each host 

will be transferred to other hosts, and which hosts will these cloned hosts be transferred to? Can 

we group hosts depending on their user groups, or usages, and decide that only particular groups 

of hosts receive cloned detectors? Thirdly, will these distributed mechanisms indeed show the 

desired features identified in Chapter 2, such as robustness, configurability, extendibility and 

scalability. These features were achieved in LYSIS since LYSIS does not require 

communication between detectors at each host. However, under a more common environment 

where each host is presented with different network packets, some form of communication 

between different hosts will be necessary. Then, will these useful features still be obtainable? 

8.3.3 Other Human Immune System Analogy 

It is quite natural to move this work forward by exploring other mechanisms of the human 

immune system. Firstly, some human immune mechanisms included in the originally proposed 
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artificial immune model in Chapter 3 are not fully studied yet. These are the gene expression 

process and gene library evolution using a separate gene library, which collects only useful 

genes and not detectors. As discussed in [Kim and Bentley, 1999a], the gene expression process 

together with adoption of a separate gene library is expected to contribute to making the AIS 

lightweight (see Appendix B). These processes still need to be developed and studied. This 

stage of the work might be further extended by more carefully examining how a gene library is 

developed in the human body. The development of the gene library is another important 

research issue that is actively studied by computer scientists [Kumar and Bentley, 2000]. A 

good example of attempting to combine this with an AIS is demonstrated by [Bradley et al., 

2000] for a fault detection system. A similar idea can be used for AIS for IDS.  

  

Another interesting work might be the adoption of Jerne’s immune network theory for a 

distributed DynamiCS. As discussed in the previous section, one important research issue for 

developing a distributed model of AIS is to control the number of cloned detectors and their 

death and proliferation. Jerne’s immune network theory describes how this mechanism emerges 

in a self-organising way. This model might provide some new ideas for controlling the 

appropriate number of detectors across different hosts. 

8.3.4 Hybridisation with Other Algorithms 

The remarkable features of the human immune system have been appealing to computer 

scientists for developing a new intelligent algorithm. As described in Chapter 2, Related Work, 

a major group of the AIS’s that have been developed so far are focused mainly on mimicking 

the actual mechanisms of the human immune system. Whilst it is possible to draw an analogy 

between the human immune system and a desired artificial system, the two systems cannot be 

fully identical. This implies that the comprehension of differences between the two systems 

would be as important as the extraction of analogies between them. Considering that the 

artificial immune system has a relatively short history compared to other artificial intelligent 

techniques, it may be advantageous to compose AIS with other mature intelligent techniques. In 

particular, this type of advantage can be notable when the differences between the human 

immune system and the artificial system cause the artificial immune algorithms to struggle with 

real world problems. Hybridisation with mature algorithms could provide a more powerful 

solution than the sole adoption of artificial immune algorithms. 

 

For instance, the scalability of current artificial immune algorithms might be greatly increased 

when they adopt other data mining algorithms that have been proven to be successful at 

handling a massive amount of data. One of main research topics that have been widely studied 

in the data mining field is scalability. There are several algorithms available that scan a massive 

amount of data within a reasonable time and produce some summaries of collected data. 
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Association rule and frequent episode mining algorithms [Agawal et al., 1993; Mannila et al., 

1997] are examples of these algorithms. These algorithms can be used to pre-process raw 

network traffic data and thus reduce the amount of data that has to be handled by the AIS. These 

algorithms can be also used as a feature constructor that constructs useful features from raw 

network data for IDS [Lee, 1999a]. Such an algorithm can be a good front-engine, defining a 

more optimised self set to be passed to the AIS.  

 

The second example of hybridisation could be the combination of negative selection and other 

conventional anomaly detection algorithms. Negative selection is an important stage in the 

context of allowing the AIS to be an anomaly detector. However, it shows a severe scaling 

problem when required to generate a sufficient number of detectors. This problem often leads 

the AIS to produce much fewer number of detectors than is required and thus results in very low 

detection rates. Nevertheless, it has an important strength over other conventional anomaly 

detection algorithms. Conventional anomaly detection algorithms detect anomalies based on 

what looks significantly different from their norm definition. One big problem of conventional 

anomaly detection algorithms is that they have to define the boundary of self. The main task of 

the conventional anomaly detection algorithm is understanding normal behaviours from 

collected raw data. Many different techniques define the normal behaviours in various ways. 

However, it is very difficult to discern accurate definitions of normal behaviours. If these 

algorithms have less than accurate definitions of normal behaviours, they tend to produce high 

false positive error rates. Likewise, the negative selection algorithm and conventional anomaly 

detection algorithms have shown two distinct and severe problems: high false positive errors 

and low detection rates. Thus, the hybridisation of these two approaches might be a good 

solution for anomaly detection. For instance, conventional anomaly detection algorithms could 

first be used to define self (i.e. normal behaviours). From the provided data, those that are not 

categorised into the self definition could be selected as input data for the negative selection 

algorithm. Then, the negative selection algorithm could generate immature detectors by testing 

them only on selected input data. By doing so, the scalability of negative selection would be 

increased, since a much smaller amount of self data will be passed to the negative selection 

algorithm. For the monitoring stage, conventional anomaly detection algorithms would always 

detect potential anomalies first. These potential anomalies would then be re-checked by the 

detectors generated by the negative selection algorithm. This is because the detectors are 

generated from self data excluded from the self definition of anomaly detection algorithms. 

Conversely, anomaly detection by the detectors alone would result in the detection of self 

defined by the conventional anomaly detection algorithms. However, those detectors would be 

useful to detect false positive errors made by the anomaly detection algorithm. This kind of 

combination would be useful for generating an initial immature detector population from a large 
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self data set, since the generation of an immature detector population cannot initially benefit 

from clonal selection and gene library evolution.  

 

Another important example can be the appropriate adoption of other evolutionary algorithms. 

As the proposed model adopts three important evolutionary stages, the cornerstone of the AIS is 

evolution. This raises the research question of how the AIS studied here is different from other 

evolutionary algorithms. This kind of study would have to be more focused on identifying the 

unique advantages and disadvantages of AIS’s compared to other evolutionary algorithms. For 

instance, the usefulness of clonal selection and gene library evolution introduced in this thesis 

has been demonstrated by learning new antigens as they appear. The relation between learning 

and evolution is one of the important research issues studied in the evolutionary computation 

community [Nolfi and Floreano, 1999]. It would be fruitful to investigate whether previous 

research results on the relation between learning and evolution might provide a better 

understanding of the evolutionary stages within AIS’s. 

8.3.5 Different Applications 

Although the artificial immune model proposed in the thesis limits its application to intrusion 

detection, it has been reported that there are many other applications that can obtain benefits 

from AIS (see Chapter 2). DynmiCS, an integrated AIS introduced in this thesis, can be used 

directly for some other anomaly detection oriented applications. These include virus detection, 

fault detection and fraud detection. Currently, DynamiCS is being applied to a financial fraud 

detection problem. Computational Immunology for Fraud Detection (CIFD) is a new 

collaborative project between King’s College London (KCL), Anite Government Systems Ltd 

(AGSL) and Consignia, plc. CIFD investigates the adoption of DynamiCS for fraud detection in 

retail business. Many intelligent computation techniques have been effectively applied and 

numerous financial organisations reported their successful implementation [Treleaven and 

Goonatilake, 1995]. However, most accounts of successful fraud detection are in the financial 

sectors, where there is relatively good expertise on potential and experienced frauds [AAAI, 

2002]. Therefore, diverse intelligent computation techniques used for these applications are 

focused mainly on automatically extracting hidden rules representing fraud from data gathered 

when various frauds occurred [AAAI, 2002]. However, unlike the financial sector, the retail 

sector rarely has sufficient knowledge about potential frauds or previously experienced fraud 

data. This requires the retail sector to employ a different fraud detection approach from other 

conventional methods. In order to develop a fraud detection system to meet such requirements, 

an anomaly detection based system is needed. DynamiCS will be further improved to meet this 

need and subsequently tested on a real world problem.   
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8.5 Conclusion  
This thesis has shown that an artificial immune system is effective for intrusion detection when 

it combines separate artificial immune algorithms into one system. The following specific 

conclusions are drawn from throughout this thesis.  

 

• The human immune system has crucial components that can contribute to the improvement 

of AIS for intrusion detection. 

 

• An effective artificial immune system for network intrusion detection can be defined by 

integrating the three evolutionary stages: negative selection, clonal selection and gene 

library maintenance. 

 

• The negative selection algorithm used in this thesis shows a severe scaling problem when 

applied in a real network environment.  

 

• The clonal selection algorithm with a negative selection operator provides efficient niche 

maintenance and acceptable self-tolerance with a relatively large number of detector 

samples. Moreover, the antigen sample size is not critical as long as the detector sample size 

is optimally set, and thus the smallest possible antigen sample size, one detector, will be 

ideal in order to save computation time. This shows the potential of the clonal selection 

algorithm with a negative selection operator as an efficient misuse detector. 

 

• Detector encoding using rule representation removes the need for a decector matching 

threshold. 

 

• The most appropriate use of negative selection in the AIS is as a filter for invalid detectors, 

not the generation of competent detectors. 

 

• A dynamic clonal selection algorithm that combines three evolutionary stages allows the 

AIS to be adaptable to dynamically changing antigen behaviours. It initially learns normal 

behaviours while encountering only a small subset of self antigens at any one time. 

Appropriate values of three parameters, tolerisation period, activation threshold and life 

span, provide satisfactory TP and FP rates. 

 

• In addition, the dynamic clonal selection algorithm replaces memory detectors whenever 

previously observed normal behaviours no longer represent normal behaviour.  This greatly 

reduces the false positive error rates. 
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• Gene library evolution using hypermutation reduces the amount of costimulation (human 

intervention) by fine-tuning existing memory detectors. 

 

Based on the above conclusions, this thesis has argued that the integrated artificial immune 

model combining three evolutionary stages indeed shows the adaptability that is the desired 

property of intrusion detection systems. The overall artificial immune model for network 

intrusion detection presented in the thesis is not the first attempt to develop an AIS for network 

intrusion detection. The previous attempts to build an AIS have mainly implemented only a 

small subset of the overall human immune mechanisms [Dasgupta, 1998a]. However, as seen in 

other immunology literature [Paul, 1993; Tizard, 1995], the overall immune reaction is the 

carefully co-ordinated result of numerous components, such as cells, chemical signals and 

enzymes. Therefore, the omission of crucial components in order to facilitate the development 

and application of AIS detrimentally affected its performance. To resolve this problem, a new 

artificial immune model has been thoroughly studied, integrating three immune algorithms 

corresponding to three evolutionary stages. It was shown that each evolutionary stage plays its 

own significant role in order to make the AIS adaptable to dynamically changing self and non-

self behaviours.  

 

In conclusion, the remarkable mechanisms of the human immune systems that protect our body 

against diverse harmful antigens indeed provide great insights into developing an artificial 

immune system for intrusion detection. As the human immune system is able to self-organise 

via three evolutionary stages, an artificial immune model harnessing these three stages 

demonstrates adaptability to continuously changing environments, dynamically learning fluid 

patterns of ‘self’ and predicting new patterns of ‘non-self’. 
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Appendix A. Detailed Description of  
                      The Human Immune System 
 

A.1. Introduction 
 
The human immune system has a multi-layered architecture [Forrest et al., 1997; Playfair, 

1996]. Conceptually, it consists of passive layers such as the skin, mucus membranes, pH, 

temperature and generalised inflammatory responses and adaptive layers including both the 

humoral (B cell) and cellular (T cell) mechanisms. The passive layers are called natural immune 

systems and the adaptive layers are called adaptive immune systems [Paul, 1993].  

 

The natural immune systems are innate and ever present, while the adaptive immune systems 

are dynamically generated against the non-self organisms encountered during their lifetimes 

[Paul, 1993; Playfair, 1996; Tizard, 1995]. The non-self organisms that intrude into the human 

body, such as bacteria and viruses, are rapidly detected and eliminated by natural immune 

systems. These immune responses are non-specific in their effects and thus they are effective 

against a diverse but relatively common group of antigens at the same time. The adaptive 

immune systems cope with the foreign organisms that do not attack human body often or have 

never attacked before, and thus evade the natural immune systems. In addition, when the 

adaptive immune systems detect the unusual attackers, they remember these unusual attackers 

and are able to detect them in the future. While natural immune systems are unaltered on 

repeated infection and provide the radical mechanisms to detect and eliminate infected 

organisms, adaptive immune systems provide more efficient mechanisms that are adaptively 

changed and remember the infections.  

 

The overall natural and adaptive immune system is implemented through the interactions 

between a large number of different types of innate and acquired cells rather than the function of 

one particular human organ.  Each cell involved in immunity performs a different job in order to 

complete the overall immune process.  For example, natural immune systems usually handle 

viruses and bacteria via the interaction between complements, interferon and other cells such as 

macrophage [Playfair, 1996]. Complements activate the production of inflammatory effects, 

interferon block the replication of virus and macrophage remove damaged tissues and cells. This 

co-operation between millions of different cells implies that the human immune system is 

distributed. 

 

The above summary leads to an analogy between human immune systems and intrusion 

detection systems.  The natural immune system is akin to the misuse detector of IDS and the 

adaptive immune system is similar to the anomaly detector of IDS.  Both natural immune 
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systems and misuse detectors have the prior knowledge of attackers and detect attackers based 

on this knowledge. Similarly, both adaptive immune systems and anomaly detectors adaptively 

generate new detectors to detect previously unknown attackers.  With respect to the research on 

IDS’s, the most formidable feature of human immune systems is its adaptive and distributed 

detection.  Therefore, it is essential to understand adaptive immune systems more deeply. In this 

section, the adaptive immune systems are introduced and particularly the genetic mechanisms 

that facilitate these properties. 

A.1.1 Specific Recognition 
The adaptive immune system consists of various different types of cells and each plays an 

important role [Playfair, 1996; Forrest and Hofmeyr, 2001]. The central role is played by 

lymphocytes in showing specific antigen recognition (see, figure A.1). Each lymphocyte is 

specialised in reacting to a limited number of structurally related foreign cells, known as 

antigens.  This is possible because each lymphocyte has a set of specific receptors on its surface 

and these receptors have a complementary shape to the specific determinants, known as 

epitopes, on the antigen surface.  When these receptors match the epitopes of a specific antigen, 

which have complementary structures, this antigen is recognised.  The millions of lymphocytes 

in a human body can react against millions of different types of antigens.  

 

Lymphocyte

Receptors

Epitopes

Antigen

Antigen

Antigen

Antigen

 

Figure A.1 Antigen Recognition by a lymphocyte 

 

B-lymphocytes 

 

Lymphocytes can be categorised into two main types according to their function: B-

lymphocytes and T-lymphocytes [Playfair, 1996; Life, 1993; Forrest and Hofmeyr, 2001]. B-

cells, which are short for B-lymphocytes, are the precursors of antibody-secreting cells. 

Antibodies are proteins and they play the role of the receptor of B-lymphocytes. The antibodies 

on B-cell surfaces bind to the antigens, leading to their removal. T-cells, which are also short for 

T-lymphocytes, do not secret antibodies, but they have their own receptors binding to antigens. 

As mentioned above, the antibodies of B-cells have the specific shapes which are 
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complementary to the epitopes of antigen surfaces. A specific antigen is recognised by B-cells 

through a match between B-cell antibody receptors and antigen epitopes. 

 

T-lymphocytes 

 

T-cells are classified into two types: helper T-cells and killer T-cells. Helper T-cells show 

significant regulatory functions, such as the ability to help or suppress the development of 

specific types of immune responses, including the antibody production. On the other hand, killer 

T-cells kill virus infected cells. The details of activation of these cells are discussed in the 

section A.1.4.Activation. Moreover, T-cells have a significant antigen recognition procedure 

that is not preformed by B-cells. T-cells can detect antigens even when they are hidden inside 

human host cells. Among pathogens existing in the human body, some pathogens are called 

intracellular pathogens [Playfair, 1996; Tizard, 1995]. They live inside host cells and thus are 

not visible to B-cells. But, all cells in human body have Major Histocompatibility Complex 

(MHC) molecules on their surfaces and these MHC molecules collect fragments of proteins 

hiding inside the cell. When a self cell is infected by virus and this virus hides inside the self 

cell, MHC on the surface of the infected self cell contains a fragment of the virus protein. T 

cells recognise infected self cells by binding their receptors to MHC molecules. Therefore, T-

cells can detect antigens even when they are hidden inside human host cells.  

A.1.2 Genetic Structure of Lymphocytes 
The receptors of antibodies are proteins and the proteins consist of chains of assorted amino 

acids linked by peptide bonds. The sequence of amino acids determines the different protein 

chains and the specific protein chains determine the binding shapes of antibodies. The 

specificity of an individual lymphocyte is determined by the arrangement of gene segments in 

DNA that instruct the sequence of amino acids [Life, 1993; Tizard, 1995]. In addition, B-cells 

and T-cells have their own unique DNA gene libraries. The unique genetic structures of B-cell 

antibody receptors and T-cell receptors are determined by rearranging genes selected from the 

gene libraries. Therefore, it is important to understand the gene structure and the gene libraries 

of receptors according to the different lymphocytes: B-cell and T-cell.  

 

B-lymphocytes 

 

The receptor of a B-cell is made up of a pair of heavy chains and a pair of light chains [Life, 

1993; Paul, 1993]. Figure A.2 shows the structure of B-cell receptors. The connected heavy 

chains form a ‘Y’ shape with the light chains located on the upper parts, alongside the heavy 

chains. Each chain has a variable domain and a constant domain.  
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Figure A.2 B-cell receptor structure 

The genes determining the receptor shape in the variable domain are highly variable from one to 

another and contribute to the binding of antigen. The genes constructing the receptor shape in 

the constant domain are constant from one to another and show various biological effects when 

the variable region of the antibody receptors binds to the epitopes of a specific antigen. The 

variable domain is made up of three different regions: variable (V), diversity (D) and joining (J). 

The variable domain of the heavy chain is made of all three regions (V-D-J) and the variable 

domain of the light chain is made of only two regions (V-J). The heavy chain shows more 

diverse gene combinations than the light chain by adding the diversity region. In contrast, the 

constant domain is comprised of one region: constant region (C). Each region is comprised of a 

number of gene segments selected from unique gene libraries: V, J, D, or C (see, figure A.3). 

For example, the V region gene library of heavy chain contains about 350 different genes and 

100~300 genes are selected to make a V region of a heavy chain.  

 

T-lymphocytes 

 

There exist two types of T-cells based on the receptors on the cell surface [Life, 1993; Paul, 

1993].  The majority of T-cells consist of ! chains and " chains and a small group of T-cells 

consists of # chains and $ chains. All of these four families contain V, J, and C regions and " 

and $ gene families additionally contain the D region in their variable domains. While B-cell 

receptor chains have only one constant region, T-cell receptors have two constant regions.  
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A.1.3 Development 
The receptors of B-cells and T-cells should be able to bind a vast number of different shapes of 

antigen epitopes. If a specific receptor can bind a specific epitope, how can a limited number of 

antibodies detect all existing antigens? The maintenance of B-cell antibody and T-cell receptor 

diversity is achieved via sophisticated genetic mechanisms. As described above, B-cells and T-

cells have their own gene libraries such as heavy, light, !, ", # and $ chains.  
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Figure A.3 B-Cell Receptor Genetic Organisation, [Opera, 1999]. The gene fragments randomly 
selected from gene library are rearranged. The rearranged gene fragments are joined by the 
transcription process. The splicing process joins the constant region, C, to VDJ and produces 
mRNA. 

 

In order to create a unique receptor, single gene segments from individual gene libraries are 

randomly selected. The selected gene segments are joined and thus form a continuous gene 

sequence, called messenger RNA (mRNA) [Tizard, 1995]. This leads to exponential numbers of 

possible combinations of DNA gene segments expressed in mRNA. According to the mRNA 

produced, a unique receptor can be created. In addition to this basic mechanism, there are 

several other genetic mechanisms that increase the diversity, and B-cells and T-cells have 

slightly different mechanisms. After passing through all these various genetic mechanisms, 

embryonic lymphocytes develop into mature lymphocytes. 
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Figure A.4 B-cell development 

B-cells develop in bone marrow. The B-cells are named after the ‘B’ of ‘B’one marrow. Until a 

B-cell matures and develops into an antibody secreting cell, it passes through several different 

development stages. The first stage starts by the presence of a stem cell in bone marrow. The 

stem cell is innate and retains the embryonic ability to differentiate into a pro B-cell. The pro B-

cell initially selects and rearranges the gene segments that encode the heavy chain of antibody. 

After the completion of this first gene rearrangement, the pro B-cell is differentiated into pre B-

cell and the pre B-cell select and rearranges the gene segments which encode the light chain of 

antibody [Tizard, 1995; Paul, 1993; Roitt et al., 1998].  

 

Apart from these basic gene rearrangement mechanisms, B-cells adopt several strategies to 

increase their diversity [Roitt et al., 1998; Tizard, 1995]. Firstly, B-cells choose one of two 

different light chains. There exist two distinct classes of light chains, ! and ". The mRNA of the 

B-cell antibody receptor is formed by a heavy chain and either a ! light chain or a " light chain, 

but not both. In the pre B-cell stage, a progressive series of gene rearrangements occur. This 

prevents the chance of creating a new light chain being missed. Not all the combinations of 

selected gene segments succeed to produce mRNA during the development of a light chain. The 

failure of transcribing to mRNA results in the failure of creating a new receptor. To prevent this, 

pre B-cells have several additional opportunities to produce antibody receptors. Pre B-cells 

initially attempt to rearrange the genes of a ! light chain. If they fail, they select different gene 

segments from the ! light chain. If both attempts fail, then pre B-cells switch their attention to 

the " light chain. Similarly, pre B-cells attempt to rearrange selected genes from the " light 

chain and if they fail, they select other gene segments from the " light chain. When the four 

attempts have failed, the generation of a new antibody receptor fails. Pre B-cells increase the 

diversity of antibody receptors by allowing them to have several progressive chances of gene 

rearrangements. 

 

As the second strategy, pro B-cells and pre B-cells choose different joining positions. The gene 

segments selected from V, J, and D regions and each region has special joining sites. When the 

gene segments of different regions are joined, the portions of gene segments from the joining 
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sites to the ends of gene segments are looped out. The looped out gene segments are chopped 

out, resulting in V region gene segments joined directly with J region gene segments, and J 

region gene segments directly joined with D region gene segments. Pro B-cells and pre B-cells 

select different joining positions of each gene segment when they generate mRNA and this 

certainly creates more diverse gene combinations. Furthermore, some new random genes can be 

inserted or deleted from the joining sites after chopping out the joined loop. We call this base 

insertion. 

 

Another strategy is somatic mutation. V region genes can be mutated at random in many points. 

If this new antibody receptor generated via V region gene mutation fails to bind any antigen, 

then this antibody dies off. In contrast, if this antibody binds any antigen, it survives and 

proliferates. The details of proliferation are discussed in the later section A.1.5 Evolution. While 

the general mutation rate in gene natural selection is very low, the mutation rate of V region 

genes is high. One mutation occurs each time a B-cell is developed. This is why this mutation is 

called somatic mutation. 

 

Apart from the diversity of variable regions, the diversity of constant regions is also maintained. 

Constant region genes are selected independently from V region genes. After finishing the 

selection of VDJ gene segments, C region gene segments are selected from C region gene 

libraries. The heavy chain has 5 different C region gene classes and the same VDJ gene 

segments can be joined with one of 5 different C gene classes. This leads to generating 

antibodies with the same specificity for antigens but different biological functions. This is called 

class switching. The significance of class switching is that the same antigens subjected to 

various different forms of attack are detected and handled in a different way. For example, two 

antibodies that have the same V domain genes can have two different constant region genes, 

which make one antibody circulate in the blood and body tissues and another antibody secreted 

be across mucous membranes to provide protection in the gut and lungs. Therefore, two 

antibodies can detect antigens having same specificity, but residing in different places. 

 

T-lymphocytes 

 

T-cells are also differentiated from stem cells and are developed in the thymus, hence the name 

T-cells. During the development processes in the thymus, T-cells transcribe DNA into mRNA. 

The diversity of T-cell receptors is maintained in a similar way to B-cell’s [Tizard, 1995; Roitt 

et al., 1998; Playfair, 1996]. T-cells select gene segments from DNA and rearrange, insert and 

delete them to produce mRNA. They also loop out the joining sites and chop them out when V-

J-D regions are joined. Similarly, they choose various joining positions, insert or delete random 

genes and perform class switching. But, there is one major difference between the generation of 
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diversity of B-cell receptors and T-cell receptors. Somatic mutation does not occur in T-cell 

receptor development. When T-cells are developed, they also follow hierarchical development 

stages. T-cells first rearrange the gene segments from ! and " chains. If this fails to produce a 

new receptor, then T-cells switch to # and $ chains. Like B-cells, T-cells also attempt to make 

different chain combinations to prevent missing chances.  

 

Another important feature of T-cell development is that an immature stem cell develops into 

two different T-cells [Paul, 1991]. If a stem cell in the thymus contains the CD4 protein, it is 

developed into a CD4 T-cell and if a stem cell in the thymus contains the CD8 protein, it is 

differentiated into a CD8 T-cell. These two different types of T-cells play different roles. CD4 

T-cells act as helper T-cells and CD8 T-cells act as killer T-cells.  

A.1.4 Activation 
Both antigens on the surface of foreign cells and antigens inside self cells are recognised by B-

cells and T-cells. This recognition triggers the immune response to kill recognised antigens. 

More precisely, the human immune system employs approximate binding to trigger actual 

immune response. The approximate binding allows immune systems to detect numerous 

different antigens by one B-cell antibody or T-cell [Forrest and Hofmeyr, 2001]. 

 

B-lymphocytes 

High Affinity

B-Cell B-Cell
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Figure A.5 B-Cell Activation 

The antibodies of mature B-cells are activated by the epitopes of antigens. They can be directly 

activated or indirectly activated with the assistance of helper T-cells [Forrest and Hofmeyr, 

2001; Paul, 1993]. The receptors on one lymphocyte have an identical structure and the number 

of receptors which bind to an antigen determines the affinity between a given lymphocyte and 

antigen. As many receptors match epitopes, the affinity is higher. Similarly, as fewer receptors 

match epitopes, the affinity is lower. There is a threshold of affinity that determines a direct 

activation or an indirect activation. When a B-cell binds to an antigen with strong affinity above 
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a threshold, it directly causes this B-cell to activate, grow and differentiate. On the other hand, if 

a B-cell binds to an antigen with weak affinity below a threshold, it needs the help of a helper T-

cell to be activated. Therefore, different antigens, which are not the same but similar enough, 

can be detected by the approximate binding of a single antibody. 

 

T-lymphocytes 

 

As discussed before, while B-cells are activated by binding to antigen epitopes, T-cells are 

activated by binding to MHC molecules [Paul, 1993; Playfair, 1996]. MHC has two classes 

known as Class I and Class II, and they are slightly different in structure. The Class I MHC 

molecule is recognised by CD8 T-cells and the class II MHC molecule matches CD4 T-cells. 

When a CD8 T-cell binds Class I MHC on the surface of infected host cell, the CD8 T-cell kills 

this infected cell. On the other hand, a CD4 T-cell binds Class II MHC and it acts as a helper 

cell. When a B-cell binds to an antigen with weak affinity, a fragment of the antigen is delivered 

to a Class II MHC on the B-cell’s surface. When this Class II MHC binds to a CD4 T-cell, the 

CD4 T-cell sends a chemical signal to a B-cell which allows the B-cell to activate, grow and 

differentiate. The T-cell’s role as a helper cell is the main reason why T-cells do not mutate 

during their development. B-cells that are newly generated through somatic mutation are tested 

by helper T-cells, and thus helper T-cells never obtain new genes through mutation. 

A.1.5 Evolution 
B-cells and T-cells employ various gene shuffling mechanisms and somatic mutation in their 

development stage. This is the strategy for maintaining the diversity of antibodies. Besides these 

mechanisms, human immune systems adopt different strategies for the same purpose. As one 

species evolves via natural selection, human immune systems also evolve through a process 

called clonal selection. The genes, which determine the specificity of antibodies, continuously 

evolve toward having the capacity to detect more prevalent pathogens at any moment and 

reproduce new lymphocytes with high affinity for those specific pathogens [Playfair, 1996; 

Roitt, et al., 1998, Tizard, 1995].  

 

When B-cells are developed in bone marrow, only a limited energy source is given to them. 

They are active immediately after released from bone marrow, but they are rapidly exhausted 

and die. However, they do not simply disappear if they are activated by binding to specific 

antigens. When B-cells are directly or indirectly activated by antigens, they are divided and 

differentiated into a number of clones of antibody secreting cells, plasma cells, before they are 

exhausted. Plasma cells can have the same antigen-binding properties as the receptors of parent 

B-cells or they can have mutated antigen-binding properties. As B-cells bind more to antigens, 

they have more chances to be selected for cloning. Similarly, as they bind less to antigens, they 
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have fewer chances to be selected to clone and eventually tend to decrease. According to the 

different population of existing antigens, only the fittest antibodies survive.  

 
 

 

Figure A.6 B-cell Clonal Selection 

 

Furthermore, when B-cells are activated by antigens, they produce memory cells for the 

reoccurrence of the same antigens. The life of B-cell and its clone, the plasma cell, is relatively 

short. However, some of the B-cell clones survive as memory cells. They have a special gene 

called bcl-2 which is absent in short-lived B-cells and plasma cells. The Bcl-2 gene enables the 

memory cell to survive for a longer time, such as several years. Some of the memory cells are 

exposed to antigens and differentiated into plasma cells without undergoing somatic mutation 

and other memory cells undergo somatic mutation to be differentiated into plasma cells. 

Particularly the plasma cells generated without somatic mutation allow the secondary response 

of immune systems. When new pathogens are detected by B-cells, they generally take some 

time. This is called the primary response. Compared to the primary response, the secondary 

responses by memory cells are very fast and efficient. Moreover, memory cells provide an 

associate memory property [Forrest and Hofmeyr, 2001]. The new antigens have a structure that 

is not the same but is similar to the structure of previously detected antigens, and can be 

detected by memory cells. This is because the binding of antibody and antigen is approximate. 

For example, when a body is infected by cowpox, the immune system takes time to detect and 

eliminate it. But if somebody is infected by smallpox after being infected by cowpox, he/she is 

rapidly cured by the secondary response of immune system. This is because cowpox and 

smallpox are similar enough to induce secondary response by memory cells. 

A.1.6 Self Tolerance 
One of the key features of the human immune system is self tolerance. New B-cell antibody 

receptors are randomly generated via somatic mutation. Therefore, there is the possibility for 
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randomly generated antibodies to bind to self cell antigens. This can lead to the killing of 

essential self cells and this causes autoimmune disease. However, autoimmune disease is 

relatively rare because human immune systems are equipped with self tolerance mechanisms 

[Life, 1993; Paul, 1991]. 

 

T-lymphocytes 

 

As described above, when stem cells develop into T-cells in the thymus, they pass through 

several stages such as gene rearrangement. The embryonic T-cells also have to pass through the 

last test, negative selection, before leaving the thymus as mature T-cells. The thymus is an organ 

located just behind the breastbone and most of the self cells are circulated through the thymus. 

The maturing T-cells, through gene shuffling, base insertion and class switching, are tested to 

see if they bind the epitopes of self cell antigens. If maturing T-cells match self cells, these T-

cells are eliminated. This process is called, clonal deletion or negative selection. The activation 

of clonal deletion also occurs according to the binding affinity between T-cells and self cells. 

The negative selection guarantees that maturing T-cells leaving the thymus are tolerant against 

self cells visited in the thymus before [Life, 1993; Paul, 1991; Tizard, 1995].  

 

However, there is a flaw of clonal deletion. Even though most of the self cells are circulated 

through the thymus, there are still some cells which do not pass through the thymus. T-cells in 

the thymus cannot be tested against all existing self cells. Complete immune response by killer 

T-cells is triggered by not only T-cell receptors and MHC molecule binding but also some other 

protein binding. When T-cell receptors bind only to MHC molecules, they suppress antigen-

presenting cells rather than killing them. However, when the CD28 protein on the surface of 

killer T-cells and the B7-20 protein on the surface of antigen-presenting cells bind together with 

binding between T-cell receptors and MHC molecules, the killer T-cells kill antigen-presenting 

cells [Life, 1993; Paul, 1991].  

 

B-lymphocytes 

 

B-cells also have a tolerance mechanism. Like the T-cell, B-cells perform their negative 

selection in the bone marrow. After gene rearrangement, when maturing B-cells match a self 

cell antigen, they are eliminated. This tolerance mechanism is applied to only maturing B-cells 

in the bone marrow. New B-cells can be generated from bone marrow or by cloning and 

mutation when they activate. In the latter case, B-cells do not pass negative selection but they 

can be self tolerant with the assistance of helper T-cells [Life, 1993; Paul, 1991]. 
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Regulation of Immune Response 
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Figure A.7 Jerne’s Immune Network, [Timmis, 2001] 

 

In addition to the B-cell and T-cell tolerance mechanism, human immune systems provide a 

mechanism to regulate the magnitude of an immune response.  An insufficient number of 

antibodies can cause immunodeficiency and increase susceptibility to infection.  On the other 

hand, an excessive number of antibodies can lead them to kill essential self cells and cause 

autoimmune disease.  Therefore, the development of antibodies should be regulated not only by 

quality but also by quantity [Paul, 1991].  Idiotype antibodies can play the role of controlling the 

quantity of antibodies [Paul, 1993; Playfair, 1996].  Idiotype antibodies bind to other antibodies 

rather than binding to antigens. The binding area of antibody receptors, the V-domain, has the 

particular shape that is commonly complementary to both antigen epitopes and other antibody 

receptors. Thus, antigens and other antibodies compete for the chance to bind to a specific 

antibody. When an antibody receptor binds to an antigen epitope, this is called a paratope. In 

contrast, when an antibody receptor binds to another antibody receptor, this is called an 

idiotope. The definition of two different types of antibody is only a matter of convenience. 

Immune systems let antigens and anti-antibodies compete to bind to antibodies and the winning 

anti-antibodies can suppress the binding between antigen and antibody, to trigger immune 

responses. The inhibition of idiotype antibodies against antigens, triggering immune responses, 

contributes to regulate an appropriate level of immune responses.  
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A.1.7 Distributed Detection 
The overall immune system is implemented through the interactions between a large number of 

different types of innate and acquired cells rather than the function of one particular human 

organism. Each cell involved in immunity performs a different job in order to complete the 

overall immune process. For example, the acquired immune system handles pathogens via the 

interaction between B-cells, T-cells and other cells such as complements and macrophages. 

While B-cells and T-cells recognise antigens, macrophages and complements remove the 

detected antigens. This co-operation between millions of different cells implies that the human 

immune system is distributed [Playfair, 1996]. 

 

Lymphoid System 
 

All the cells involved in natural and adaptive immune responses originate from stem cells in 

bone marrow. The original stem cells are divided into various types of immune cells including 

T-cells and B-cells. When B-cells are released from bone marrow, they are completely mature 

and circulate via the bloodstream. On the other hand, some stem cells are developed into pre T-

cells in bone marrow and go to the thymus for complete maturation. Like B-cells, pre T-cells 

complete their maturation in the thymus, leave the thymus and circulate around the body 

through the bloodstream. Lymphocytes, including both B and T, continuously circulate around 

the body in the blood and encounter antigens leading to their activation and evolution in 

lymphoid organs. The bone marrow, blood and lymphoid organs are collectively known as the 

lymphoid system. In particular, we bone marrow and the thymus are called primary lymphoid 

organs, where the lymphocytes are developed. Lymphocytes generated in primary lymphoid 

organs migrate to secondary lymphoid organs such as lymph nodes, spleen, tonsils and 

lymphoid tissues in the intestine, the lungs, and other body surfaces. In secondary lymphoid 

organs, mature lymphocytes encounter foreign antigens and they are activated and show 

immune responses [Tizard, 1995; Playfair, 1996]. 

 

Interaction with Other Cells 
 

Apart from B-lymphocytes and T-lymphocytes, many other cells co-operate to complete the 

overall immune mechanism [Playfair, 1996]. Even though lymphocytes are activated by 

antigens, very few antigens appear directly to lymphocytes. Instead, they are conveyed to 

lymphocytes by other cells such as dendritic cells and macrophages. They are collectively called 

antigen-presenting cells. They trap antigens circulating in the lymphoid system and in non-

lymphoid tissues and convey antigens to lymphocytes in lymphoid nodes. Therefore, by the help 

of antigen-presenting cells, even antigens not found in lymph nodes can activate B-cells and T-

cells. In addition to the antigen-presenting cells, some other cells also help B-cells and T-cells. 
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They mainly help B-cell and T-cells to eliminate antigens. Even though killer T-cells can kill 

antigens without the help of other cells, when B-cells are activated by antigens, they also react 

to other cells which have the capacity to kill antigens.  

 

Immune Network 
 

Jerne, an Immunologist, proposed immune network theory that theoretically synthesises the 

distributed detection feature of immune systems [Jerne, 1974]. He views immune systems as a 

functional network of lymphocytes and the network at any moment shows the dynamic state of 

internal interactions of lymphocytes, antibodies and antigens. In other words, when antibodies 

bind to antigens, they divide and proliferate. These antibody clones can bind to antigens again 

and divide and proliferate or bind to anti-antibodies and remain suppressed and decay. The 

continuous chain of differentiation by antigens and suppression by anti-antibodies can form a 

large-scaled network. And finally when this network reaches the equilibrium status between 

suppression and stimulation, it determines the overall immune system. This theory particularly 

emphasises the parallel and distributed feature of immune systems. It addresses the fact that the 

millions of local immune responses between a single antibody and a single antigen or a single 

anti-antibody occur in parallel and in scattered places and these interactions lead to the final 

appropriate level of immune responses.  

A.1.8 Summary of Human Immune Systems 
 
In this section, the sophisticated immune mechanisms of human immune systems are divided 

into several stages and described accordingly. The stages are such as recognition, genetic 

structure and development, activation, evolution, self tolerance and distributed detection. Even 

though the above description is simplified, it is still difficult to understand the entire system 

collectively, particularly with respect to the relations between individual stages. In this section, 

these complicated mechanisms are simplified to help understanding the entire human immune 

system. 

 

The human immune system has a multi-layered architecture, consisting of natural immune 

systems and adaptive immune systems. The natural immune systems are innate and ever 

present, while adaptive immune systems are dynamically generated against the non-self 

organisms encountered. In particular, lymphocytes from adaptive immune systems play a 

central role in recognising harmful antigens. Lymphocytes can be classified into two main types 

according to function: B-lymphocytes and T-lymphocytes. B-lymphocytes are antibody 

secreting cells and T-lymphocytes can kill antigens or help or suppress the development of B-

lymphocytes. B-lymphocytes have specific binding areas that have complementary shapes to the 

epitopes of antigens and a specific antigen is recognised by its epitopes binding to B-
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lymphocyte antibody receptors. On the other hand, T-lymphocytes detect particular antigens 

hidden inside human host cells by binding its receptors to MHC molecules, which collect the 

fragments of hidden antigen proteins.  

 

Both B-lymphocytes and T-lymphocytes have their own unique gene structures and gene 

libraries comprising these structures. Both B-cells and T-cells are made up several of chains and 

each chain has a variable domain and a constant domain. The genes in a variable domain are 

highly variable from one to another and this determines the specific binding area to antigens. 

The genes in the constant domain are invariable and show various biological effects when B-cell 

antibody receptors bind to antigen epitopes.  

 

B-cells and T-cells are originated from stem cells. B-cells and T-cells are developed in bone 

marrow and the thymus respectively by selecting gene segments randomly and joining them. 

Furthermore, they adopt a progressive series of gene rearrangements, base insertion, choosing 

different joining sites and class switching during their development processes. T-cells are 

developed into two different types: killer T-cells and helper T-cells. One major difference 

between B-cell development and T-cell development is that only B-cells perform somatic 

mutation to increase their diversity. This is because T-cells act as helper T-cells, which 

determine whether B-cells divide into other clones or not when they bind to antigens with weak 

affinity. Maturing B-cells and T-cells have to pass the last test, negative selection, before 

leaving bone marrow and the thymus. If maturing B-cells and T-cells bind to self cell antigens, 

they are eliminated.  

 

Mature B-cells and T-cells that pass the negative selection are released from bone marrow and 

the thymus respectively. Both B-cells and T-cells continuously circulate around the body in the 

blood and encounter antigens for activation and evolution in secondary lymphoid organs. The 

antibodies of B-cells, which recognise harmful antigens by binding to them, are activated 

directly or indirectly. When B-cell antibody receptors bind to antigen epitopes with strong 

affinity above a threshold, they are directly activated. On the other hand, B-cell antibody 

receptors can bind to antigen epitopes with weak affinity below a threshold, when a fragment of 

antigen is delivered to Class II MHC on the B-cell surface. When this MHC binds to a helper T-

cell, the helper T-cell sends a chemical signal to a B-cell which allows the B-cell to activate, 

grow and differentiate. In addition, when killer T-cells bind to Class I MHC on the B-cell 

surface, they kill this infected B-cell.  

 

With or without the assistance of T-cells, B-cells are activated and this activation is immediately 

followed by clonal selection. The activated B-cells are divided into a number of clones that have 

the same antigen-binding properties as parent B-cells or mutated antigen-binding properties. On 
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the other hand, if no antigen activates B-cells within a limited time, they rapidly die off. 

Therefore, according to the existing antigens, only the fittest B-cell antibodies survive. The 

initial generation of B-cell antibodies is generally a wasteful process. B-cells evolve via clonal 

selection. In contrast, idiotype antibodies can activate antibody receptors. Immune systems let 

antigens and anti-antibodies compete to bind to antibodies and the winning anti-antibodies can 

suppress binding between antigen and antibody. The inhibition of idiotype antibody against 

antigen contributes to regulate an appropriate level of immune responses. Jerne, an 

Immunologist, proposed an immune network theory based on understanding the role of the 

idiotype antibody. He views immune systems as a functional network of lymphocytes whose 

state at any moment consists of internal interactions between lymphocytes, antibodies and 

antigens. The continuous chain of differentiation by antigens and suppression by anti-antibodies 

can form a large-scaled network. Finally when this network reaches the equilibrium status 

between suppression and stimulation, it determines the overall immune system. Furthermore, 

when antigens activate B-cells, they produce memory cells for the reoccurrence of same 

antigens in the future. The secondary responses by these memory cells are highly efficient and 

have the property of associated memory.  
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Appendix. B.  
Discussion of The Artificial Immune Model 
 
To provide an indication of the advantages of the artificial immune model proposed in chapter 

3, the new artificial immune model is now analysed with respect to the requirements of a 

network-based anomaly detector. Kim and Bentley [Kim and Bentley, 1999a] described the 

seven requirements of a competent network-based IDS. The proposed artificial immune model 

is assessed with respect to these seven requirements. The argument provided here is based on a 

comprehensive study of literature. 

 

The proposed artificial immune model is distributed by using a unique detector set in a local 

secondary IDS for detecting local intrusions and employing communications among secondary 

IDS’s for detection of network intrusions. This distributed feature allows the model to be robust, 

configurable, extendible and scalable. Firstly, the artificial immune model is robust. The failure 

of any detector set residing at any local host does not cripple an overall artificial immune system 

even though it may cause some minor degradation of detection accuracy. Each detector set can 

still detect network intrusions even after the failure of the primary IDS. This is because each 

local host already has detector sets, which were transferred before the failure. Besides, if an 

intruder breaks through a local host and gains the information about how detectors describe 

anomalous behaviour, this intruder might attempt to use this information to disguise his or her 

activities. However, the uniqueness of each detector set makes this kind of attempt difficult. 

Secondly, it is configurable. Even though detectors are generated in the primary IDS, their 

usefulness is proved at a local level by employing clonal selection in each secondary IDS. 

Furthermore, this local level clonal selection drives the gene library evolution in the primary 

IDS. In other words, the generated detectors co-evolve to detect various intrusions and this co-

evolution is led by the self profiles and existing intrusions in each local level. Therefore, the 

artificial immune model configures local requirements in a self-organised way disregarding 

various requirements of other hosts. Thirdly, it is extendible. When a new local host is added to 

a network, it simply needs to generate another detector set for the new host and install a 

secondary IDS consisting of an automated profiler, anomaly detection process, clonal selection 

process and a communicator without considering other hosts. These components are totally 

independent from the components at other secondary IDS’s and thus they ensure that the 

artificial immune model is easy to extend. Fourthly, it is scalable. At initial stages, an artificial 

immune system might need to generate a large detector set. However, as it detects more and 

more anomalies, each local host will be equipped with more and more memory detectors and 

eventually will require very few new detectors to be transferred. Nevertheless, in practice this 

requires the occurrence of a number of various intrusions within a short time. Therefore, the 

overall artificial immune mechanisms may be simulated by presenting a number of intrusions 



 218

for a short time and this is used for the initial learning process before the launch of real intrusion 

monitoring by the artificial immune model. 

 

In addition, the artificial immune model is self-organising by performing gene library evolution, 

negative selection and clonal selection. This property of self-organisation makes the model both 

adaptable and capable of global analysis. Firstly, the negative selection process allows 

detectors to dynamically consider the self information at any moment. The clonal selection and 

the gene library evolution generate various detector sets that are the fittest for the recently 

encountered intrusions. Therefore, the newly generated detectors always dynamically learn 

knowledge about currently existing intrusions and self. Furthermore, when a new intrusion is 

detected, these new abnormal patterns will be registered to the gene library of the primary IDS 

and remain as the memory detectors at the secondary IDS’s. Therefore, the artificial immune 

model still can be highly adaptive. Secondly, global analysis is achieved via the communication 

between the primary IDS and the secondary IDS’s and this communication mechanism is simple 

and autonomous, which does not require a global communication controller. Finally, the 

artificial immune model is lightweight by detecting various intrusions using approximate 

binding and memory cells, performing gene library evolution and gene expression1. This 

lightweight feature provides good efficiency. Firstly, the approximate binding permits one 

detector to detect a number of different intrusions. Consequently, the model needs to generate a 

much smaller number of detectors than the number of intrusions that are expected to be 

detected. Secondly, as mentioned above, clonal selection generates memory detectors within 

local hosts. As the number of memory detectors increases, the number of new detectors required 

will decrease, resulting in a reduction of computation time. More importantly, as the detection 

of intrusions continues, a gene library collects useful genes. Through gene library evolution, 

these genes define detectors that have already proved their usefulness by identifying anomalies. 

Since such detectors use only the most useful features of the profile at any one time, this 

removes the need for each local host to perform feature selection during profiling. This feature 

certainly reduces the overheads of local monitored hosts compared to the co-operative approach. 

The final example of efficiency in the system is provided by the gene expression process. This 

process allows the artificial immune model to generate a huge number of detectors from a small 

number of genes in the gene library. 
 

                                                           
1 Even though the novel evolutionary approach of the artificial immune model allows the secondary IDS’s to be lightweight, it may 
impose some more work on the primary IDS. To resolve this problem, it may be designed as a parallel array of the primary  IDS’s. 
For example, the first router which receives all network input packets outside a network domain can split network packets into 
groups of flow based on each connection. Then a number of different flow groups can be sent to each primary IDS. Each primary 
IDS will have the identical components that have been introduced in this paper and it generates specific detector sets and self 
profiles based on each connection. The specific detector sets and self profiles generated by an individual primary IDS are sent to the 
second router and this router can transfer them to a specific secondary IDS (a local host) within a domain. 
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Appendix. C.  
The Fields of Network Traffic Self-Profiles 
 
The following are the 33 fields that defined self profiles used in Chapter 4 Negative Selection 

Algorithm. 

Field Type Description  
Connection ID Numerical ID identifies each connection. 

Src_addr Nominal Source address 
Src_port Nominal Source port number 

Dest_addr Nominal Destination address  
Dest_port Nominal Destination port number 

Server Boolean True when a source host is a server. 
Src_user_app Boolean True when a source port is a user application. 

Src_port_vulner Nominal 5 different types of source port vulnerabilities.  
Src_port_firewall Nominal 6 different types of source port firewall strategies 

Dest_user_app Nominal True when a destination port is a user application. 
Dest_port_vulner Nominal 5 different types of destination port vulnerabilities 
Dest_port_firewal

l 
Nominal 6 different types of destination port firewall strategies 

NumberOfPackets Interval The number of sent packets for one direction of one 
connection 

Duration Interval Duration of one direction of one connection 
PacketRate Interval/ 

Ordinal 
The rate of number of sent packets per one direction of one 
connection (= NumberOfPackets / Duration) 

SentSYN Interval The number of SYN for one direction of one connection 
SentFIN Interval The number of FIN for one direction of one connection 
SentRST Interval The number of RST for one direction of one connection 

SentPUSH Interval The number of PUSH for one direction of one connection 
SentPUSHrate Interval/ 

Ordinal 
The rate of number of PUSH / number of packets for one 
direction of one connection 

Duplicate Interval The number of duplicate packets for one direction of one 
connection 

RateDuplicate Interval/ 
Ordinal 

The rate of duplicate packets for one direction of one 
connection ( = Duplicate / NumberOfPackets ) 

Missing Interval The number of missing packets for one direction of one 
connection.  

RateMissing Interval/ 
Ordinal 

The rate of missing packets for one direction of one 
connection (= Missing/ NumberOfPackets) 

OutOfOrder Interval The number of OutOfOrder for one direction of one 
connection 

RateOutOfOrder Interval/ 
Ordinal 

The rate of OutOfOrder for one direction of one connection 

Bytes Interval Bytes of sent packets for one direction of one connection 
BytesRate Interval/ 

Ordinal 
The rate of sent bytes per one direction of one connection     
(= bytes / duration) 

ConnectionReject
ed 

Interval The number of SYN when an initiator host did not receive 
acknowledgements for one connection 

SYNerror Interval For one connection, the number of sent SYN as 
acknowledgements when an initial host did not request the 
initiation of connections. 

Termination Nominal Termination type: normal, finFailure, finMistake, resetTerm, 
pushTerm, resetError, finaAckMissing, cutting 

WrongSize Interval The number of directions whose received bytes are larger than 
available buffer sizes within a connection 

RateWrongSize Interval The rate of directions whose received bytes are larger than 
available buffer sizes within a connection  
(= wrongSize / duration ) 
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Appendix. D. Setting Activation Threshold and 
Life Span Values in DynamiCS 
 
The section 6.5 Experimental Results 1: Examination of Complete Antigen Data presents 

thorough study of three important parameters of DyanmiCS: toleration period (T), activation 

threshold (A) and life span (L). Consequently, the experimental results suggest that if in a 

particular application the first priority is a low false positive error rate, and secondly the true 

positive detection rate, a T value that is large enough to show a sufficient FP rate should be 

found first regardless of A and L values.  This section provides additional discussion of how A 

and L can be chosen.  The following discussion considers the situation when T is set to a fairly 

large value in order to obtain a satisfactory FP rate. 

 

After a satisfactory FP rate is obtained by tuning T, A and L can be changed in order to get a 

satisfactory TP rate while still maintaining the FP rate. For instance, if there is a case showing a 

low FP rate but also presenting an unacceptably low TP rate, both lowering A and increasing L 

can guide the system to attain a higher TP rate.  Lowering A or increasing L affects the total 

number of detector activations.  However, these two similar outcomes have slightly different 

features.  In the first case, lowering A without increasing L, mature detectors activate when they 

match a smaller number of antigens that exist for a relatively short period.  Thus, memory 

detectors produced in this case will remember more specific antigen niches existing only for a 

relatively short period.  In contrast for the latter case, increasing L without decreasing A, mature 

detectors activate when they detect a sufficient number of antigens occurring for a longer 

period. Accordingly, generated memory detectors will have information matching antigens 

existing in various antigen clusters.  In summary, lowering A without increasing L leads the 

system to concentrate on matching more specific antigens, that is small niches of an antigen 

cluster selected for a short period of time. On the other hand, increasing L without lowering A 

lets the system detect large antigen niches possibly appearing for a longer period of time.  

 

Consequently, the danger of only lowering A is that generated memory detectors will have 

information matching more specific and smaller antigen niches existing only for a short period.  

Thus, if any environment constantly and frequently alternates the antigen distribution, this type 

of memory detectors will not contribute to increase the TP rate in the future.  This is because the 

antigens detected by these memory detectors possibly exist only for an initial short period and it 

cannot be guaranteed that they occur again in the future.  However, this is not a serious problem 

as long as they do not detect self antigens in the future and it does not require too much resource 

to store memory detectors. Thus, a more important concern is whether it activates by mistakenly 

detecting self antigens in the future. However, this problem can be mitigated by giving a large T 

value (see figure 6.8). Therefore, lowering A when T is large enough is not such a dangerous 
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idea but can be wasteful. This is because it produces many memory detectors matching small 

niches in the non-self antigen set, and these are not guaranteed to appear again in the near 

future. This strategy might let the system keep many memory detectors that do not contribute 

noticeably to increase the TP rate.  A more efficient strategy will keep memory detectors only 

when they are needed rather keeping them indefinitely. Therefore, this situation requires a way 

to handle generated memory detectors that aim to ensure that they exist only when they are 

needed. Another danger of only increasing L without lowering A is that all detector activations 

might omit to match small niches existing in an each antigen cluster (see figure 6.12).   

 

The appropriate decisions about lowering A or increasing L, or both, will be different according 

to the given environment.  For instance, if we know that the distribution of an antigen subset 

presented at each generation will appear again in a near future, lowering A can be a good idea 

that can boost TP rates by detecting small niches. However, if any situation shows that the 

distribution of antigen subsets presented over time changes substantially, lowering A and 

keeping memory detectors cannot be such a good idea. In addition, increasing T and L can also 

be equally bad for similar reasons.  Since larger T and L imply keeping a larger number of 

immature and mature detectors that are not qualified to activate yet, increasing T and L can be 

an impractical idea, although they can reduce FP rate and generate more general and efficient 

detectors.  
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