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Abstract 
 

A vast number of natural systems are referred to as complex since they are characterised 

by numerous interactions between their constituent components. From an evolutionary 

perspective this interconnectivity means that the fitness of each component depends on 

other components, thus theoretically making complex systems highly non-evolvable. 

Yet continuous and ubiquitous existence of complex systems suggests an evolutionary 

mechanism or mechanisms which overcome this challenge. Several mechanisms, such 

as modularity, genetic crossover and neutrality have been proposed and are actively 

investigated.  

 

By understanding the mechanisms which make complex systems evolvable it may 

become possible to understand how complex systems evolve and to potentially 

influence the future evolution of such systems. However, the vast majority of studies 

investigating evolvability of complex systems ignore the fact that all natural complex 

systems undergo complexification, either through the addition of new components or an 

increass in system interconnectivity, at some point during their evolutionary history. 

This thesis investigates the evolutionary impacts of complexification by comparing the 

evolvability of complexified and non-complexified NK, Ising spin glass and custom 

designed multi-agent systems.  

 

The results show that gradual complexification significantly improves evolvability in all 

three cases. This important result suggests that natural complex systems are 

significantly more evolvable than predicted by current theory and that the evolutionary 

challenges currently associated with complex systems may in fact be overstated. These 

results are explained by noting that each stage of system complexification results in a 

new fitness landscape and, under certain circumstances, this process biases the evolving 

system towards the basins of attraction associated with relatively fitter optima than 

would be reached if only one fitness landscape was considered and no such bias existed.  
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1 Introduction 
 

The history of science shows that reductionism, as a scientific paradigm, has been 

immensely successful (Gribbin 2002). In a reductionist paradigm it is assumed that the 

behaviour of the system as a whole can be understood by focusing on the behaviour of 

the system’s fundamental components. The kinetic theory of gasses is a good example, 

by considering the motion of individual molecules it is possible to accurately predict 

global properties of the gas system such as pressure, volume and temperature (Gribbin 

2002). 

 

Reductionism works well on systems which are linear, specifically additive, which 

means that the behaviour of each component within the system is independent of the 

behaviour of other components. However, a huge number of systems such as cells, 

genes, proteins, ant hills, neural networks, corporations, the global economy, 

international relations and others are non-linear and the behaviour of components in 

such systems is influenced by other components (Ball 2004; Cohen and Stewart 1994; 

Gribbin 2004; Johnson 2001). Such systems are collectively referred to as nonlinear 

dynamical systems, or complex systems which acknowledges the fact that interactions 

between the system’s components are central to the systems overall behaviour. 

 

Because of the non-linear nature of complex systems the reductionist paradigm had to 

be replaced by different approaches that acknowledge that constituent components of 

complex systems exhibit a high degree of interaction. For example, in order to 

understand the behaviour of a nation state it is not sufficient to analyse the internal 

dynamics of that state, one also has to pay attention to the behaviour of other states 

(Axelrod and Bennett 1993; Buchanan 2001; Galam 1999; Pattee 1973). Similarly, if 

one is to understand the behaviour of ants it would be futile to analyse an ant in 

isolation from other ants in the ant hill (Johnson 2001; Julian and Cahan 1999; Julian 

and Fewell 2004). Both the behaviours of the state and the ant are examples of 

contextual dependence. By appreciating that complex systems are composed of highly 

interactive components the scientific community has became aware of the challenges 
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associated with understanding such systems (Brenner 2004; Kitano 2002; Levesque and 

Benfey 2004). 

 

In addition to making them difficult to understand, the non-linearity of complex systems 

should, at least in theory, make such systems difficult to evolve or optimise since the 

components of such systems cannot be ‘worked on’ independently (Pattee 1973; 

Whitlock, Phillips, Moore, and Tonsor 1995). For example, genes do not operate as 

individual units but up and down regulate each other creating gene regulatory networks 

(Espinosa Soto, Padilla-Longoria, and varez-Buylla 2004; Featherstone 2002), the 

alteration of a single gene under evolutionary pressure may adversely affect the entire 

network. Similarly, certain genes have pleiotropic effects so that alteration to one gene 

affect several phenotypic traits simultaneously (Stern and Tokunaga 1968). The fitness 

contribution of certain phenotypic traits has to be considered in the context of other 

phenotypic traits, what might be good in one context may be detrimental in another 

context. Since the fitness of each component within a complex system depends on the 

state of other components, the overall fitness of complex systems is characterised by 

multiple fitness optima, which means that evolutionary processes may find a relatively 

poor solution when potentially a much better solution could have been found (Whitlock, 

Phillips, Moore, and Tonsor 1995). 

 

The existence of multiple local fitness optima for complex systems has lead to a huge 

amount of research effort trying to understand whether natural systems do in fact get 

stuck on poor local fitness optima and what mechanisms, if any, allow evolving 

complex systems to escape such optima. A notable discovery in this field is the 

existence of neutral fitness plateaus in the fitness landscapes of RNA molecules (Ancel 

and Fontana 2000; Gruner, Giegerich, Strothmann, Reidys, Weber, Hofacker, Stadler, 

and Schuster 1996; Ohta and Gillespie 1996; Schuster, Fontana, Stadler, and Hofacker 

1994) that connect local fitness optima allowing an evolving population to escape. 

Another mechanism is genetic recombination, which allows populations on different 

local fitness optima to combine certain aspects of their genetic code and jump to a new 

location in the fitness landscape while not having to go ‘down the fitness valley of 

death’ (Mitchell, Holland, and Forrest 1994; Watson 2001). There are further proposed 
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mechanisms allowing for the escape from local fitness optima, such as Conrad’s 

extradimensional bypass hypothesis (Bongard and Paul 2001; Cariani 2002; Conrad 

1990), Wright’s shifting balance theory (Wright 1982) and others (Crutchfield 2003).  

 

Since complex systems are ubiquitous, understanding their evolution is related to some 

of the most fundamental questions of science. For example, how did life on Earth first 

evolve, how are biological life forms currently evolving (Anderson 1983; Kauffman 

2002; Nokura 2003) how do proteins evolve (Macken and Perelson 1989) and fold 

(Bryngelson, Onuchic, Socci, and Wolynes 1995)? Why do social institutions behave in 

the way they do (Ball 2004; Mitleton-Kelly 2003)? Is the behaviour of economic 

systems similar to other biological systems (Arthur 1999) and can international relations 

be studied with the same models as proteins and gene regulatory networks (Axelrod and 

Bennett 1993; Buchanan 2001; Galam 1999)? By answering these and similar questions 

researchers are not only aiming to understand the evolution of particular systems but 

hope to discover fundamental and universal rules governing the way complex systems 

adapt to their environment (Walby 2004). The study of complex systems evolution is 

predominantly conducted with the use of computer models such as the Ising spin glass 

model, which exhibit complex systems characteristics (Stein 2004), or Kaufmann’s NK 

networks, which are inspired by the way multiple interacting genes add to fitness 

(Kauffman 2002). 

1.1 Research problem 

 

There is however a potential problem with the current models used to investigate the 

evolution of complex systems, they overwhelmingly assume that complex systems are 

structurally static. For example, in many NK models the state of each gene is dynamic 

but the interactions between the genes and the number of genes being modelled remains 

static for the duration of the experiment. While experiments with different gene 

interaction patterns are conducted, e.g. modular gene interaction patterns (Perelson and 

Macken 1995), the interaction patters are unchanged during the experiment. A rare 

exception is Altenberg’s approach of evolvable epistasis in NK models (Altenberg 

1997). In natural genomic systems the interactions between genes and the number of 
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genes within the overall genome are simultaneously under evolutionary pressure 

(Altenberg 1995). Similarly, Ising spin glass models with a static number of 

components and weights are used to model complex systems whose number of 

components and interactions are in fact dynamic (Anderson 1983). 

 

While studies of complex systems are often associated with a non-reductionist paradigm 

since no one part of the system can be taken out of context and studied independently, it 

appears that, by restricting the scope of research to single static structures, reductionism 

has managed to creep in through the back door. The omission of structural dynamics in 

the studies of evolvability raises a distinct possibility that an important part of the 

puzzle in our understanding of complex systems evolution is lost. The focus on a single 

structure of a complex system is epitomised by the use of single fitness landscapes to 

represent the evolvability of such systems (Smith 2002; Weinberger 1990). While this 

approach ensures that state dynamics of the system are considered, i.e. the way in which 

each component of the system can change, it completely ignores structural dynamics, 

i.e. the way in which the number of components and their interactions can also change. 

If structural dynamics are to be taken into account when dealing with evolvability, a 

multitude of fitness landscapes are required, one per underlying structure. 

 

A broader and more encompassing approach in the study of complex systems evolution 

has to embrace the fact that complex systems are by and large structurally dynamic 

(Barabasi and Albert 1999; Teichmann and Babu 2004). While this new approach 

would not negate the ideas of fitness landscapes nor the existence of local fitness optima 

it may expand the current theoretical framework in a manner similar to the way in 

which Relativity theory encompassed the special case of Newtonian mechanics (Greene 

1999). The evolution of structurally static complex systems may be viewed as a special 

case in a much larger population of cases. If it is found that structural dynamics have a 

profound influence on the evolvability of complex systems a considerable shift in 

research may be required and the results of previous studies may have to be re-

interpreted with potentially wide reaching implications.  
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The results of studies into prebiotic evolution, protein evolution and protein folding, the 

evolution of biological organisms and ecosystems, the study of adaptation in human 

organisations, the study of economics as well as the study of international relations 

which relay on structurally static complex systems models may have to be re-

interpreted. In addition, the current theoretical framework used to understand the 

evolution of complex systems may also have to be re-formulated in order to 

accommodate potentially new results and ideas. This new perspective on the evolution 

of complex systems may also influence engineering where the optimisation of complex 

systems is important. 

 

While structural dynamics can take many forms this work focuses on just one area of 

structural dynamics referred to as ‘complexification’. The term complexification is used 

here to describe some form of structural change that makes a complex system more 

complex than it already is. In particular, given that a fitness function of a particular 

system is non-additive the complexification of the system will make that fitness 

function even less additive. Put differently, complexification can be described as a 

system change that increases the non-linearity of the system’s fitness.  

 

Three types of complexification are considered in this work. First, the number of 

connected components in the system can increase, resulting in overall system growth 

(Barabasi and Albert 1999). This is a very common type of change in natural complex 

systems, the increasing number of genes in certain lineages over evolutionary time 

(Smallwood, Wang, and Nathans 2002; Teichmann and Babu 2004) or the human 

population increase (Livi-Bacci 2001) being good examples. Second, the intensity of 

existing interactions between components can increase over time. Third, new 

interactions between existing components can be introduced into the system. The 

progressive integration of world populations (Fernandez-Armesto 1995) or a 

progressive integration of the world economy (Feenstra 1998) being good examples for 

the second and third case. For the rest of this thesis all three types of structural change, 

the addition of new components, the increase in intensity of existing interactions and the 

increase in number of interactions between existing components, will simply be referred 
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to as complexification of complex systems. For an interesting study into the 

complexification of complex systems see Kaufmann’s Investigations (Kauffman 2002). 

1.2 Hypothesis 

The main purpose of this thesis is to investigate whether complexification of complex 

systems impacts on evolvability, in particular, whether gradual complexification of a 

complex system improves its evolvability. This will be done by testing the following 

hypothesis: 

 

Gradual complexification of complex systems improves evolvability. 

 

The hypothesis will be tested on a number of computer models and the construction of a 

theoretical framework explaining the results will be attempted. It should be noted that 

this work does not investigate the underlying reasons and mechanism by which 

complexity increases, rather this work focuses on the evolutionary effects of 

complexification. Put simply, the question being asked here is not why complex systems 

evolve but how complex systems evolve. This is explained in more detail in section 3.1.  

 

The hypothesis essentially states that a system which undergoes gradual 

complexification is more evolvable than a system which does not undergo gradual 

complexification. However, since the hypothesis gives no information about the starting 

or finishing level of the system’s complexity the hypothesis can be somewhat 

confusing. In order to clarify this it should be noted that in all the relevant experiments 

conducted in this work the starting level of complexity of one system is always at a 

lower complexity than the other system. The system with a lower level of complexity is 

then gradually complexified until the two systems have the same level of complexity. 

This clarification is very important, if the two systems being compared were to have the 

same level of complexity at the start of the experiment and one of the systems was then 

complexified the hypothesis may appear as a tautology since increased complexity, 

especially the increase in the number of components, may automatically be interpreted 

as in increase in evolvability. Section 3.1 provides more details.    
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1.3 Scope and Definitions 

 

• Complex system: Because the idea of a complex system encompasses such a 

huge range of systems and phenomena there are no formally accepted definitions 

of complexity. However, because the entire focus of this work is on evolvability, 

a complex system is simply defined as a system that is composed of two or more 

components which can exist in two or more states. Each component contributes 

to the overall fitness of the system. Some of the components of the system are 

connected so that the fitness contribution of any one component depends on the 

state of itself as well as the components it is connected to. Under such a 

definition the existence of local fitness optima is dependent on the number of 

interactions between components thus allowing for the study of complexification 

and evolvability.  

• Gradual Complexification: Complexification is defined as any change in the 

complex system that results in the system being more non-linear than it currently 

is. Three methods are employed in this work to achieve complexification. The 

first method is to connect a new component to the existing complex system. In 

natural system this type of complexification usually follows the rules of 

preferential node attachment (Barabasi and Albert 1999; Jeong, Neda, and 

Barabasi 2003) however in this work random node attachment is used. The 

second method used is the addition of new connections between already existing 

components. In genetics this would amount to the establishment of a new 

epistatic connection between genes. Finally, complexification is also achieved 

through an increases in the intensity of existing connections. The term gradual is 

used to indicate that the rate of complexification is relatively low compared to 

the maximum possible rate.  

• Evolvability: Evolvability is the ability of an evolving system to generate 

variants of itself that are fitter than the current system (Smith 2002; Wagner 

1996; Welch 2003). Due to the relative simplicity of the models used in this 

work evolvability will simply be measured by the maximum fitness obtained on 

a given system over a set amount of time relative to the maximum fitness 

obtained by a “control” system. Evolution will be modelled with a simple 
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genetic algorithm using a single point crossover or a hillclimber optimisation 

method. 

• Improves evolvability: The degree to which evolvability of a complex system is 

improved by complexification will be assessed by investigating whether there 

are statistically significant increases in fitness between complexified and non-

complexified systems.  

 

1.4 Objectives 

To provide evidence for the hypothesis above, the following objectives need to be 

satisfied: 

 

• Assess relevant literature  

Assess the current knowledge of evolvability of complex systems, fitness 

landscape theory, relevant optimisation algorithms, models of complex systems 

and potential relationships between complexification of complex systems and 

their evolvability.   

• Find appropriate models of complex systems  

Find models of complex systems that are characterised by a non-linear fitness 

function leading to numerous local fitness optima. The models are to be 

modified in order to accommodate complexification through the modification or 

addition of new interactions at random locations and/or the addition of new 

components.  

• Measure effect of complexification on evolvability 

Compare the evolvability of complexified and non-complexified complex 

systems using the selected models. The optimisation algorithm used to maximise 

fitness is to be determined once each model has been selected.   

• Place results into appropriate theoretical framework 

Place experimental results into an existing theoretical framework or construct a 

new framework if no appropriate framework exists. 
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1.5 Thesis contributions 

In the course of meeting the stated objectives, this work makes several significant 

contributions to knowledge: 

 

• Experimental evidence showing that gradual complexification of three different 

complex systems (multi-agent system, Ising spin glass and the NK model) 

significantly increases the evolvability of all three systems.  

• Introduction of a novel theoretical concept, the fitness meta-landscape with its 

offspring and spontaneous optima, which acknowledges that every structure of a 

complex system is associated with an individual fitness landscape.  

• Experimental results showing that offspring optima in the Ising spin glass fitness 

meta-landscape are fitter than other spontaneous optima, these results are used to 

explain why gradual complexification increase evolvability.  

• Experimental results elucidating the shape if the Ising spin glass meta fitness 

landscape leading to several predictions about the evolution of natural complex 

systems.  

 

1.6 Thesis structure 

The thesis consists of a Background section that begins by defining the notion of a 

complex systems and fitness landscape which are both extensively used. The 

Background section then deals with the evolutionary problems associated with complex 

systems and the impact of modularity on evolvability, finally concluding by noting that 

all known evolving natural complex systems undergo some form of complexification 

during their evolutionary history yet this complexification is ignored in the 

overwhelming majority of studies, thus ignoring a potentially very significant aspect of 

evolution.  

 

The Methodology chapter re-states the problem and hypothesis being investigated in 

formal terms and gives an overview of the results’ significance. Each one of the five 

conducted experiments is then described in detail using flow charts. The Methodology 
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chapter concludes by describing two models of evolution which are used, the 

hillclimber optimisation algorithm and the genetic algorithm.  

 

Chapter 4, Chapter 5, and Chapter 6, describe the experimental procedure and results of 

comparing the evolvability of complexified and non-complexified Ising spin glass, NK 

and multi-agent models respectively. Chapter 7, the final experimental chapter describes 

the results of two experiments that are used to understand the underlying mechanism 

which lead to the results obtained in Chapter 4.  

 

Chapter 8, the Conclusion chapter begins by once again summarising each chapter. 

Specific parts of the thesis are then highlighted in order to show how each objective was 

met. A detailed list of each thesis contribution is then provided. A large section of the 

conclusion discusses the implication of the results as well as presenting some specific 

testable predictions about the evolution of complex systems. The chapter concludes by 

noting several promising directions this work could move in.  
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2 Background 
 

This chapter reviews certain key concepts and previous studies relating to the evolution 

of complex systems. First, the term complex is disambiguated and the scope of this 

work is further defined. The non-linearity of complex systems is then described. This is 

followed by a more detailed analysis of evolution and evolvability leading to the 

concept of fitness landscapes. The autocorrelation of time series method for measuring 

landscape ruggedness is introduced. This is followed by a detailed analysis of why non-

additive systems are likely to be characterised by local optima. It is then argued that 

modularity increases evolvability only when a very strict definition of evolvability is 

used, if the definition of evolvability is somewhat relaxed the impact of modularity is 

less straightforward. The final part of the chapter notes that an overwhelming majority 

of studies into the evolvability of complex systems focuses on systems with a static 

structure while most natural complex systems are in fact structurally dynamic. The 

potential significance of this shortcoming is explored.  

 

2.1 Complex systems 

 

The term complex is used in a several different ways. Here, the terms will be somewhat 

disambiguated with a caveat that any such attempt is likely to be subjective and 

focussed towards the objectives of this work. The term complex appears to be used in 

three different, yet at times overlapping areas. First, the term deals with the definition 

and measurement of complexity of different systems. Often a measure of biological 

complexity is attempted in order to investigate whether evolution leads to an increase in 

complexity (Adami, Ofria, and Collier 2000).  

 

There are many proposed measures, McShea for example argues that biological 

complexity could be equated with the number of functions an organism can perform. 

Since functionality is difficult to measure directly the number of independent 

phenotypic parts can be used as a proxy for the number of functions (McShea 2000; 

McShea 1996). This approach is still not completely satisfactory since the identification 
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of parts may still be ambiguous. Adami proposes an information based measure of 

genomic complexity which can be used to infer the complexity of the underlying 

organism. The attraction of this approach is that genomes can now readily be sequenced 

and they are amenable to mathematical characterisation (Adami 2002). Unfortunately, 

the approach does not appear to adequately deal with the effects genetic epistasis can 

have on such a measure. In general, most complexity measures are based on some form 

of information or Kolmogorov complexity but all have certain deficiencies and none 

have been widely accepted.  

 

As Wolpert and Macready noted, the lack of a formal definition of complexity may be 

attributed to the fact that in most cases an extensive model is constructed before any 

specific empirical data is considered; “Rather than being data-driven, such model-

driven approaches are based on insight, or experience based gleaned in other fields” 

(Wolpert and Macready 1999). They propose a very attractive empirical measure; self-

dissimilarity between different scales, which can be used to measure a host of systems 

and appears to be generally applicable. 

 

The term complex is also used in studies of network topologies where networks with 

scale free and small world topologies are considered complex. In such studies the 

mechanisms which give rise to particular topological structures are often investigated, 

for example Barabasi explores the idea that  the addition of new vertices to already well 

connected nodes, a process referred to as preferential node attachment, leads to 

networks with scale-free power-law distributions of vertex connections which are 

observed in nature (Barabasi and Albert 1999; Jeong, Neda, and Barabasi 2003). Certain 

studies exploring network topology also deal with network information capacity and can 

therefore be linked with the above described measurements of complexity (Sole and 

Valverde 2004).  

 

The final and largest area of research using the term complex deals with the study of 

dynamic complex systems. While there are no universally accepted formal definitions of 

complex systems there exists a general consensus that the salient aspect of complex 

systems is the fact they are composed of multiple interacting components and such 
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interactions give rise to many interesting non-averaging properties. Johnson for example 

states that a complex system contain “multiple agents dynamically interacting in 

multiple ways, following local rules and oblivious to any higher-level instructions” 

(Johnson 2001). Similarly, when describing economic systems Ball noted that “The 

economic system is a surprisingly interactive one. Traders influence one another 

directly: A rush to buy or sell a particular asset can prompt others to do the same… 

Moreover, agents influence each other indirectly. The choices they make have a direct 

effect on prices - which in turn affects the choices of others.” (Ball 2004). The focus of 

this work is on the behaviour of complex systems and as such the interactions between 

components take centre stage while measurements of complexity or complex topologies 

are only briefly mentioned when necessary.  

 

The interactions between components within complex systems gives rise to a host of 

interesting and well investigated properties. Kaufmans and Wuensche’s work for 

example shows that state transitions within complex systems can best be understood in 

terms of basins of attractions (Kauffman 2002; Wuensche 2004). Others have focused 

on hierarchical emergence (Pattee 1973) or the potential memory storage of complex 

systems such as neural networks (Bishop 1995; Duda, Hart, and Stork 2000,Wuensche 

2004). Complex systems exhibit the very interesting properties of self-organisation 

(Kauffman 1993), self-organised criticality (Bak 1996) and emergence (Johnson 2001). 

The phenomenon of self organised criticality has been extensively investigated by Par 

Bak with his send pile model (Bak 1996) and the concepts of self-organised criticality 

have been used to explain phenomena as diverse as earthquakes, forest fires, economic 

fluctuations as well as wars (Buchanan 2001).  

 

The specific focus of this work is on the evolvability (and adaptability) of complex 

systems, an area which has received an extensive amount of attention. Understanding 

the evolution of complex systems is challenging because such systems are non-linear, 

i.e. they are both non-homogenous and non-additive (Grossman and Katz 1972; 

Oppenheim and Willsky 1997; Proakis and Manolakis 1996). A function f is considered 

homogeneous if it exhibits the following property: 
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Equation 2.1 

 

where α is a scalar and x is the argument. A function f is additive if:  
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Equation 2.2 

 

where x and y are arguments. Linear systems are extensively studied in the filed of 

signal processing where the property of homogeneity is often illustrated in the form of a 

signal input and a corresponding system output (Oppenheim and Willsky 1997; Proakis 

and Manolakis 1996). In a homogenous system the magnitude of an input into a system 

is matched by a proportional magnitude of change in the systems output, this is 

illustrated in Figure 2.1. 

 

Figure 2.1: Homogeneity from a signal processing perspective.  
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The magnitude of change in a homogenous system only depends on the magnitude of 

the input into the system while in a non-homogenous system the magnitude of change 

depends on the magnitude of the input as well as the current state of the system. Put 

more simply, in a non-homogenous system a constant change in input is not correlated 

with a constant change in system output (Oppenheim and Willsky 1997; Proakis and 

Manolakis 1996). This is illustrated in Figure 2.2, where the progressively increasing 

magnitude of inputs is not matched by a progressively increasing magnitude of outputs.  

 

 

Figure 2.2: Non-homogeneity from a signal processing perspective.  

 

The additive property means that each part of the system is completely independent 

from other parts of the system. An example of an additive system illustrated from a 

signal processing perspective is given in Figure 2.3; Input1 + Input2 = Input3 and since 

the system is additive Output3 = Output1 + Output2.  
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Figure 2.3: Example of an additive system 

 

In non-additive systems the relationship given by Equation 2.2 does not hold, the 

components of the system cannot be treated independently. An example of a non-

additive system is illustrated in Figure 2.4; Input3 = Input1 + Input2 but because of the 

non-additive nature of the system Output3 ≠ Output1 + Output2. 
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Figure 2.4: Example of a non-additive system 

 

Complex systems are non-additive because the components within such systems are 

interconnected and the relationship in Equation 2.2 does not hold. The non-additive 

aspect of non-linear system is very significant from an evolutionary standpoint because 

it means that each component of the system cannot evolve independently of other 

components as improvements in one component may simultaneously reduce the fitness 

of other components (Whitlock, Phillips, Moore, and Tonsor 1995). In order to better 

understand the relationship between non-linear systems and evolvability the next section 

introduces the fitness landscape, a powerful concept used to understand evolvability.  
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2.2 Fitness Landscapes 

 

Evolution can be considered a process which constantly increases the fitness of a given 

species through the accumulation of beneficial genetic variation (Dawkins 1989; Jones 

1999) and can therefore be viewed as an optimisation of a fitness function. As 

Weinberger noted: “ There has been considerable interest in considering evolution as a 

combinatorial optimisation problem, that is, a problem in finding the best of a large but 

finite number of possibilities. Biologists, such as Kauffman and Levin have embraced 

this paradigm in the hope that they might learn something about evolution.” (Kauffman 

and Levin 1987; Weinberger 1990). Similarly, Hordijk states that evolution:  “searches 

for solutions, encoded in genotypes, for the problem of finding fit organisms that are 

capable of reproduction.” (Hordijk 1996). Although at first glace this definition seems 

to ignore the complexities of evolution, it makes no statement about how fitness is 

increased which means that this definition is flexible to include both simple and 

complex models of evolution.  

 

From a mathematical perspective the process of optimisation, maximisation in 

particular, is defined as a search for a particular solution which maximises some 

function, in case of evolution the function being maximised is called the fitness function 

since it assigns a fitness to every possible solution and is defined as: 

  

f : X ℜ  

 

Equation 2.3 

where X is a set of states or solutions and ℜ  is the set of real numbers (Stadler 2003; 

Wolpert and Macready 1994). Maximisation of function f can be defined as: 
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Equation 2.4 
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The way in which the fitness function f is maximised depends on the optimisation 

algorithm sometimes also known as the search algorithm. It is common to consider the 

optimisation algorithms performing two functions; arranging solutions in set X 

according to some rule resulting in a configuration structure and then navigating this 

structure by moving from solution to solution, or sets of solutions. The solutions are 

arranged so that “ points that are reachable from each other by one application of the 

search operator are connected” (Hordijk 1996). The operator which arranges the 

solutions in set A is known as the distance, nearness, move or neighbourhood operator 

(Reidys 2002). It is important to stress that set A, the set of all possible solutions related 

to function f, has no particular order or structure before an optimisation algorithm is 

applied it (Jones 1995).  

 

The assigning of fitness to every point in set X and the relative arrangement of such 

points by the optimisation algorithm’s move operator leads to the concept of the fitness 

landscape, initially proposed by the biologist Wright in 1932 (Wright 1932). When 

discussing the idea of a fitness landscape Stadler says that “Implicit in this idea is both 

a fitness function f that assigns a fitness value to every possible genotype (or organism), 

and the arrangement of the set of genotypes in some kind of abstract space that 

describes how easily or frequently one genotype is reached from another one.” (Stadler 

2002). The simplest way to visualise a fitness landscape is to imagine hills and valleys 

of natural landscapes and to imagine that every point in the landscape represents a 

solution while the height of every point in the landscape represents the fitness of that 

solution.  

 

A fitness landscape (Reidys 2002) is therefore a triple (X, x, f) where 

• X is a set of all the possible solutions or configurations 

• x is some notion of distance, nearness or accessibility, i.e. the move operator, 

which determines the relative arrangement of solutions.  

• f is the fitness function such that f : A ℜ  
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It is important to stress that there is no fitness landscape, at least in any meaningful 

sense, before a move operator has arranged all the solutions in the set X and each 

solutions has been assigned a fitness (Jones 1995). In case the move operator is 

recombination it becomes difficult to represent the configuration space with a simple 

graph where each vertex represent a single genotype, as would be possible with single 

bit flip mutation operator (Stadler and Wagner 1997).  

 

This leaves several possibilities, each vertex can either represent an entire population or 

two pairs of genotypes so that a di-graph is obtained (Jones 1995). Gitchoff and Wagner 

used a different approach, they left each vertex to represent a genome but changed the 

edges to hyperedges where the hyperedges are the sets of all recombinants that can arise 

from the recombination of two types (Gitchoff and Wagner 1996). This latter approach 

is useful because it shows that string recombination spaces and point mutation spaces 

are homomorphic. 

 

Stadler et al however noted the shortcoming of Gitchoff and Wagner’s hyperedge 

approach “since they do not indicate which pair of types produces which set of 

recombinants, i.e. which hyper-edge arises from which mating” and combined the 

hyperedge approach with the di-graph approach to create a new type of recombination 

mapping called P-structures which: ”are mappings of pairs of types to the hyper-edge of 

the hypergraph” (Stadler, Seitz, and Wagner 1999). The point to note is that irrespective 

of the move operator and type of representation the fitness landscape is such that 

solutions which can be accessed from each other are connected in the underlying graph.  

 

The fitness landscape is n dimensional, where n–1 dimensions correspond to certain 

changeable parameters of the system while the final dimension corresponds to the actual 

fitness of the system (McGhee 2006). The conceptually simplest fitness landscape is 

two dimensional, one dimension represents the values of a particular parameter while 

the other dimension corresponds to fitness (McGhee 2006). An example of such a 

simple fitness landscape, as summarised form (McGhee 2006),  is given in Figure 2.5 

whish is characterised by local minima (d), global minima (b), local maxima (a)(e) and 
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global maxima (c). In case there are 2 parameters related to fitness the fitness landscape 

will be 3 dimensional, as illustrated in Figure 2.6, (McGhee 2006).  

 

 

Figure 2.5: 2D fitness landscape 

 

 

Figure 2.6: 3D fitness landscape, two parameter dimension and one fitness dimension. 
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The second function of the optimisation algorithm, once the fitness landscape emerges 

from the interaction between the move operator and fitness function, is to navigate the 

fitness landscape by moving from some initial solution, or set of solutions, to new 

solutions (Jones 1995). Since the move operator, by definition, arranges solutions in the 

fitness landscape according to the way in which one solution can become another 

solution the optimisation algorithm can only move from one point in the landscape to 

adjacent points (Reidys 2002; Reidys and Stadler 2001).  

 

In order to understand the dynamic behaviour of evolving populations navigating fitness 

landscapes the geometric properties of fitness landscapes are studied. As Kaufman 

noted: “We need a real theory relating the structure of the rugged multi-peaked fitness 

landscapes to the flow of a population upon these landscapes. “ (Hordijk 1996). While 

Stadler aims to “determine how geometric properties influence the dynamic behaviour.” 

of evolving populations (Stadler 2002). Some of the geometric properties of interest are 

basins of attraction, the number of fitness optima, ridges, saddle points, fitness valleys 

and fitness plateaus.  

 

When fitness landscape structure is measured the set of all possible solutions, the fitness 

function and the move operator are very often assumed to be constant. For example, 

when using a Fourier decomposition on a fitness landscape Stadler et al use a static 

move operator by assuming that: “the genetic variation is generated independently from 

natural selection acting on it” (Stadler, Seitz, and Wagner 1999). This appears to be in 

sharp contrast with the idea that evolvability itself can evolve. For example, Altenberg 

and Wagner both argue that the genotype phenotype map is under selection which in the 

context of fitness landscapes can be seen as evolution of the move operator (Altenberg 

2005; Altenberg 1995; Wagner 2001; Wagner and Altenberg 1996). Assuming a 

constant fitness function is also potentially problematic since most systems exist in a 

dynamic environment  and as such the fitness of particular behaviours is also likely to 

be dynamic (Lane 2003). Using a constant set of solutions to define a fitness landscape 

is also problematic. For example, when considering fitness landscapes of biological 

organisms gene duplication is ignored even though it has been shown that such 
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duplication is relatively common and can have considerable effects on evolution 

(Smallwood, Wang, and Nathans 2002; Teichmann and Babu 2004; Zhang 2003). 

 

The end of this chapter presents an in depth analysis of studies which use static fitness 

landscapes to describe the evolvability of systems which is better defined in terms of 

dynamic fitness landscapes, either because such systems are characterised by a dynamic 

move operator, dynamic fitness function or dynamic number of possible solutions. The 

focus of this work is to investigate the potential shortcomings of using a static fitness 

landscapes to describe the evolvability of complex systems which undergo 

complexification during their evolutionary history.  

2.2.1 Measuring Ruggedness 

 

By understanding the structure of fitness landscapes it is hoped that the behaviour of 

evolving populations or other adaptive systems moving along such landscapes can be 

understood, in particular  “the structure of landscapes can reflect how easy or difficult it 

is for a search algorithm to find good solutions” (Hordijk 1996). One of the most 

common measures of fitness landscape structure is ruggedness which is related to the 

number of fitness optima. “The number of local optima is a measure for the 

“ruggedness” of a landscape. Richard Palmer (Palmer 1991) for instance suggests to 

call a landscape f rugged if the number Mf of local optima scales exponentially with 

some measure of “system size” such as the number of cities in a TSP or the number of 

spins in spin glass.” (Palmer 1991, Stadler 2002). In case the evolving/adapting systems 

constantly improves fitness a rugged landscape will be one of the most important 

features of a fitness landscape since getting stuck on local fitness optima will be 

problematic. 

 

Evolvability is defined as an ability of evolving system to generate variants of itself 

which are fitter than the current system (Smith 2002; Wagner 1996; Welch 2003). Since 

getting stuck on a local optima by definition means that no fitter variants/solutions can 

be generated, the normalised number of fitness optima is therefore a potential measure 
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of evolvability, as Hordijk noted: “The more rugged a landscape is the harder (in 

general) it will be to search on it for “good” solutions (high peaks)” (Hordijk 1996). 

 

Measuring the number of local fitness optima is difficult because it may simply be 

impossible to evaluate every possible state of a given system, such as a biological 

species, and even when it is possible to evaluate the fitness of every system state, such 

as in computer simulations, this is very often unfeasible due to the large number of 

computations steps necessary. See (Gruner, Giegerich, Strothmann, Reidys, Weber, 

Hofacker, Stadler, and Schuster 1996) for an interesting case of exhaustive enumeration 

of a small natural fitness landscapes.  

 

A way to overcome these problems is to sample small parts of the landscape, assume 

that the landscape is statistically isomorphic and then infer the level of ruggedness, i.e. 

the amount of local optima, of the entire fitness landscape according to the measured 

sample. One way to achieve this is to obtain a fitness value series and then conduct an 

autocorrelation analysis (Hordijk 1996; Smith 2002; Stadler 1996). A fitness value 

series is obtained by picking a random point in the fitness landscape and recording its 

fitness. A random neighbour of this point is then selected and the fitness value of this 

new point is again recorded. This process is continued and once a large fitness value 

series is obtained an autocorrelation on the series is performed. The autocorrelation is 

the expected value of the product of a series with a shifted version of itself as given by: 
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Equation 2.5 

 

where Xi is the series in question, k is the number of steps by which the series is shifted, 

µ is the mean and σ
2
 the variance, as given by (Hordijk 1996). If the variance is not zero 

or infinity, the function is well defined and lies in the following range [-1,1]: 1 indicates 

complete correlation between the time series and a shifted version of itself, while -1 

indicates complete anti-correlation. The higher the autocorrelation for a given value of 

lag k the smoother the fitness landscape, assuming fitness landscape statistical 

isomorphism (Hordijk 1996).  
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However, since many natural systems are dynamic in the number of components 

(Macken and Perelson 1989; Smallwood, Wang, and Nathans 2002; Teichmann and 

Babu 2004; Zhang 2003) the fitness function (Lane 2003) or the move operator (Carter, 

Hermisson, and Hansen 2005; Wagner 1996) the underlying fitness landscapes of such 

systems are also dynamic. This means that the ruggedness measure may not actually be 

a suitable measure of evolvability/adaptability.  

2.3 Local Optima 

 

The existence of local optima is usually attributed to non-additive fitness function 

mappings because under such circumstances the maximisation of each fitness 

contribution depends on the simultaneous optimisation of multiple components which 

can lead to ‘conflict’ (Whitlock, Phillips, Moore, and Tonsor 1995). Figure 2.7 

illustrates an additive fitness function mapping while Figure 2.8 illustrates a non-

additive fitness function mapping, as discussed in (Kauffman 2002). 

 

 

 

Figure 2.7 Additive fitness function 

mapping 

 

 

Figure 2.8: Non additive fitness function 

mapping.  
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A very simple example of an additive fitness function mapping is a system with two 

components which can exist in a binary state, each with an associated fitness, see Table 

2.1, (Kauffman 2002; Weinberger 1991). Since the fitness of each  component only 

depends on the state of that component the overall fitness of the system can be 

maximised by maximising the fitness of component 1 (state = 1) and by maximising the 

fitness of component 2 (state = 0) independently of each other, producing a combined 

fitness of 1.3.  

 

  

Fitness of Component 1 

    

  

Fitness of Component 2 

  

           

State of C1   Fitness  State of C2   Fitness 

           

0  0.3  0  0.8 

1  0.5  1  0.2 

Table 2.1: Example of an additive fitness function. 

 

If the states of the system given in Table 2.1 are arranged according to minimum 

Euclidian distance a fitness landscape illustrated in Figure 2.9 is constructed where {00, 

01, 10, 11} are the states of the components with their associated fitness. Since the 

fitness of each component is independent there are no local fitness optima, (Whitlock, 

Phillips, Moore, and Tonsor 1995).  
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Figure 2.9: Euclidian distance of additive fitness function results in no local fitness optima.  

 

An example of a non-additive fitness function is given in Table 2.2 where the fitness of 

each component depends on its own state and the state of the other component, 

(Kauffman 2002; Weinberger 1991). If the fitness of component 1 is maximised the 

overall fitness of the system is 0.6 + 0.1 = 0.7. If the fitness of component 2 is 

maximised the overall fitness of the system is 0.7 + 0.1 = 0.8. However, the maximum 

fitness of the overall system is in fact 0.5 + 0.5 = 1.0 which is not achieved by 

maximising either components. If the states of this system were arranged according to 

Hamming distance they would lead to a fitness landscape with a local fitness optima, as 

illustrated in Figure 2.10, (Whitlock, Phillips, Moore, and Tonsor 1995).  

 

Fitness of Component 1 

   

Fitness of Component 2 

  

               

State of C1  State of C2  Fitness  State of C1  State of C2  Fitness 

              

0  0  0.1  0  0  0.7 

0  1  0.3  0  1  0.6 

1  0  0.5  1  0  0.5 

1  1  0.6  1  1  0.1 

Table 2.2: Example of a non-additive fitness function.  

(fitness = 0.5) 01 

11 (fitness = 0.7) 

10 (fitness = 1.3) 

00 (fitness = 1.1) 
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Figure 2.10: Euclidian distance of non-additive fitness function results in local fitness optima. 

 

The non-additive nature of the fitness function mapping given in Table 2.2 produces a 

fitness landscape with a local fitness optima. This example is illustrative of the fact that 

the fitness contributions of each component can be homogenous, as they are in the 

above examples, but if they are non-additive the existence of local optima is possible 

and in fact more likely than with additive fitness functions (Altenberg 1997; Whitlock, 

Phillips, Moore, and Tonsor 1995).  

 

2.4 Modularity 
 

If a highly non-additive system is characterised by many local optima then an additive 

system should be characterised by few local optima. A system which is relatively 

additive but not entirely is referred to as a modular system. Modularity is often 

championed as one of the main mechanisms by which evolvability increases (Hansen 

2003). Biological systems exhibit varying degrees of modularity, for example in the 

genotype (Espinosa Soto, Padilla-Longoria, and varez-Buylla 2004; Segre and DeLuna 

2004), the mapping between genotype to phenotype (Ancel and Fontana 2000; Mezey 

2000; Stern and Tokunaga 1968) the phenotypic level (Hartwell 1999; LeDoux 1996; 

Mezey 2000). It is suggested that modularity increases evolvability.  

00 (fitness = 0.8) 

(fitness = 0.9)  01 

11 (fitness = 0.7) 

10 (fitness = 1.0) 

Global fitness optima Local fitness optima 
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While there are no universally accepted definitions or metrics of modularity there is a 

well accepted, general and intuitive understanding of modularity as something that is a 

whole yet not entirely independent. Schlosser states that: “Modules are a special kind of 

parts, namely, parts that constitute some kind of integration and autonomous unit” 

(Schlosser 2004). When discussing the genotype phenotype map Wagner states: “By 

modularity we mean a genotype phenotype map in which there are few pleiotropic 

effects among characteristics serving different functions, with pleiotropic effects falling 

mainly among characters that are part of a single functional complex” (Wagner 1996).  

 

A modular design, especially in the genotype phenotype map “is expected to improve 

evolvability by limiting the interference between the adaptations of different functions” 

(Wagner 1996). While Rainey states that the modular nature of the genotype phenotype 

map meant that: “… changes that occur within one complex have less chance of 

impacting negatively on others” (Rainey and Cooper 2004). Similarly, Yang argues that 

phenotypic modularity allows individual characters to evolve in response to selection 

pressures “with little or no associated, and possibly detrimental, effects on other 

characters” (Yang 2001). Modularity is supposed to aid evolvability because it results 

in a more additive systems and as such there will be less local optima in the fitness 

landscape, modularity essentially reduces the complexity of a complex system.  

 

There are however several arguments against modularity improving evolvability. The 

main argument is that modularity, especially modularity of the genotype phenotype 

map, will reduce the potential variance of a species because a single mutation will only 

affect a single character. While this is a not a problem under strong stabilising selection 

it a problem during directional selection. Hansen notes: “Thus, if there is strong 

directional selection, the addition of pleiotropic effect will enhance evolvability, as long 

as the mutational effects are not too large or stabilising selection too strong.” and adds 

“A certain amount of integration is likely to enhance evolvability of a character that is 

very maladapted, but as the character is becoming better adapted, the pleiotropy may 

become a constraint”. The results of empirical and simulation studies add weight to this 

idea (Carter, Hermisson, and Hansen 2005; Cheverud 1995; Cheverud 1996) yet there 
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are others such as Yang who strongly contested it: ”The characters in more modular 

clades will exhibit greater levels of variation due to their independence” (Yang 2001).  

 

While the fitness landscapes of non-modular systems should be characterised by local 

fitness optima the higher level of integration in such systems should afford such systems 

the ability of more complex responses and the ability to move into new ecological 

niches. Complex systems are therefore faced by a potential trade-off between high 

evolvability with low fitness on one hand and high fitness with low evolvability of on 

the other. Using a very simple model, the NK fitness function, Skellett has shown that 

the highest fitness optima are found for the most integrated systems with 

correspondingly rugged fitness landscapes (Skellett, Cairns, Geard, Tonkes, and Wiles 

2005). Numerous empirical studies, predominantly on plants, also support the notion 

that integration of phenotypic behavioural responses leads to increases in fitness, a 

study by Schlichting, for instance, demonstrated a significant positive correlation 

between the amount of behavioural integration and fitness in both the plant Phlox 

drummondii and the clover Trifolium repens (Schlichting 1989).  

 

Schilling notes: “The level of integration necessary for success in variable environments 

is not known. High integration, may restrict an organism to relatively few, discrete (or 

similar) environments, Conversely, low integration suggests a lack of coordination of 

traits - haphazard responses to conditions - which may produce phenotypes of low 

adeptness in most situations. Some intermediate level of integration would seem to be 

the best for organisms that encounter gradients of multiple environmental factors. 

These predictions beg for empirical tests” (Schlichting 1989). 

 

The impact of modularity on evolvability is highly dependent on the definition of 

evolvability used. If evolvability is simply defined as the lack of local optima in the 

fitness landscape then modularity is very likely to have a positive impact, unless the 

components of the system are highly non-homogenous. However, a very modular, 

almost additive system is not really complex and as Watson commented: ” If a system is 

structurally and functionally modular then it may be the case that its evolution is 

trivial” (Watson 2005). However, if the definition of evolvability is extended to 
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accommodate notions of speed by which fitness is improved and the overall fitness 

attained, the contribution of modularity to evolvability is no longer straightforward.  

 

2.5 Self-organisation, Emergence and Co-evolution  

 

The notions of fitness landscapes and evolvability, introduced in the previous section fit 

well with the classical understanding of evolution; changes to an evolving system 

gradually improve its fitness until a fitness optima is reached. The more interconnected 

the components the more rugged the fitness landscape. However, in addition to being 

associated with rugged fitness landscapes complex systems also exhibit self-

organisation, emergence and co-evolution.  

 

The property of self-organisation allows a system composed of many interacting 

components to constantly interact with each other thus dynamically altering the state of 

the components in the system. The states of the components keep changing until an 

attractor is reached, where an attractor can be a single state so that the components no 

longer change, or the attractor can be a limit cycle so that the system states are 

repeatedly encountered in a loop. This type of dynamic behaviour is self-organising 

since there is nothing external acting on the system and yet organisation or order in 

terms of attractor states is possible. A famous example of self-organisation are Benard 

cells (Bak 1996, Nicolis and Prigogine 1989). If water in a pan is heated to a high 

enough temperature a pattern of raising and descending columns of water appears. 

While energy is entering the system from outside the actual order observed in the water 

is not produced by an external source. The water was not “forced” to create the columns 

of hot and cold water, the pattern was self-organised.  

 

An abstract example may also prove useful in conveying the notion of self-organisation. 

Let us imagine that a given system is composed of 20 components and each component 

can be in one of two states. If all possible combinations of component states are allowed 

the total number of states of the system is 2
20

. However, if the system components are 

connected to each other so that the state of one component affects the state of other 
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components the system in question may be associated with basins of attractions. Let us 

imagine that the system has two basis of attraction leading to two point attractors. Under 

such circumstances irrespective of the initial conditions the system will settle on one of 

the two attractors. It will self-organise. The system can be perturbed or re-set and it will 

again self-organise by returning to one of the attractor states. Even though the system 

can exist in 2
20

 states it will settle on only two states, thus order is created.  

  

The concept of self-organisation suggests that natural selection is not the only 

mechanism leading to order, selection and self-organisation are interlinked. Kauffman 

elegantly argues that natural selection operates on systems that have already self-

organised (Kauffman 1993). Natural selection operates on a fitness landscape where 

every point in the fitness landscape is a different self-organising system.  

 

A useful model of self-organising systems is the switching Boolean network. The model 

is composed of N Boolean component. The state of each component depends on the 

state of its inputs. The inputs of each component are the states of certain other 

components in the system. The system can be illustrated as a circle of components with 

directional connections between the components representing the dependencies between 

them. Such Boolean switching systems are associated with basins of attraction; the 

component will keep altering their state until an attractor is reached. It is possible to 

illustrate all the paths of such spaces, see for example (Wuensche 2004).  

 

Kauffman investigated the evolution of such Boolean switching networks (Kauffman 

1993). He employed a simple search algorithm to search the space of self-organising 

systems. Fitness was awarded to the different switching networks according to how well 

they could reach a particular binary state which he specified. Basically, the systems 

were selected on their ability to self-organise towards a particular target pattern. The 

experiments conducted on the Boolean networks shows that it is difficult for adaptive 

walks to find the suitable networks with “good attractors” because the landscapes being 

searched are rugged and the adaptive walks get stuck on local fitness optima. In fact, the 

fitness landscape of different Boolean networks appears to be very similar to the fitness 

landscapes of NK networks which are introduced in more detail later in this work.  
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Given the inability of adaptive walks to find the networks with “good attractors” 

Kauffman states: “either alternative means of searching rugged adaptive landscapes in 

network spaces must exist or adaptation and learning do not achieve arbitrary 

attractors”. In the experiments conducted by Kauffman on self organising Boolean 

networks the number of components N and the number of connections between the 

components are preset and kept constant throughout the experiment. This means that the 

search for suitable networks is restricted to a single relatively rugged fitness landscape. 

Kauffman models the adaptive walks in rugged fitness landscapes for Boolean networks 

but ignores that the underlying systems may have been less complex and therefore less 

rugged at some point in their past. This common omission is explored in more depth in 

section 2.6. 

 

In addition to self-organisation complex systems also exhibit the property of emergence. 

Emergence is not a well defined term but is generally taken to represent the creation of 

patterns at scales which cannot be attributed to the constituent components of the 

system exhibiting emergence. A good way to illustrate the notion of emergence is 

through examples; the mind is an emergent phenomena caused by the interactions of 

neurons, emergence of biological organism is a result of the interactions between cells, 

the economy emerges from the economic interactions of individuals (Johnson 2001). 

Many natural systems exhibit emergence.  

 

Emergence should not be confused with self-organisation even though many emergent 

systems also exhibit self-organisation. Emergence is a phenomenon where the 

properties of the emerged system are new and different from the properties of the 

constituent components, i.e. something new is created. For example, in a magnet the 

magnetic dipoles may self-organise themselves and align in the same direction but the 

magnetic field produced cannot be seen as an emergent property since the magnetic 

field is a sum of the magnetic dipoles. Development of multi-cellular organisms on the 

other hand exhibits both emergence and self-organisation. The cells self-organise 

themselves into a particular pattern with almost no external influence while also 

creating behaviours and properties which cannot be attributed to the constituent cells. 
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Self-organisation in biological systems means that natural selection essentially searches 

through a space of systems which self-organise in suitable ways, i.e. natural selection 

searches for dynamical systems with “good attractors”. However, what are good 

attractors? In order to answer this question one needs to take into account emergence. A 

dynamical system with “good attractors” is a system which exhibits emergent 

phenomena so that the organism has high fitness. This principle is very well illustrated 

by the study (Espinosa Soto, Padilla-Longoria, and varez-Buylla 2004) on the plant 

Aribidopsis-thaliana. The study shows how the gene regulatory network of the plant 

exhibits self-organisation with several attractors, each attractor corresponding to a given 

cell type. In addition, the dynamics of the plant’s gene regulatory network are such that 

the developing plant will move from attractor to attractor in such a way that the body 

form of the plant emerges. Put simply, the self-organising dynamics of the gene 

regulatory network create basins of attraction allowing for the emergence of the plant. 

Natural selection acts directly on the emergent phenomenon, the plant phenotype, thus 

acting indirectly on the self-organising gene regulatory network.  

 

In addition to self-organisation and emergence complex biological systems also exhibit 

co-evolution. They do not evolve in isolation but interact with other species in the 

environment as well as the environment itself. In the same way that an alteration in one 

gene affects the fitness contribution of other genes so the alteration in one species 

affects the fitness of other species. From a fitness landscape perspective this means that 

species are associated with dynamic and constantly changing fitness landscapes. 

Kauffman calls these landscapes “Coupled Dancing Landscapes” (Kauffman 1993). As 

one species moves along its fitness landscape the fitness landscapes of other dependent 

species changes shape.  

 

Kuffman proposed the NKC model (an extension of the NK model) of co-evolving 

species. In the standard NK model only one species is considered, the fitness of each 

gene depends on the state of connected genes in the same species. In the NKC model 

the fitness of each gene depends on the state of connected genes in the same species as 

well as the connected genes in other species. While the NKC model is more realistic 
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than the NK model it still ignores the fact that genomes grow in size and that 

interactions between the different genes gradually develop from a low initial starting 

point. While the NKC model incorporates interspecies dynamics it is nevertheless 

structurally static. The number of genes, connections and the number of species is static. 

The impacts of this omission have not been properly investigated.   

 

Due to the phenomena of self-organisation, emergence and co-evolution the fitness 

landscapes of complex systems are not as simple as the landscapes introduced in section 

2.2. Self-organisation means that each point in the fitness landscape corresponds to a 

particular dynamical system with specific basins of attraction. Emergence means that 

the actual phenotype and behaviour of a given species cannot be directly related to the 

species’ genome, i.e. the fitness is a non-linear function of the species’ basins of 

attraction. Finally, co-evolution means that the fitness landscape is dynamic, at least in 

certain dimensions.  

 

In case evolvability is being investigated by studying the statistical structure of fitness 

landscapes self-organisation, emergence and co-evolution do not always have to be 

explicitly modelled. This is because the mentioned phenomenon may not significantly 

alter certain topological features of the fitness landscape and thus can be ignored in 

certain circumstances. For example, the ruggedness of fitness landscapes generated by 

the simple NK model is very similar to ruggedness of fitness landscapes generated by 

the more complicated Boolean switching networks model. In case the main focus of the 

investigation is only dealing with landscape ruggedness the simpler NK model can be 

used even though it does not exhibit self-organisation. This idea is explored in more 

detail in section 3.1.  

 

2.6 Complexification of Complex Systems  

 

The fitness landscape theory has been very useful in shaping our understanding of 

complex systems evolution and adaptation. In the vast majority of cases, a single fitness 

landscape is used to represent the fitness and relative arrangements of a complex 
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system’s states recognising that the states of such systems are dynamic and change 

according to certain system rules. There is however a potentially very significant 

shortcoming in using a single fitness landscape because it only focuses on the state 

dynamics of a single system structure while ignoring the fact the underlying system may 

also be structurally dynamic, e.g. the system may undergo considerable 

complexification during its evolutionary history. For example, when considering the 

evolvability of genomes most studies will focus on base substitutions of the genetic 

code but will ignore the fact that the genome itself can grow in size as well as in the 

total level of epistasis (Smallwood, Wang, and Nathans 2002; Teichmann and Babu 

2004).   

 

This is not to say that biologists are unaware of the fact that complexification takes 

place. The concept of complexification is well accepted and is considered to explain the 

origins of biological life; billions of years ago simple replicating molecules combined 

and created more complex replicating ensembles of molecules, complexity kept 

increasing ultimately leading to complex biological life (Dawkins 1989, Kauffman 

2002). While the mechanism of this ever increasing complexity of biological systems 

are still not perfectly understood the concept is well accepted (Kauffman 2002). The 

problem is not that complexification is not accepted; the problem is that studies which 

investigate the evolution of complex systems using fitness landscape tools very often 

completely ignore the process of complexification. 

 

A large group of researchers have omitted complexification from their models. For 

example, Nokura used a spin glass model to study the evolution of large monomer 

molecules in order to understand periodic evolution. The model was dynamic in the 

sense that one type of monomer could be replaced by another but the overall length of 

the monomer molecules was static. As Kazuo notes: “… there are several types of 

dynamics for monomer sequence evaluation. One is to add or remove monomers at the 

ends or in the middle of the polymer, which changes the length of the polymer. Second is 

to change the kinds of monomers without changing the length of the polymer, which 

may be called a mutation in the biological context. We suppose that this change 

corresponds to a spin flip in the Ising spin models. If we assume that the binding energy 
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of strong monomer couplings is finite, both kinds of changes should be included for 

consistency. However, this makes the problem very difficult. In this paper, we restrict 

ourselves to the changes which correspond to spin dynamics” (Nokura 2003).  

 

Similarly, Stadler and Happel analysed the correlation measures of spin glass fitness 

landscapes with the practical aim of replacing the computationally expensive landscapes 

of real systems, such as RNA landscapes, with a simpler statistical model exhibiting the 

same correlation function. However, the study only deals with fixed length systems and 

as such misses out on “biologically probably most interesting systems: the graphs 

obtained from sequences of variable chain length” (Stadler and Happel 1999). Stalder’s 

and Kitao’s acknowledgments are very rare, structural dynamics are most often simply 

ignored. 

 

The use of single fitness landscapes to describe the evolutionary/adaptive behaviour of 

systems which might be better described by continuously changing fitness landscapes 

cuts across a wide range of disciplines, from the study of genomes (Anderson 1983; 

Kauffman 2002), RNA (Newman 1998) and proteins (Bryngelson, Onuchic, Socci, and 

Wolynes 1995; Macken and Perelson 1989) all the way to the social sciences (Galam 

1999). For example, Macken and Perelson use a single fitness landscape to model the 

evolution of proteins (Macken and Perelson 1989). While this approach acknowledges 

the huge number of possible proteins which can be created from a relatively small 

number of amino acids, there are 10
130

 possible proteins of length 100, the study 

completely ignored the fact that the length of DNA strands which code for proteins are 

themselves under evolutionary pressure and can change in size (Zhang 2003).   

 

Axelrod uses the fitness landscape model to study international alliances of different 

Europen countries but assumes that all the countries essentially make alliances 

simultaneously (Axelrod and Bennett 1993). While this appears to work well for 

European countries this may not be surprising since the relationship between these 

countries has existed for considerable amounts of time. However, if his model was to be 

extended to a global scale and include countries outside of Europe the model may begin 

to fail since it ignores historical precedence, certain countries make alliances with each 
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other before engaging into relations with other countries. A similar omission was also 

present in Galam’s work where all international players also begin to interact and 

engage into relationships simultaneously (Galam 1999).  

 

Another area where structural dynamics, specifically complexification, is ignored is in 

study of protein folding which is biologically very significant and is described here in 

considerable detail. Proteins are created in the cells of living organisms through the 

processes known as transcription and translation. Appropriate portions of an organism’s 

DNA are transcribed to messenger RNA (mRNA) molecules which are then used as 

templates from which proteins are constructed, a process referred to as translation, 

illustrated in Figure 2.11. The translation process works sequentially from one side of 

the mRNA to the other side. A correct amino acids is attached to the start of the mRNA 

with the help of an intermediary molecule tRNA. Once this is completed the next amino 

acid is added to the mRNA and the two amino acids in the sequence then join with a 

peptide bond. A third amino acid is then added to the mRNA again binding to the amino 

acid chain already existing. At this point the tRNA molecule which binds the mRNA 

and the first amino acid is released which means that a small portion of the chain is now 

detached from the mRNA molecule. Each time a new amino acid is added to the chain, 

a process known as elongation, the tRNA molecule closest to the start of the mRNA 

molecule is released so that the amino acid chain is only attached to the mRNA by two 

tRNA molecules while the rest of the completed chain is free to begin folding into a 

complex 3D structure. The folding of a protein while it is still being translated is called 

co-translational protein folding while folding when the entire chain is completed is 

called post-translational folding  (Bryngelson, Onuchic, Socci, and Wolynes 1995; 

Khimasia and Coveney 1997; Netzer and Hartl ) 
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Figure 2.11: Co-translational protein folding 

 

Accurately predicting the native 3D structure of a protein, i.e. the structure found in 

nature, from a known sequence of amino acids has proven to be very challenging since 

each atom in the chain is characterised by strong and weak attraction forces towards 

other atoms in the protein structure. One of several approaches in structure prediction is 

to assume that the native structure corresponds to the global energy minimum of an 

energy landscape. While there are several different ways in which the energy function 

of a protein can be defined it is generally agreed that the energy landscape is rugged and 

finding the minimum energy is problematic because of local energy optima 

(Bryngelson, Onuchic, Socci, and Wolynes 1995). In the vast majority of studies only 

post-translational folding is taken into account and therefore only a single energy 

landscape is considered (Irback and Potthast 1995; Khimasia and Coveney 1997; 

Krasnogor, Hart, Smith, and Pelta 1999). Since many proteins have been shown to 

exhibit co-translational folding this omission is potentially significant. If co-
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translational folding is taken into account a series of energy landscapes have to be 

considered, one for every new added amino acid.   

 

In addition to studies which attempt to understand the evolvability/adaptation of specific 

complex systems, other studies focus on such properties as ruggedness or neutrality in 

generic complex system fitness landscapes (Ebner, Langguth, Albert, Shackleton, and 

Shipman 2001; Ebner, Shackleton, and Shipman 2001; Hordijk, Fontanari, and Stadler 

2003; Hordijk and Stadler 1998; Ohta 1998; Reidys and Stadler 2001; Toussaint and 

Igel 2002; Weinberger 1990; Weinberger 1991). All of these studies ignore the fact the 

most natural complex systems are in fact structurally dynamic. For example, Hordijk 

introduces a statistical analysis which can measure and express the correlation structure 

of fitness landscapes and demonstrates this analysis on fitness landscapes constructed 

using the NK fitness function (Hordijk 1996). Hordijk’s method, as well as other such 

general methods, implicitly focus on a system with a static structure. While there is 

nothing inherently wrong with this approach it must be noted that most natural systems 

are in fact structurally dynamic, e.g. they become more complex, and the mathematical 

treatment, either in terms of ruggedness or neutrality, of single fitness landscapes may 

therefore be of questionable value.  

 

Again, it should be stressed that the concept of complexification is fully accepted by 

researchers in the disciplines mentioned. Every molecular biologist is aware of the fact 

that proteins are gradually transcribed from mRNA just as every historian is aware of 

the gradual establishment of relations between the world’s different societies. However, 

while being aware of complexification it appears these researchers are assuming 

complexification does not play a significant role in the evolution of systems under their 

study and complexification is therefore omitted from their models. This assumption is 

unfounded and is investigated in this work.  

 

While there are no studies explicitly investigating the effects of structural 

complexification on evolvability there are numerous studies investigating only the 

complexification of complex systems, for example, preferential node attachment  

(Barabasi and Albert 1999). A division therefore exists between one group of researches 
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focusing on the evolvability of structurally static complex systems and another group of 

researches focusing on the complexification of complex systems while ignoring 

evolvability. It is however highly plausible that structural complexification and 

evolvability of complex systems are linked and influencing each other, as noted by 

Altenberg and Altenburg in his study on the addition of genes to an evolving genome 

(Altenberg 1995; Altenburg 1994). 

 

There are studies investigating the evolvability of different types of complex system 

structures. A study by Oikonomou for example compares the evolvability between 

random and scale free network structures (Oikonomou and Cluzel 2006). While this 

study does make the link between system structure and evolvability it nevertheless 

ignores the effect of dynamic structures and therefore suffers from the same drawbacks 

as the previously mentioned studies. 

 

An area where evolvability and structural complexification are combined is in 

engineering fields such as genetic programming and neural networks. Work by Cliff for 

example noted that progressive increases of parameters describing the behaviour of an 

evolved trading agent resulted in an increase in fitness (Cliff 2006b; Cliff 2006a). While 

Cliff’s and similar studies are illuminating they are unfortunately not explicit studies 

into evolvability, rather they are observations made of engineering systems. A similar 

note can be made of the technical work showing that progressive complexification of 

neural networks makes them more evolvable (Stanley and Miikkulainen 2002; Stanley 

and Miikkulainen 2004).  

 

As a summary it can be noted that most studies dealing with the evolvability of complex 

systems ignore structural complexification while studies dealing with the structural 

complexification ignore evolvability and the few studies which do link structural 

complexification with evolvability are concerned with solving engineering problems 

and do not aim to fully understand the relationship between complexification and 

evolvability. 
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2.7 Summary  

 

In this chapter the notions of complexity and evolvability were introduced using the 

fitness landscape concept. The ruggedness measure of fitness landscapes was introduced 

and the impact of modularity on evolvability was analysed. The concepts of co-

evolution, self-organisation and emergence were introduced. Finally, it was shown that 

the overwhelming majority of studies dealing with the evolvability of complex systems 

focus on single fitness landscapes and therefore assume a static system structure. Very 

few studies explicitly investigate the relationship between complexification and 

evolvability even though the vast majority of biological complex systems are 

structurally dynamic and virtually all exhibit complexification at some point during 

their lifespan. There is therefore a clear need to investigate, in general terms, whether 

complexification of complex systems impacts on evolvability and whether this impact is 

potentially significant. If it is found that complexification does affect evolvability the 

results of the above mentioned studies would have to be re-interpreted and more 

importantly our current theories on complex system evolvability/adaptability may have 

to altered. 
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3 Methodology 
 

In the Introduction and Background sections evolvability was defined as the ability of 

an evolving system to generate variants of itself which are fitter than the current system. 

It is often assumed that a single fitness landscape may be correlated to the evolvability 

of such systems, the more rugged the landscape the less evolvable the system since 

there is a high probability of getting stuck on a low fitness optimum from which 

improvements in fitness are not possible. However, at the end of the Background 

section it was also argued that the complexity of many natural complex systems 

increases at some point during the system’s evolutionary history, a process referred to as 

structural complexification or simply complexification.  

 

By using a single fitness landscape as a correlation for the evolvability of a complex 

system, the system is being considered in a single timeframe and not during its entire 

evolutionary history. If the evolvability of a complex system is to be considered over 

the system’s entire evolutionary history, complexification has to be taken into account. 

If the complexification process is discrete, the evolvability of the system can be 

represented by a sequence of fitness landscapes; if the complexification process is 

continuous, the evolvability of the system can be represented by a continuously 

changing fitness landscape.  

 

The purpose of this work is to test the hypothesis that gradual complexification of 

complex systems improves the evolvability of such systems and the use of a single 

fitness landscape to describe their evolvability is therefore not appropriate since this 

may underestimate the probability of good solutions being evolved and may 

overestimate the probability of low fitness solutions being evolved. This chapter 

provides an overview of the approaches and methods used to test this hypothesis.  
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3.1 Restating the Problem  

 

The hypothesis being tested in this work is: 

 

Gradual complexification of complex systems improves evolvability. 

 

In order to prove this hypothesis it is necessary to show that systems which undergo 

gradual complexification have a statistically significant higher level of evolvability than 

systems which do not undergo gradual complexification. The hypothesis can be restated 

using two hypothetical complex systems, A and B. System A is initially at a lower level 

of complexity then system B. The components of system A evolve as the system is 

complexified while the components of system B evolve while the level of complexity is 

static. (Examples of how complexification is achieved are provided below). To enable 

comparison, the complexification of system A is applied until its complexity is 

equivalent to system B. Using the overall fitness at the end of the systems’ evolutionary 

histories, the evolvability of both systems can be compared. The hypothesis being tested 

predicts that system A will on average be more evolvable than system B even though 

both systems will be equally complex at the time their evolvability is compared.  

 

In one model used in this study, a multi-agent system, the intensity of interaction 

between the agents and hence the level of overall system complexity is controlled by a 

parameter which can be altered by evolution. This essentially means that the 

evolutionary process controls whether complexification occurs and if it does at what 

speed. In two other models, the NK fitness function and the Ising spin glass, the process 

of complexification is not under evolutionary control but is imposed on the system 

through the addition of new interactions or new connected components. While the first 

approach in which the process of complexification is entirely controlled by evolution is 

more realistic, the second approach in which complexification is imposed on the system 

is simpler to implement and allows for greater control. There are therefore two types of 

model being experimented on, in one model the components of the system and the 

process of complexification are both under evolutionary control while in the other type 
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of model only the state of components is under evolutionary control while the process of 

complexification is imposed.  

 

If one investigates the way in which evolution causes complexification one can increase 

understanding of why complex systems evolve, i.e., what evolutionary pressures are 

responsible for the increases in complexity observed in so many natural complex 

systems. Examples of research on this topic can be found in (Adami 2002; Adami, 

Ofria, and Collier 2000; McShea 2000; McShea 1996). On the other hand, if one 

investigates the impact complexification has on evolution one can attempt to understand 

how complex systems evolve, i.e., what are the mechanisms by which complex systems 

evolve given that their non-linear nature should make evolution problematic (Altenberg 

1997; Whitlock, Phillips, Moore, and Tonsor 1995). This work focuses on the latter 

investigation. 

 

In natural systems the fitness function and the move operator, which determines the 

relative arrangement of solutions in a fitness landscape, are both dynamic. In this work 

both will be static for the entire duration of a system’s evolutionary history in order to 

ensure that any changes to the topology of the fitness landscape and any recorded 

difference in evolvability are only due to structural dynamics, specifically 

complexification. (As stated in section 1.1, complexification can be described as a 

system change which increases the non-linearity of the system’s fitness). 

3.1.1 Complexification  

 

Broadly defined, complexification is a system change which increases the level of non-

linearity in the system thus making it more complex. Since this investigation is dealing 

with evolvability and every complex system will be associated with a fitness function, 

complexification will result in the system’s fitness landscape becoming more rugged. In 

this work complexification is achieved through three mechanisms, each one increasing 

the interdependence between the system’s components. The first mechanism is the 

addition and connection of new components into a complex system. The second 

mechanism of complexification is the addition of new connections between already 
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existing components and the third mechanism of complexification is the increase in the 

weighting between already existing connections. All three types of complexification are 

illustrated in Figure 3.1. 

 

 
Figure 3.1: The three mechanisms of complexification used in this work.  

 

Mechanism-1, mechanism-2 and mechanism-3 complexification will be abbreviated to 

M1, M2 and M3 complexification respectively. An example of M1 complexification in 

nature is gene duplication where the addition of a new duplicated gene creates a single 

epistatic link to some other gene. The addition of a new amino acid to a growing protein 

chain is another example. On a much higher level, another example is the establishment 

of a friendship between two individuals, A and B, where A has no other social 

connections while B may have connections to other individuals.  

Addition of new component and 

connection at t + 1. 

System at time t. 

System at time t. Addition of new connection at t =  t + 1. 

System at time t. 

w 

w 

w 
w + ∆w 

w + ∆w 

 

w + ∆w 

Change weights of all connections by 

∆w at t = t + 1. 

Mechanism 1  

Mechanism 2 

Mechanism 3 



 58

 

A good example of M2 complexification, where new connections are added to a 

complex system is the establishment of new neural connections where none existed 

before or the establishment of new epistatic links in a gene complex. On a different 

scale, the creation of a new social interaction between two people in an already existing 

social group is another good example of new connections between existing components.  

 

M3 complexification is the increase in strength of connections that already exist. The 

strengthening of existing neural connections or the strengthening of existing social 

connections are good examples. For example, while all members of a team can already 

be socially connected the intensity of their interaction can increase. A concrete example 

is the European Union, the countries of which have interacted at various levels for long 

periods of time but these interactions increase as the countries engage in closer political 

and economic union.  

 

The term gradual simply means that the rate at which complexification occurs is 

relatively slow compared to the maximum speed which is possible, this is specific to 

every model and is described in more detail in subsequent chapters. Given that 

complexification is defined as any process which increases the non-linearity of a given 

system there exist system changes which do not increase the level of non-linearity and 

as such do not complexify the system. For example, the re-arrangement of components 

and connections in a complex systems will not make the system less linear since each 

component will on average depend on other components by the same amount as before. 

The addition of a new but unconnected component to a complex system is also not 

complexification since the underlying system will not become more non-linear. An 

abstract example is the mathematical process of addition, irrespective of the amount of 

numbers being added together the process of addition will remain linear. A biological 

example might be a new gene being added to a genome and if this gene has no 

pleiotropic or epistatic links the gene can be optimised independently of other genes and 

hence the genomes fitness is not less linear than before.  
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There appears to be no natural complex systems which do not undergo complexification 

by one of the three mechanisms described above at some point of their evolutionary 

history. For example, the genomes of all species existing today are based on genomes 

which were smaller and exhibited less total epistasis and pleiotropy, many modern cities 

are larger and more complex than the smaller cities and towns they replaced. The global 

economy in the past was significantly less complex than it is today. This does not mean 

that there are no instances of complex systems existing at a static level of complexity 

for considerable amounts of time. However, when the entire evolutionary history of 

such systems is taken into account a process of complexification must have occurred at 

some stage of their existence.  

3.1.2 Complex Systems  

 

In this work, complex systems are defined as systems which are composed of 

interacting components and these components can exist in two or more states. Since this 

work is investigating the effects of complexification on evolvability the complex system 

used will be complex in terms of fitness so that alterations to one component of the 

system will affect the fitness of that component as well as the fitness of other 

components. Using this framework, the way natural genomes impact on fitness is a 

complex system since the fitness of every gene is context dependent, i.e. the fitness 

contribution of any gene depends on other genes. Proteins are complex systems since 

the position of each amino acid in the 3D protein structure depends on the position of 

other such amino acids and this overall positioning determines the protein’s structure, 

function and ultimately fitness contribution. Societies are complex systems composed of 

interacting individuals where the effects and value of each individual’s actions are 

dependent on the behaviour of others.  

 

Since natural complex systems are difficult to analyse and their evolvability is difficult 

to measure, computer models of complex systems will be used in this work. There are 

many different computer based models of complex systems. The cellular automata 

model is a prime example, it is composed of multiple components which are arranged in 

a n-dimensional grid and interact with their closest neighbours. The state of each 
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component depends on the state of itself and the neighbouring components, the local 

interactions between the components create global patterns (Wolfram 2002). Another 

model of complex systems is the Random Boolean network where each component of 

the system exists in a binary state. The overall state of the system, i.e. the binary states 

of the components, changes according to randomly generated rules (Kauffman 2002; 

Wuensche 2004). Artificial neural networks (Bishop 1995) as well as a host of multi-

agent systems are also models of complex systems (Ferber 1999). While these models 

can be used to investigate a number of properties associated with complex systems, 

investigations explicitly dealing with the evolvability of complex systems are 

predominantly based on custom designed systems or the NK fitness function and other 

forms of spin glass models described in more detail below.  

 

In contrast to the examples of complex systems given above, systems that are not 

classed as complex are systems which can be linearly decomposed. For example, a 

sound or electromagnetic wave is not a complex system since the overall intensity of the 

sound or electromagnetic wave at a given point is a linear function of the underlying 

sounds or electromagnetic waves. Another famous example of a non-complex system is 

the collision of gas molecules in a closed space, by considering the motion of individual 

molecules it is possible to accurately predict global properties of the gas system such as 

pressure, volume and temperature (Gribbin 2002). In complex systems the behaviour of 

the system is not a linear function of its components while in non-complex systems the 

behaviour of the system is a linear function of the components. 

 

3.1.3 Evolvability  

 

Evolvability is defined as the ability of evolving system to generate variants of itself 

which are fitter than the current system (Smith 2002; Wagner 1996; Welch 2003). 

Assuming that on average each evolutionary generation results in the same 

improvement to fitness a possible way to compare evolvability of complexified and 

non-complexified systems would be to measure the time required for a given evolving 

system to reach and become stuck on a fitness optimum. The longer this time the more 
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evolvable the system. A problem with using this approach however is that the process of 

complexification, which is imposed in two models of complex systems used in this 

study, may constantly change the shape of the fitness landscape so that fitness can 

constantly be improving. This would automatically bias the results making complexified 

systems appear significantly more evolvable than non-complexified systems even 

though both systems might reach the same fitness. 

 

Again, assuming that on average each evolutionary generation results in the same 

improvement to fitness a different way to compare evolvability of complexified and 

non-complexified systems is to compare the fitness of both systems after they have 

evolved for the same amount of time. Higher fitness means that a given system was 

capable of improving fitness for longer than the less fit system. Put differently, a system 

with a relatively low fitness must have got stuck on a fitness optimum sooner than the 

system with a relatively high fitness. Since the structure of both complexified and non-

complexified systems will be equivalent when the fitness is compared this method does 

not bias the results and will therefore be used throughout this study.  

 

For example, if two systems, A and B, evolve for 10 generations and the fitness of 

system A is higher than the fitness of system B at the end of the 10th generation than 

system A is more evolvable than system B. However, using this measure of evolvability 

means that system A is only more evolvable than system B over the 10 generations of 

evolution, nothing can be said about the evolvability of system A and B in the future. 

The process by which evolvability is compared is illustrated in Figure 3.2. 
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Figure 3.2: Measuring evolvability.  

 

Figure 3.2 illustrates how evolvability of gradually complexified systems and non-

complexified systems will be measured. In each generation (five in this example) the 

components of both complex systems evolve until they reach a fitness optimum which 

is illustrated by each component being in a particular state, i.e. either chequered or full. 

System 2 is complexified, either through an internal evolutionary process or by being 

imposed, while system 1 is at the same level of complexity throughout. If system 2 is 

fitter than system 1 at the end of the fifth generation, a point where the complexity of 

both systems is equivalent, than system 2 must on average be more evolvable during the 

five generations than system 1. 

3.2 Impact of results 

 

Proving the hypothesis will have several implications. The main implication is that 

natural complex systems are more probable than is predicted by the current theoretical 

framework. This would have a profound impact on our understanding of fundamental 

generation 
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principles governing the evolution of complex systems. A positive result would explain 

how complex systems manage to evolve even though their non-linear nature should 

make evolution problematic.  

 

Proving the hypothesis could lead to a prediction such as: the evolution of a single cell 

organism looks highly improbable given the complexities of such a cell, however, if one 

takes into account that a cell could evolve through gradual addition of new components 

and a gradual increase in the interactions between these components (i.e. gradual 

complexification) the likelihood of a cell evolving is considerably higher. Similarly, 

current theory leads to statements such as: “it is difficult to understand how proteins 

manage to fold into their native state given all the possibilities” but if the hypothesis is 

proven true it could be possible to postulate that “the gradual addition of amino acids to 

the protein chain leads to a well defined energy funnel guiding the protein structure to 

its native state”. A positive result could lead to many testable hypothesis such as: in 

order to achieve a highly successful social organisation this organisation needs to 

gradually become more complex over its lifetime.  

 

Furthermore, proving the hypothesis would indicate that a huge number of studies 

dealing with the evolution and adaptation of complex systems were using models which 

ignored an important aspect of evolution, complexification, and the conclusions made 

from such studies may therefore be erroneous. For example, in several models of 

protein folding co-translational folding is not taken into account, a positive result would 

however suggest that the inclusion of co-translational folding in such models may be 

necessary.  

 

If it is shown that gradual complexification of complex systems does not improve 

evolvability, i.e. evolvability is independent of the complexification process, then the 

probability of a particular natural complex system evolving is simply dependent on the 

size of the basin of attraction towards that solution and evolutionary time. Being unable 

to prove the hypothesis would suggest that complexification is not a mechanism that 

helps the evolution of complex systems. Using the cell as an example once again, the 

probability of a cell evolving would be a function of all the components within a cell 
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and the overall time spent for the cell to evolve. Similarly, if the hypothesis is shown to 

be incorrect the view that protein structure is only a function of the amino acid sequence 

and is independent of co-translational folding would be supported.  

 

Using a different example, a negative result would imply that the fitness of an adaptive 

social group is not dependent on the way the group’s interactions and size change over 

time, it simply depends on the total number of people in the group and the time such a 

group spends adapting. Furthermore, since a huge number of studies investigating 

evolvability ignore the gradual complexification of complex system, being unable to 

prove the above given hypothesis would justify the use of such an approach.  

 

3.3 Overview of Approach 

 

In order to provide evidence to support the hypothesis, improvements in evolvability 

due to complexification have to be demonstrated. Three different models are used, each 

one capable of being complexified by at least one of the complexification mechanisms 

given above, as summarised in Table 3.1. The Ising spin glass model is complexified 

through the addition of new components and new interactions between already existing 

components. The NK model is complexified through the addition of interactions 

between already existing components while the multi-agent system is complexified 

through an increase in the intensity of interactions between the system’s agents. 

 

 Mechanism-1 Mechanism-2 Mechanism-3 

Ising spin glass � �  
NK model  �  

Multi-agent system   � 
Table 3.1: Summary of models and the different mechanisms of complexification.  

 

While investigating the evolutionary effects caused by M1 and M2 complexification 

mechanisms, the Ising spin glass model is also used to investigate the impact of system 

size on the relationship between complexification and evolvability while the NK model 

is used to investigate the impact of system non-linearity on the relationship between 
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complexification and evolvability. This is summarised in Table 3.2. Two ‘ticks’ indicate 

the main emphasis while a single tick indicates a secondary emphasis. 

 Size Level of non-linearity 

Ising spin glass ��  
NK model � �� 

Table 3.2: Summary of models used to investigate effects of size and system non-linearity 

 

The Ising spin glass model is used to investigate the impacts of size since it does not 

require previously evaluated fitness values to be stored allowing for relatively large 

systems to be experimented on, spin glasses consisting of 20 to 70 components are used. 

The NK model is used to investigate the impacts of system non-linearity since the 

parameter K of the model allows for explicit control of system non-linearity. When 

using the NK model, systems consisting of 5 to 21 components are used, hence only a 

single entry under the size heading for the NK model. 

 

In order to confirm that the multi-agent system is suitable for investigating evolvability 

and complexification an autocorrelation analysis is performed on several random walk 

fitness values series under different values of complexity in order to confirm that 

increased complexity does result in an increased landscape ruggedness, thus making the 

model suitable.  

 

In addition to investigating the evolutionary effects of complexification, the system size 

and system non-linearity, the Ising spin glass model is also used to investigate the 

mechanisms behind the evolutionary effects caused by complexification. In particular, 

two experiments are conducted, the first investigates the effects of differences in initial 

conditions between complexified and non-complexified systems while the second 

experiment investigates the changes to fitness landscape topology caused by 

complexification.  

 

Consequently, in total six experiments are conducted in this work, as summarised in 

Table 3.3. 
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Experiment 
Investigation 

aim 
Model 

Complexification 
Mechanism 

Additional 
emphasis 

Method 

      

1 Effect Ising 1 and 2 System size 
Compare 
evolvability 

2 Effect NK 2 
System non-
linearity 

Compare 
evolvability 

3 Effect Multi-agent 3  
Compare 
evolvability 

4 
Landscape 
property 

Multi-agent None  
Autocorrelat
ion analysis 

5 Mechanism Ising 1 and 2 System size 
Compare 
initial 

conditions 

6 Mechanism Ising 1 and 2 System size 
Compare 
initial 

conditions 

Table 3.3: Summary of experiments. 

 

Experiments 1 to 3 investigate the effects of complexification on evolvability, 

experiment 4 investigates the fitness landscape properties of the multi-agent model 

while experiments 5 and 6 investigate the mechanisms of complexification which cause 

the evolutionary effects. An overview of each experiment is given below. 

 

It is important to note that self-organisation, emergence and co-evolution are not 

explicitly modelled by the NK, the Ising spin glass or the multi-agent models. A model 

which does model self-organisation of natural system relatively well is the Boolean 

switching network and this could be used in this study instead. However, experiments 

conducted by Kauffman (Kauffman 1993) show that the fitness landscapes of NK 

models and the Boolean switching networks are very similar in terms of their 

ruggedness. Since the main focus of this study is evolvability and fitness landscape 

ruggedness is therefore of prime importance the NK model can be used instead of the 

Boolean switching networks without making the results less relevant.  

 

The NK and the Ising spin glass do not explicitly model emergence, however the 

behaviour of the multi-agent systems can exhibit elements of emergence. Specifically, 

the agents in the multi-agent system are only capable relatively simple behaviour while 

under certain circumstances the entire multi-agent system is capable of behaviours 

which no individual agent can perform. This is analogous to the behaviour of neural 
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networks which cannot be attributed to the neurons alone but their collective 

interactions. 

 

Co-evolution is not explicitly modelled by the mentioned models. The focus of this 

work is to compare the evolvability of complexified and non-complexified systems. By 

not modelling co-evolution the evolvability of each system at a given level of 

complexity is represented by a simple fitness landscape, each time the system is 

complexified a new fitness landscape is created. In case co-evolution was modelled the 

evolvability of each system at a given level of complexity would be represented by a 

single dynamic fitness landscape, each time the system was complexified a new 

dynamic fitness landscape would be created. In fact, in addition to complexification of 

individual species the actual co-evolutionary relationships could also be complexified 

by increasing the number of new species and the number of genes co-dependent on each 

other. The possible impacts of not modelling co-evolution as well as potential 

experiments incorporating co-evolution are described in the Conclusion section. 

 

3.3.1 Experiment One - Ising Spin Glass  

 

The purpose of the first experiment conducted on the Ising spin glass model is to 

investigate the evolutionary effects of M1 and M2 complexification. This is achieved by 

comparing the evolvability of non-complexified Ising spin glass systems and Ising spin 

glass systems complexified by the  M1 and M2 complexification mechanisms. In 

addition, different sized Ising spin glass models will be used in order to investigate the 

impacts of size on the relationship between complexification and evolvability. The Ising 

spin glass system is used because: 

• it has a non-additive fitness function resulting in a rugged fitness landscape 

making it suitable for investigating evolvability. 

• it can be complexified by complexification mechanism M1 and M2. 

• it has an explicit fitness function allowing for comparatively large systems to be 

experimented on. 
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• it has been used in previous studies on evolvability evolution (Anderson 1983; 

Galam 1999; Nokura 2003). 

 

The Ising spin glass model introduced by Sherrington and Kirkpatrick (Sherrington and 

Kirkpatrick 1975) models the magnetic potential energy caused by different alignments 

of electron spins. In ferromagnetic materials the overall magnetic potential energy is 

reduced when the spin orientations are aligned. In a spin glass however, the magnetic 

potential energy between pairs of spins cannot be simultaneously minimised due to 

‘competing interactions’ between the spins leading to the phenomenon of frustration 

where an equilibrium state can be reached but does not correspond to the ground state. 

The energy landscape of a spin glass system is therefore rugged and characterised by 

multiple energy minima.  

 

In the Ising spin glass model the spin orientation is restricted to be either -1 or 1. 

Connected spins affect each other with a weighted symmetric influence that can be 

positive or negative so that a particular spin has to flip between -1 and 1 if the overall 

energy of the spin glass is to decrease. Each spin configuration (i.e. the values of all the 

spins) has an associated energy given by the Hamiltonian: 

 

∑
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jiij sswE
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Equation 3.1 

 

where wij represents the symmetric random interactions  (here a Gaussian with a mean 

of zero and a variance of 1 is used) between two spins Si and Sj. The structure of 

experiment 1 conducted on the Ising spin glasses is described by Figure 3.3 and  Figure 

3.4. 
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Figure 3.3: Experimental procedure on Ising spin glass model. 

 

Each step of the process is described in more detail: 

A. The total number of spins is selected. 

B. Assuming a fully connected spin glass assign randomly generated weights 

connecting all spins. It should be noted that at this point no spins are actually 

connected, rather, weights between spins are generated to be used later. 

Specify total number of spins (A) 

Assign weight values to all connections (B) 

Compare evolved fitness of complexified and non-complexified 

Ising spin systems(C) 

Have 100 comparisons 

been completed using 

current weights (D) 

Have 10 runs been 

completed (E) 

Stop (F) 

Yes 

No 

Yes 

No 



 70

C. The way in which fitness of complexified and non-complexified Ising spin glass 

system is compared is described in more detail by Figure 3.4. Upon completion 

of this step two fitness values will be obtained, one for the gradually 

complexified and one for the non-complexified spin glass.  

D. Since the fitness of the spin glass systems is likely to be highly dependent on 

initial conditions the comparison of fitness values will be completed 100 times 

using different initial conditions, i.e. different initial spin values. 

E. 10 different sets of weights will be used in the overall procedure, i.e. 10 different 

spin glass networks. 

F. The experiment will be terminated and the overall fitness of all complexified and 

non-complexified Ising spin glass system will be recorded.  

 

The comparison of fitness values, section (C), is described in more detail in Figure 3.4 

and the text below.  
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Figure 3.4: Procedure used to compare evolved fitness of Ising spin glass systems.  

 

The steps given in Figure 3.4 are expanded below: 

 

i. Randomly initialise all the spins to be either -1 or 1. 

ii. Minimise energy of the spin glass by applying hillclimber 100 iterations. 

iii. Is the spin glass  fully connected? 

iv. Select a random pair of spins and add a weight generated in step B of Figure 3.3. 

Each generated weight is always assigned to same pair of spins so that that the 

non-complexified and complexified system will be equivalent once the 

complexification procedure is complete. The energy function of the Ising spin 

Randomly initialise spins of spin glass (i) 

Minimise energy of spin glass by applying 

hillclimber 100 iterations (ii) 

Have all weights been 

added? (iii) 

Add a 

random 

weight (iv) 

Yes 

No 

Measure and record energy of spin glass (v) 

Randomly initialise all spin states (vi) 

Minimise energy of spin glass by applying 

hillclimber 100*W iterations (vii) 

Measure and record energy of spin glass (viii) 

complexification 

non-complexification 
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glass is based on connected spins, any spin which is not connected can be 

ignored. This means that additions of weights between randomly selected spins 

will either result in M1 or M2 complexification. 

v. Once the spin glass is fully connected and its energy is minimised by a 

hillclimber the fitness of the spin states is – energy 

vi. Given that the spin glass remains fully connected randomly re-initialise all the 

spins to be either -1 or 1.  

vii. Minimise energy of the spin glass by applying hillclimber 100 * W turns where 

W is the total number of weights. This ensures that the complexified and non-

complexified systems are optimised by the hillclimber for the same number of 

turns.  

viii. The fitness of the spin states is – energy 

 

The fitness values obtained for every set of weights will be unique and so a direct 

comparison may be problematic. In order to overcome this problem the fitness values 

will be normalised so that 1 represents the maximum evolved fitness and 0 represents 

the minimum evolved fitness for any given spin glass system. It should be noted that 1 

and 0 in this case do not represent the absolute maximum or minimum fitness but rather 

the experimentally evolved maximum or minimum fitness. By normalising the fitness 

values, the evolvability of different system can be compared.  

 

3.3.2 Experiment Two - NK Model 

 

The purpose of this experiment, conducted on the NK model, is to investigate the 

evolutionary effects of M2 complexification. This will be achieved by comparing the 

evolvability of M2 complexified and non-complexified NK models. In addition, the 

impact of different levels of system non-linearity on the evolutionary effects of 

complexification will also be investigated. The NK model is used because: 

• it has a non-additive fitness function resulting in a rugged fitness landscape 

making it suitable for investigating evolvability. 

• it can be complexified by M2 complexification. 
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• the level of non-linearity (complexity) in the system can be explicitly controlled. 

• it has been used in previous studies on evolvability making the results directly 

relevant. 

 

The NK model was implicitly introduced in section 2.3, it models the way epistatically 

linked genes affect the fitness of an organism (Kauffman 2002; Kauffman and Levin 

1987). The model is characterised by two simple parameters, N and K, where N 

represents the number of genes and K represents the number of epistatic links per gene. 

In the standard use of the model the epistatic links either exist between randomly 

selected genes or between closest neighbours, in this work only connections between 

closest neighbours are considered. 

 

The overall fitness of all genes is given by: 
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Equation 3.2 

 

 

where F is the total fitness, N is the number of genes and fi is the fitness of the ith gene 

(Park. et al 1997). The fitness of each gene depends on the state of itself and the state of 

other epistatically linked genes so that a change in the state of one gene will also impact 

on the fitness of other genes. The fitness of each gene is randomly generated from the 

uniform distribution in the range [0 ,1].  

 

By adjusting the value K it is possible to tune the level of epistasis and therefore fitness 

landscape ruggedness. As K increases making the fitness function less additive the 

ruggedness of the NK fitness landscape increases (Smith 2002). This makes the NK 

model highly suitable for investigating evolvability of complex systems under different 
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levels of overall non-linearity. The structure of the experiments conducted on NK model 

is described in more detail in Figure 3.5 and Figure 3.6.    

 

Figure 3.5: Experimental procedure on NK model. 

 

Each step of the process is described in more detail: 

A. Set the values N and K of the NK model. 

B. The way in which fitness of gradually complexified and non-complexified NK 

model is compared is described in more detail by Figure 3.6. Upon completion 

of this step two fitness values are obtained, one for the gradually complexified 

model and one for the non-complexified model.  

C. 1000 different instantiations of the NK networks will be considered. 

D. Store data for analysis.  

 

The comparison of fitness values, section (C), is described in more detail in Figure 3.6 

and the text below.  

Specify number of genes N and number of epistatic links K (A) 

Obtain fitness for gradually complexified and non-complexified 

NK networks (B) 

Have 1000 NK networks been 

optimised? (C) 
No 

Yes 

Terminate (D) 
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Figure 3.6: Procedure to compare fitness of complexified and non-complexified NK systems.  

 

The steps given in Figure 3.6 are expanded below: 

 

i. Set K = 0 so that all genes are independent. Randomly generate each gene to be 

0 or 1. 

ii. Use a single point mutation hillclimber optimisation algorithm to optimise the 

genes for N*10 turns, where N is the number of genes.  

Set K = 0, randomly generate initial state (i) 

Optimise genes for N*10 turns (ii) 

Have all connections 

been added? (iii) 

Add a random connection (v) 

No 

Use optima found in (ii) as initial condition (iv) 

Leaving  K = N-1, randomly generate initial state (vii) 

 (vi) 

Optimise genes for N*10*(W+1) turns (viii) 

Store fitness of optima (ix) 

Gradually 

complexified 

NK model 

Non-

complexified 

NK model 

Yes 

Store fitness of optima (vi) 
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iii. Have all the connections between genes been added? (Note that the exact 

amount of connections being added depends on the value K which determines 

the number of epistatic links per gene.)  

iv. Use the optimum found as the new initial condition. 

v. Add a connection between randomly selected genes, making sure that the 

number of connections per gene is equal to or below K. 

vi. Store the fitness of optimum found. 

vii. Set K = N-1. Randomly generate an initial condition. 

viii. Use a single point mutation hillclimber optimisation algorithm to optimise the 

genes for N*10*(W+1) turns, where N is the number of genes. This ensures the 

complexified and non-complexified systems are optimised for the same amount 

of hillclimber iterations.   

ix. Store the fitness of optimum found. 

 

Unlike in experiment 1 where 100 optima are found for every spin glass system, only 2 

optima are found per NK model, one for the complexified and one for the non-

complexified systems. This difference is due to technical reasons, as more and more 

fitness evaluations of a given NK model are completed the experimental process slows 

down considerably. In order to compensate for this difference 1000 NK models of 

different N and K values are considered in total. Furthermore, the fitness function of the 

NK model, especially for larger N, is such that all fitness values will be very close to 0.5 

justifying the comparison of evolvability between different networks.  

3.3.3 Experiment Three - Multi-Agent System 

 

The purpose of this experiment is to investigate the evolutionary effects of M3 

complexification. This will be achieved by comparing the evolvability of M3 

complexified and non-complexified multi-agent systems. The multi agent system is 

used because: 

• it has a non-additive fitness function resulting in a rugged fitness landscape 

making it suitable for investigating evolvability. 

• the model, can be complexified by M3 complexification.  
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The multi-agent systems are custom designed models of complex systems. Eight 

interacting agents comprise a single multi-agent system. A population of 100 such 

multi-agent systems is optimised by a genetic algorithm. Each agent in the multi-agent 

system is capable of very limited interactions with its environment. This limited 

behaviour is insufficient to solve certain tasks that are presented to the agents. However, 

if the agents evolve different and complementary behaviours to each other and begin to 

cooperate they are capable of solving the presented tasks. There is a trade-off, as the 

level of cooperation between the agents begins to increase an inappropriate behaviour 

by any agent affects all other agents. The behaviour of the agents as well as the level of 

cooperation between the agents is under evolutionary control.  

 

The multi-agent systems models eusocial species such as ants, termites and bees. Each 

agent represents a given caste in such species. The agents have to cooperate with each 

other in order to solve certain tasks. Each agent’s fitness is dependent on the state of 

other agents, this is analogous to the way that the fitness of a given caste in an eusocial 

species depends on the behaviour of other casts in the colony. For example, the value of 

midden duty ants in an ant colony is dependent on the behaviour of colony construction 

and undertaking duty ants, see chapter 6. Figure 3.7 illustrates the experimental 

procedure conducted with a population of multi-agent systems.  
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Figure 3.7: Experimental procedure using multi agent systems. 

 

Each step given in Figure 3.7 is described in more detail below: 

 

A. A population of multi agent systems will be instantiated.  

B. The behaviour of the agents and the intensity of interaction between agents in a 

multi-agent system will be optimised using a genetic algorithm. The intensity of 

interaction between agents will constantly be recorded.   

C. The fitness of the fittest agents within a population will be recorded. 

D. The population of multi agent systems will be re-initialised.  

E. The behaviour of the agents in the multi agent system will be optimised using a 

genetic algorithm but the intensity of interaction between the agents will be set 

and constant throughout the experiment.  

F. The fitness of the fittest agents within the population will be recorded.  

 

The experiments conducted on the multi-agent systems are different to the experiments 

conducted on the Ising spin glass and the NK systems since in both the Ising spin glass 

and the NK model complexification is imposed while in the multi-agent systems the 

Use genetic algorithm to optimise agents behaviour and level of 

integration between agents. (B)  

Measure and record fitness of fittest system. (C) 

Initialise population of 100 multi agent systems.(D) 

Use genetic algorithm to optimise agent behaviour at a constant and 

uniform level of agent integration. (E) 

Measure and record fitness of fittest system. (F) 

Initialise population of 100 multi agent systems. (A) 
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level of complexity is a parameter which is itself optimised, i.e. the systems may or may 

not become more complex. 

3.3.4 Experiment Four - Autocorrelation estimates 

 

The purpose of this experiment, also conducted on the multi-agent system, is to 

determine the ruggedness of the multi-agent system fitness landscape. This is achieved 

by obtaining random walk fitness value series under different levels of agent integration 

and then conducting an auto-correlation analysis on these series. The procedure is 

described in more detail below: 

 

Figure 3.8: Experimental procedure for autocorrelation analysis.  

 

Randomly initialize single multi-agent system (B) 

Set agent integration to be 0 (A) 

Mutate single bit in genome and evaluate fitness (C) 

Have 3000 fitness evaluations 

been completed? (D) 

Yes No 

Has agent integration 

reached 1 (F) 

No 
Increase integration 

by 0.25 

Complete autocorrelation analysis (E) 
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Each step is described in more detail below: 

A. The integration between the agents is set to zero so that each agent acts 

independently of other agents. 

B. The genome of the multi-agent system is randomly initialised so that that each 

gene is either 0 or 1 (apart from the level of agent integration which is set in step 

A). 

C. A single bit in the genome is mutated and the overall fitness of the system is 

evaluated.  

D. The random walk fitness value series is 3000 values long. 

E. An autocorrelation analysis is computed, essentially a measure of how similar a 

series is with a shifted version of itself.  

F. Five different agent integration values are used, {0, 0.25, 0.5, 0.75, 1} where 

zero means that the agents are independent and 1 means that the agents are fully 

integrated.  

3.3.5 Experiment Five - Offspring and Spontaneous Optima 

 

The purpose of this experiment, also conducted on the Ising spin glass model is to 

investigate the mechanisms behind the evolutionary effects caused by M1 and M2 

complexification. This will be achieved by comparing at all stages of complexification, 

the fitness of optima found when the initial conditions are random and when the initial 

conditions are the optima found at the previous level of complexity.  Different sized 

Ising spin glass systems will be experimented on.  

 

The Ising spin glass model is used because: 

• it has a non-additive fitness function resulting in a rugged fitness landscape 

making it suitable for investigating evolvability.  

• it can be complexified by M1 and M2 complexification. 

• it has an explicit fitness function allowing for large systems (up to 70 spins) to 

be experimented on. 

• it has been used in previous studies of evolvability making the results directly 

relevant. 
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The overview of this experiment is given in Figure 3.9. 

 

 

Figure 3.9: Experimental procedure comparing offspring and spontaneous optima.  

 

Each step of the process is described in more detail: 

A. Specify the number of spins.  

B. Randomly initialise the spin states and use the hillclimber optimisation 

algorithm for 500 iterations to minimise the energy. Record the current number 

of weights in the network, the fitness and spins states of the solution into table 

Results_Found_1. Complete this procedure 400 times, i.e. 400 initial spin states 

are used. 

C. Have all the weights been added in order to make the spin glass network fully 

connected? 

Specify total number of spins (A) 

Apply hillclimber optimisation algorithm for 500 iterations to randomly 

generated spin values and record solution found. Repeat this 400 times. (B) 

Have all weights been 

added? (C) 

Add a random weight (D) 

Yes No 

Terminate (F) 

Apply hillclimber optimisation 

algorithm for 500 turns using all 

solutions found in (B) as initial 

conditions and store the results. (E) 
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D. Generate a random weight and add this to randomly selected pair of spins.  

E. Using all the solutions found in (B) as initial conditions apply the hillclimber 

optimisation algorithm for 500 iterations per initial condition and record the 

results into table Results_Found_2. 

F. Terminate the results are store Results_Found_1 and Results_Found_2. 

 

The results in Results_Found_1 and Results_Found_2 are used to compare the 

evolutionary effects of random initial spin state and initial spin states corresponding to 

previous optima. 

 

3.3.6 Experiment Six - Fitness Meta-Landscape 

 

The purpose of this experiment, conducted on the Ising spin glass model, is to 

investigate fitness landscape changes which are caused by M1 and M2 

complexification. Systems of different size will be experimented on. The Ising spin 

glass model is used because: 

• it has a non-additive fitness function resulting in a rugged fitness landscape 

making it suitable for investigating evolvability.  

• it can be complexified by M1 and M2 complexification mechanism. 

• it has an explicit fitness function allowing for relatively large systems to be 

experimented on. 

• it has been used in previous studies of evolvability making the results directly 

relevant. 

The experiment is described by Figure 3.10.  
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Figure 3.10: Procedure used to determine topology of Ising spin glass fitness landscapes. 

 

Each step of the process is described in more detail: 

A. Specify the number of spins that will be used in this spin glass experiment.  

B. Randomly generate the spins states and apply a hillclimber optimisation 

algorithm to minimise the energy. Record the fitness, i.e. –energy, and the spin 

states after 500 turns of the hillclimber optimisation algorithm are.  

C. Have enough weights been added so that the spin glass network is fully 

connected.  

D. Generate a random weight and place it between two randomly selected spins 

which are currently not connected.  

E. The experiment is terminated once the spin glass network is fully connected. 

 

This experiment will be conducted numerous times so that the average change of fitness 

and the average change in spin states per solution can be found. The experiment does 

not compare the fitness of gradually complexified and non-complexified spin glass 

Specify number of spins. (A) 

Apply hillclimber optimisation algorithm for 500 turns to a randomly 

generated spin state and record solution found. (B) 

Have all weights been added? (C)  

Yes No 

Terminate (E) Add a randomly generated weight 

between randomly selected pair of 

spins. (D) 
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systems, rather the experiment gives information about the solutions found by the 

hillclimber optimisation algorithm as the spin glass systems becomes more complex.  

3.4 Modelling Evolution 

 

Two models of evolution are used in this work, the hillclimber optimisation algorithm 

and the genetic algorithm. The genetic algorithm is used on the multi-agent systems 

while the hillclimber optimisation algorithm, a simpler version of the evolution inspired 

(1+1) evolutionary strategy optimisation algorithm, is used on the NK and Ising spin 

glass systems. As the name implies the hillclimber optimisation algorithm always 

moves upwards on the fitness landscape from some initial solution. The exact 

functioning of the hillclimber optimisation algorithm in this work is as follows: a given 

solution is evaluated and then altered in a small way, e.g. single bit mutation. The new 

solution is evaluated and in case the new solution is fitter than the original solution it is 

accepted while the original solution is discarded. In case the new solution is not fitter 

than the original solution the new solution is discarded. This process continues for a set 

number of turns or until a given solution has been altered in all possible ways and no 

better solution can be found, i.e. the hillclimber has settled on a fitness optimum.  

 

There are several reasons for using the hillclimber optimisation algorithm in the 

experiments on Ising spin glass systems and the NK fitness function. Since the 

hillclimber always accepts fitter solution while rejecting less fit solutions it has a high 

propensity of get stuck on local optima (Tovey 1985). While this characteristic makes 

the algorithm unsuitable for finding global optima in rugged fitness landscapes the aim 

of the experiments conducted here is not to find global optima but to investigate the 

evolvability of complexified and non-complexified complex systems. The propensity to 

get stuck on local optima therefore makes the algorithm particularly suitable for 

comparing evolvability since the effectiveness of the algorithm only depends on the 

ruggedness of the fitness landscape. The success of the algorithm can therefore be used 

as a measure of evolvability.  
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The genetic algorithm differs from the hillclimber optimisation algorithm in several 

ways; it uses a population of solutions to search the fitness landscape instead of a single 

one and combines two move operators, mutation and recombination (Mitchell 1996). 

The single point recombination operator takes two solution and ‘cuts’ them at some 

random point. One part of one solution is combined with a part from the second 

solution. See Figure 3.11 for an example of a single point recombination operator on a 

pair of binary strings. The recombination operator is also known as the crossover 

operator (Mitchell 1996). The genetic algorithm used in this work employs the 

tournament selection mechanism. The fitness of two randomly selected solutions is 

compared and the fittest solution has a 75% chance of being crossed over with another 

solution that ‘won’ a similar tournament against a different solution. 

 

Figure 3.11: Illustration of single point crossover. 

 

A genetic algorithm is used to evolve the multi agent systems since the hillclimber 

search algorithm is incapable of finding any suitable agent behaviour and this makes 

any comparison between complexified and non-complexified systems impossible. 

While the recombination operator may arrange the solutions in such a way that fewer 

local optima are created than if only the mutation operator employed by the hillclimber 

was used the selection pressure will nevertheless move the evolving population towards 

one of the fitness optima and the problems associated with getting stuck on a poor local 

fitness optima persist (Wolpert 1997). This means that results from experiments 

conducted on Ising spin glass systems and the NK fitness function can conceptually be 

Offspring 1 

Parent 2 Parent 1 

 1 1 1 1 1  1 1 1 1 1 1 1 1 0 1 0 1  0 1 0 1 0 1 0 

1 1 1 1 1 0 1 0 1 0 1 0 1 0 1 0 1 1 1 1 1 1 1 1 

Offspring 2 
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compared to the results obtained on multi-agent systems optimised with a genetic 

algorithm.  

3.5 Conclusion 

 

In the first section of this chapter the hypothesis that complexified systems are more 

evolvable than non-complexified system was re-stated explicitly and through the use of 

an example based on hypothetical complex systems. It was emphasised that the 

investigation undertaken in this work is not focused on understanding why complex 

systems evolve, rather the investigation attempts to uncover how complex systems 

evolve. The three types of complexification mechanism employed in this work, referred 

to as M1, M2 and M3 complexification mechanisms, were introduced. Complex 

systems were defined as systems which have a non-additive fitness function leading to a 

rugged fitness landscape while the property of evolvability was defined and the way in 

which evolvability will be measured was described.  

 

In the second section of the chapter, dealing with the significance of this work, it was 

argued that a positive result would indicate that natural complex systems have a higher 

likelihood of evolving than is predicted by current evolutionary theories. Furthermore, a 

positive result would have a direct and significant impact on previous studies of 

evolvability, especially on studies using the Ising spin glass or NK models.  

 

The third section of the chapter briefly introduced the multi-agent system, Ising spin 

glass and NK models of complex systems used in this work. The use of each model was 

justified and an overview of each experiment was presented. The final section of the 

chapter introduced the hillclimber and genetic algorithm models of evolution providing 

justifications for each one.  
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4 Complexification of Ising Spin 
Glasses 

 

4.1 Introduction 

 

As was discussed in the Introduction and Background chapters an important aspect of 

evolutionary biology is the investigation of evolvability, an attempt to understand what 

makes one biological system more capable of adapting to its environment than another. 

In biological systems one of the key aspects of evolvability are the notions of pleiotropy 

and epistasis. Pleiotropy is the phenomenon of one gene affecting several phenotypic 

traits while epistasis is the phenomenon of several genes affecting one phenotypic trait. 

Both have a profound influence on evolvability. It is generally accepted that high levels 

of epistasis and pleiotropy reduce evolvability by making the fitness of the particular 

system non-linear and hence the fitness landscape more rugged, i.e. characterised by 

numerous local optima.  

 

Using this framework, a system in which one gene affects one phenotypic trait would be 

maximally evolvable since each phenotypic trait could be evolved independently and 

there would be no local fitness optima. Expressed differently, if the fitness of each 

phenotypic trait is independent of other phenotypic traits and is controlled by a single 

gene, small alterations to the system will have a relatively small effect on fitness, thus 

enabling small positive changes to accumulate, increasing the overall fitness of the 

organism (Yang 2001). 

 

However, while linear systems are highly evolvable since each component evolves 

independently in certain environments non-linear system responses may result in higher 

fitness, high linearity which increases evolvability may therefore in fact be limiting the 

overall attainable fitness of a given system. Non-linear or integrated systems, while 

potentially less evolvable, may be capable of producing correlated responses to 

environmental stimuli resulting in non-linear behaviours, potentially making the system 
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as a whole better adapted to its environment. Examples of this are often found in the 

integration of phenotypic traits of plants. A study by Schlichting, for instance, 

demonstrated a significant positive correlation between the amount of phenotypic trait 

integration and fitness in both the plant Phlox drummondii and the clover Trifolium 

repens (Schlichting 1989).  

 

Linear systems might therefore be associated with smooth and evolvable fitness 

landscapes but the few peaks in these landscapes might be of relatively low fitness. In 

contrast, non-linear complex systems may be associated with rugged and non-evolvable 

fitness landscapes but some of the peaks in these landscapes may be of relatively high 

fitness. The potential advantage of highly integrated complex systems, thus raises an 

important conundrum: while it may be advantageous to evolve integrated complex 

responses, complex systems are less evolvable than their linear counterparts. How, then, 

do fully integrated complex systems evolve?  

 

Landscape theory is often employed in an attempt to understand how complex systems 

manage to evolve, in particular a single fitness landscape is used to describe the 

evolvability of the given complex system (Reidys and Stadler 2001; Smith 2002; 

Stadler 2002). It was however argued in previous sections that this approach is 

potentially flawed since most natural complex systems exhibit complexification at some 

stage of their evolutionary history and hence their evolvability cannot be described by a 

single fitness landscape. In fact, there appears to be no empirical studies explicitly 

investigating the relationship between complexification of complex systems and 

evolvability. This chapter describes such a study, using the Ising spin glass model.  

 

The Ising spin glass model used in the experiment described in this chapter is very 

simple, it only consists of components called spins, which either take the value of -1 or 

1, and the weights connecting the spins which are normally distributed. The Ising spin 

glass is used in this work because the Ising spin glass model is associated with a rugged 

fitness landscape making it ideal for investigating evolvability. Since the overall energy 

of the Ising spin glass depends on the interaction between spins (any spins with no 

connections to other spins do not impact on the system energy) M1 complexification 
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can be achieved by simply connecting a spin which previously had no connection. M2 

complexification is achieved by adding weights between a pair of spins which already 

have connections to other spins. Given the explicit nature of the fitness function, the 

fitness of any spin configuration can be evaluated in relatively few computational steps 

allowing for numerous experiments to be conducted on large Ising spin glass networks 

in a relatively small amount of time. This allows the impact of system size on the 

relationship between complexification and evolvability to be investigated.  

 

The Ising spin glass model is also very suitable since it is a very generic and abstract 

model of complex systems and the results obtained from experiments conducted on this 

model may potentially apply to a whole range of natural complex systems. In fact, the 

model has previously been used to investigate the evolution/adaptation of complex 

systems such as the prebiotic evolution (Anderson 1983; Nokura 2003), protein folding 

as well as the social phenomena such as decision making in organisations and 

international relations (Galam 1999) which means that the results of this study can 

directly be compared to other studies and can easily be placed into an appropriate 

scientific context.  

 

The aim of the experiment described in this chapter is to compare the evolvability of 

different sized M1 and M2 complexified and non-complexified Ising spin glass systems 

where M1 complexification is the addition and integration of new components into the 

complex system and M2 complexification is the addition of a new connection between 

existing components. If it is shown that gradual complexification of the Ising spin glass 

does increases evolvability this will provide evidence supporting the original 

hypothesis. Such results will also impact previous studies which deal with the evolution 

of Ising spin glass systems. In addition, the results will potentially illustrate any 

relationships between gradual complexification and the size of the complex system 

being evolved.  

 

This chapter begins by describing in detail the Ising spin glass model followed by an 

account of the experimental procedure. While the experimental procedure was described 

using flowcharts in 3.3.1 here it will be described in more detail using pseudo code, this 
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allows for more detail to be presented as well as easier reproduction of the experiments. 

The results of the experiments are then presented in numerous formats finally followed 

by a discussion section commenting the results and their significance.   

 

4.2 The Ising Spin Glass Model 

 

Unlike electro-magnets, which produce a magnetic force when an electric charge passes 

through them, the magnetic forces produced by ‘permanent’ magnets is caused by the 

alignment of electron spins, where spins are a property of all elementary particles. In 

ferromagnetic material the electron spins (or simply spins) have a tendency to align with 

their neighbours thus producing a net magnetic field. In antiferromagnetic material the 

spins have a tendency to align in opposite directions to their neighbours thus cancelling 

each other’s magnetic force.  

 

The magnetic interactions between the electrons are associated with a magnetic 

potential energy, in a ferromagnetic materials this energy is reduced as spins become 

aligned while in antiferromagnetic materials the energy is reduced when neighbouring 

spins align in opposite directions. In a spin glass system the spins of the system interact 

in such a way that it is impossible to simultaneously minimise the magnetic potential 

energy of all spins due to ‘competing interactions’ between the spins. This phenomenon 

is called magnetic frustration and leads to many equilibrium configurations which are 

not the ground state, i.e. there are many stable configurations of spins which do not 

correspond to the minimum energy. An energy landscape of a spin glass system is 

therefore rugged and characterised by multiple energy minima. 

 

The Ising spin glass model, introduced by Sherrington and Kirkpatrick (Sherrington and 

Kirkpatrick 1975) models this frustration. Just as in the Ising model the orientation of 

spins in the Sherrington and Kirkpatrick model is restricted to be either -1 or 1 so the 

spins in the model are referred to as Ising spins. However, unlike in the Ising model 

where the spins interact only with neighbouring spins the spins in the Ising spin glass 

model can have infinite range so that the orientation of every spin can be affected by all 
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other spins in the system. Since only Ising spins are used in this study they will 

sometimes simply be referred to as spins. The symmetric interactions between the spins, 

referred to as weights, are independently distributed from a mean of zero and a variance 

of one Gaussian probability density. The energy of the spin glass is given by the 

Hamiltonian: 

 

∑
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Equation 4.1 

 

where wij represents the symmetric random interactions between two spins Si and Sj. An 

example of an Ising spin glass is given in Figure 4.1 where the energy of this particular 

spin configuration is given by: ((1*1*0.23) + (-1*1*0.99) + (-1*1*0.49) + (-1*1*1.03) 

+ (-1*-1*-0.4) + (-1*1*-1.25) )= 1.4300. 

 

Figure 4.1: Example of an Ising spin glass 

 

The weights in the Ising spin glass model are unchangeable while the spins can change 

and take the value of either -1 to 1. As can be seen from Equation 4.1 and Figure 4.1 the 

overall energy of the system depends on the energy contribution of pairs of connected 

spins. Since a particular spin can interact with several other spins a change in one spin 

Pair of spins 

contributing to 

overall energy of 

system 

Shared spin 

0.49 

0.23 

0.99 
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-1 

1 

-1 

1.03 
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orientation may contribute to a reduction in the energy contribution of one pair of spins 

but an increase in energy contribution of another pair. This results in a rugged energy 

landscape and if a hillclimber optimisation algorithm tries to find the global energy 

minimum for such a landscape there is a significant likelihood that the solution found 

will be a local as opposed to a global minimum. In the experiment described below the 

evolvability of complexified (mechanism-1 and mechanism-2) and non-complexified 

Ising spin glass systems is compared.  

 

4.3 Experimental Setup 

 

 

The aim of this experiment is to test whether the gradual M1 and M2 complexification 

of Ising spin glass systems results in higher evolvability when compared to non-

complexified systems. In order to achieve this aim the fitness of two equivalent Ising 

spins glasses will be compared after they have been optimised for the same number of 

turns. One spin glass system will not undergo complexification, it will be fully 

connected for the entire duration of the experiment, while the other spin glass will be 

gradually complexified through the addition of weights between unconnected spins. 

Since both systems will have been optimised for the same amount of time and both will 

be structurally identical (i.e. both systems will have the same weights but may have 

different spin values) when their fitness is compared, the system with a higher fitness 

will be deemed more evolvable than the system with a lower fitness, as described in 

section 3.1.3. The complexification of the Ising spin glass will be gradual since the spin 

states will be optimised by the hillclimber for 100 iterations per every added weight, i.e. 

the system will be in a relatively fit state before any increase in complexity, which will 

always increase at the minimum possible rate of 1/W, where W is the maximum possible 

number of weights.  

 

The Ising spin glass energies are minimised using a single bit flip hillclimber 

optimisation algorithm, i.e. any spin state with a lower energy than the current energy is 

accepted while any spin state with a higher or equivalent energy to the current state is 

rejected. Spin glasses of size N = {20, 30, 40, 50, 70} are investigated. The following 
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description of the experimental procedure is divided into three sections, the first section 

deals with setting up the Ising spin glass system, the second section deals with the 

optimisation of gradually complexified systems while the third section deals with the 

optimisation of non-complexified fully connected systems.  

___ 

Section 1: Generating weights 

 

Given an Ising spin glass of N Ising spins, W weights are randomly generated 

using the Gaussian distribution with a mean of zero and a variance of one. W is 

given by:   
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Equation 4.2 

 

Once all the weights are generated each weight is assigned two numbers 

corresponding to the unique pair of spins which this weight will connect. Table 

4.1 is an example of six weights being assigned to a unique pair of spins, N = 4. 

 

Weight 
Number 

Weight 
Value Spin 1 Spin 2 

      

1 -0.44 1 2 

2 0.52 1 3 

3 -0.56 1 4 

4 -0.67 2 3 

5 0.36 2 4 

6 0.63 3 4 

 Table 4.1: A list of weights, each one assigned to a unique pairs of spins.   

 

Section 2: Optimisation of a gradually complexified Ising spin glass system 

 

N Ising spins are randomly instantiated to be either -1 or 1. One of the weights 

generated in section 1 connects the appropriate pair of spins. The energy E of the 

system given by Equation 4.1 is then minimised using a hillclimber optimisation 

algorithm for the duration of 100 iterations. A new weight is then added 

connecting a different pair of spins. The energy is once again minimised for 100 
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iterations. This procedure is continued until all the weights have been added 

resulting in a fully connected Ising spin glass system.  

 

Since the energy of the entire Ising spin glass system depends on the weights 

between the spins, if a weight is added between a spin that is otherwise 

disconnected the complex system is complexified according the M1 

complexification mechanism. If however, the weight is added between two spins 

that are already connected to some other set of spins the spin glass is 

complexified according to the M2 complexification mechanism. During a single 

experiment the Ising spin glass changes from a single pair of connected spins to 

a fully connected spin glass network as illustrated in Figure 4.2. 

 

Every time a new weight is added to the existing system the Ising spins states are 

optimised 100 iterations. This means that the initial Ising spins states at any level 

of complexity are either optima or solutions close to optima found at the 

pervious level of complexity. More formally: 

 

 Iw+1 = Ow Equation 4.3

 

where w is the number of Ising spin weights, I stands for the initial Ising spin 

states and O stands for the solution found by the hillclimber. Keeping in mind 

that the number of added weights equates to the overall level of complexity the 

solutions found by the hillclimber at complexity level w are the initial conditions 

at complexity level w+1. The fitness of the solution, which is simply -E, found 

by the hillclimber when the network is fully connected is recorded. The 

complexification of the Ising spin glass is illustrated in Figure 4.2.  
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Figure 4.2: Complexification of an Ising spin glass system.  

 

 

Section 3: Optimisation of a non-complexified Ising spin glass system 
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In this part of the experiment the fully connected system generated in section 2 

is used. Using Figure 4.2 as an example, the Ising spin glass system in section 7 

would be used. While the structure of the system (i.e. weights) from section 2 

remains unchanged the Ising spins states are randomly initialised which destroys 

the solutions found in section 2. The energy of the spin glass system is once 

again minimised using the hillclimber optimisation algorithm for a duration 

100*W turns where W is the total number of weights, thus ensuring that the 

hillclimber is run for the same amount of turns as it was for the complexified 

system. The fitness of the solution found, i.e. -E, is recorded.  

  

The conditions in section 2 are in sharp contrast to the approach taken in this 

section of the experiment where there exists a continuity between optima found 

previously and initial pin states. The Ising spins are randomly initialised at the 

final level of complexity and are therefore unrelated to the fitness optima at the 

previous levels of complexity.  

 

The pseudo code in Figure 4.3 describes the structure of the experiment.  

1 generate W weights and assign to pairs of spins   

2 for run  = 1 to 100   {there are 100 initial conditions} 

3  generate initial spins states to be either (-1) or (1) 

4  for weight = 1 to W  {the number of weights W given by Equation 4.2} 

5   add randomly selected weight to assigned pair of spins 

6   for  i = 1 to 100 {100  iterations of the hillclimber} 

7    minimise E given by Equation 4.1 using hillclimber 

8   end 

9  end    {all the weights have been added} 

10  record fitness and store as solution_1 

11  randomly re-set all spins states to be either (-1) or (1) 

12  for  i = 1 to 100 * W  {100*W iterations of the hillclimber}  

13   minimise energy using hillclimber 

14  end 
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15  record fitness and store as solution_2 

16 end 

Figure 4.3: Pseudo code of Ising spin glass experiment. 

 

Each line of the pseudo code given in Figure 4.3 is described in more detail in Appendix 

A. The M1 and M2 complexification is gradual since the hillclimber optimisation 

algorithm is run for 100 iterations for every added weight, which are added individually. 

For each N = {20, 30, 40, 50, 60, 70} the experiment described above is conducted 10 

times i.e. for every value of N, 10 sets of weights are generated and for every set of 

weights 100 initial spin states are used by the hillclimber optimisation algorithm, as 

summarised in Table 4.2. 

 

N 
 

Experiments 
conducted 

Initial Ising spin 
states per 
experiment 

20  10 100 

30  10 100 

40  10 100 

50  10 100 

60  10 100 

70  10 100 

Table 4.2: Summary of experiments conducted. 

  

4.4 Results  

 

The execution of a single experiment described above outputs 200 results (fitness 

values), 100 for the gradually complexified Ising spin glass systems and 100 for the 

non-complexified fully connected systems. 10 such experiments were run resulting in a 

total of 1000 pairs of fitness values for each value of N. An analysis was then performed 

to find if there are significant improvements in fitness of optima found through gradual 

complexification. If gradual complexification improves evolvability of the Ising spin 

glass model this would provide evidence supporting the main hypothesis.  

 

Since each Ising spin glass network has different weight values and therefore different 

energy optima the results obtained were normalised so that data from different Ising 

spin glass systems could be compared. The minimum fitness value, out of the 200 
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results found by the hillclimber in a single experiment, was represented by 0 since this 

is the least fit result. The maximum value, out of the 200 values found by the hillclimber 

in a single experiment, was represented by 1 since this is the most fit result. All other 

fitness values were then assigned a corresponding value between 0 and 1. The data from 

all 10 experiments was normalised in this way.  

 

Once the data was normalised it was analysed in several ways. The simplest analysis 

was to represent the normalised data in histogram form, presented below. The 

normalised fitness was divided into 10 uniformly spaced bins. The first nine bin 

intervals were such that  

 

lb <= f < ub  

 

Equation 4.4

while the final 10
th

 bin was such that 

 

lb <= f <= ub Equation 4.5

 

where lb stands for the lower bound of a bin, ub stands for the upper bound of the bin 

and f stands for a particular normalised fitness value. Each histogram presented below 

shows the frequency of normalised fitness values of 10 experiments for each network 

size.  
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N = 20, Histogram
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Figure 4.4: Normalised fitness for N = 20. 

 

N = 30, Histogram

0

0.05

0.1

0.15

0.2

0.25

0.3

0.35

0.4

0.45

0.
0 
- 0
.1

0.
1 
- 0
.2

0.
2 
- 0
.3

0.
3 
- 0
.4

0.
4 
- 0
.5

0.
5 
- 0
.6

0.
6 
- 0
.7

0.
7 
- 0
.8

0.
8 
- 0
.9

0.
9 
- 1
.0

Fitness intervals

N
o
rm

a
ls
ie
d
 f
re
q
u
e
n
c
y

non-complexified

complexified

 

Figure 4.5: Normalised fitness for N = 30. 

 



 100

N = 40, Histogram
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Figure 4.6: Normalised fitness for N = 40. 

 

 

 

Figure 4.7: Normalised fitness for N = 50. 
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N = 60, Histogram
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Figure 4.8: Normalised fitness for N = 60.  

 

N = 70, Histogram
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Figure 4.9: Normalised fitness for N = 70. 

 

The results in Figure 4.4 to Figure 4.9 show the fitness distribution for the complexified 

and non-complexified Ising spin glass systems. The frequency count in each bin was 

divided by 1000, the number of optima found in 10 experiments for each value of N. 
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The frequency of optima in the highest fitness bin interval, i.e. 0.9 - 1.0, is always 

higher for the gradually complexified Ising spin glass systems compared to the non-

complexified systems. Furthermore, the frequency of optima in the lowest fitness bins, 

i.e. 0.0 - 0.1, is higher for the non-complexified Ising spin glass system compared to the 

complexified Ising spin glass systems. Although the histogram data is very useful for 

understanding the general structure of the results, the binning of fitness values removes 

information about the minimum and maximum fitness values found. These values as 

well as the mean normalised fitness are shown in the following figures. 

 

 

N = 20, 10 networks, 100 runs per network
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Figure 4.10: Average minimum, average mean and average maximum values, N = 20 
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N = 30, 10 networks, 100 runs per network
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Figure 4.11: Average minimum, average mean and average maximum values, N = 30 

 

N = 40, 10 networks, 100 runs per network
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Figure 4.12: Average minimum, average mean and average maximum values, N = 40 
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N = 50, 10 networks, 100 runs per networ
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Figure 4.13: Average minimum, average mean and average maximum values, N = 50 

 

N = 60, 10 networks, 100 runs per networ
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Figure 4.14: Average minimum, average mean and average maximum values, N = 60 
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N = 70, 10 networks, 100 runs per networ
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Figure 4.15: Average minimum, average mean and average maximum values, N = 70 

 

The results in Figure 4.10 to Figure 4.15 show the average normalised minimum, 

average mean and average maximum fitness found for 10 Ising spin glass networks of 

size N = {20, 30, 40, 50, 60, 70}. The results show that the average minimum 

experimentally found fitness values are approximately 20% higher for the gradually 

complexified Ising spin glass systems compared to the non-complexified Ising spin 

glass systems. The average mean fitness for the complexified Ising spin glass systems 

are also higher, but to a lesser extent. The average maximum scores are equivalent for 

both approaches. This means that both approaches are capable of finding the fittest 

experimental optima but gradual complexification avoids the least fit optima.  

 

The results also show that the average maximum fitness found by both approaches 

(complexification and non-complexification) is equivalent. This does not mean that both 

approaches found the absolute maximum score, this may or may not be the case, rather 

the results show that both approaches identified the same optima as a maximum. 

However, the results in Figure 4.10 and Figure 4.15 give no information about how 

often the experimental maximum fitness was found given 100 runs were performed per 

network, this data is shown in Figure 4.16.  
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Figure 4.16: Proportion of optima corresponding to experimental maximum.  (where f if the 

number of maximum fitness optima found and F is the total number of optima found). 

 

  

The results in Figure 4.16 show that the gradual complexification of the Ising spin glass 

system result in the maximum values being found more often than with the non-

complexified Ising spin glass systems. The frequency of the maximum fitness optima 

found decreases with increasing N which can be attributed to the total increase in the 

number of optima as the size of the Ising spin glass increases. Similarly, the results in 

Figure 4.17 show that complexification leads to the least fit experimental optima being 

avoided more often than when the Ising spin glass does not undergo gradual 

complexification.  
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Figure 4.17: Proportion of optima corresponding to experimental minimum. (where f if the number 

of minimum fitness optima found and F is the total number of optima found).  

 

It appears that any evolutionary benefits due to M1 and M2 complexification increase as 

the total number of spins in the Ising spin glass system increases. In order to quantify 

the evolutionary impacts of system size the difference between the normalised mean 

fitness values for complexified and non-complexified systems were compared. This was 

achieved by comparing the ratio between the mean fitness values for the complexified 

and non-complexified systems.   

 

100*
c

n
d =  

Equation 4.6 

 

where d is the ratio, c is the average mean fitness found for the complexified system and 

n is the average mean fitness found for the non-complexified system. The ratio was 

expressed a percentage and illustrated in Equation 4.6. Each data point essentially 

shows the average benefit of complexification for a particular experiment. A least 

squares linear regression analysis was conducted; the position of the line minimises the 

squared distances between the line and the points.  
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Figure 4.18: Evolutionary benefit and Ising spin glass size. (plotting total number of spins (x axis) 

against (n/c)*100 (y axis) where n is the mean normalised fitness of non-complexified systems and c 

is the mean normalised fitness of complexified systems).  

 

 

All of the results presented in this chapter clearly show that gradual M1 and M2 

complexification of the Ising spin glass model has a considerable impact on the ability 

of the hillclimber optimisation algorithm to optimise the Ising spin configurations. The 

results, presented in histogram form show that gradual complexification improves 

evolvability. The average minimum fitness found when the system undergoes 

complexification is approximately 20% fitter than when the system is non-complexified, 

i.e. complexification avoids the lowest fitness optima. Similarly, complexification 

results in the maximum experimental fitness being found approximately 58% more 

often than when the system is non-complexified. The mean normalised fitness for 

complexified systems in on average 17% higher than for non-complexified systems.  

 

The results also demonstrate that size of the Ising spin glass system impacts on the 

evolutionary effects of complexification, the larger the system the more beneficial the 

process of complexification. The least squares linear regression in Figure 4.18 indicates 

that for every new spin in the Ising spin glass system the increase in fitness due to 
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complexification increases by about 0.22%. All the results strongly support the 

hypothesis that gradual M1 and M2 complexification aids evolvability, where gradual 

means that the system is relatively fit before complexity increases and the increases in 

complexity is relatively small.  

 

4.5 Discussion 

 

In the vast majority of studies investigating the evolvability of complex systems only a 

static system structure is considered while the majority of natural complex systems are 

in fact structurally dynamic. The specific aim of this study was to investigate the effects 

of gradual  M1 and M2 complexification on the evolvability of complex systems using 

the Ising spin glass model, where  M1 complexification is the addition and integration 

of a new component into a complex system and M2 complexification is the addition of 

new interactions between existing components. The results clearly demonstrate that 

gradual M1 and M2 complexification improves evolvability.  

 

The results are significant for two reasons. First, the results strongly suggest that current 

evolutionary, landscape and complex system theories, which do not take 

complexification into account, underestimate the evolvability of complex systems. 

Second, the results impact on all previous studies on evolvability which use the Ising 

spin glasses to model complex systems which undergo complexification. In case the 

systems being modelled become more complex through the addition of new components 

or new connections any study not taking such complexification into account could be 

significantly flawed. In fact, given the Ising spin glass model is a very generic model of 

complex systems and given the results presented here, all studies dealing with the 

evolvability of complex systems should account for complexification. This can be 

achieved by either incorporating complexification into the models used, attempting to 

show that complexification does not impact on evolvability for the specific system 

studied, or by demonstrating that the system is structurally static over the duration it is 

being studied.  
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The results of this work are in agreement with the results of Stanley and Miikkulainen’s 

technical work, which showed that progressive complexification of neural networks 

makes them more evolvable (Stanley and Miikkulainen 2004; Stanley and Miikkulainen 

2002) as well as Cliff’s work on evolutionary trading algorithms in which the 

progressive increase in the number of evolved yet dependent parameters improves 

evolvability (Cliff 2006b). The results of this work also have significant implications on 

the Ohno and Zhang’s theories which argues that gene duplication and subsequent 

divergence is one of the main evolutionary mechanisms allowing organisms to acquire 

novel functionality (Zhang 2003; Zhang, Rosenberg, and Nei ). 

 

The results in Figure 4.10 to Figure 4.15 show that the evolution of complexified and 

non-complexified systems will result in the same experimental maximum score, 

although gradual complexification results in the fittest optima being found more often. 

Similarly and potentially more interestingly, evolution of gradually complexified 

systems almost completely avoids the least fit optima. This might be significant from an 

evolutionary standpoint since one can easily postulate a minimum fitness threshold that 

has to be passed for an organism to have any chance of surviving and reproducing. 

Gradual complexification might help in overcoming such a fitness threshold. While the 

expression “survival of the fittest” is very famous, if natural selection is described as 

“the non-survival of the least fit” the results here would be very significant since they 

suggest that gradual complexification reduces the number of the least fit solutions. Put 

differently, if the results here are general and apply to a host of complex systems then 

gradual complexification significantly reduces the probability of a low fitness solution 

being found during a hill-climbing optimisation. The results also show that size has an 

impact on the effects of complexification, specifically as the total number of spins in the 

system increases the evolutionary benefits due to complexification also increase.  

 

4.6 Conclusion 

 

In this chapter the Ising spin glass model of complex systems was introduced in detail 

followed by a description of the experimental procedure. Four analyses of the results 
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were then presented. The first set shows the normalised fitness of all experiments in 

histogram form, the second compares the average experimental minimum, mean and 

maximum fitness for the gradually complexified and non-complexified Ising spin 

glasses. The third analysis of results shows the normalised frequency of the 

experimental minimum and experimental maximum found by the hillclimber 

optimisation algorithm. The final analysis of results shows the difference between the 

normalised mean fitness found of complexified and non-complexified systems.  

 

The discussion section notes that the results strongly support the hypothesis that 

complexification improves evolvability, especially as the system in question increases 

in size. The results are significant because they can be used to begin formulating a new 

theoretical framework on evolutionary, landscape and complex systems theories. It is 

also noted that the results are significant to all studies of evolvability conducted on Ising 

spin glass models as well as other models. The discussion concludes with the idea that if 

natural selection is viewed as “the non-survival of the least fit” the results here are 

highly significant since they suggest that gradual complexification significantly 

decreases the probability lest fit solutions evolving. 
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5 Complexification of the NK Model 
 

5.1 Introduction 

 

The results in Chapter 4 show that gradually and progressively adding weights and spins 

to the Ising spin glass model significantly improves evolvability. While the Ising spin 

glass model is highly suitable as a starting place for an investigation into the 

evolvability of complex systems the model’s main drawback is that the level of fitness 

non-linearity cannot easily be controlled. Being able to control the level of fitness non-

linearity would be beneficial since it would allow for investigations of complexification 

under different levels of fitness landscape ruggedness. The NK model, used in this 

chapter, allows the level of non-linearity in the system, and hence the amount of fitness 

landscape ruggedness, to be explicitly controlled.  

 

There are three primary reasons for employing the NK model in this work. First, the 

model is characterised by interacting components which contribute to fitness in a non-

additive way resulting in a rugged fitness landscape making it ideal for studying 

evolvability. Second, since each component (gene) of the model contributes to fitness, 

the NK model can easily be complexified by the M2 complexification mechanism (the 

addition of interactions between existing components), simply by adding epistatic 

connections between genes. Third, the K parameter of the model allows for explicit 

control over the level of non-linearity within the system allowing for the impact of 

gradual complexification on evolvability to be investigated under different and 

measurable levels of non-linearity, i.e. ruggedness. In addition, the NK model is widely 

used to study the evolvability of many complex systems, these complex systems often 

undergo the process of M2 complexification,  however the evolutionary effects of 

complexification are ignored (Altenberg 1997; Kauffman 2002; Kauffman and Levin 

1987; Welch and Waxman 2005). If the main hypothesis (see section 1.2) is shown to 

be true for the NK model the results will be directly relevant to these previous studies. 
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The experimental procedure described in this chapter is very similar to that conducted 

on the Ising spin glass in Chapter 4. The NK model consists of components referred to 

as genes which either take the value of 1 or 0, and epistatic connections which connect 

the genes. The epistatic connections between genes are of a binary nature, two genes are 

epistatically linked or they are independent. The NK model can easily be complexified 

by the M2 complexification mechanism by simply adding an epistatic connection 

between an unconnected pair of genes. The parameter K specifies the number of 

epistatic connections per gene, the higher the value K the higher the level of fitness non-

linearity.  

 

While the NK model has an explicit fitness function, evaluating fitness of the gene 

states is computationally expensive, restricting any investigation to modest sized 

systems. As such, a maximum of 21 genes is considered here. This chapter begins by 

describing the NK model followed by a detailed account of the experimental procedure. 

While the experimental procedures in 3.3.2 was described using flowcharts here it will 

be described in more detail using pseudo code, this allows for more detail to be 

presented as well as easier reproduction of the experiments. The results of the 

experiments are then presented in numerous formats finally followed by a discussion 

section commenting on the results and their significance.   

 

5.2 The NK Model 

 

The NK model introduced in (Kauffman and Levin 1987) is based on the notion that 

genes in a genome exhibit epistatic connections so that they contribute to fitness in a 

non-additive way. That is, the fitness contribution of each gene depends on the state of 

that gene and the state of other, epistatically connected, genes in the genome. The 

number of genes in the model is determined by the value N. The value K controls how 

many epistatic connections exist between each gene. For example, if N = 5 and K = 2 

then there are 5 genes and each gene has an epistatic connection to 2 other genes whose 

state impacts on fitness. In the model each gene can either take the value of 0 or 1. An 

example of an NK network with N = 5 and K = {0, 2, 4} is given in given in Figure 5.1. 
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Figure 5.1: Examples of NK networks. 

 

Although it is possible for the genes to be randomly connected to other genes in this 

work the genes are symmetrically connected: if, for instance, the genes are arranged in a 

line, each gene has the same number of connections to its left as it does to its right. The 

connections are also ‘wrapped around’, as illustrated by Figure 5.1. Each gene in the 

NK network has a fitness value which is randomly generated from the uniform 

distribution in the range [0, 1]. The fitness value of each gene depends on its own state 

as well as the state of other genes to which it is epistatically connected. Table 5.1 is an 

example of a fitness function for a single gene: the fitness of the gene is dependent on 

its own state and the state of the other connected genes.  

              

Fitness of gene 1 

              

       

state of gene 1  state of gene 2  state of gene 3  fitness 

       

0  0  0  0.23 

0  0  1  0.74 

0  1  0  0.56 

0  1  1  0.15 

1  0  0  0.27 

1  0  1  0.42 

1  1  0  0.89 

1  1  1  0.65 

Table 5.1: A hypothetical fitness function for a single gene. 

K = 0 
N = 5 

K = 2 
N = 5 

K = 4 
N = 5 
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The state of all the genes is referred to here as the genome state. The overall fitness of 

the entire genome is given by: 

 

∑
=

=
N

i

if
N

F
1

1
 

 

 

Equation 5.1 

 

which is simply the average of all the gene’s fitness contributions. N stands for the 

number of genes and fi is the fitness of the ith gene (Park, et al 1997). The connection in 

the NK network are not weighted, they simply indicate that two genes are linked, which 

makes the fitness of one gene dependent on the state of the connected genes. If the state 

of one gene changes, the fitness contribution of that gene may increase, which may itself 

cause the fitness contribution of other connected genes to decrease. The higher the value 

of K the more epistatic connections exist between the genes. As such, the greater the K, 

the more difficult it becomes to maximise the overall fitness, since the alteration of any 

one gene can adversely affect the fitness contribution of other genes.   

 

Therefore, the K parameter of the NK model allows one to control the ruggedness of the 

network’s landscape, and thus the relative difficulty in using a hillclimber optimisation 

algorithm. In the experiment described below the evolvability of M2 complexified and 

non-complexified NK systems is compared under different values of K. The non-

complexified NK system has N genes and each gene has K epistatic connections to other 

genes. The gradually complexified NK system also has N genes. However, the system is 

initialised with no epistatic connections. New epistatic connections are then 

progressively added to randomly selected pairs of unconnected genes until each gene 

has K epistatic connections to other genes. 

5.3 Experimental Setup 

 

 

The purpose of the experiment is to test whether gradual M2 complexification of an NK 

system at different K values results in higher evolvability when compared to the 
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evolvability of non-complexified NK systems. To achieve this the fitness of two 

equivalent NK systems will be compared after they have been optimised for the same 

amount of time. One of the NK systems will remain unchanged for the entire duration of 

the experiment, while the other NK system will be gradually complexified according to 

M2 complexification: specifically new epistatic connections are added between the 

existing genes. A higher fitness of the gradually complexified system means that 

gradual complexification increases evolvability.   

The NK fitness function is maximised using a single bit mutation hillclimber 

optimisation algorithm. Any genome state with a higher fitness than the current fitness 

is accepted, while any genome state with a lower or equivalent fitness to the current 

genome state is rejected.   

Networks of size N = {5, 9, 15, 21} under different values of K are considered. The 

reason for using small N values is because the evaluation of fitness in the NK model is 

computationally expensive making larger networks difficult to deal with. Fortunately, 

when K is high relative to N the NK model has a highly non-additive fitness function so 

that even relatively small NK systems can be used for experiments on evolvability. The 

experimental procedure is divided into two sections. The first section deals with 

optimisation of gradually complexified NK networks, while the second section deals 

with the optimisation of non-complexified NK networks.  

___  

 

Section 1: Optimisation of gradually complexified NK network 

 

N genes are randomly instantiated to be either 1 or 0. The fitness of the genes 

given by Equation 5.1 is then maximise using a hillclimber optimisation 

algorithm for the duration of N*10 iterations where N is the total number of 

genes. Two randomly selected genes are then connected, while ensuring that no 

gene is connected to more than K genes. The fitness is once again maximised for 

N *10 iterations. This procedure is continued until every gene is connected to K 
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other genes. The fitness obtained is recorded once all possible connections have 

been added.   

The hillclimber is applied for N*10 iterations per level of complexity to ensure 

that each gene is, on average, optimised for the same number of iterations 

irrespective of the actual number of genes in the system. This method does not 

take into account the size of the fitness landscape, which grows exponentially 

with the number of genes. But since evolvability of equally sized systems is 

compared, this should not adversely effect the overall result.   

Since each gene contributes to fitness irrespective whether it is connected or not, 

the number of genes in the NK system is always constant which means that 

adding epistatic links between the genes can only result in M2 complexification. 

However, just like with the Ising spin glass model, the initial gene states at any 

level of complexity are the solutions found at the pervious level of complexity. 

More formally: 

 

 Ic+1 = Oc 

 

 

Equation 5.2 

 

where c is the number of epistatic connections, I stands for the initial gene state 

and O stands for the solution found by the hillclimber. Solutions found by the 

hillclimber at complexity level c are the initial conditions at complexity level 

c+1. The complexification of the NK system is illustrated in Figure 5.2. 
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Figure 5.2: Complexification of an NK system where N = 4 and K = 3.  

 

Section 2: Optimisation of non-complexified NK network 

 

In this part of the experiment the NK network generated in section 1 is used. While the 

structure of the NK network remains unchanged the state of each genes is randomly 

initialised, which destroys the solutions found in section 1. The fitness of the genes is 

once again maximised using the hillclimber optimisation algorithm for a duration 

(W+1)*N*10 iterations where W is the total number of connections that exist in the NK 
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network, thus ensuring that the complexified and non-complexified system are 

optimised by the hillclimber for the same amount of time.   

 

The pseudo code of the experiment is given by Figure 5.3. 

1 randomly generate initial gene states to be either (0) or (1)  

2 for i = 0 to W   {W = N * (K/2), when i = 0 no connections are added}  

3  add the ith epistatic connection to randomly selected pair of genes 

4  for  j = 1 to N*10 {N*10 iterations of the hillclimber} 

5   maximise F given by Equation 5.1 using hillclimber 

6  end  

7 end 

8 record fitness and store as solution_1 

9 randomly re-initialise gene states to be either (0) or (1) 

10 for  j = 1:(W+1)*N*10   

11  maximise F given by Equation 5.1 using hillclimber 

12 end 

13 record fitness and store as solution_2 

Figure 5.3: Pseudo code of NK experiment 

 

Each step of the pseudo code is described in more detail in Appendix B: In order to 

evaluate the fitness of a particular genome state the fitness of each gene is first 

evaluated. The state of a given gene, as well as the state of all other genes to which this 

gene is connected, is referred to as the gene neighbourhood. The state of all the genes in 

the neighbourhood is simply referred to as the neighbourhood state. For example, if one 

gene is connected to four other genes the state of all five genes is considered to be the 

neighbourhood state. 

In order to evaluate the fitness of a given gene the neighbourhood state is noted. Each 

gene is associated with a specific list of previously evaluated neighbourhood states. The 

current neighbourhood state is then compared to the list. If the same neighbourhood 

state was previously evaluated the fitness value for the given gene is then simply 

obtained from the list. In case the current neighbourhood state is not in the list a new 
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fitness is generated and placed into the list. New fitness values are generated by 

generating n+1 values from the uniform distribution in the range [0, 1] and taking the 

average of these values, where n stands for the total number of genes connected to the 

gene in question.   

Table 5.2 shown two fitness storage lists for two genes. Each gene is associated with a 

list of this kind which means that the fitness of any gene can either be obtained if the 

neighbourhood was evaluated before or it can be generated if the neighbourhood state is 

novel. The addition of connections between states increases the size of the 

neighbourhood. 

 
Fitness storage list for two genes 

 

Gene 1   Gene 2   

       

Neighbourhood state Fitness  Neighbourhood state  Fitness 

       

0 0.29  0 0.72 

1 0.11  11 0.49 

01 0.37  011 0.41 

001 0.50  101 0.42 

101 0.26  11110 0.31 

0000 0.51  10101 0.77 

1101 0.95     

0011 0.89       

Table 5.2: Example of a fitness storage list for two genes. 

 

For a given value of N and K 1000 experiments were run on unique NK systems. 

Instead of optimising the same NK system several times using different initial 

conditions, as is the case with the Ising spin glass in Chapter 4, each experiment 

conducted on the NK model only uses a single set of initial conditions since fitness 

evaluations slow down as more fitness values are stored for any given system. Table 5.3 

summarises the experiments conducted on the NK model. 
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N K 
Experiments 
conducted 

Initial genome 
states per 
experiment 

    

5 2 1000 1 

5 4 1000 1 

9 2 1000 1 

9 4 1000 1 

9 6 1000 1 

9 8 1000 1 

15 2 1000 1 

15 8 1000 1 

15 14 1000 1 

21 2 1000 1 

21 8 1000 1 

21 14 1000 1 

21 20 1000 1 

Table 5.3: Summary of experiments conducted on NK model.  

 

5.4 Results  

 

The execution of a single experiment described above outputs two fitness values, one 

for the gradually complexified NK systems and one for the non-complexified NK 

system. 1000 such experiments were run for a single set of N and K values resulting in a 

total of 2000 fitness values. The data was analysed to find if there are significant 

improvements in the fitness of optima found when the NK system was gradually 

complexified, hence indicating higher evolvability. In case gradual complexification 

does improve evolvability, this would add further evidence supporting the hypothesis.   

The minimum fitness optimum, out of the 2000 optima found by the hillclimber for a 

given set of N and K values was represented by 0 since this is the least fit optima while 

the maximum value was represented by 1 since this is the most fit optimum. All other 

fitness values were then assigned an appropriate value between 0 and 1. Once all the 

data was normalised it was analysed in several ways. The simplest analysis was to 

represent the normalised data in histogram form, presented below. The normalised 

fitness was divided into 10 uniformly spaced bins. The first nine bin intervals were such 

that  
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lb <= f < ub  

 

Equation 5.3

while the final 10
th

 bin was such that 

 

lb <= f <= ub Equation 5.4

 

where lb stands for the lower bound of a bin, ub stands for the upper bound of the bin 

and f stands for a particular normalised fitness value. Each histogram presented below 

shows the frequency of normalised fitness values for the 1000 experiments conducted 

for given values of N and K.  

Histogram, N = 5, K = 2
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Figure 5.4: Histogram of normalised frequency and normalised fitness N = 5, K = 2. 
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Histogram, N = 5, K = 4
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Figure 5.5: Histogram of normalised frequency and normalised fitness N = 5, K = 4. 

 

Histogram, N = 9, K = 2
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Figure 5.6: Histogram of normalised frequency and normalised fitness N = 9, K = 2. 
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Histogram, N = 9, K = 4
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Figure 5.7: Histogram of normalised frequency and normalised fitness N = 9, K = 4. 

 

 

Histogram, N = 9, K = 6
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Figure 5.8: Histogram of normalised frequency and normalised fitness N = 9, K = 6. 
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Histogram, N = 9, K = 8
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Figure 5.9: Histogram of normalised frequency and normalised fitness N = 9, K = 8. 

 

Histogram, N = 15, K = 2
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Figure 5.10: Histogram of normalised frequency and normalised fitness N = 15, K = 2. 
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Histogram, N = 15, K = 8
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Figure 5.11: Histogram of normalised frequency and normalised fitness N = 15, K = 8. 

 

Histogram, N = 15, K = 14
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Figure 5.12: Histogram of normalised frequency and normalised fitness N = 15, K = 14. 

 

 



 127

Histogram, N = 21, K = 2
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Figure 5.13: Histogram of normalised frequency and normalised fitness N = 21, K = 2. 

 

Histogram, N = 21, K = 8
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Figure 5.14: Histogram of normalised frequency and normalised fitness N = 21, K = 8. 
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Histogram, N = 21, K = 14
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Figure 5.15: Histogram of normalised frequency and normalised fitness N = 21, K = 14. 

 

Histogram, N = 21, K = 20
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Figure 5.16: Histogram of normalised frequency and normalised fitness N = 21, K = 20. 

 

The data, presented in Figure 5.4 to Figure 5.16 shows that gradual complexification 

improves evolvability of the NK model. Presenting the data in this histogram format 

however makes it difficult to determine the evolutionary effects of overall system non-
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linearity. In order to overcome this problem, the normalised mean fitness value for all 

complexified and non-complexified systems is presented below. 
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Figure 5.17: Mean of normalised fitness for different values of non-linearity, N = 5.  

 

Figure 5.17 illustrates the normalised mean fitness values obtained for experiments 

conducted on the NK model with N = 5 and K = {2, 4}. In both cases gradual 

complexification leads to higher mean fitness.  
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Figure 5.18: Mean of normalised fitness for different values of non-linearity, N = 9. 

 

Figure 5.18 illustrates the normalised mean fitness values obtained for experiments 

conducted on the NK model with N = 9 and K = {2, 4, 6, 8}. In all four cases gradual 

complexification leads to higher mean fitness.  
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N = 15, Normalised Mean
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Figure 5.19: Mean of normalised fitness for different values of non-linearity, N = 15. 

 

Figure 5.19 illustrates the normalised mean fitness values obtained for experiments 

conducted on the NK model with N = 15 and K = {2, 8, 14}. In all three cases gradual 

complexification leads to higher mean fitness.  
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Figure 5.20: Mean of normalised fitness for different values of non-linearity, N = 21. 
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Figure 5.20 illustrates the normalised mean fitness values obtained for experiments 

conducted on the NK model with N = 21 and K = {2, 8, 14, 20}. In all four cases 

gradual complexification leads to higher mean fitness.  

 

The data presented in Figure 5.17 to Figure 5.20 clearly shows that the mean fitness for 

complexified NK systems is consistently higher than for the non-complexified NK 

systems and increases as the total level of system non-linearity increases. In order to 

quantify the increase in fitness associated with an increase in overall system non-

linearity the ratio d between the mean fitness values for complexified and non-

complexified systems was computed: 

 

100*
c

n
d =  

 

Equation 5.5 

 

where d is the ratio, c is the average mean fitness found for the complexified system and 

n is the average mean fitness found for the non-complexified system. The ratio was 

expressed as a percentage and illustrated in Figure 5.21. Each data point shows the 

average increase in fitness due to complexification for a particular normalised level of 

K. When the normalised value of K = 0 then K = 0 and when the normalised value of K 

= 1 then K = N-1. A least squares linear regression analysis was conducted; the position 

of the line minimises the squared distances between the line and the points. The results 

clearly show that gradual complexification is more beneficial for evolvability as the 

level of non-linearity (here controlled by K) increases. 
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Figure 5.21: Evolutionary benefit and the level of non-linearity in the NK network, (plotting K/(N-

1) (x axis) against (n/c)*100 (y axis) where n is the mean normalised fitness of non-complexified 

system and c is the mean normalised fitness of complexified systems). 

 

All of the results presented in this section show that gradual M2 complexification of the 

NK model has a considerable impact on the ability of the hillclimber optimisation 

algorithm to optimise the genes in the NK model. The results, presented in histogram 

form show that gradual complexification improves evolvability. The set of results 

presented subsequently, comparing the average mean fitness for complexified and non-

complexified systems under different levels of non-linearity, suggests that the 

improvements to evolvability increase as the overall level of system non-linearity 

increases. The least squares linear regression analysis shows that on average for every 

0.1 normalised increase in K the evolutionary benefits of complexification increase by 

about 0.88%, where evolutionary benefit is measured in terms of differences between 

mean fitness values. 

 



 134

5.5 Discussion 

 

The aim of this study was to investigate the effects of M2 complexification on 

evolvability of complex systems using the NK model. The results in Figure 5.4 to 

Figure 5.16 demonstrate that M2 complexification (addition of interactions between 

existing components) significantly improves evolvability of the complex system in 

question. The results in Figure 5.17 to Figure 5.20 which compare the mean fitness 

values for complexified and non-complexified systems, also show that gradual 

complexification consistently improves evolvability, where gradual means that the 

system is relatively fit before complexity increases and each increase in complexity is 

relatively low here 1/W. 

 

These results are consistent with those from the Ising model and provide evidence that 

strongly support the main hypothesis being tested. The results are significant since they 

further inform our understanding of evolutionary theory and adaptive complex systems, 

namely that fit complex systems are more probable and less fit systems are less probable 

than predicted by current evolutionary theories. Since the NK model is extensively used 

to study the evolution of complex systems the results presented here directly impact on 

previous and future studies investigating evolvability of the NK model as well as 

potentially other models.   

 

Current evolutionary theories suggest that an increase in the level of non-linearity 

results in a decrease in evolvability. However, the results in Figure 5.21 show that the 

evolutionary benefit of gradual M2 complexification on average increases as the total 

level of non-linearity in the system increases. The reduction in evolvability due to 

increases in system non-linearity are offset by increases in evolvability due to gradual 

complexification. The exact magnitude of this offset should be investigated, as noted in 

the Conclusion Chapter.  
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5.6 Conclusion 

 

In this chapter the NK model of complex systems was introduced in detail. The 

experimental setup detailing the optimisation of complexified and non-complexified 

systems was then presented followed by three sets of results, the first set showed the 

normalised fitness found for gradually complexified and non-complexified systems 

while the second set showed the difference between mean fitness values found for 

complexified and non-complexified systems. The final set of results measures the 

impact of system non-linearity on the evolutionary benefits of complexification.  

The discussion section notes that all the results strongly support the hypothesis that 

gradual complexification aids evolvability and notes that the results are significant since 

they suggest highly non-linear yet fit complex systems are more probable than is 

suggested by current evolutionary theories. The results have a direct impact on previous 

and future studies investigating the evolvability of NK and potentially other complex 

systems. The discussion section concludes by arguing that the impact of non-linearity 

on evolvability is not as straightforward as is often assumed since the improvements in 

evolvability due to complexification improve as the total level of non-linearity 

increases.  
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6 Multi-Agent System 
 

6.1 Introduction 
 

 

The Ising spin glass model can be complexified by the M1 and M2 complexification 

mechanism while the NK model can be complexified by the M2 complexification 

mechanism. However, these two models cannot be complexified by the M3 

complexification mechanism, i.e. they cannot be complexified by uniformly increasing 

the intensity of interaction between existing components. The NK model cannot be 

complexified by the M3 complexification mechanism because the epistatic links 

between the genes have no value. The weights between the Ising spins in the Ising spin 

glass model do have values but when all the weights are increased or decreased 

uniformly there is no underlying change to the fitness landscape topology, and thus the 

level of ruggedness of the fitness landscape remains unchanged. In order to investigate 

the evolutionary impacts of gradual M3 complexification a custom designed model 

capable of being complexified by the M3 complexification mechanism was created. 

 

The model, a multi-agent system, models the optimisation of interdependent objectives 

by a system composed of several different type of components. Specifically, the multi-

agent system models the interactions between different casts in eusocial species such as 

ants, bees and termites. There are two primary reasons for employing the multi-agent 

system in this work. First, the agents in the multi-agent system interact with each other 

in such a way that each agent contributes to fitness in a non-linear way making the 

model suitable for studying evolvability of complex systems. Second, by gradually and 

uniformly increasing the intensity of interaction between the agents the fitness 

landscape becomes more rugged thus making the model suitable for investigating the 

effects of M3 complexification on evolvability.   

 

The multi-agent system is different from the Ising spin glass and the NK model of 

complex systems in several respects. The multi-agent system consists of agents which 
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can exist in one of 2^7 states: the agent’s interactions are represented by uniform 

weights. The intensity of interactions between the agents ranges from 0 to 1 where 0 

means that the agents are completely independent while 1 means that the behaviour of 

each agent is highly dependent on the behaviour of other agents. The level of 

complexity, here controlled by the intensity of interaction between the agents, is not 

imposed on the system but is a parameter which can itself evolve. The behaviour of the 

agents is coded by a binary genome and the fitness of each agent can only be evaluated 

after the agents have performed a particular task for a given number of turns, it is not 

possible to evaluate the fitness of the agents by simply analysing the underlying genome 

as is the case with the Ising spin glass and the NK models.  

 

Unlike in the previous experiments where the complex systems are optimised using a 

hillclimber optimisation algorithm the multi-agent systems are optimised using a genetic 

algorithm. A genetic algorithm is used because preliminary experiments showed that the 

hillclimber optimisation algorithm was highly ineffective when the agents were 

presented even with the simplest of tasks. Nevertheless, because each agent contributes 

to fitness in a non-linear way the multi-agent system is a model of a complex system 

and if gradual complexification of this system improves evolvability this would suggest 

that the beneficial effects of gradual complexification is a general phenomenon.  

 

This chapter begins by describing the multi-agent system, specifically the behaviour of 

the agents, the fitness function and the genome used to represent the agents’ behaviour. 

This is followed by a detailed description of two experiments. The aim of the first 

experiment is to compare the evolvability of multi-agent systems which can undergo 

complexification and systems which are at a maximum level of complexity for the 

entire duration of the experiment. The aim of the second experiment is to confirm that 

increasing the intensity of interaction between agents increases the level of fitness 

landscape non-ruggedness. The results from both experiments are then presented, their 

relevance to each other and the main hypothesis are discussed.  
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6.2 The Model 
 

The multi-agent system models eusocial species such as ants, bees or termites. Each 

agent in the multi-agent system represents one entire cast of the system, where a cast is 

a differentiated morphological form with a specialised function. For example, when 

modelling ants each agent represents colony construction, soldier, foraging, midden or 

undertaking ants (Johnson 2001; Julian and Cahan 1999; Julian and Fewell 2004). 

Similarly for bees each agent represents either reproductive, colony building, foraging, 

guard duty, undertaking or soldiering bees (Calderone and Page 1988; Oldroyd, 

Sylvester, Wongsiri, and Rinderer 1994). A similar division of labour is also found with 

termites (Rosengaus and Traniello 1993). Each agent in the multi-agent system does not 

represent a single individual such as a singe ant but represents the entire cast of ant, in 

this way the eusocial colonies are divided along their largest constituent components.  

 

The overall aim of any eusocial colony is survival and reproduction. This task itself 

requires the completion of many different interlinked tasks performed by the different 

specialised groups, for example, an ant colony can survive and reproduce only if the 

queen survives, if the ants have food, if they are protected by a well built colony, are 

defended against other ants and do not succumb to disease. For example, when building 

ant colonies it is common for the colony to be as far away as possible from the cemetery 

where dead ants are deposited,  the midden (essentially a trash dump) is located at a 

maximum distance from both the colony and the cemetery (Johnson 2001). These tasks 

are related to each other since the completion of one task impacts on the other tasks, this 

aspect of ant colony survival is therefore a complex problem. Other eusocial species 

such as bees and termites are faced with similarly complex problems.  

 

In the model used here the overall task of colony survival is divided into two sub-tasks, 

colony construction and food foraging. This subdivision of the main task is arbitrary but 

was implemented in order to simplify the model while retaining the notion that the 

overall task of colony survival is composed of interdependent subtasks. The agents 

within the multi-agent model inhabit and move on an arbitrarily chosen 200 x 200 2D 

surface, the actual size has no effect on the simulation. A Cartesian coordinate system is 
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used to denote the position of each agent within the space. The surface the agents move 

on does not represent a ‘real’ surface, rather each point on the surface represents a 

particular solution to the given task.  

 

There are two orthogonal lines within the 2D surface representing the two subtasks that 

have to be completed by the colony. The point of intersection between the two lines 

represents the successful completion of both subtasks. Successful agents move towards 

the intersection of the lines, this indicates that the agents are positively contributing to 

the overall task of colony survival. Each agent is associated with a fitness value, the 

fitness of each agent is measured by how close the agent is to both lines during the 

agent’s lifetime, the smaller the distance the higher the fitness. When the agents are 

independent of each other the fitness of each agent is also independent, when the agents 

cooperate with each other the fitness of each agent depends on the behaviour of other 

agents. The level of fitness function non-linearity, i.e. complexity, of the multi-agent 

system therefore depends on the level of agent integration.  

 

Each component of a eusocial colony, such as foraging bees and colony building bees, 

are only aware of limited local information regarding the overall state of the colony. 

There is no ‘master’ bee aware of the entire state of the colony, the components of the 

colony are only aware of local information. For example, foraging bees are aware of 

flower locations while colony construction bees are aware of the location within the 

colony that need to be built. The foraging bees are not aware of progress in colony 

construction while colony building bees are not aware of food locations.  

 

In order to model this division of labour and access to local information each agent 

within the model is a specialist in the sense that it is ‘aware’ of the Euclidian distance 

between its current position and only one of the two lines, which one of the lines 

depends on the agent’s genome. This way each agent is only aware of one of the two 

subtasks. Each agent is only aware of the distance between its current position and the 

line and has no memory. Given these limitations it is impossible for a single agent to 

determine the direction of movement towards the intersection of the two lines, the 
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agents have to cooperate with each other. This necessity for cooperation models the 

integrated nature of the colony survival task.  

 

Each agent within the model represents a cast within the eusocial colony, the position of 

an agent represents the cast’s current solution to the overall task of colony survival, 

while the intersection of the two lines represents the correct solution to the overall task. 

In order to ensure the agents genomes do not ‘memorise’ the location of the line’s 

intersection and always move in the same direction time after time the orientation of the 

lines is rotated and the initial position of the agents is altered several times during an 

agent’s existence, this is explained in more detail below. There are eight agents in each 

multi-agent system since this is the minimum number of agents required to solve the 

presented task, this is explained below and in Figure 6.4. Figure 6.1 is a schematic 

illustration of the agents in the 2D environment. A ‘red’ agent is aware of the distance 

to the red line while the ‘blue’ agent is aware of the distance to the blue line.  

 
Figure 6.1: Schematic illustration of 2D environment navigated a single multi-agent system. 

 

 

The direction of motion of any agent at any given time step is characterised by three 

different motion vectors. The first vector, referred to as the internal motion vector, 

depends on the agent’s genes and the distance between the agent’s current location and 

one of the given lines. The second motion vector, referred to as the external motion 

vector, is a scaled sum of all the other agents’ internal motion vectors. Finally, there is 

the absolute motion vector which is the sum of the internal and external motion vectors. 

The internal motion vector of an agent can be described as ‘the direction in which the 
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agent wants to move’ the external motion vector can be described as ‘the direction in 

which the other agents want to move’ and the absolute motion vector can be described 

as ‘where the agent actually ends up moving’ The relationship between the three motion 

vectors is illustrated in Figure 6.2 and given by:  

 

iii EIA +=  
Equation 6.1 

 

where iA  is the absolute motion vector, iI  is the internal motion vector and iE  is the 

external motion vector for an agent i. The external motion vector  is given by: 
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Equation 6.2 

 

 

where S is the intensity of agent interaction and jI  is the internal motion vector of agent 

j. The value S which is encoded in the genome of the multi-agent system by 1 or more 

bits, depending on the experiment being run, and essentially determines how much the 

agents affect each other. When S = 0 the agents’ motions are independent of each other 

and the system complexity is at its minimum, when S = 1 the agents’ motions are highly 

dependent on each other and the complexity of the system is at its maximum. 

 

The internal motion vector represents the behavioural response of the agent to the 

environment.  The external motion vector represents the behavioural response of other 

agents to their environment and the absolute motion vector represents the overall 

behavioural response of an agent to its environment and other agents. For example, 

three agents A, B and C represent three groups of ants that have to build a colony, 

midden and cemetery respectively as far away from each other as possible (Johnson 

2001). The internal motion vector for ant group A represents ‘where the group want to 

build a colony’. The external motion vector for ant group A is ‘where do groups B and 

C want to build the midden and cemetery’ while the absolute motion vector for ant 

group A is ‘where the colony actually ends up being built’. The internal motion vectors 

for each agent are genetically encoded since the internal motion vector represents the 

group’s instinctive behavioural response to its environment.  
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If each group of ants works independently (i.e. S = 0) the groups build the colony, 

midden and cemetery at positions unrelated to each other. If the groups of ants 

somewhat cooperate (i.e. S= 0.5) each group will select a location that is partially 

influenced by the locations selected by the other groups. If the groups fully cooperate 

(i.e. S = 1) each group will select a location that is highly influenced by the locations 

selected by the other two groups. The requirement that the colony, midden and cemetery 

are built at maximum distance from each other can only be solved if the agents fully 

cooperate with each other. Similarly, in this model the agents can only find the 

intersection of the two lines if they fully cooperate with each other, i.e. S = 1.  

 

 

Figure 6.2: Internal, external and absolute motion vectors for four agents.  

 

Figure 6.2 illustrates the relationship between the internal, external and absolute motion 

vectors for four hypothetical agents in a single multi-agent system, red vectors are 

internal motion vectors, blue vectors are external motion vectors and black vectors are 

absolute motion vectors, the light red and light blue vectors illustrate how the internal 

and external motion vectors respectively contribute to the absolute motion vector. The 
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external motion vector for each agent is obtained by computing the internal motion 

vectors for all other agents and then scaling by the value S. When S = 0 the external 

motion vector E  = 0 so the absolute motion vector equals the internal motion vector, 

i.e. IA = . As S increases the external motion vector has a larger influence on the 

absolute motion vector. The value S is crucial since it controls the intensity of agent 

interaction and thus the level of complexity within the model. The internal motion 

vector is given by:  

 

xdI =  

 

Equation 6.3 

 

where d (encoded by two bits in the genome) can be any of the following 2D vectors 

[1,0], [-1,0], [0,-1], [0,1] representing a one unit motion of up, down, left or right 

respectively and x is a Bernoulli variable given by Equation 6.4. Only two bits are used 

to encode d  by the genome since this is adequate to represent the four 2D vectors, the 

minimum required for the agents to solve the presented task. The encoding of the 2D 

vector d  is detailed in Table 6.1. 

 

Gene state X Y 

      

00 1 0 

01 -1 0 

10 0 -1 

11 0 1 

Table 6.1: the encoding of the 2D motion vector 

 

Without the value x each agent would be associated with an internal motion vector that 

was equal to d  resulting in the external and absolute motion vector being unchanged 

throughout the agent’s lifetime. Basically, without x the agents would be initialised in a 

particular location and would constantly move in the same direction. However, the 

variable x depends on the distance between the agent and the line thus linking the 

agent’s internal motion vector to the agent’s environment, the agent to line distance. In 

the context of eusocial colonies the internal motion vector represents the behavioural 

responses of different casts to their environment. The value x is a probabilistic mapping 

between the environment and the specific behaviour being executed. Using ants on 
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midden duty as an example, the value d  represents a trip to the midden while the value 

x, which is determined by the current local information in the colony, decides whether a 

trip to the midden is required or not. The variable x is given by: 
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Equation 6.4 

 

 

where the probability p is calculated according to the following relationship: 

 

( )( ) ( ) ( )( )
( )( ) ( ) ( )( )




>→−+−+−+

≤→−−−+−−
=

abrratrat

abrabtart
p

,111

,111
 

 
Equation 6.5 

 

 

The variables t and a are both controlled by the genes of a given agent. The 1 bit binary 

variable t = {0,1} controls which of the two lines, ‘blue’ or ‘red’, are used for the 

distance measure, when t = 0 the minimal distance to the blue line is measured, when t = 

1 the minimal distance from the red line is measured. The value t is encoded by 1 bit 

and the value d  is encoded by 2 bits since this is the minimum number of bits required 

for the agents to perform their function. However, in order to increase the number of 

states an agent could exist in thus making the overall problem more difficult to solve the 

value a which determines whether an agent will move is allowed to take 16 values 

between 0 and 1, as summarised in Table 6.2.  
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  Gene state A 

0 0 0 0 0 

0 0 0 1 1/15 

0 0 1 0 2/15 

0 0 1 1 3/15 

0 1 0 0 4/15 

0 1 0 1 5/15 

0 1 1 0 6/15 

0 1 1 1 7/15 

1 0 0 0 8/15 

1 0 0 1 9/15 

1 0 1 0 10/15 

1 0 1 1 11/15 

1 1 0 0 12/15 

1 1 0 1 13/15 

1 1 1 0 14/15 

1 1 1 1 1 

Table 6.2: The binary encoding of the value a. 

 

The r and b values are essentially normalised ‘closeness’ measures between an agent 

and the red or blue line respectively, 1 indicates that the agent is at the same position as 

the line while 0 indicates that the agent is more than 100 units away from the line, see 

Equation 6.6. Equation 6.5 links the agents closeness to a line with the probability of the 

agent’s internal motion vector being non-zero. Table 6.3 provides an example of p 

values resulting from a selection of closeness values and a values. For example, when a 

is low and the closeness to a line is low there is a high probability that the internal 

motion vector will be non-zero. When a is high and the closeness is low there is a high 

probability that the internal motion vector will be low.  

      A     

 p 0 2/15 4/15 6/15 8/15 10/15 12/15 14/15 1 

r 
o
r 
b
 v
a
lu
e
 

0 1.00 0.87 0.73 0.60 0.47 0.33 0.20 0.07 0.00 

0.1 0.90 0.97 0.83 0.70 0.57 0.43 0.30 0.17 0.10 

0.2 0.80 0.93 0.93 0.80 0.67 0.53 0.40 0.27 0.20 

0.3 0.70 0.83 0.97 0.90 0.77 0.63 0.50 0.37 0.30 

0.4 0.60 0.73 0.87 1.00 0.87 0.73 0.60 0.47 0.40 

0.5 0.50 0.63 0.77 0.90 0.97 0.83 0.70 0.57 0.50 

0.6 0.40 0.53 0.67 0.80 0.93 0.93 0.80 0.67 0.60 

0.7 0.30 0.43 0.57 0.70 0.83 0.97 0.90 0.77 0.70 

0.8 0.20 0.33 0.47 0.60 0.73 0.87 1.00 0.87 0.80 

0.9 0.10 0.23 0.37 0.50 0.63 0.77 0.90 0.97 0.90 

1 0.00 0.13 0.27 0.40 0.53 0.67 0.80 0.93 1.00 

Table 6.3: Value p for several values of a and distance from line. 
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The closeness values r and b are given by: 
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Equation 6.6 

 

 

if r<0 then r=0 and if b<0 then b=0, dr is the minimum distance between an agent and 

the red line, db is the minimum distance between the agent and the blue line. The value 

100 means that any agent further then 100 units from a line will be associated with a 

zero closeness measure and therefore no information about the distance from the line. 

The value of 100 was selected because of the size of the 2D surface. If a line is placed at 

the centre of the 2D surface, either vertically or horizontally, every agent will have a 

closeness measure in the range 0 to 1. This also means that if any line is placed away 

from the centre of the 2D surface there will be positions within the surface which have a 

closeness measure of zero and thus provide no information about the agent’s location. 

This does occur with the blue line as described in the section 6.3.  

 

Figure 6.3: Dependencies of absolute motion vector, underlined values encoded in genome.  
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The absolute motion vector depends on the external motion vector and the internal 

motion vector. The external motion vector depends on the internal motion vector of 

other agents and the value S which determines the intensity of influence of other agents. 

The internal motion vector depends on the genetically encoded vector d and the value 

x. The value x links the internal motion vector to the environment, it depends on the 

probability p which depends on the genes a, t and the closeness to one of the liens. The 

arrangement between the variables depicted in Figure 6.3 shows how the motion of each 

agent depends on the motion of other agents in the multi-agent system as well as the 

agent’s interaction with the environment. Table 6.4 lists the components of the model 

and their respective meaning in terms of interacting individuals.  

 

2D surface Space of all solutions. (each location is one given solution) 

Lines Correct solution for sub-task, building colony or obtaining food. 

Intersection of lines Correct solution for overall task, the survival of colony. 

Agent Single cast within overall colony. 

Absolute motion 
vector 

Overall behaviour of cast (controlled by environment and other casts) 

External motion 
vector 

Behaviour of other casts given their local information about 
environment. 

Internal motion 
vector 

Behaviour of each cast given local information about environment. 

S Level of cooperation between casts. 

d  Possible instinctive behaviour of a cast. 

x, p and a 
Relationship between cast's behaviour and information about 
environment. 

T What information cast has access to. 

Table 6.4: Meaning of model components.  

 

 

The total number of bits in the genome of each agent is 1 + 2 + 4 = 7. In addition to the 

genes controlling the motion of the agents the intensity of agent integration between the 

agents (the level of complexity) is controlled by the parameter S. The number of bits 

used to encode S varies depending on the experiment being run which is described in 

more detail in the following section.  

 

The 2D surface the agent move on is bounded by a frictionless non-elastic boundary 

restricting the agent’s location to the 200x200 units surface area, there is no wraparound 

to ensure the agents do not move in the ‘wrong’ direction and still find the intersection 

of the lines. There is no reason for using the 200x200 surface area, any rectangular 
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surface area could be used given slight modifications to Equation 6.6, the current choice 

is arbitrary. In order to solve the task of moving towards the intersection of the two lines 

the agents have to ‘push and pull’ each other. Figure 6.4 illustrates how four ideal 

agents can solve one instance of the problem, eight interacting agent are needed to solve 

all instances of the problem.  

 

 

Figure 6.4: Illustration of how four ideal agents can solve one instance of the task.  

 

As can be seen from Figure 6.4 the relative location of the agents is important. Although 

the two red agents are moving in opposite directions since the top red agent is closer to 

the red line and if a > 0.5 its p value will be higher and so the agents will on average 

move upwards more often. The same holds for the blue agents. If however, all the 

agents are at the same location the absolute motion vector will be zero since the value p 

will be equal for all agents. The difference in position provides the agents with different 

local knowledge which, if exploited correctly, leads to the correct solution. The initial 
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conditions, which are very important for this model are detailed in section 6.3.  

 

The overall fitness of the multi-agent systems is the sum of the entire agent’s fitness and 

is given by: 

 

ii
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Equation 6.7 

 

where wi is the fitness of agent i. Since the intersection of the two lines represents the 

survival of the colony the fitness of each agent is represented by how far the agent is 

from the intersection, the total fitness of a single agent is the sum of all the r and b 

values for the entire duration of an agents lifetime, basically a measure of how close the 

agents were to the two lines over their life, formally: 
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Equation 6.8 

 

where wi is the fitness of any given agent, g is the numbers of turns the location of each 

agent is updated, r and b is the closeness of the agent from the ‘red’ or ‘blue’ line 

respectively as given by Equation 6.6.  

 

The agent’s location is updated 8000 turns which ensures that the agents can move 

towards the intersection of the lines and can remain at this position for a considerable 

number of turns, this allows for successful agents to be differentiated from the less 

successful agents. Two or more agents can occupy the same location without 

interference in each others motion or fitness since an agent’s location represents the 

agent’s solution to the problem and not a ‘real’ spatial position.  

 

Once the agent’s locations have been updated 8000 times and each multi-agent system 

has been assigned a fitness the multi-agent systems are optimised using a genetic 

algorithm employing single tournament selection, single point crossover and single 

point mutation. The tournament selection procedure is as follows: two random agents 

are selected, there is a 75% chance that the fitter multi-agent system is copied and a 

25% chance that the less fit multi-agent system will be copied. The process is applied N 

times, where N is the number of multi-agent systems. At this point the N copied 



 150

genomes are paired resulting in N/2 pairs of genomes. Single point crossover, described 

in Section 3.4, is then applied to the genome pairs resulting in a new population of N 

multi-agent genomes. At this point 10% of the new multi-agent system’s genomes have 

one of their bits mutated. 10% multi-agents systems have their genomes mutated and the 

75:25 ratio used in the tournament selection were chosen since these values were found 

to be the most effective during preliminary experiments. Similarly, the genetic 

algorithm was applied for 5000 generations since preliminary experiments indicated that 

all tested multi-agents systems converged onto a solution by this point and any variance 

in the population was lost.  

 

6.3 Experimental Setup - Experiment One 

 

The aim of this experiment is to obtain the fitness of multi-agent systems in which the 

intensity of interaction can evolve and compare this to the fitness of multi-agent systems 

in which the intensity of interaction between the agents is permanently at its maximum, 

i.e. the value S in Equation 6.2 is set to 1. The experimental procedure can conceptually 

be split into five sections; initialisation of genomes,  initialisation of agents and lines at 

particular x, y positions on the 2D surface, movement of agents, evaluation of fitness 

and evolution. 

 

Section 1: Initialisation of multi-agent system population 

 

At the start of each experiment the genomes of 100 multi-agent system are 

randomly initialised so that each gene is either a 0 or 1.  

 

Section 2: Initialisation of agent and line positions 

 

If the lines are always at the same location the agents might evolve to simply 

move in the same direction every time thus evolving a specific and not a general 

solution for the task. In order to prevent this from occurring the lines and agents 

are initialised at eight different locations during a single generation of a genetic 
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algorithm. The different sets of locations are referred to as cases. During each 

case the agent’s location is updated 1000 turns. The initial conditions for the 

lines and the agents are illustrated in Figure 6.5. 

 

 

Figure 6.5: Illustration of approximate line and agent locations for eight cases. 
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 x y x y 

case 1, 2     

red 0 100 200 100 

blue 50 0 50 200 

case 3, 4     

red 0 100 200 100 

blue 150 0 150 200 

case 5, 6     

red 100 0 100 200 

blue 0 150 200 150 

case 7, 8     

red 100 0 100 200 

blue 0 50 200 50 
Table 6.5: The coordinates of the red and blue lines in each one of the eight cases.  

 

The specific line coordinates were selected so that 100% of the surface area is 

associated with a closeness measure to the red line larger than zero. The 

position of the blue line is such that 75% of the surface area is associated a with 

closeness measure to the blue line larger than zero and 25% of the surface is 

associated with a zero closeness measure to the blue line. This makes finding 

the blue line more difficult than finding the red line since, if an agent moves 

more than 100 units from the blue line the agent no longer gets feedback on how 

far it is from the blue line. The design decision was taken to ensure that agents 

with the correct behaviour were considerably fitter than agents with an incorrect 

behaviour.  

 

For each line orientation the agents are initialised in a particular x, y location as 

indicated in Table 6.6. Pairs of agents are placed at different locations from each 

other in order to ensure they are at different distances from the lines thus 

enabling the agents to have a different probability of motion values which is 

required for the successful completion of the task. The distance between the 

agents of 30 units was selected because in preliminary experiments this was 

found to be a distance resulting in maximum fitness for successful agent 

behaviour, anything significantly smaller than 30 makes the p values in different 

agents relatively similar to each other thus prolonging the time required for the 

agents to reach the intersection of the lines. When S = 1 the relative position of 

the agents remains fixed for the multi-agent systems lifetime, because of this a 
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significantly larger distance between the agents would prevent them from 

coming close enough to the intersection of the line and this means that agents 

with a successful behaviour could not be differentiated from agents with less 

successful behaviour.   

 

Agent 1, 2  3, 4  5, 6  7, 8  

x y x y x y x y 

Case         

1 85 65 85 35 115 65 115 35 

2 85 165 85 135 115 165 115 135 

3 85 65 85 35 115 65 115 35 

4 85 165 85 135 115 165 115 135 

5 85 115 85 85 115 115 115 85 

6 135 115 135 85 165 115 165 85 

7 85 115 85 85 115 115 115 85 

8 135 115 135 85 165 115 165 85 

Table 6.6: The initial coordinates of the agents under different cases.  

 

It should also be noted that the lines remain in the same position throughout a 

given case while the agents are initialised at the locations given in Table 6.6 but 

will then move according to their absolute motion vectors.  

 

Section 3: Movement of agents  

 

Once the agent’s initial locations have been set the agents begin to move across 

the 2D surface. The location of each agent is updated by first decoding the 

agent’s genome to obtain the t and a values. These values are then used to 

generate the Bernoulli variable x. In case x = 1 the internal motion vector is d  

(also encoded in the genome) and in case x = 0 the internal motion vector is 

[0,0]. Once each agent is associated with an internal motion vector the external 

motion vector for all the agents is computed. The agent’s absolute motion 

vector, i.e. where the agent will actually end up moving, is then computed.  

 

Section 4: Evaluation of fitness 

 

The distance between every agent and both lines is constantly recorded and is 
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used to evaluate the fitness of every agent using Equation 6.7. Once every agent 

is assigned with a fitness value Equation 6.8 is used to evaluate the fitness of the 

entire multi-agent system.  

 

Section 5: Evolution 

 

Once the agent’s locations have been updated 8000 times and each multi-agent 

system has been assigned a fitness the multi-agent systems are optimised using 

a genetic algorithm employing for 5000 generations, as described in the 

previous section.  

 

The following pseudo code outlines the experimental procedure: 

1    for n = 1 to 5000    {number of generations of genetic algorithm} 

2         for case = 1 to 8    {there are 8 cases per generation}  

3       initialise agents and lines at appropriate 2D location 

4       for j = 1 to 1000    {number of agent location updates per agent} 

5            for agent = 1 to 8  {compute internal motion vector for each agent} 

6      record minimum distance to one of the lines  

7      use t and a to compute value p for {Equation 6.5} 

8                 use p to generate Bernoulli variable x {see Equation 6.4} 

9      if x = 1   {magnitude of internal motion vector is nonzero} 

10                      internal motion vector  I = d x     {see Equation 6.3} 

11      else    {magnitude of internal motion vector is zero} 

12           internal motion vector I = [0,0] 

13      end  

14            end  

15            compute external motion vector for all agents     {see Equation 6.2} 

16            compute absolute motion vector A for all agents {see Equation 6.1} 

17            update location by adding A  to current position of all agents 

18       end  

19       end  
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20       compute total fitness of multi-agent systems  {see Equation 6.8} 

21       record intensity of interaction between agents   {record S}  

22       apply 2-tournament selection   {75% that fitter agents win} 

23       apply single point crossover     

24       apply mutation   {10% of new genomes have one bit mutated} 

25  end  

Figure 6.6: Pseudo code for the multi-agent system 

 

The aim of the experiments is to compare the fitness of multi-agent systems when the 

complexity is free to evolve and when the complexity is set at maximum for the entire 

duration of the experiment. When the intensity of interaction between the agents is at its 

maximum the agents are said to be fully integrated and when the intensity of interaction 

between the agents is at its minimum the agents are said to be fully independent. The 

optimal behaviour for the multi-agent system is for all the agents to move towards the 

point of intersection of the two lines. In order to achieve this optimal behaviour the 

agents have to be fully integrated, this is achieved when S = 1 in Equation 6.2, and the 

agents move in opposite directions from each other as illustrated in Figure 6.4.  

 

Experiments with different settings were conducted, in the first experiment agent 

integration was set to 1, i.e. S = 1 in Equation 6.2, for the entire duration of the 

experiment. In the second experiment the S parameter was encoded with 1 bit in the 

genome so that the agents were either fully integrated or fully independent. In the third 

experiment the S parameter was encoded by 2 bits so that the level of agent integration 

could vary between {0,0.33,0.66,1} while in the last experiment the S parameter was 

encoded by 5 bits to that the level of agent integration was a value in the following set 

{0,1/31,2/31,…,1}. When S = 0 there is no interaction between agents and the absolute 

motion vector of the agents is equal the internal motion vector. The conducted 

experiments are summarised in Table 6.7. Only four runs per setting were performed 

because each run took several days to complete.  
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Experiment 
Number of 

Runs 
Possible intensity of agent interaction (S) 

   

6.1.1 4 (always fully integrated (S = 1), i.e. maximum complexity) 

6.1.2 4 {0,1} 

6.1.3 4 {0, 0.33, 0.66, 1} 

6.1.4 4 32 uniformly spaced values between 0 and 1 (inclusive) 

Table 6.7: Summary of conducted experiments under different levels of agent integration.  

 

 

6.4 Experimental Setup - Experiment Two 

 

The aim of this experiment is to investigate whether increasing the intensity of 

interaction between the agents, i.e. increasing S, increases the fitness landscape 

ruggedness. By showing a positive correlation between S and fitness landscape 

ruggedness the validity of using the multi-agent model for investigating the 

evolutionary effects of M3 complexification will be will be confirmed. A common 

method for measuring ruggedness of a fitness landscape is to analyze the 

autocorrelations of random walk fitness value series, as detailed in 2.2.1 (Hordijk 1996; 

Smith 2002; Stadler 1996). A fitness value series is obtained by picking a random point 

in the landscape and evaluating its fitness, a random neighbouring point is then selected 

and the fitness is again selected. This process is repeated until one has a series of fitness 

values, which describes the topology of the fitness landscape. The fitness value series 

were created by mutating single bits of the multi-agent system’s genome under different 

values of S. The experiment can conceptually be split into five different sections.  

 

Section 1: Initialisation of multi-agent system population 

 

At the start of the experiment the genome of a single multi-agent system is 

randomly initialised so that each gene is either a 0 or 1.  

 

Section 2: Initialisation of S value, agent and line positions 

 

One of the five possible S values from the list {0, 0.25, 0.5, 0.75, 1} is selected 

in turn. The lines and agents are initialised at coordinates given by Table 6.5 
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and Table 6.6 respectively. During each case the agent’s location is updated 

1000 turns. The Cartesian coordinate system is used.  

 

Section 3: Movement of agents  

 

 Once the agents’ initial locations have been set the agents begin to move across 

the 2D surface. The location of each agent is updated by first decoding the 

agent’s genome to obtain the t and a values, see Equation 6.5. These values are 

then used to generate the Bernoulli variable x, see Equation 6.2 . In case x = 1 

the internal motion vector is d  (also encoded in the genome) and in case x = 0 

the internal motion vector is [0,0]. Using the internal motion vectors the external 

motion vector is computed. Finally the absolute motion vectors are computed 

and used to update the agents location.  

 

Section 4: Evaluation of fitness 

 

 The distance between every agent and both lines is constantly recorded and is 

used to evaluate the fitness of every agent using Equation 6.7. Once every agent 

is assigned with a fitness value Equation 6.8 is used to evaluate the fitness of the 

entire multi-agent system.  

 

Section 5: Mutation 

 

 A random gene in the genome is selected so that 1 becomes 0 and 0 becomes 1.  

 

 The experimental procedure is summarised by Figure 6.7.: 

1 initialise genome   {randomly initialise the genome} 

2 for j = 1 to 3000   {3000 mutations per random walk } 

3      for S = 0 to 1    {in steps of 0.25} 

4           for case = 1 to 8   {there are 8 cases per generation}  

5                initialise agents and lines at appropriate 2D location 

6     for j = 1 to 1000   {number of location updates per agent} 

7          for agent = 1 to 8 
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8               record minimum distance to one of the lines  

9               use t and a to compute value p      {see Equation 6.5} 

10               use p to generate variable x       {see Equation 6.4} 

11               if x = 1 { magnitude of internal motion vector is non-zero} 

12                    internal motion vector  I = d     { Equation 6.3} 

13               else {the magnitude of internal motion vector is zero} 

14                              internal motion vector I = [0,0] 

15               end 

16          end 

17          compute E  for all agents  {see Equation 6.2} 

18          compute A  for all agents  { Equation 6.1} 

19          add A  to current position of all agents.   

20     end 

21           end  

22           record fitness   {place fitness into fitness value series} 

23                mutate genome   {mutate single gene in genome} 

24      end 

25      end 

Figure 6.7: Pseudo code used to obtain random walk fitness values.  

 

The experimental procedure detailed in Figure 6.7 produces five fitness value series, 

one per value of S = {0, 0.25, 0.5, 0.75, 1}. Because of the structure of the experiment 

the genes of the agents are equivalent for different values of S which means that the 

random walks take the same trajectory while the underlying landscape changes. This 

ensures that observed changes in the fitness landscape are due to changes in the S value 

and not due to different parts of the fitness landscape being evaluated. The experimental 

settings for experiment 6.2 are summarised in Table 6.8.  
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S 
Length of 

random walk 

  

0.00 3000 

0.25 3000 

0.50 3000 

0.75 3000 

1.00 3000 

Table 6.8: Summary of random walk experimental settings.  

 

6.5 Results - Experiment One  
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Figure 6.8 shows the normalised average maximum fitness of the multi-agent systems 

obtained for the experiments 6.1.1, 6.1.2, 6.1.3 and 6.1.4. Each experiment was run 4 

times, the duration of each experiment is several days preventing significantly more 

experiments being run. The average maximum fitness values were normalised so that 0 

represents a score of 11235 while 1 represents a maximum attained
1
 fitness of 14000, 

where 11235 is the lowest maximum fitness obtained from any of the experimental runs. 

Each fitness values was normalised using the following relationship: 

 

                                                
1
 An ideal agent was engineered which moved directly from its initial position to the intersection of the 

two lines, the score obtained was 14000 indicating that the attained experimental fitness was in fact the 

maximum possible fitness.   
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fc

fv

−
−

                    Equation 6.9 

 

where v is the fitness value being normalised, f is the lowest maximum fitness value 

discovered and c is the maximum possible attainable fitness of 1400. The values were 

normalised in this way in order to emphasise the difference in fitness between multi-

agent systems with imposed and evolved complexity, the absolute level of fitness is not 

relevant for this study. 
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Figure 6.8: The normalised average maximum fitness of multi-agent systems.  

 

As was noted previously, the ideal behaviour of the agents is to move towards the point 

of intersection of the two orthogonal lines. Since the agents have no memory and cannot 

exchange information with other agents it is not possible for them to know which 

direction of motion will move them closer to the lines’ intersection. However, if the 

agents are fully integrated, i.e. S = 1, the agents are capable of ‘pulling and pushing’ 

each other so they can find the point of intersection. When the agents are fully 

integrated, S = 1 in experiment 6.1.1, the genetic algorithm is unable to find the optimal 

behaviour. Specifically, the average maximum score reached by the multi-agent systems 
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which were fully integrated for the entire duration of the experiment was only 45% of 

the maximum normalised score.  

 

When, however, the level of integration between the agents could evolve, the fitness of 

the multi-agent systems improved. Thus, when the level of integration could evolve, but 

only coarsely, i.e. the ability to alternate between full agent independence and full agent 

integration: S = 0 and S = 1, respectively in Experiment 6.1.2, the agent’s level of 

fitness increased to 55% of the maximum normalised fitness. Increasing the resolution 

of agent integration still further enabled the agents to attain a normalized fitness of more 

than 85% to 95% of the maximum, in experiments 6.1.4 and experiments 6.1.3 

respectively. 

 

The multi-agent systems in experiment 6.1.3 and 6.1.4 evolve so that the agents are 

fully integrated (S = 1), like agents in experiment 1, however being able to alter their 

level of integration during evolution enables agents in experiment 6.1.3 and 6.1.4 to 

evolve optimal behaviour. Indeed, the level of integration between the agents in 

experiment 6.1.3 and 6.1.4 varied significantly during evolution. Figure 6.9 and Figure 

6.10 illustrate how the average value of S varies over time for five populations from 

experiment 6.1.3 and experiment 6.1.4 in which the final maximum score was above 

95% of the maximum attainable normalised score.  
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Figure 6.9: Average integration of successful systems in experiment 6.1.3 and 6.1.4.  
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Figure 6.10: Average integration of successful systems in experiment 6.1.3 and 6.1.4. 

 

Figure 6.9 and Figure 6.10 show that the initial average intensity of agent interaction of 

S = 0.5 very quickly falls to almost zero, i.e. almost all agents become independent of 

each other. Then, after a variable period of agent independence, the average value of 

parameter S gradually increases until in the end the agents are fully integrated. And yet 
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when the agents are fully integrated from the outset (as is the case in experiment 1) the 

optimal behaviour cannot be evolved. This is despite the fact that setting S = 1 for the 

entire duration of the experiment essentially removes the complexification dimension 

from the search space and hence reduces the overall size of the search space but does 

not eliminate the ideal solution from the search space since full integration is required 

for maximum fitness.  

 

6.6 Results - Experiment Two 

 

The experiments summarised in Table 6.8 output 5 fitness value series, one per each 

value of S = {0, 0.25, 0.5, 0.75, 1}. An autocorrelation analysis of each series was 

conducted where an autocorrelation is the expected value of the product of a series with 

a shifted version of itself, as given by: 

 

2

)])([(
)( 1

σ
µµ −−Ε

= +ki XX
kR  

Equation 6.10 

 

where Xi is the series in question, k is the number of steps by which the series is shifted, 

µ is the mean and σ
2
 the variance. If the variance is not zero or infinity, the function is 

well defined and lies in the following range [-1,1]: 1 indicates complete correlation 

between the time series and a shifted version of itself, while -1 indicates complete anti-

correlation. The higher the autocorrelation values for a given value of k the smoother 

the fitness landscape, assuming fitness landscape statistical isomorphism. The 

autocorrelation estimates for each value of S are presented in Figure 6.11. 
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Figure 6.11: Autocorrelation estimates for S = {0, 0.25, 0.5, 0.75, 1}. 

 

The results in Figure 6.11 show that the autocorrelation estimates decrease faster with 

increasing S, i.e. as the intensity of agent interaction increases the fitness landscape 

becomes more rugged. This is in agreement with autocorrelation estimates of the NK 

fitness function, where ruggedness increases as the number of epistatic interactions K 

increases (Smith 2002). Figure 6.12 is a plot of the first 100 values in the five fitness 

value series providing an illustration of the fitness landscape topologies under different 

values of S.  
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Figure 6.12: Visualisation of first 100 values from the fitness value series for every S.  

 

6.7 Discussion 

 

Smooth fitness landscapes are associated with high evolvability while rugged 

landscapes are associated with low evolvability (Hordijk 1996). For the presented task 

described above the optimum solution requires the agents to be fully integrated, which 

means that the optimal solution resides in a relatively rugged, less evolvable part of the 

fitness landscape. As such, the results in Figure 6.8  Experiment-6.1.1 show that a 

population of multi-agent systems restricted to this more rugged part of the landscape 

which contains the ideal solution are unlikely to find it. Rather, the results in Figure 6.8 

Experiments -6.1.3 -6.1.4 and Figure 6.9 and Figure 6.10 show that the optimal solution 

is more likely to be reached when the level of agent integration is under genetic control, 

i.e. the level of complexity is evolvable. When evolving under these conditions, the 

initial level of complexity always falls from an average of 0.5 to virtually 0, before 

gradually increasing towards full complexity (S = 1). Put another way, even though the 

initial population is randomly distributed across the landscape it quickly moves into the 
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smooth part of the landscape, before gradually moving into the rugged part where it 

finally reaches the a highly fit optimum.  

 

The results show that the multi-agent complexity falls to virtually zero after only a few 

generations of the genetic algorithm. This result can be understood by observing the 

data presented in Figure 6.12, which shows that in the vast majority of cases the fitness 

at S = 0 is higher than when S > 0. The results in Figure 6.12 also show that the average 

value of S remains virtually zero for a considerable number of generations before 

gradually increasing. This can be understood by observing the results in Figure 6.11, 

which show that the fitness landscape is relatively smooth when S=0 suggesting that the 

population of multi-agent systems is relatively free to move along the fitness landscape. 

The population of multi-agents explores the smooth portion of the fitness landscape 

until it finds a solution at S > 0 which is fitter than the current solution at S = 0. At this 

point the population will begin to move from the S = 0 part of the landscape to the S > 0 

part of the landscape.  

 

All successful multi-agent systems undergo a similar evolutionary trajectory, namely, 

after a variable period of minimum complexity the multi-agent systems undergo a 

process of gradual complexification. The results in Figure 6.8 Experiments -6.1.3 as 

well as the results in Figure 6.9 and Figure 6.10 show that the rate of complexification 

has to be gradual. The multi-agent systems which are only capable of having fully 

independent or fully integrated agents are considerably less evolvable than the multi-

agent systems in which the level of agent integration gradually intensifies. The results 

therefore clearly support the hypothesis that gradual complexification improves 

evolvability.  

 

The primary results in Figure 6.8, Figure 6.9 and Figure 6.10 in conjunction with the 

results in Figure 6.11 and Figure 6.12 show that there exists a path or paths from the 

smooth part of the fitness landscape towards good solutions in the rugged part of the 

fitness landscape. These paths must be smooth and must either be nearly neutral or must 

constantly increase in fitness, otherwise the genetic algorithm would not have moved 

the population towards the rugged part of the landscape.  
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The multi-agent system used in this study models the interactions between different 

casts in eusocial species such as ants, bees or termites. The results suggest that such 

species first evolved so that each member of the species behaved independently of other 

members, the Australian bulldog ant which hunts alone and has poorly developed social 

interactions is a good example (Jaisson, Fresneau, Taylor, and Lenoir 1992). The 

species then evolved more sophisticated social behaviours and begun collectively 

dealing with tasks.  

 

The results in this study show that gradual complexification improves evolvability thus 

strongly supporting the main hypothesis. The multi-agent model used in this study is 

custom designed and as such the results cannot be directly compared to results from 

other studies, this is somewhat of a limitation. On the other hand, the fact that gradual 

complexification improves evolvability of this considerably different model of complex 

systems suggests that the phenomenon observed, complexification aiding evolvability, 

may be general and may apply to a host of natural systems.   

6.8 Conclusion 

 

In this chapter the custom designed multi-agent model of complex systems was 

introduced. The agents which have to cooperate in order to navigate a 2D surface were 

described in detail as was the fitness function used to evaluate the fitness of the multi-

agent systems. The first experimental procedure in which the evolvability of multi-agent 

systems with a fixed level of integration was compared to the evolvability of multi-

agent systems with a variable level of integration. The second experiment recorded five 

random walk fitness value series on which an autocorrelation analysis was performed in 

order to determine the level of fitness landscape ruggedness under different levels of 

agent integration.  

 

The presented results show that multi-agent systems in which the level of agent 

integration was free to evolve reached a higher fitness than systems in which the level 

of integration was set at a constant maximum level. The level of integration of the most 

successful agents rapidly falls to virtually zero before gradually increasing until the 
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agents are maximally integrated. The results from the second experiment show that 

higher levels of agent integration were associated with higher levels of landscape 

ruggedness. The discussion section notes that the results strongly support the main 

hypothesis. It was also noted that the results cannot be directly compared to results from 

other models which is somewhat of a limitation of the model, however the fact the 

gradual complexification improves evolvability on a model which is considerably 

different from the NK or the Ising spin glass model suggests that increases in 

evolvability due to complexification may be a general phenomenon.  
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7 Spontaneous and Offspring Optima 
 

7.1 Introduction 

 

 

While the results presented in Chapter 4, Chapter 5 and Chapter 6 show that gradual 

complexification improves evolvability the results provide no information about why 

such a result should be obtained. Why does gradual complexification of the Ising spin 

glass, NK model or the multi-agent system lead to fitter optima being discovered by the 

optimisation algorithms when ultimately equivalent systems end up being compared? 

To begin answering this question it is necessary to focus on the main difference between 

the complexified and non-complexified systems in more detail.  

 

The single and only difference between the gradually complexified and non-

complexified systems are the initial states at a given level of complexity, see Equation 

4.3. When the complex systems are non-complexified the initial states of the system are 

uniformly distributed. However, when the system is gradually complexified the initial 

states of the complex system at any level of complexity are not uniformly distributed, 

the initial states are the solutions found at the previous level of complexity, as described 

by Equation 4.3. The difference in initial conditions allows optima to be classified as 

offspring optima and spontaneous optima, as illustrated in Figure 7.1 (fitness optima are 

energy minima). 
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Figure 7.1: Illustration of offspring and spontaneous optima.  

 

Offspring optima 

 

• Offspring optima are optima which are discovered by the optimisation algorithm 

when the initial conditions from which optimisation at a given level of 

complexity are the optima found from the previous level of complexity. Put 

another way, the basins of attraction corresponding to offspring optima contain 

the optima from the previous level of complexity.  

 

Spontaneous optima 

 

• Spontaneous optima are the opposite to offspring optima. They cannot be 

reached if the initial states of the system correspond to an optimum of the 

previous level of complexity, i.e. the basin of attraction of a spontaneous 

optimum contains no solutions corresponding to optima from the previous level 

of complexity.   

 

Fitness landscape at 

complexity level c 

Fitness landscape at 

complexity level c+1 

Offspring optima 

Spontaneous optima 

Position of initial 

condition 

Offspring optima are reached when the 

initial position from which optimisation 

begins corresponds to the optima in the 

previous fitness landscape. Spontaneous 

optima cannot be reached if the initial 

condition is the optima from the previous 

landscape.  
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When a complex system is gradually complexified, in an evolving system only 

offspring optima can be discovered (apart from the first level of complexity which by 

definition cannot have offspring optima). However, when complex systems are not 

complexified, both offspring optima and spontaneous optima can be discovered because 

the initial conditions are uniformly distributed, at least in all the major reviewed studies 

dealing with the evolvability of complex systems.  

In systems where fitness increases, such as evolving systems, optima may induce basins 

of attraction with the optima themselves corresponding to the attractor points. In non-

complexified systems with uniformly distributed initial conditions the probability of an 

optimum being discovered corresponds to the size of each respective basin of attraction. 

However, in case the system in question undergoes complexification the initial 

conditions are not uniformly distributed and the probability of an optimum being found 

is not equivalent to the basin’s size but depends on the probability that an initial solution 

lies within the basin of attraction of the corresponding optimum. From an evolutionary 

perspective the process of complexification can be seen as altering the uniform 

distribution of initial conditions. 

This chapter describes two experiments both of which are conducted on the Ising spin 

glass model. The aim of both experiments is to collect data which can be used to 

construct a new theoretical framework thus helping to explain the results in the previous 

chapters. Specifically, the purpose of the first experiment is to test the hypothesis that in 

an evolving system offspring optima are on average fitter than spontaneous optima. If 

this hypothesis is shown to be correct, than the results from the previous three chapters 

can be understood in terms of biases in the distribution of initial conditions. The 

purpose of the second experiment is to measure the effects of gradual complexification 

on the shape of the fitness landscape and in this way gain more information about the 

biases in the initial distributions.    

As noted in previous chapters, the Ising spin glass model is used for both experiments 

since the Ising spin glass model has a non-additive fitness function resulting in a rugged 

fitness landscape. The Ising spin glass can easily be complexified by the M1 and M2 

complexification mechanisms. The fitness of the Ising spin glass system can easily be 
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evaluated allowing for relatively large systems to be experimented on. Since the Ising 

spin glass model is used to model natural complex systems (Anderson 1983; Galam 

1999; Nokura 2003), studying the change in fitness landscapes of gradually 

complexified Ising spin glass systems may inform our understanding of the evolvability 

of many natural complex systems. (See section 4.2 for a further description of the Ising 

spin glass model.)   

 

The chapter begins by describing the first experimental procedures followed by a 

description of the second experiment. The results of the first experiment are then 

presented followed by the results from the second experiment. The results of both 

experiments are then jointly analysed, their relevance to each other, to other chapters as 

well as the relevance to the main hypothesis is discussed. 

7.2 Experimental Setup - Experiment One 

 

In this experiment the Ising spin glass model described in section 4.2 is used. The 

purpose of this experiment is to test whether in an evolving system offspring optima are 

on average fitter than spontaneous optima. The Ising spin glass energies are minimised 

using a single bit mutation hillclimber optimisation algorithm, i.e. any spin state with a 

lower energy than the current energy is accepted while any spin state with a higher or 

equivalent energy to the current state is rejected. Network of size N = {20, 30, 40, 50} 

are considered. The experimental procedure can conceptually be divided into three 

sections, the first section deals with setting up the Ising spin glass system, the second 

section deals with finding both offspring and spontaneous optima for a given level of 

complexity while the third section deals with finding only the offspring optima at a 

given level of complexity.   

 

Section 1: Generating weights 

 

Given an Ising spin glass of N Ising spins, W weights are randomly generated 

using the Gaussian distribution with a mean of zero and a variance of one. W is 

given by:   
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Equation 7.1

Once all the weights are generated each weight is assigned two numbers 

corresponding to the unique pair of spins which this weight will connect. Table 

7.1 is an example of six weights being assigned to a unique pair of spins, N = 4. 

 

Weight 
Number 

Weight 
Value Spin 1 Spin 2 

      

1 -0.44 1 2 

2 0.52 1 3 

3 -0.56 1 4 

4 -0.67 2 3 

5 0.36 2 4 

6 0.63 3 4 

Table 7.1: A list of weights, each one assigned to a unique pair of spins.  

  

Section 2: Find offspring and spontaneous optima 

 

• The purpose of this part of the experiment is to find a selection of offspring and 

spontaneous optima for a given level of complexity, i.e. number of weights. At a 

given level of complexity N spins are randomly instantiated to be either -1 or 1. 

The spin states of the network are then optimised using a hillclimber 

optimisation algorithm for a duration of 500 iterations and the solution fitness 

and solution states are recorded. The spins states are re-initialised and the 

hillclimber is once again run for 500 iterations, the fitness and spin states are 

once again recorded. This process is repeated 400 times so that 400 solutions are 

found per added weight. Since the initial spin states are randomly generated the 

solutions found will be both types of optima, either offspring or spontaneous, or 

in case the hillclimber has not yet found an optimum the solutions will lie in the 

basins of attraction corresponding to both types of optima. 

 

Section 3: Finding only offspring optima  
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• The purpose of this section is to obtain only offspring optima at a given level of 

complexity, i.e. at a given number of added weights. The hillclimber is once 

again used to discover 400 solutions. However, instead of the initial conditions 

being randomly generated spin glass states the initial conditions are the solutions 

found by the hillclimber in section 2 at the previous level of complexity. Put 

differently, if w is the number of added weights the initial conditions are the 

solutions found when at w-1. 

 

A single experiment is described in pseudo code below: 

 

1 generate W weights    {W is given by Equation 7.1} 

2 for weight = 1 to W 

3  add randomly selected weight to assigned pair of spins  

4  for run  = 1 to 400   {there are 400 initial conditions} 

5   randomly generate spins states to be either (-1) or (1)  

6   for  i = 1 to 500  {500  iterations of the hillclimber} 

7    optimise spin states using hillclimber 

8   end 

9   record optimum fitness  

10   record optimum spin states 

11  end 

12  for run  = 1 to 400   {there are 400 initial conditions} 

13    if weight > 1  

14   initialise spin states to be solutions found at (weight - 1)  

15   for  i = 1 to 500  {500  iterations of the hillclimber} 

16    optimise spin states using hillclimber 

17   end 

18   record optimum fitness 

19   record optimum spin states 

20  end 
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21 end 

Figure 7.2: Comparing fitness of spontaneous and offspring optima. 

 

The execution of a single experiment described in Figure 7.2 produces 800 solutions for 

each added weight. 400 of these solutions are found when the initial spin states are 

randomly generated while the other 400 solutions are found when the initial spin states 

correspond to optima found at previous levels of complexity. Five such experiments are 

conducted for each value of N as summarised in Table 7.2. The reason for using 400 

initial conditions is to ensure that a significant proportion of optima at each level of 

complexity are discovered. The reason for running the hillclimber optimisation 

algorithm for 500 iterations, a considerable amount given that the largest network has 

50 spins, is to ensure that the solutions found are either fitness optima or are close to the 

fitness optima.   

N 
Runs 

conducted 

Initial Ising spin 
states per added 

weight 

20 5 400 

30 5 400 

40 5 400 

50 5 400 

Table 7.2: Summary of experiments investigating offspring and spontaneous optima.  

 

 

7.3 Experimental Setup - Experiment Two 

 

The purpose of conducting the second experiment is to understand how a given 

optimum changes as a weight is added to the system. In order to visualise this 

experiment one can imagine an evolved solution positioned on top of a peak in a fitness 

landscape. As a weight is added to the Ising spin glass the topology of the fitness 

landscape changes and the solutions in question may no longer be an optimum in which 

case the evolving system will move upwards until it settles on the new optimum (or a 

solution close to an optimum). This experiment essentially records the location and 

fitness of each solution found by the hillclimber just before a new weight is added. This 

data provides limited but valuable information about the changes in the fitness 

landscape caused by the addition of a single weight. The results from this experiment 
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are directly related to the experiment in Chapter 4, as well as Chapter 5 where epistatic 

connections are added between genes in the NK model. In the experiments described in 

Chapter 6 an increases in the level of connectivity between the agents is analogous to 

the addition of weights in this experiment. An overview of the experiment conducted on 

a single Ising spin glass is described in pseudo code below:  

1 generate W weights    {W is given by Equation 7.1}  

2 randomly generate spins states to be either (-1) or (1)  

3 for weight = 1 to W    {W is given by Equation 7.1} 

4  add randomly selected weight to assigned pair of spins  

5  for  i = 1 to 500   {there are 500 hillclimber iterations} 

6   optimise spin states using hillclimber 

7  end 

8  record optimum spin states 

9 end 

Figure 7.3: Investigating topology of complexified Ising spin glass systems.  

 

The experiment described by Figure 7.3 is conducted on 500 Ising spin glass systems 

for each of the following sized systems, N = {20, 30, 40, 50}. This is summarised in 

Table 7.3. The reason for running the hillclimber optimisation algorithm 500 iterations 

is to ensure that the solutions found are either optima or are close to being optima.  

 

N 
Experiments 
conducted 

Initial spin 
states per 
experiment 

20 500 1 

30 500 1 

40 500 1 

50 500 1 

Table 7.3: Summary of experiment investigating topology of complexified systems.  

 

7.4 Results - Experiment One 

 

If it is assumed that 500 hillclimber iterations is enough to ensure that every solution 

found is a local optimum, the experiment described above produces two lists of optima 

for every level of system complexity. One list containing both spontaneous and 
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offspring optima, while the other list only containing offspring optima. The relationship 

between the two lists at every level of complexity is given by Equation 7.2 making it 

possible to obtain a list which only contains spontaneous optima. 

 

Q - A = G 

 

Equation 7.2 

 

where Q is the list containing both offspring and spontaneous optima, A is the list 

containing only offspring optima and G is the list containing only spontaneous optima at 

a given level of complexity. Once list G is obtained, it is possible to compare the fitness 

values between the A and G lists and thus compare the fitness between offspring and 

spontaneous optima. The comparison of fitness at a given level of complexity is 

achieved by following the steps below:  

 

• For both the A and G list only the unique optima at each level of complexity are 

retained.  

• The fitness values in both lists are normalised so that 0 represents the lowest 

fitness found and 1 represents the higher fitness found. 

• The fitness values from each list are placed into two histograms consisting of ten 

bins sized 0.1 in the range [0, 1].  

• The total number of unique offspring and spontaneous optima in each bin is 

counted. 

• The frequency values in the histograms are normalised by dividing the values in 

each bin by the total frequency count of unique offspring and spontaneous 

optima for a given bin interval. For example, if there are 4 offspring optima and 

6 spontaneous optima in the first fitness bin corresponding to the fitness interval 

0.0-0.1 the normalised frequency will be 0.6 and 0.4 respectively.  

 

The above procedure is conducted for lists at every level of complexity, Figure 7.4 and 

Figure 7.5 show the normalised frequency of spontaneous and offspring optima 

respectively for different fitness intervals. 
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Figure 7.4: Normalised number of spontaneous optima for different fitness values. (where fs is the 

number of unique spontaneous optima in a given bin and F is the total number of unique offspring 

and spontaneous optima for a given bin interval). 
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Figure 7.5: Normalised number of spontaneous optima for different fitness values. (where fo is the 

number of unique offspring optima in a given bin and F is the total number of unique offspring and 

spontaneous optima for a given bin). 

 

In order to determine whether offspring optima are fitter than spontaneous optima the 

normalised frequency in each bin is multiplied by the midpoint of each bin. For 
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example, if the normalised frequency in a bin corresponding to fitness interval 0.4-0.5 is 

0.3 then the value 0.3 is multiplied by 0.45, the bin midpoint, resulting in a product of 

0.135. The mean value of the products is as presented in Figure 7.6.  
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Figure 7.6: Mean product of bin midpoint and normalised frequency for different N. (y-axis 

=∑
=
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ii fb   where bi is the bin midpoint and fi is the frequency of each bin).  

 

The results in Figure 7.6 show that the average product of the bin midpoint and the bin 

frequency is always higher for spontaneous optima compared to offspring optima. This 

indicates that offspring optima are on average fitter than spontaneous optima. When the 

Ising spin glass is gradually complexified only offspring optima are discovered by the 

hillclimber optimisation algorithm, this fact in conjunction with the results in Figure 7.6 

explains why gradual complexification aids evolvability.  

 

7.5 Results - Experiment Two 

 

Conducting the experiment described in Figure 7.3 outputs a W long series of Ising spin 

states, which are the solutions found by the hillclimber optimisation algorithm. Since 

each hillclimber optimisation algorithm is run for 500 iterations per added weight, it is 
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assumed that that each one of the solutions found is an optimum. The series of optima 

states is analysed in four different ways providing information about different aspects of 

the change to the fitness landscape due to the addition of a single weight. 

 

7.5.1 Frequency of Optima Change 

 

The data is analysed so that the frequency of optima change for every added weight is 

computed, this is presented in Figure 7.7. Each point represents the average number of 

optima changes at a given level of system complexification. For example, when the 

normalised level of complexification is 0.3 a given fitness optimum will on average 

change for every two added weights. The level of complexification is normalised so that 

0 represents no added weights and 1 represents all weights being added. The results 

show that irrespective of the size of the Ising spin glass as the level of complexification 

increases the frequency of optima change decrease.   
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Figure 7.7: Average frequency of optima change for N = {20, 30, 40, 50}, (w is the number of added 

weights and W is the maximum number of possible weights for the given system) 

 

7.5.2 Size of Optima Change 
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By recording the Ising spin states just before a weight is added it is possible to compute 

the size of each optimum change, measured in terms of differing Ising spins. However, 

in order to make sure that results from different sized Ising spin glass systems can be 

compared, the frequency of each optimum change is normalised, which is achieved by 

dividing any frequency value by the total number of optima changes for that given 

system. For example, when N = 20 the total number of optima changes for the 500 

conducted experiments is 9500, the total number of optima changes of size 1 is 9576, so 

the normalised frequency of  optima change of size 1 is 9576/9500 = 0.1.   

 

The size of all optima changes for all the experiments are presented in Figure 7.8. The 

results shows that the most frequent size of optima change is 0, i.e. on most occasions 

when a weight is added the optima does not change. The larger the optima change the 

lower the observed frequency of such an event. The straight lines in the semi-log graph 

indicates an exponential relationship, i.e. as the size of the optima change linearly 

increases the frequency of such a change exponentially decreases. The relationship is 

almost identical for different sized systems.  
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Figure 7.8: Size of optima change for N = {20, 30, 40, 50}, (where f is the number of optima changes 

of a particular size and F is the total number of optima changes of all sizes recorded for a given 

system of size N). 

 

7.5.3 Optima Change and the Level of Complexification 

 

While the results in Figure 7.8 show the relationship between size of optima change and 

frequency of occurrence the results provide no information about the relationship 

between the size of optima change and the level of complexity. The data obtained from 

the experiments was analysed so that the average level of complexity was computed for 

each size of optima change. For example, if N = 20 and if the optima change of size 1 

occurred when the number of added weights is 1, 5 and 10 then the average level of 

complexity for on optima change of size 1 is (1 + 4 + 10)/3 = 5. This level of 

complexity was normalised by dividing by the maximum number of weights for a given 

system so that 0 represents no added weights and 1 represents all weights being added. 

The normalisation was performed so that results from different sized systems can be 

compared, i.e. the results show the size of optima change for a relative amount of 

complexity and not the absolute level of complexity.  
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Figure 7.9: Relationship between the level of complexity and size of optima change, (where w is the 

number of added weights and W is the maximum possible number of weights for a given system). 

 

The results in Figure 7.9 indicate that the size of optima change given the addition of a 

new weight is related to the level of complexity within the system, as the system 

becomes more complex the size of the optima change increases. The results are very 

similar for systems with different amounts of spins indicating that the observed trend 

may be scale independent or almost scale independent. For example, if level of 

complexity is 0.45 the average size of optima change is 4 irrespective, or almost 

irrespective, of the number of spins in the system. The larger variance observed for 

large sizes of optima change are caused by the fact that larger optima changes are highly 

infrequent.  

 

7.5.4 Relationship Between Optima Changes 

 

The purpose of this final data analysis is to determine whether the size of an optimum 

change is related to previous optima changes. A new term is introduced, stasis, which 

refers to the addition of weights to the Ising spin glass system which do not change the 

fitness optima. For example, if 4 weights are added to the Ising spin glass system and 

there is no optima change during this period the stasis has a length of 4 weights. For 
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every optimum change the average length of stasis preceding that change was 

computed, this allows for every size of optimum change to be associated with an 

average stasis. For example, if three optimum changes of size 1 are preceded by a stasis 

of length 4, 5, 3 the average length of stasis associated with optimum changes of size 1 

is (4 + 5 + 3)/3 = 4. This value, which is normalised by dividing by W (the maximum 

number of weights in each system) represents the normalised average length of stasis 

for a given sized optimum change. The results were normalised in this way so that 

results from different sized systems can be compared, i.e. the results show the relative 

length of stasis preceding an optimum change and not the absolute length of stasis. The 

average normalised length of stasis for each size of optima change is given Figure 7.10. 
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Figure 7.10: Relationship between size of stasis and size of optima change. (where the length of 

stasis is defined as the number of weights added between a change in optimum) 

 

The results in Figure 7.10 show two trends. First, the larger the optimum change the 

larger the period of stasis preceding it. Second, the length of stasis is relatively longer 

for smaller systems, In larger systems the length of stasis is relatively shorter essentially 

indicating that optima in larger Ising spin glass systems are more likely to change than 

smaller Ising spin glass system given the addition of a new weight.  

 



 185

7.6 Discussion 

 

The aim of the first experiment described in this chapter is to compare the fitness 

between offspring and spontaneous optima with the purpose of understanding why 

gradual complexification increases evolvability. The results presented in Figure 7.6 

indicate that offspring optima, which are discovered when the Ising spin glass system is 

complexified, are fitter on average than spontaneous optima. The relevance of this result 

will now be discussed.   

 

When a non-complexified Ising spin glass system is optimised, there is only one fitness 

landscape. If the initial spin states are uniformly distributed over all possible states the 

probability of each optimum being discovered is proportional to the size of the basin of 

attraction corresponding to each optimum. When investigating evolvability of natural 

complex systems this approach is employed by most researchers, a single fitness 

landscape with no bias in the distribution of initial solutions.   

 

However, when the Ising spin glass system is gradually complexified, there exists a 

multitude of fitness landscapes, one for each level of complexity. When a system is 

complexified, the initial spin states are uniformly distributed only in the first fitness 

landscape; in all subsequent fitness landscapes the distribution of initial states is not 

uniform, the initial states correspond to the solutions discovered in the previous fitness 

landscape. When the system is optimised ‘long enough’ between the addition of 

weights, the solutions discovered at any level of complexity are the fitness optima.  

 

Figure 7.11 illustrates the evolutionary difference between a hypothetical complexified 

and a non-complexified Ising spin glass system. The complexified system is associated 

with three energy landscapes - one per level of complexity, while the non-complexified 

system is associated with a single energy landscape. The energy landscape of the non-

complexified system is equivalent to the final energy landscape of the complexified 

system. Here the optima correspond to minimum energy. Consistent with the results 

presented in Figure 7.6 the offspring optima are fitter than spontaneous optima and for 

this reason gradual complexification improves evolvability.  
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Figure 7.11: Offspring and Spontaneous optima for a hypothetical Ising spin glass system. 

 

In order to understand why offspring optima of the Ising spin glass system are fitter than 

spontaneous optima it is necessary to understand the relationship between fitness 

landscapes corresponding to Ising spin glass systems differing by a single weight, such 

landscapes will be referred to as neighbouring fitness landscapes. If a spin configuration 

s1 is associated with an energy of f1 then the addition of a new weight to the Ising spin 

glass system means that the spin configuration s1 will now have an energy value of f1+w 

where w is the value of the added weight. As the number of weights in the Ising spin 

glass system increases the addition of a new weight to the system will have a decreasing 

impact on overall system fitness so that neighbouring fitness landscapes become 

increasingly similar to each other.  

 

The similarity between neighbouring Ising spin glass fitness landscapes means that a 

given highly fit spin configuration at one level of complexity will also be relatively fit at 

the subsequent level of complexity while a spin configuration which is not fit at one 

level of complexity will also be relatively unfit in the subsequent level of complexity. 

This means that fit Ising spin optima in one landscape will be associated with fit optima 

in neighbouring landscapes while optima with a very low fitness may not be associated 

Complexified system Non-complexified system 
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= 

Spontaneous optima 

= Equivalent landscapes 
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with any fitness optima in neighbouring landscape. Spontaneous optima can therefore 

be seen as new low fitness optima while offspring optima can be seen as modified 

continuations of existing high fitness optima, this notion is illustrated in Figure 7.12. 

 

Figure 7.12 illustrates the fitness landscapes of a hypothetical complex system where 

the process of complexification has a small effect on system fitness. The horizontal lines 

in the two landscapes represent solutions which are not fitness optima while the stacks 

of blocks represent fitness optima (more blocks corresponding to higher fitness). By 

adding a weight to this system the fitness of all the solutions changes by a small amount 

– indicated by a single block in Figure 7.12. The second fitness landscape has five 

fitness optima, four offspring optima and one spontaneous optimum. The second fitness 

landscape has five fitness optima, four offspring optima and one spontaneous optimum. 

The spontaneous optimum come into existence at a position in the fitness landscape 

where there were no previous optima so the fitness of the spontaneous optima is only 1, 

which is considerably less than the average offspring optimum.  

 

 

Figure 7.12: Why offspring optima are fitter on average than spontaneous optima.  

 

While the fitness landscapes depicted in Figure 7.12 are gross simplifications of real 

fitness landscapes they help illustrate why spontaneous optima are likely to be less fit 

than offspring optima if the process of complexification has a small effect on system 

fitness. In case the process of complexification has a large impact on fitness so that 

neighbouring fitness landscapes are not similar to each the fitness of spontaneous and 

offspring optima may be comparable, under such circumstances gradual 

complexification is unlikely to improve evolvability.  
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From a biological standpoint the relationship illustrated in Figure 7.12 can be restated 

as: under the condition that the process of complexification has a small effect on fitness 

a successful biological system at complexity c will also be relatively successful at 

complexity c+1 while an unsuccessful biological system at complexity c is unlikely to 

be successful at complexity c+1. There is evidence suggesting that biological systems 

are indeed characterised by similar neighbouring fitness landscapes. A study by (Lynch 

and Conery 2000) for example, has shown that gene duplication events, a type of system 

complexification, have a minimal impact on overall system fitness.  

 

In order to better understand how neighbouring fitness landscapes impact on 

evolvability a new concept is introduced, the fitness meta-landscape which is composed 

of individual fitness landscapes, each one associated with a particular system structure. 

In a standard fitness landscape the relative arrangement of solutions depends on the 

move operator, which determines how one solution can become another solution. 

Similarly, in a fitness meta-landscape the relative arrangement of individual fitness 

landscapes depends on the way one system’s structure can change and become a 

different structure. The principle of the fitness meta-landscape is illustrated in Figure 

7.13, here composed of 6 2D standard fitness landscapes, the arrows connecting the 

individual landscapes indicate how one landscape can change to another landscape 

according to the ‘structural move operator’.  
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Figure 7.13: Example of fitness meta-landscape 

 

In the experiment conducted on the Ising spin glass (and the NK model) the structural 

move operator is such that movement from one fitness landscape to another landscape is 

one directional, i.e. weights are always added and never removed. Furthermore, since 

the addition of a single weight to a spin glass system can only change the fitness of a 

spin configuration by + w (where w is the value of the added weight) the fitness meta-

landscape of the gradually complexified Ising spin glass system is relatively smooth 

along the structural dimension. The results from the second set of experiments in this 

chapter, which provide specific information about the changes in topology of the fitness 

meta-landscape, show this to be the case.  

 

The result illustrated in Figure 7.7 shows that optima changes due to additions of a 

single weight of the Ising spin glass system are more frequent in the early stages of 

system complexification. The result in Figure 7.8 shows that most of the optima 

changes are only one spin, with larger changes being increasingly less frequent. The 

results in Figure 7.9 show that if larger optima changes do occur they on average occur 

at later stages of complexification while the results in Figure 7.10 shows a positive 
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correlation between the size of optima changes and the length of stasis preceding such 

changes. These results, in conjunction with the results presented in Figure 7.6 enable us 

to construct a 3D visualisation of the Ising spin glass fitness meta-landscape, see Figure 

7.14. 

 

 

Figure 7.14: 3D schematic representation of the Ising spin glass fitness meta-landscape. 

 

The 3D representation of the Ising spin glass fitness meta-landscape illustrates the main 

evolutionary characteristics of gradual complexification that take into account the 

results in this and previous chapters. There exists a fitness ridge from the smooth part of 

the fitness meta-landscape (FML for short) to the rugged part of the FML. At low levels 

of complexity the fitness ridges constantly change position – but the changes are 

relatively small while at higher levels of complexity the fitness ridges change position 

less often but when they do the changes are larger. As complexity increases the number 

of optima increases since the overall level of frustration increases. 
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If the initial conditions used by the hillclimber were random spin configuration at the 

maximum level of complexity the hillclimber would settle on one of the four different 

optima with almost equal probability. If however the optimisation begun with a random 

spin configuration and the minimum level of complexity, then initially only one 

optimum would be found. As the complexity increases the hillclimber optimisation 

algorithm would maintain a trajectory along the fitness ridge towards the fittest 

optimum. Put differently, if only the maximum level of complexity is considered each 

optimum has roughly the same sized basin of attraction. If however the entire FML is 

considered and if complexification progressively increases from 0 to 1 then the fittest 

optimum at maximum complexity has the only basin of attraction since all initial spin 

conditions lead to the fittest optimum even though there are four optima in total at 

maximum complexity.  

 

The fitness meta-landscape concept is not only very useful for understanding the results 

of the experiments conducted on the Ising spin glass, NK model and the multi-agent 

system but evolving complex systems undergoing complexification in general. For 

example, certain fitness landscapes may be rugged and difficult to optimise when 

considered in isolation but when such landscapes are considered together they may form 

a smooth and easy to optimise fitness meta-landscape. Local optima in individual fitness 

landscapes may not be local optima at all but parts of fitness ridges if considered from a 

broader, fitness meta-landscape perspective. Figure 7.15 illustrates a generic fitness 

meta-landscape of a complexified system where many individual rugged fitness 

landscape combine to form a smooth fitness meta-landscape.  
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Figure 7.15: Schematic illustration of fitness meta-landscape of complexified system. 

 

Irrespective of the exact nature of the system in question the gradual complexification 

of complex systems should increase evolvability if two requirements are met. The first 

requirement is that neighbouring fitness landscapes are ‘similar enough’ to each other so 

that their sequential existence creates a fitness meta-landscape which is smooth along 

the dimension corresponding to structural change. The level of similarity between 

neighbouring fitness landscapes will depend on how additive the system is along the 

‘complexification’ dimension. A single addition of a new weight or a new connected 

spin to the Ising spin glass system will change the fitness of each spin configuration by 

+w, the intensity of the connecting weight. This ensures that neighbouring fitness 

landscapes are relatively similar and the fitness meta-landscape is smooth along the 

‘complexification’ dimension.  

 

Second, for gradual complexification to improve evolvability the system must be 

optimised at a rate which is faster than the change in the system’s complexity so that 

just before a new level of complexity is reached the system’s components are already at 

an optimum or close to the optimum. Using Figure 7.15 as an example, the hillclimber 

algorithm must be executed enough iterations to keep the solution on top of the fitness 

ridge for increasing values of y. If the system’s level of complexity changes faster than 

x axis - different system configurations 

y axis - individual fitness 

landscapes corresponding 

to different levels of 

complexity 

z axis - fitness 
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the systems components can adapt the bias towards fitter solutions degrades. Put 

simply, the system must be close to an optimum or at an optimum before the system 

becomes more complex. From a fitness meta landscape perspective meeting the second 

point means that the evolving system will remain on top of the fitness ridge. A simple 

analogy might be a car moving down a winding road. The rate at which the car can turn 

and move towards the centre of the road must be higher than the speed at which the road 

curves. If this condition is not met the car will drive off the road.  

 

7.7 Conclusion 

 

The aim of the work in this chapter was to understand why gradual complexification of 

the Ising spin glass system improves evolvability and to understand what changes are 

caused to the underlying fitness landscape by gradual complexification. The first 

experiment, comparing the fitness of offspring and spontaneous optima, showed that 

offspring optima are on average fitter than spontaneous optima for the Ising spin glass 

model thus providing an explanation for why gradual complexification aids 

evolvability. The second experiment investigated the effects of gradual complexification 

on the underlying fitness landscape, specifically changes to the organisation and spatial 

relationship between fitness optima. The results show that the addition of a single 

weight is more likely to result in an optimum change when the level of system 

complexity is low compared to when the level of system complexity is high, the most 

frequent size of optima change is one spin with larger sized optima changes increasingly 

less common, the larger optima changes occur at higher levels of complexity and are 

preceded by longer periods of stasis.  

 

The discussion section notes that the addition of a single weight has a small impact on 

the energy of the Ising spin glass and this fact is used to explain why offspring optima 

are fitter than spontaneous optima; offspring optima are related to already fit optima 

while spontaneous optima are related to solutions which are not optima and are 

therefore less likely to be fit. The concept of a fitness meta-landscape was then 

introduced and the results from the first and second experiment were used to create a 3D 

representation of the Ising spin glass fitness meta-landscape. The fitness meta-landscape 
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depicts a fitness ridge from the smooth part of the fitness landscape to the rugged part of 

the fitness landscape, a feature which is likely to exist in the fitness meta-landscapes of 

the NK and multi-agent systems as well.  
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Conclusion 
 

7.8 Summary  

 

The aim of this work was to investigate the evolutionary impacts of gradual 

complexification, specifically to test the hypothesis that gradual complexification of 

complex systems improves evolvability and to understand what mechanisms lead to the 

observed results. Three complexification mechanisms were used to test the hypothesis: 

(1) the addition of a new connected component to the complex system, (2) the addition 

of a connection between existing components of the complex system and (3) the 

increase in the intensity of existing interactions.   

 

Chapter 1, Introduction - This chapter begins by introducing the notion of a complex 

system and evolvability. It is noted that current studies of complex systems avoid 

reductionism by making sure that each component of the system is considered in its 

context, however, by ignoring the fact that complex systems are structurally dynamic 

and thus related to each other over time reductionism has still managed to creep in 

through the back door. Complex systems which undergo structural changes are 

associated with a multitude of fitness landscapes, one per structure. The chapter 

concludes by stressing the importance of understanding the evolvability of complex 

systems. 

 

Chapter 2, Background - In this chapter the term complex is first disambiguated and is 

then explained in detail in the context of complex systems with an emphasis on systems 

with complex fitness functions. The concept of the fitness landscape is then introduced 

focusing on the fitness landscape ruggedness as a measure of evolvability. The 

relationship between complexity and local fitness optima is then investigated while the 

potential evolutionary benefits of modularity are scrutinised. The chapter concludes by 

noting that the overwhelming majority of studies investigating evolvability of complex 

systems ignore the process of complexification, a process which all natural systems 
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undergo at some point in their lifetime. Several examples of complexification in natural 

systems are presented in detail.  

 

Chapter 3, Methodology - The research problem, to investigate the evolutionary 

effects of gradual complexification, and the hypothesis are re-stated. The three 

mechanism of complexification used in this work are defined and explained. Real world 

examples of such complexification are also provided. Complex systems are defined as 

systems composed of multiple components interacting in such a way that the overall 

fitness function is non-additive resulting in a rugged fitness landscape. Evolvability is 

defined as a system property allowing the system to generate fitter variants of itself, a 

mechanism used to measure evolvability in this work was also introduced. It is noted 

that providing evidence which supports the main hypothesis would have a profound 

impact on our fundamental understanding of complex systems evolution. The chapter 

concludes by giving an overview of the five conducted experiments as well as the 

hillclimber and genetic algorithm models of evolution. 

 

Chapter 4, Complexification of Ising Spin Glass - The Ising spin glass model is 

introduced in detail and its suitability for investigating the evolvability impacts of M1 

and M2 complexification on a host of different sized systems is discussed. The 

experimental procedure is divided into three sections: (1) setting up of the Ising spin 

glass system, (2) hillclimber optimisation of gradually complexified Ising spin glass 

systems and (3) hillclimber optimisation of gradually non-complexified Ising spin glass 

systems. Four sets of results are then presented: (1) the normalised fitness of 

complexified and non-complexified Ising spin glass systems presented in histogram 

form, (2) the average minimum, mean and maximum fitness, (3) the frequency of the 

minimum and maximum experimental optima fitness and a plot comparing the benefits 

of gradual complexification and (4) system size. The results show that gradual 

complexification significantly improves evolvability and that evolutionary benefits of 

gradual complexification increase with system size. 

 

Chapter 5, Complexification of NK Model - The NK model, based on the epistatic 

links between genes is introduced and the suitability of the model for investigating M2 
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complexification of systems under different levels of overall non-linearity is discussed. 

The experiment is split into two sections: the hillclimber optimisation of gradually 

complexified NK systems and the hillclimber optimisation of non-complexified NK 

systems. The rather specific method of identifying fitness of different NK genomes is 

explained. Three sets of results are presented, (1) the normalised fitness in histogram 

form, (2) the normalised mean fitness for complexified and non-complex systems and 

(3) a plot comparing the evolutionary benefits of evolvability and overall system non-

linearity. The results show that gradual M2 complexification significantly improves 

evolvability and the improvements are positively correlated with the overall level of 

system non-linearity. 

 

Chapter 6, Multi-Agent System - The suitability of the multi-agent system for 

investigating the evolutionary impacts of M3 complexification is discussed. The model 

is introduced with a specific focus on agent motion, agent fitness and the structure of the 

agent genome. Two experiments are described, the first one compares the evolvability 

of complexified and non-complexified systems while the second experiment obtains 

random walk fitness value series for different levels of agent integration. Four sets of 

results are presented, (1) the fitness of complexified and non-complex systems, (2) the 

level of agent integration for the multi-agent systems which reached maximum fitness, 

(3) the autocorrelation estimates, (4) the fitness values for 100 points obtained in the 

random walk under different values of agent integration. The results show that gradual 

M3 complexification improves evolvability thus providing evidence which further 

supports the main hypothesis.  

 

Chapter 7, Offspring and Spontaneous Optima - This chapter describes two 

experiments conducted on the Ising spin glass model and their respective results. The 

first experiment compares the normalised fitness of offspring and spontaneous optima, 

the results show that offspring optima are on average fitter than spontaneous optima 

thus offering an explanation of the results in the previous three chapters in terms of the 

relationships at the meta-landscape level. The second experiment investigates the 

changes to fitness optima as weights are added to the continuously optimised Ising spin 

glass system, providing information about topological changes to the fitness landscape 
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caused by gradual complexification. Both sets of results are discussed and the novel 

theoretical concept, that of the fitness meta-landscape is introduced.  

 

7.9 Objectives Re-visited 

 

Each one of the objectives given in the Introduction chapter will now be re-stated 

followed by an evaluation of whether these objective were met.  

 

• Assess relevant literature  

In the Background chapter complex systems and fitness landscapes were 

introduced, current theoretical notions dealing with the evolvability of complex 

systems, such as local fitness optima, ruggedness and modularity, were critically 

reviewed. Contemporary studies investigating the evolvability of complex 

systems, either ignoring or dealing with complexification, were also critically 

reviewed. 

 

• Find appropriate complex systems models  

Chapter 3, Chapter 4 and Chapter 7 explain that the Ising spin glass was 

selected since it has a non-linear fitness function leading to a rugged fitness 

landscape, it can easily be complexified by the M1 and M2 complexification 

mechanism and relatively large systems can be experimented on. Chapter 3 and 

Chapter 4 explain that the NK model was selected since it has a non-linear 

fitness function, it can easily be complexified by the M2 complexification 

mechanism and systems with different overall levels of non-linearity can be 

experimented on. Chapter 3 and Chapter 6 explain that the multi-agent model 

was selected since it has a non-linear fitness function and can easily be 

complexified according to M3 complexification.  

 

• Measure effect of complexification on evolvability 

The experiments described in Chapter 4, Chapter 5 and Chapter 6 compare the 

evolvability of complexified and non-complexified Ising spin glass, NK and 

multi-agent systems. In all cases complexification significantly increases 
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evolvability. It was also found that the evolutionary benefits of gradual 

complexification increase with systems size and the overall level of non-

linearity.  

 

• Place results into appropriate theoretical framework 

The results from the final two experiments presented in Chapter 7 were used to 

explain why gradual complexification improves evolvability, offspring optima 

are fitter than spontaneous optima, and were used to construct a new theoretical 

framework, the fitness meta-landscape, which elegantly links the concept of 

complexification and evolvability. 

 

7.10 Thesis Contributions 

 

• A critical review of previous studies shows that the evolutionary impact of 

structural dynamics is ignored.  

• Three types of complexification mechanism are explicitly defined. 

• It is shown that gradual M1 and M2 complexification improves evolvability of 

Ising spin glass model, a positive correlation exists between improvements in 

evolvability and overall system size.  

• It is shown that gradual M2 complexification improves evolvability of NK 

model, a positive correlation exists between improvements in evolutionary and 

overall system non-linearity. 

• It is shown that gradual M3 complexification improves evolvability of the multi-

agent system. 

• The concept of offspring and spontaneous optima is introduced.  

• It is shown that offspring optima are fitter than spontaneous optima in the Ising 

spin glass model. This is used to explain why gradual complexification improves 

evolvability.  

• An explanation is offered for why offspring optima are fitter than spontaneous 

optima, neighbouring fitness landscapes are similar to each other.  
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• Limited but valuable information about topological changes of the fitness 

landscape due to gradual complexification of the Ising spin glass system by M1 

and M2 complexification is provided.  

• A new theoretical framework is proposed, the fitness meta-landscape. It is 

argued that this new framework is required in order to understand the 

evolvability of complex systems. 

7.11 Implication of Results, Predictions and Conclusion 

 

Before any concluding remarks are given it should be noted that the term evolvability 

has been used throughout this thesis even for systems which do not undergo evolution 

in the Darwinian sense. The reason for this misuse is due to a lack of a general term 

describing the tendency of systems to change from one state to a ‘fitter’ state. The term 

adaptation may be more suitable for certain systems but again cannot always be used, 

the process of protein folding for example cannot be described as adaptation. Keeping 

this in mind the term evolvability will continue to be used.  

 

Natural complex systems are dynamic in two respects, the states of the components 

within such systems change, and the structure, in terms of numbers of interacting 

components and the interactions themselves, also changes. Using a genome as an 

example, a mutation of one gene (i.e. changes in the nucleotide sequence) is an example 

of the first type of dynamic behaviour, the addition of a new gene to the genome 

sequence is an example of the second type of dynamic behaviour.  

 

When dealing with evolvability of complex systems current evolutionary, complex 

system and landscape theory predominantly focus on the dynamic nature of the system’s 

components but ignore the system’s structural changes. In this work both types of 

dynamic behaviour were considered. Specifically the components of the systems were 

optimised while the structure of the system was complexified. Assuming that the 

evolvability of natural complex systems is adequately modelled by the Ising spin glass, 

NK and multi agent model the presented results imply that natural complex systems are 

considerably more evolvable than is suggested by current theories. Again, using the 



 201

genome example, the results suggest that genomes with high levels of epistasis and 

pleiotropy are nevertheless significantly more evolvable than was previously thought.  

 

Given the abstract nature of the models used in this study the implications of the results 

may extend to many natural complex system associated with a non-linear fitness or 

energy function. For example, the fact that proteins undergo co-translational folding 

means that the proteins’ folding trajectories may be best described by an energy meta-

landscapes and not a single energy landscape. Since the atoms in the proteins interact 

with each other, as more amino acids are added to the overall protein chain the energy 

meta-landscape will change from smooth to rugged. Given that the process of protein 

folding in biological organisms consistently results in the native fold being reached, it is 

highly plausible that there exists an energy trough from the smooth part of the energy 

meta-landscape to a position in the rugged part of the energy meta-landscape 

corresponding to the native state. The results in this study suggest that studies where co-

translational folding is ignored (Irback and Potthast 1995; Khimasia and Coveney 1997; 

Krasnogor, Hart, Smith, and Pelta 1999) are making un-founded assumptions about the 

initial structure of the protein chain as folding begins.  

 

Again, assuming that the models used adequately represent the evolvability of a host of 

natural systems the results suggest that gradual establishment of international relations, 

i.e. gradual complexification of the international relations system, which has occurred in 

our history may have led to a less frustrated system than would have been the case had 

all nations established relationships between themselves simultaneously. The results in 

this thesis directly impact on the studies of  (Axelrod and Bennett 1993; Galam 1999) 

which use the Ising spin glass model but ignore any structural changes to the 

international relations system and only focus on the process of frustration minimisation. 

In fact, the results presented in this work directly impact on all the studies previously 

identified in section 2.6, since the  findings are relevant to all natural complex systems 

that undergo complexification at some stage of their development.  

 

The results are in agreement with studies investigating the success of rapid 

complexification in industry, specifically, mergers or acquisitions between companies. 
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Many mergers or acquisitions between companies fail to deliver their intended results. 

From a fitness meta landscape perspective this can be seen as quickly finding a low 

fitness spontaneous optimum. The results here suggest that if a merger or acquisition go 

ahead they should be done gradually so that each entity has enough time to adjust to the 

influence of the other one.  

 

The results in Figure 4.18 and Figure 5.21 show that the evolutionary benefits due to 

complexification increases with system size (for the Ising spin glass) and with the 

overall level of system non-linearity (for the NK model). This is a very significant result 

because one of the major problems in evolutionary biology and complex systems studies 

is to understand how large and highly non-linear complex systems have managed to 

evolve given the highly rugged nature of their fitness landscape. The results in this 

study suggest that the reduction in evolvability due to increases in the number of 

components and an increase in system non-linearity is offset to a certain degree by the 

increases in evolvability due to gradual complexification associated with larger highly 

non-linear systems. The extent of this offset has not been investigated but there exists an 

exciting prospect that gradual complexification may lead to large highly non-linear 

systems being equally as evolvable as smaller more linear systems.  

 

In Chapter 7 it was noted that gradual complexification results in a non-uniform 

distribution at each level of complexity (apart from the first level), and this leads to the 

introduction of the novel concept of offspring and spontaneous optima. The fitter 

offspring optima are reached from optima at previous levels of complexity, while the 

less fit spontaneous optima cannot be reached from optima at previous levels of 

complexity. The fact that offspring optima are fitter than spontaneous optima was 

explained by the fact that if neighbouring fitness landscapes are similar to each other so 

that fit solutions in one landscape will also be fit in the neighbouring landscape.  

 

The idea that neighbouring fitness landscapes are similar to each other appears to 

contradict the fundamental essence of complex systems; their fitness landscapes are 

highly rugged. Complex systems are associated with rugged fitness landscapes because 

the systems’ components are highly interconnected and an alteration of a single 



 203

component may affect all other connected components, a change in one component can 

have a system wide effect. For example, in the NK fitness landscape where K = N-1 the 

alteration of a single gene will alter the fitness of all other genes. Similarly with the 

Ising spin glass system. Given that complex systems are associated with rugged fitness 

landscapes how can two neighbouring fitness landscapes be similar to each other? They 

can be similar because a single complexification event does not have a system wide 

effect but only affects a few system components and its impact is therefore relatively 

limited. Put simply, ruggedness of fitness landscapes is caused by alterations of 

interconnected components and not because of complexification which means that 

individual fitness landscapes can be highly rugged while the fitness meta-landscape can 

be smooth.  

 

For example, the addition of a new department in a corporation may not by itself 

significantly change the operation of the corporation. However, the alteration of a 

department which is connected to a host of other departments can have a large impact 

on the overall corporation. Similarly, a gene duplication event is unlikely to 

significantly alter the fitness of the genome (Lynch and Conery 2000), however the 

alteration of a gene which is epistatically linked may result in significant changes to 

fitness. Low ruggedness along the complexification dimension of the fitness meta 

landscape is compatible with ruggedness along all other dimensions.  

 

In order to generalise the notion of offspring and spontaneous optima a novel theoretical 

framework, the fitness meta-landscape, was introduced. The fitness meta-landscape is a 

very powerful framework since it not only illustrates a relationship between structural 

change and evolvability but also makes several profound and specific predictions about 

the evolvability of complex systems. For example, assuming all currently existing 

complex systems are relatively fit, the fitness meta-landscape framework predicts that 

complex systems are relatively linear along the complexification dimension and they 

evolve at a high enough rate to ensure that the evolving system keeps up with the rate of 

complexification. This prediction emerges from the fact that the bias towards fitter 

solutions would be lost if the complexification dimension is highly non-linear or if such 

systems did not evolve fast enough. If the bias towards fitter solutions caused by 
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gradual complexification is lost, natural complex systems would on average be 

relatively unfit which they do not appear to be. In the context of biological systems the 

first prediction is supported by studies suggesting that gene additions are usually gene 

duplications resulting in a minimal impact on the other genes  (Lynch and Conery 2000; 

Zhang 2003; Zhang, Rosenberg, and Nei 1998). The second prediction can be checked 

by comparing the rates of nucleotide substitutions and nucleotide additions, i.e. the 

speed of evolution and complexification respectively.  

 

Assuming that increasing complexity of biological systems allows such systems to 

exploit new biological niches there will be evolutionary advantages in increasing 

complexity, as suggested by several studies (Adami, Ofria, and Collier 2000; McShea 

1996). Assuming that the results presented in this work are fairly general and applicable 

to the evolution of many complex systems there exists an intriguing prospect that the 

level of non-linearity along the complexification dimension within such systems and the 

speed at which they evolve have been optimised in order to make the fitness meta-

landscape smooth allowing the evolved solution to remain on top of the fitness ridges. 

Put differently, the structure of the fitness meta-landscape and the rate of evolution may 

themselves have evolved so that the fitness meta-landscape is smooth and the evolving 

system can maintain its trajectory along the fitness ridge.   

 

More formally there are three variables which have to be considered, e, f and i where e 

is the rate of evolution, f is the frequency of complexification events and i is the 

intensity of each complexification event. It may be possible that these variables can be 

related to each other so that knowing two of the variables allows the prediction of the 

third one. The results in this study hint at a relationship of the form e = f*i. Using this 

relationship, if the rate of evolution is high the combined effect of intensity and 

frequency of complexification events should also be proportionally high. Similarly, if 

the intensity of complexification events is high the rate of evolution is expected to be 

significantly higher than the frequency of complexification events. If a relationship of 

this type does link the three variables it is likely to be correct only for a limited range of 

values. For example, if the intensity of each complexification event is above a certain 

threshold even the greatest rate of evolution may not be able to compensate and the bias 
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towards fitter solutions would be lost. The fitness meta-landscape framework may 

facilitate an investigation into a possible relationship between the e, f and i variables for 

a host of systems.  

 

The base10 log-linear graph presented in Figure 7.8 shows that small optima changes of 

the Ising spin glass are very common but much larger optima changes do occasionally 

occur. The results in Figure 7.10 show that optimisation and gradual complexification 

leads to periods of stasis before optima changes. The type of data presented in these two 

figures illustrates that the fitness meta-landscape framework can in principle be used as 

a tool to study the size and timing of optima changes in natural complex systems. Doing 

so here is outside of the scope of my thesis work so will only be touched on briefly and 

will only focus on biological systems.   

 

Broadly speaking there are two opposing ideas of evolution, one view is that large 

macro-evolutionary changes such as speciation, stasis and mass extinction are caused by 

accumulations of small-scale changes in allele frequencies in a population at the species 

level or lower (Dawkins 1989; Sterelny 2001). The opposing view is that macro-

evolutionary changes are not simply minor changes accumulated over many generations 

but are caused by qualitatively different causes. The latter view is supported by the fact 

that new species found in the fossil record are already fully differentiated from their 

parent species which suggests that there were no gradual changes from one species to 

another but that speciation is sudden when viewed in geological timeframes. In addition, 

it is argued that fossil records show that extinctions are often so massive and affect such 

a large number of species that they cannot be attributed to interspecies interactions 

alone (Crutchfield 2003; Sterelny 2001), external causes such as meteor impacts are 

often suggested.  

 

The results in Figure 7.8, showing the size of optima changes, and the results in Figure 

7.10, showing the length of stasis, support the notion that sudden and large scale macro-

evolutionary changes can be caused by the accumulation of small scale micro-

evolutionary changes, represented in the model by single bit mutations and the gradual 

addition of weights. While the experiments conducted in Chapter 7 do not directly 
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investigate whether complexification leads to speciation or mass extinctions the results 

show that small increases in complexity of the underlying structure of the complex 

system can result in sudden large changes to the overall system.  

 

Currently Experiment 2 in Chapter 7 evaluates the fitness of solutions along a single 

fitness ridge in a given fitness meta landscape. If it is assumed that each fitness ridge in 

the fitness meta landscape represents a species then the entire fitness meta landscape 

can be seen as representing a phylogentic tree and Experiment 2 in Chapter 7 traces a 

single path along this tree. Experiment 2 in Chapter 7 can be modified so that all the 

fitness ridges in a given fitness meta landscape are evaluated thus essentially tracing a 

path along all possible branches of the tree. If the structural arrangement of fitness 

ridges in a fitness meta landscape is similar to the structural distribution of branches in 

phylogenetic trees of real species this would suggest that the phenomenon of speciation 

(and possibly extinction) is a simple consequence of evolution acting on a gradually 

complexified system.  

 

Experiment 2 in Chapter 7 can be modified to explicitly investigate whether gradual 

complexification leads to speciation and mass extinctions, something hinted at by the 

current results. The meta-landscape may be a useful tool in determining whether micro-

evolutionary changes are sufficient to explain macro-evolution.  

 

The results presented in Figure 7.7 show that optima changes of the Ising spin glass are 

more frequent at early stages of complexification and less frequent at higher levels of 

complexification. In this study the weights added to the Ising spin glass system were 

added individually at regular intervals. However, if one is to imagine that the rate of 

complexification of natural systems is dynamic it is possible to hypothesise that natural 

systems complexify at an increasing rate while maintaining the same rate of optima 

changes. This prediction is in broad agreement with several studies showing that 

complexification of complex systems increases exponentially, for example the internet 

has grown at an exponential rate (Huberman and Adamic 1999), the human population 

has also grown at an exponential rate (Livi-Bacci 2001) and so has the process of global 

economic integration (Wolf 2005). Basically, there exists a possibility that the evolution 



 207

of gradually complexified systems naturally leads to increasing rates of system 

complexification while maintaining a constant rate of optima change.  

 

While the results presented in this thesis strongly support the main hypothesis there are 

four potentially major shortcomings that have to be pointed out. The main shortcoming 

is the highly abstract nature of the models used in this study leading to an uncertainty of 

how well such models represent evolvability of ‘real’ natural complex systems. In the 

concluding remarks of previous chapters as well as in this section it was assumed that 

the models adequately represent the evolvability of natural systems but this assumption 

may in fact be false. Put simply, while the results obtained on the highly abstract models 

strongly support the main hypothesis the importance of the results for understanding 

evolvability of natural/biological complex systems is only as good as the level to which 

the models represent natural system’s evolvability, this level may in fact be low. The 

second serious shortcoming of this work is that only three types of model were 

experimented on thus making any generalisations about the impact of complexification 

on evolvability much weaker than if more models were used. Thirdly, in order to 

confirm that natural complex systems are more evolvable if gradually complexified, 

empirical observation of natural complex systems needs to be conducted, increasing the 

number of models experimented on only increases our confidence that the hypothesis is 

correct, it does not confirm it. 

 

Finally, as was mentioned in the Methodology section, co-evolution is not modelled by 

either of the models used in this work even though it is known that co-evolution is an 

important aspect of complex systems’ evolution. The impacts of this omission cannot be 

fully known before new experiments are conducted.  However, given the new 

theoretical framework of the fitness meta landscape some predictions may be possible. 

Let us imagine the co-evolving species undergoing gradual complexification. In the first 

instance the species is evolving on a constantly changing and dynamic fitness 

landscape. The species in question is able to adapt and can keep moving towards a local 

optimum. At some point the species becomes more complex and thus moves along the 

complexification dimension of the meta fitness landscape to a new dynamic landscape.  
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If the species is capable of adapting quickly enough it will be relatively close to a local 

optimum and is therefore likely to end up in the basin of attraction of an offspring 

optimum in the next fitness landscape. Because offspring optima are fitter than 

spontaneous optima the species should, on average, have a higher fitness than if 

complexification was not gradual. Gradual complexification should improve 

evolvability of co-evolving species at least in the very short term, i.e. at the boundary 

between one fitness landscape and the next one.  

  

The impact of complexification on a longer scale may be less straightforward. Co-

evolution may deform an initial landscape by such a degree that a very high fitness 

optimum may change into a relatively low fitness optimum so that its offspring 

optimum will also be of particularly low fitness. Conversely, a species at a low fitness 

optimum may over time find itself at a high fitness optimum and its offspring optimum 

will therefore be at a relatively high fitness as well. The evolutionary impact of co-

evolution on gradually complexified species therefore depends on the magnitude of the 

fitness landscape ‘deformation’. In case the magnitude of the ‘deformation’ is small the 

structure of the fitness meta landscape will not be overly affected and gradual 

complexification can be expected to improve evolvability. On the other hand, in case 

the magnitude of the fitness landscape deformations caused by co-evolution are 

significant the correlations across the entire structure of the fitness landscape will 

degrade which means that positive evolutionary effects of gradual complexification may 

not be significant, if present at all.  

 

7.12 Further Work 

 

This work can be extended in several directions, these are listed below.  

 

Using concrete models of complex systems - In order to address the major 

shortcoming pointed out above a more realistic and concrete model of complex systems 

can be employed. For example, in order to test whether gradual complexification 
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improves the folding trajectory of proteins a model of atom interactions in a 3D space 

can be constructed.  

 

Conduct empirical studies on natural complex systems – In order to confirm that 

gradual complexification of natural complex systems aids evolvability empirical studies 

should be conducted. Two systems that might be easily be observed and experimented 

on are corporations and bacteria. For corporations the amount of profit could be 

compared to the speed at which the corporation grew. For bacteria it should be possible 

to create two bacteria strains, in one strain’s genome a certain amount of DNA bases is 

introduced at the start of the experiment, in the second strain the same number of DNA 

bases is introduced gradually throughout the experiment. Both strains are presented with 

a novel environment and have to evolve. By measuring the amount of bacteria alive in 

each strain at the end of the experiment it is possible to relate the rate of 

complexification and evolvability. 

 

Introduction of co-evolution – The interactions between co-evolution and gradual 

complexification should be investigated. One way to do this is to modify Kauffman’s 

NKC model to include complexification. The effects of co-evolution on the fitness meta 

landscape should be investigated on different scales.  

 

Conducting experiments on more models - In order to strengthen the generalisations 

made in this work the evolvability of complexified and non-complexified systems 

should be compared for many different models.  

 

Evolving complexification and de-complexification - Both experiments conducted on 

the Ising spin glass and the NK models could be extended in four significant ways. 

First, the structural dynamics can be expanded so that removal of interactions is also 

possible allowing for system simplification in addition to system complexification. 

Second, instead of imposing structural changes the structural changes could be under 

evolutionary control (as in Chapter 6) so that the systems being investigated can 

‘naturally‘complexify or de-complexify. Third, the single bit mutation operator 

employed by the hillclimber optimisation algorithm could be placed under evolutionary 
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control so that the size of each mutation is dynamic. Forth, changes in the environment 

could be simulated by dynamically changing the fitness function.  

 

Neutrality - While investigating the evolutionary effects of gradual complexification 

fitness neutrality has been ignored. Instead of using the NK model the NKq or NKp 

models (Barnett 1998) which incorporate neutrality could be used to investigate the 

relationships between complexification, evolvability and neutrality.  

 

Realistic growth patterns and topologies - In the experiments conducted on the Ising 

spin glass new interactions were added to randomly selected spins until the system was 

fully connected. In the experiment conducted on the NK model new interactions were 

added to randomly selected genes until the system reached a symmetric level of 

connectivity specified by the value K. However, in many large natural complex systems 

the vertex connections follow a scale-free power law distribution and the proposed 

mechanism of growth in preferential node attachment (Barabasi and Albert 1999; 

Oikonomou and Cluzel 2006; Sole and Valverde 2004). In order to make the NK and 

Ising spin glass experiments more realistic the selection of random nodes should be 

replaced by preferential node attachment leading to a scale free topology.  

 

 

Rate of evolution, frequency and intensity of complexification - In order for gradual 

complexification to increase evolvability there is a requirement that neighbouring 

fitness landscapes are similar to each other, otherwise the bias towards fitter solutions 

will degrade. In addition, the rate of evolution must be great enough to ensure the 

evolving systems remain on the fitness ridge. Because of these two requirements there is 

a possibility that the rate of evolution, the frequency of optima changes due to a 

complexification event and the intensity of such complexification events can be related 

to each other so that knowledge of two variables can be used to predict the third. The 

relationship between these three variables can be investigated through computer 

simulations or through empirical studies on natural complex systems. For example, the 

rate of nucleotide substitution, nucleotide addition and the effect on fitness of such 

mutations on biological organisms can be investigated.  
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Investigate fitness increasing offset - The evolutionary effects of complexification 

increase with increasing system size and an increasing level of system non-linearity. 

However, larger highly non-linear systems are associated with a reduced evolvability 

due to an increase in the size of the fitness landscape and its ruggedness. It is very 

important to qualitatively measure the overall effect of these two opposing phenomena, 

can gradual complexification offset the reduction in evolvability resulting from 

increases in size and non-linearity.  

 

Investigating Speciation, Extinction - The results in experiment -2 in Chapter 7 

investigate how one optimum changes to another optimum as weights are gradually 

added to the Ising spin glass system. While this approach gives us information about a 

single evolutionary trajectory of a system it gives us no information about all the 

possible evolutionary trajectories. For example, there is a possibility that a single 

optimum at one level of complexity can split in two optima at the next level of 

complexity. If an optimum represents a particular species then the splitting of an 

optimum into two offspring optima represents a speciation event. There also exists a 

possibility of several optima at one level of complexity converging to a single optimum 

at the next level of complexity. Again, if a single optimum at one level of complexity 

represents a species, such a convergence would represent an extinction event.  

 

The approach in Chapter 7 ignores the possibility of optima splitting or converging 

since only one offspring optimum is ever selected. Experiment -1 in Chapter 7 can be 

modified so that all the paths from a single optimum are examined thus creating a semi-

exhaustive mapping of the fitness meta-landscape. This experiment can be used to 

investigate whether gradual complexification can lead to both speciation and extinction.  

 

7.13 Summary of Thesis 

 

As a summary it can be noted that the results presented in Chapter 4, Chapter 5 and 

Chapter 6 strongly support the main hypothesis that gradual complexification improves 

evolvability while the results in Chapter 7 provide a theoretical framework (offspring 
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and spontaneous optima and the fitness meta-landscape) explaining why 

complexification should have such an effect.  

 

The results are highly significant because they not only illuminate shortcomings of 

previous studies investigating evolvability but more importantly suggest a mechanism 

which allows the evolutionary challenges associated with complex systems to be 

overcome. These results in conjunction with the proposed fitness meta-landscape 

framework may be a first step towards a broader understanding of the evolution of 

complex systems. Just as it was recognised that the evolvability of a complex system 

depends on the interactions between the system’s constituent components so this work 

may lead to a recognition that evolvability of a complex system also depends on the 

relationship between the system’s underlying dynamic structure. 
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Appendix A: Detailed explanation of pseudo code in 
Figure 4.3 
 

1. W weights are generated where W is given by Equation 4.2. Each weight is then 

assigned a unique pair of spins (as illustrated in Table 4.1). 

2. 100 optimisation runs will be complete, where an optimisation run is described 

below. 100 optimisation runs are performed per network since the main aim of 

the experiment is to compare differences in fitness between the same 

complexified and non-complexified system and not between different systems.  

3. The spin states will be randomly initialised so that each spin will either be -1 or 

1. 

4. The energy of the spin glass will be minimised for every weight added. 

5. A randomly chosen weight generated in line (1) will connect a specified pair of 

spins.  

6. The hillclimber optimisation algorithm will minimise the energy given by 

Equation 4.1 for a duration of 100 turns. 

7. The energy of the current spin states is evaluated and stored as energy_value_1. 

The state of a randomly selected spin is then changed and the new energy of the 

system is evaluated and stored as energy_value_2. If energy_value_2 < 

energy_value_1 the new spin states are kept, otherwise the spins are returned to 

their original values.  

8. 100 hillclimber turns have been completed. 

9. All the weights have been added to the network.  

10. The energy of the spin glass is evaluated, -energy is recorded as solution_1. 

11. All the spins states are randomly re-set so that every spin is either -1 or 1. 

12. The hillclimber optimisation algorithm will minimise the energy given by 

Equation 4.1 for a duration of 100 * W turns where W is given by Equation 4.2. 

This makes sure that both the complexified and non-complexified systems are 

optimised for the same number of turns.  

13. The energy of the current spin states is evaluated and stored as energy_value_1. 

The state of a randomly selected spin is then changed and the new energy of the 
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system is evaluated and stored as energy_value_2. If energy_value_2 < 

energy_value_1 the new spin states are kept, otherwise the spins are returned to 

their original values.  

14. 100*W hillclimber turns have been completed. 

15. The energy of the spin glass is evaluated. -energy is recorded as solution_2. 

16. For the given spin glass network 100 pairs of fitness values have been obtained, 

100 values for the gradually complexified systems and 100 for the non-

complexified systems. 
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Appendix B: Detailed explanation of pseudo code in 
Figure 5.3 
 

1. The N genes will be randomly initialised to be either 0 or 1.  

2. i is the count of how many connections currently have to exist in the NK 

network while W is the total number of epistatic connections that can exist in the 

NK model for a given value of N and K. In the first instance all the genes are 

independent hence the loop count begins with i=0. The execution of this loop 

essentially moves the NK network from the lowest level of complexity to the 

highest level of complexity for given values of N and K.  

3. The ith weight is added to the network. When i=0 all genes are independent.  

4. The fitness is maximised by the hillclimber for N*10 turns where N is the total 

number of genes in the genome. This ensures that, irrespective of the actual size 

of the genome, all genes are optimised for the same number of turns.  

5. The hillclimber will accept any gene state with a higher fitness then the current 

fitness but will reject any gene state with a fitness less or equally fit then the 

current state.  

6. The optimisation for this level of complexity is complete.  

7. All the genes are connected to K other genes, i.e. the NK system is at its 

maximum complexity. 

8. The fitness of the final solution found by the hillclimber is recorded as 

solution_1. 

9. All the genes are randomly re-initialised to be either 0 or 1. 

10. The maximally complex NK network will be optimised for (W+1)*N*10 turns. 

This ensures that both the complexified and non-complexified systems are 

optimised for the same number of hillclimber turns. 

11. The hillclimber algorithm accepts any gene state with a higher fitness than the 

current fitness but will reject any gene state with a fitness less or equally fit than 

the current state.  

12. The non-complexified NK network has been optimised for the same number of 

turns as the  complexified network. 
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13. The fitness of the final solution found by the hillclimber is recorded as 

solution_2. 
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Appendix C: Detailed explanation of pseudo code in 
Figure 6.6 
 

1. The genetic algorithm will be employed 5000 times per experiment, i.e. there are 

5000 genetic algorithm generations.  

2. Each of the eight cases is considered in turn. 

3. The lines and agents are initialised at the x, y coordinates given in Table 6.5 and 

Table 6.6 respectively.  

4. There are 1000 turns per case, i.e. the agents move 1000 turns for the given 

initial coordinates and line orientation. 

5. Each one of the agents is considered in turn in order to compute the internal 

motion vector. 

6. By recording the minimum Euclidian distance from each agent to both lines it 

will be possible to generate the absolute motion vector as well as allowing for 

the overall fitness to be computed.  

7. Using values t and a the probability of motion p is computed. 

8. The probability of motion p is used to generate a Bernoulli variable x. 

9. The magnitude of the Internal motion vector is non-zero. 

10. The Internal motion vector is decoded from the genes.  

11. The magnitude of Internal motion vector is zero. 

12. I = [0,0]. 

13. The Internal motion vector has been determined. 

14. Each agent is associated with an internal motion vector.  

15. The External motion vector is computed using Equation 6.2.  

16. The Absolute motion vector is computed using Equation 6.1. 

17. The location of each agent is updated. 

18. The agent’s locations have been updated 1000 times.  

19. The case is complete. 

20. All cases have been considered. The agents have moved for a total of 8000 turns. 

21. Using the recorded distance values between the agents and both lines the total 

fitness of the agents is computed.  



 228

22. Two tournament selection is applied, there is a 75% change of the fitter agent 

winning.  

23. A single point crossover is applied to copied genomes. 

24. 10% of all new genomes undergo a single point mutation. 

25. 5000 generations of the genetic algorithm have been completed.  
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Appendix D: Detailed explanation of pseudo code in 
Figure 6.7 

 

1. Initialise the genes in a single genome 

2. The genome will be mutated 3000 times  

3. Five different S values are selected in turn from the list S ={0,0.25, 0.5, 0.75, 1}. 

4. The agents will be evaluated in the standard way so that the 8 cases will be 

considered 

5. The lines and agents are initialised at the x, y coordinates given in Table 6.5 and 

Table 6.6 respectively.  

6. There are 1000 turns per case, i.e. the agents move 1000 turns for the given 

initial coordinates and line orientation. 

7. Each one of the agents is considered in turn in order to compute the internal 

motion vector. 

8. By recording the minimum Euclidian distance from each agent to both lines it 

will be possible to generate the absolute motion vector as well as allowing for 

the overall fitness to be computed.  

9. Using values t and a the probability of motion p is computed. 

10. The probability of motion p is used to generate a Bernoulli variable x. 

11. The magnitude of the Internal motion vector is non-zero. 

12. The Internal motion vector is decoded from the genes.  

13. The magnitude of Internal motion vector is zero. 

14. I = [0,0]. 

15. The Internal motion vector has been determined. 

16. Each agent is associated with an internal motion vector.  

17. The External motion vector is computed using Equation 6.2.  

18. The Absolute motion vector is computed using Equation 6.1. 

19. The location of each agent is updated. 

20. The agent’s locations have been updated 1000 times.  

21. The case is complete. 

22. The overall fitness of the multi-agent systems is recorded. 
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23. A single gene in the genome is mutated. 

24. All five S values have been selected.  

25. The experiment is completed, 3000 fitness values have been obtained.  
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Appendix E: Detailed explanation of pseudo code in 
Figure 7.2 

 

1. W weights are generated where W is given by Equation 7.1. Each weight is then 

assigned a unique pair of spins (as illustrated in Figure 4.2).  

2. The energy of the spin glass will be minimised for every weight added. 

3. A randomly chosen weight generated in (1) will connect a specified pair of 

spins.  

4. 400 initial conditions are used. 

5. The spin states will be randomly initialised, i.e. each spin will either be -1 or 1. 

6. The hillclimber optimisation algorithm will minimise the energy given by 

Equation 4.1 for a duration of 500 iterations. 

7. The energy of the current spin states is evaluated and stored as energy_value_1. 

The state of a randomly selected spin is then changed and the new energy of the 

system is evaluated and stored as energy_value_2. If energy_value_2 < 

energy_value_1 the new spin states are kept, otherwise the spins are returned to 

their original values.  

8. 500 hillclimber iterations have been completed. 

9. Record the fitness of the solution found.  

10. Record the spin states of the solution. 

11. 400 solutions have been discovered at this given level of topological complexity.  

12. 400 new initial conditions are used. 

13. If weight > 1, i.e. if the system is at its second or larger level of complexity. 

14. The initial spin conditions are the optima found at the previous level of 

complexity.  

15. The hillclimber optimisation algorithm will minimise the energy given by 

Equation 4.1 for a duration of 500 iterations. 

16. The energy of the current spin states is evaluated and stored as energy_value_1. 

The state of a randomly selected spin is then changed and the new energy of the 

system is evaluated and stored as energy_value_2. If energy_value_2 < 
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energy_value_1 the new spin states are kept, otherwise the spins are returned to 

their original values.  

17. 500 hillclimber iterations have been completed. 

18. Record the fitness of the solution found.  

19. Record the spin states of the solution. 

20. 400 solutions have been found using the optima at previous solutions. 

21. Offspring and spontaneous optima have now been discovered at all levels of 

complexity.  
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Appendix F: Detailed explanation of pseudo code in 
Figure 7.3 

 

1. W weights are generated where W is given by Equation 7.1. Each weight is then 

assigned a unique pair of spins (as illustrated in Figure 4.2).  

2. The spin states will be randomly initialised, i.e. each spin will either be -1 or 1. 

3. The energy of the spin glass will be minimised for every weight added. 

4. A randomly chosen weight generated in (1) will connect a specified pair of 

spins.  

5. The hillclimber optimisation algorithm will minimise the energy given by 

Equation 4.1 for a duration of 500 iterations. 

6. The hillclimber optimisation algorithm will minimise the energy given by 

Equation 4.1 for a duration of 500 iterations. 

7. 500 hillclimber iterations have been completed. 

8. Record the spin state of the solution found.  

Each level of complexity has been considered. 


