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Abstract

Software clustering is a useful technique for software comprehension and re-engineering.

In this thesis we examine Software Module Clustering by Hill Climbing (HC) and Ge-

netic Algorithms (GA). Our work primarily addresses graph partitioning using HC

and GA. The software modules are represented as directed graphs and clustered using

novel HC and GA search techniques. We use a fitness criterion to direct the search.

The search consists of using multiple preliminary search to gather information about

the search landscape, which is then converted to Building Blocks and used for sub-

sequent search. This thesis includes the results of a series of empirical studies to

use these novel HC and GA techniques. These results show this technique to be an

effective way to improve Software Module Clustering. They also show that our GA

reduces the need for user defined solution structure, which requires in depth under-

standing of the solutions landscape and it can also help improve efficiency. We also

present work for automation of useful Building Block recognition and the results of

an experiment which shows Building Blocks created in this way also help our GA

search, making this an ideal opportunity for further investigation.
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Chapter 1

Introduction

Software module clustering is a technique of abstraction of software and can provide

us with assistance in comprehension of software [24, 43, 58]. This, in turn, can be

used in identifying the most vulnerable areas when we change sections of our software

due to re-engineering and testing [14, 40, 54]. Software module clustering involves

partitioning of connected software modules into clusters according to predetermined

criteria. The criterion used within this thesis is defined to be “clusters that are

strongly connected internally (high cohesion) and weakly connected externally (low

coupling)” (figure 1.1). Obviously it may be better to create multiple clusters of

high cohesion and low coupling rather than creating a single cluster of relatively

low cohesion but zero coupling. As a result, we use a combination of cohesion and

coupling to help us search for the best solution. We identify this notion of goodness

as the fitness for a particular clustering. Let us examine the clustering of the Graph

in figure 1.1 as an example. One possible way to measure the fitness is to determine

cohesion and coupling values for each of the clusters. For instance the cohesion could

be measured as:

1
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Ni

Pi

Where Ni is the number of inner edges and Pi is the number of possible inner

edges. The coupling in a similar way could be measure as:

No

Po

Where No is the number of edges connected to outside of the cluster and Po is

the possible number of connections that can be made to outer edges. We may then

measure the fitness of each cluster by:

Ni

Pi

− No

Po

Our overall clustering fitness can be measured as the mean of all clusters:

∑
(Ni

Pi
− No

Po
)

n

where n is the number of clusters. The small size of our example graph makes it

easy to measure the fitness for each cluster. The possible number of inner edges in

this case for each cluster is 6 and 18 between clusters since we have directed edges.

The fitness value in this case is equal to:

(4
6
− 2

18
) + (6

6
− 2

18
)

2
=

26

36
' 0.72

We use the tried and tested Modularisation Quality (MQ) as our clustering fitness

measure [65]. MQ is further discussed in section 3.2.2 in chapter 3.
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Figure 1.1: Example of a possible clustering of a simple MDG

Finding the optimal clustering is an NP hard problem [65], implying that it is

possible to measure the goodness of a particular solution but it is impractical to

exhaustively search for the best clustering. This is due to the dramatic increase

in the number of possible solutions dramatically as the number of modules within

the system increase (figure 1.2). Also the dependencies within even a relatively small

graph, for example in figure 1.3, can make an exhaustive search for the best clustering

more difficult.

Classic clustering techniques such as K-means [29, 33], which will be discussed

further in the following chapter, suffer due to their greedy nature (choosing the best

immediate improvement at each step of the search) when dealing with complex search

landscapes with many misleading potential solutions. Hill climbing has been used to

help this shortcoming by adding some randomness to the search and to create a less

greedy algorithm that is capable of coping better with this problem [66, 67]. On

the other hand while Genetic algorithms (GA) have been used successfully in many

other complicated and multi dimensional problems [39, 80, 83], their use in software

clustering has not been so successful [25]. They also show good adaptation for solution

finding when introduced to many other problems, without being specifically tuned to
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Figure 1.2: The exponential increase in number of clusterings due to increase in graph
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the search landscape. After fine tuning the heuristics involved, the GAs can provide

much better solutions. Unfortunately, this fine tuning may reduce the robustness and

flexibility of the search, which may be detrimental when we are clustering a variety

of different software, with many different sizes and modular connectivity.

Large differences in size and connectivity can subsequently create a large number

of different search landscapes, which point to the need for a robust search technique.

Heuristic clustering techniques, such as Hill Climbing, have already been used as

alternatives to traditional clustering techniques, such as hierarchical clustering, to

tackle Software Module Clustering. In particular the bunch tool by Mancoridis et al

[59] uses Hill Climbing and Genetic Algorithms along with Modularisation Quality

(MQ) measure of fitness for this purpose. This thesis investigates methods to better

the current Hill Climbing and Genetic Algorithm clustering techniques by applying

innovative changes and additions to these techniques. Our experiments measure the

improvements in clustering based on the well known software module clustering fitness

measure (MQ). Our technique involves carrying out the search in a number of stages.

The first stage makes use of Multiple Hill Climbs to gather information about the

search landscape. This information is then used to create Building Blocks, which are

modules that remain together throughout the search, to improve subsequent searches.

Using Building Blocks also provides the added benefit for Genetic Algorithms in

the improved robustness of the Genetic Algorithm. The robustness results from the

removal of the need for a specifically designed genetic structure optimised for each

individual search landscape. In the thesis we will demonstrate how the use of our

Building Block creation technique has improved subsequent Hill Climb and Genetic

Algorithms and increased the efficiency and robustness of our Genetic Algorithm.
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Our primary aim in this thesis is to address the failure of Genetic Algorithms

in producing fitter solutions than local search techniques such as Hill climbing in

software module clustering, particularly since they are expected to be more suited for

complex search landscapes. We believe this to be the result of unsuitable GA design,

which we aim to resolve by incorporating information from local search. We also aim

to automate this process in such a way as to reduce the need for specific design of

GA for each software’s module clustering. We also intend to identify any means that

may help eventually automate the design of the GA structure and reduce the need

for local search guidance. The following chapters are hence designed as follows.

Chapter two contains the literature survey. This includes an in-depth presentation

of software analysis and how to gather information about software structure. We also

examine, in-depth, clustering and different clustering techniques. Furthermore we

investigate Hill climbing and Genetic algorithms and how they have been used in

clustering software modules.

Chapter three reports the results of the first experiment. This experiment involves

the use of multiple Hill Climbs, where the result of each generation of Hill Climbs is

used to identify useful structures called “Building Blocks”. These structures are then

used in subsequent Hill climb searches. Furthermore, this chapter explores the data

that is used throughout the experiments within this thesis and the measure used to

evaluate the quality of the resulting clustering. We also explain the idea of Building

blocks and how they are created from the results of the multiple Hill climbs.

Chapter four contains the second experiment, involving the use of Building Blocks

discovered within the previous experiment to help improve the quality of the results

produced by the GA. This chapter also looks at the overall structure of the GA and
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heuristics used within this experiment. The results are then compared with results

obtained from a GA without aid, where we look at levels of improvement and their

significance.

The Fifth chapter contains a preliminary experiment into automation of the

process of creating these structures. This currently involves manually identifying

patterns and then creating the Building Blocks according to these patterns. We then

look at the results and compare them to results gained from GA experiment in the

previous chapter.

In conclusion, in Chapter six we discuss the merit of the techniques employed in

previous chapters and how they can be extended to other areas. We also discuss

other observations made from the experimental results and look at possible avenues

of further research, in particular how the overall technique may be fully automated

in the future.



Chapter 2

Literature survey

2.1 Software Engineering

Software engineering is a broad term used to define the techniques employed to cre-

ate reliable and efficient software based on rigourous engineering practices. A more

comprehensive definition is stated by IEEE [70] as:

Software engineering:(1) The application of systematic, disciplined, quan-

tifiable approach to the development, operation, and maintenance of soft-

ware;that is, the application of engineering to software. (2) The study of

approaches in (1).

Software engineering process can be broadly seperated into three stages regardless

the nature of the software. These stages are Definition, Development and Support.

Definition concentrates on the analysis of key requirements of the software system.

These requirements include the interfaces and behaviour of the system. The software

8
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interface identifies the way the user or environment communicates with the system.

The software behaviour encompasses the way the system is supposed to function and

perform under all relevant circumstances.

Development stage focuses on design of software, implementation and testing.

Software design involves the translation of the key requirement into the model in which

the program interface, data and program structure are to be implemented. Imple-

mentation is concerned with all the steps which are involved in planning and writing

of code to be executed in the required environment. This may require the translation

of the more abstract design specification into algorithmic procedures, which can then

be easily translated to code. Testing is concerned with uncovering potential errors

during the development stage. These errors may be due to mistakes in the writing

or logic of code. They may also manifest themselves from the interaction between

different code segments or subsystems. Software Module Clustering is technique to

help us Better understand these interactions through identification of the underlying

subsystems.

Support stage involves the continuous changes, update and repair of the software

after the formal development process. Pressman [76] identifies four types of changes

involved within the Support process. These stages are corrective, adaptive, perfective

and preventative maintenance.

Corrective maintenance: as the customer identifies faults(bugs) in the original

software corrections are necessary in order to remove the identified defects. Corrective

maintenance changes the software to remove these bugs.
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Adaptive maintenance: Changes may occur in the working software environment

over time. These changes could be the result of alterations in the software environ-

ment, such as hardware or the operating system, or the social environment such as

change in business rules or product characteristics. In this case adaptation of the

software is necessary in order for the software to continue proper function.

Perfective maintenance: Customer may identify beneficial functionality that is

currently not provided by the software. Perfective maintenance enhances the software

in order to offer these new capabilities.

Preventative maintenance: An applications is likely to be be utilised for many

number of years, it is corrected, adapted and enhanced over many cycles. Good soft-

ware engineering practices are likely to be neglected since this process is carried out

under the pressure of the work environment. This is likely to result in instability of

the application where small alterations of the software can cause sever malfunctions,

making the software almost impossible to further maintain. Preventative mainte-

nance, also known as Software re-engineering, is a technique used to improve the

software to facilitate the maintenance of aging software.

2.2 Software Re-engineering

Pressman recognises six activities within the software re-engineering process[76]. These

activities are Inventory Analysis, Document Restructuring, Reverse Engi-

neering, Code Restructuring, Data Restructuring and Forward Engineer-

ing.

Inventory Analysis is an activity that stores data about the current applications
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within an organisation. This data contains information such as current size, age and

other changes in software environment. Analysing this information can be used to

identify potential candidates for re-engineering as well as help determine how to

allocate resources for the re-engineering effort.

Lack of consistent documentation, or regular updates of documentation is a prob-

lem that often occurs due to time and resource pressures. Document Restructur-

ing attempts to address these issues by examining the criticality of documentation

and the amount of resources required to update existing and/or introduce new doc-

umentations.

Before any maintenance of the software, it is useful to have a good understanding of

the underlying reasoning and structure of the software. This abstract representation

is often lost due to age or extensive modifications, in particular in legacy software.

Reverse Engineering is the process through which an abstract model of the software

can be extracted from the software. This is mainly carried out by using program

comprehension tools and techniques. Clustering is one of the techniques used to help

with the understanding of the underlying software structure.

Code Restructuring process systematically alters the code to improve compre-

hension, testing and maintainability. This involves defining certain programming con-

structs, the violations of which can be detected and re-coded through an automated

process. This is followed by testing to eliminate the presence of newly introduced

anomalies and update of documentation.

Data Restructuring requires the analysis of source code to discover the data

entities, understand the data structure and analyse the data flow/ connectivity within

the software. This is usually carried out by finding the local and global variables
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location and analysing their connectivity in the software. Data restructuring attempts

to increase the capability of software for improvement by changing and restructuring

the underlying data structure. Clustering techniques are useful in suggesting ways in

which related data can be more cohesive. Locality of related data can help localise

the scope of change due to the changes in the changes in the data structure of the

environment.

After the reverse engineering of part or all of a software system is complete, the

software can be recreated by using the software engineering methods that have been

recognised as most effective. This process is known as Forward Engineering. The

extent of forward engineering is dependent on the cost and resource requirement. As

a result the final result of this process may be an integration of forward engineered

sections of software with parts o the existing application.

2.3 Clustering, Software maintenance and Com-

prehension

Maintenance is one of the main software creation activities in terms of allocated

resources. As existing software ages [72], newly developed systems are built to improve

upon existing systems. It is difficult to determine the amount of time spent on

software maintenance by companies, because companies are often secretive about

statistics potentially showing their weaknesses [50]. However this effort is generally

believed to be in the order of 60 to 80 percent [51].

As discussed in sections 2.1 and 2.2, Program comprehension has been identified
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as a significant factor in program maintenance. In particular for such activities as

reverse engineering and code and data restructuring. It has been theorised by Brooks

[13] that programmers understand a completed program by constructing a top level

hierarchy and successively looking at lower levels until the actual program code is

reached. Another theory is the bottom-up approach [92], where a form of clustering

of lines of code into larger chunks helps with the comprehension. by Koenemann

and Robertson’s experiments on understanding pascal programs found that subjects

primarily use a top-down approach and only resort to bottom-up approach when they

fail to understand specific things[45]. More recently Corritore and Wiedenbeck [20]

have also confirmed that programmers, over time, build a broad and systematic rather

than a localised overview of the program. With regards to software maintenance and

evolution, changes can have a ripple effect across software [11, 12, 31]. Hence, it

is generally believed that good modularisation of software leads to systems that are

easier to understand, design, develop, test, maintain and evolve [17].

The need for software comprehension has been a driving force for creation of

software comprehension tools for many years. Tilley, Paul and Smith identify the

need for a reverse engineering environment to help with “recovering lost information

and making implicit information explicit” [97]. Koenemann and Robertson recognise

comprehension as a “central activity of the software maintenance process” and pro-

pose the need for “graphical browsers and intelligent search functions” [45]. Canfora,

Mancini and Tortorella understand the necessity for understanding of existing code

as a “major factor in enabling successful maintenance at reduced costs” [15]. They

determine that the use of a flexible tool allows the maintainer to find the required

depth of knowledge for the comprehension of part or all of the current software [15].
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Rajlich, Doran and Gudla take a different approach by analysing program compre-

hension through examining the evolution of program constructs and also examining

tools and environments that are maybe useful for this purpose [78].

Recently, clustering techniques have been used to help with the issues of software

comprehension [24, 43, 58], evolution and maintenance [14, 40, 54]. In particular, the

work done by Mitchell, Mancoridis and Traverso in [67] most closely identifies with

our philosophy in the underlying uses of software clustering techniques. Their work

uses clustering as an aid in software re-engineering to identify subsystems within the

software modules.

Mitchell, Mancoridis and Traverso [67] regard subsystems as generally consisting

of a collection of source code resources that implement a feature or provide a service

to the rest of the system. They identify the typical resources found in subsystems as

modules, classes and possibly other subsystems. Their aim is to facilitate program

understanding by treating sets of related source code resources as high-level software

abstractions. Mitchell et al. [25, 66] used heuristic search techniques such as Hill

Climbing and Genetic Algorithms to cluster subsystems to create high-level abstrac-

tion. In this work they found Genetic Algorithms to be less successful at this type of

clustering.

Analysis of underlying software is required to provide the necessary information for

software clustering. Antoniol, Di Penta, Mason and Villano [6] provide an overview

of available tools for this purpose. Some of the tools such as the Design maintenance

system(DMS) by Semantic Designs [10], The TXL programming language by TXL

software systems [18, 19] and FermaT by Martin Ward [77, 100] use powerful lan-

guages that provide program comprehension and transformation capabilities. Tools
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such as CANTO/ART [5] and Datrix [48] are more oriented towards static source

code analysis and metrics computation. Finally, tools like Grammatech’s Code surfer

[16] and Unravel [55, 98] use techniques such as program slicing [101] to extract

information from source code.

2.4 Software Clustering

Clustering techniques are extremely useful to all research fields that need to make and

revise their classifications continuously [81]. Clustering provides a way to look at the

properties of the clusters instead of the individuals within them, helping to give an

insight or raise further questions about the entities and their shared properties. The

use of clustering techniques are wide spread in variety of research fields. Some recent

examples are the use of clustering in data analysis by Tagarelli, Trubitsyna and Grecco

[96] and in data mining by Pham, Dimov and Nguyen [74], in web usage analysis by

Lingras, Hogo and Snorek [52], in image analysis work by Rommelse, Lin and Chan

on image segmentation [82], in ecology and bio-diversity by Petchey and Gaston [73],

in engineering work on detection of component degradation by Jamaludin, Mba and

Bannister [41], in biology and bio-chemistry the work on gene expression data by

Reinke [79] and protein folding models by Yesylevsky and Demchenko [104].

Clustering applications in computing can be divided into two classes: specific

and vague [47]. Specific clustering aims to directly help the specific research, for

example the use of clustering to identify intrusion in a computer network [53] or to

reduce memory requirements of executable programs for small size devices [8]. Vague

clustering’s aim is to help with subsequent analysis to help with comprehension of
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the problem such as software comprehension and analysis. An example is the work

done by the SERG team [59, 90] and methods presented in the following chapters of

this thesis.

A cluster is simply a set of similar entities which ideally contain information on

their similarity to each other [33]. Clustering is a name for a general set of techniques

for grouping similar objects [33], classification of objects into meaningful sets [2] or

to investigate the relationship within a set of entities by summarising them into a

smaller number of clusters [29].

The purpose of clustering can be described in terms of heterogeneity [29], where we

aim to maximize the inner cluster similarity and decrease the outer cluster similarity.

A natural way to express these characteristics in software are in terms of cohesion

and coupling. The use of these design based notions for software clustering was first

introduced by Schwanke and Hanson [88, 89], where cohesion is a measure of distance

(or similarity) of entities within a cluster and coupling is a measure of distance (or

similarity) between clusters. Although high cohesion and low coupling are popular as

good clustering indicators they are not the definitive view on the subject. For example

Brito and Goulao [1] challenge the ideal of maximal cohesion and minimal coupling in

software clustering. To effectively create clusterings of high cohesion and low coupling,

it is fundamental to have a measure of similarity or distance (dissimilarity)[2] between

the entities, which are further discussed in section 2.6.

Anquetil, Fourrier and Lethbridge identify 3 important aspects when we are clus-

tering software [3]. These aspects are:

• Entities : are the sections of software that are to be clustered. For examples

software may be clustered at module level.
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• Similarity/Distance Measure: is dependant on the way entities are analyzed.

For example the number of module function calls may be used as a measure of

closeness between two modules.

• Clustering Techniques : are methods suitable for clustering the entities with a

particular similarity/distance measure.

We have used the above categorization as a template to further discuss software

clustering entities in section 2.5, similarity/distance measures in section 2.6 and soft-

ware clustering techniques in section 2.7.

2.5 Software Clustering Entities

In carrying out architecture recovery, re-engineering and reverse engineering one needs

to create a different or more abstract representation of the software. This requires the

identification of software entities at different levels of granularity. A useful guide for

identifying these levels is the Horseshoe model [44]. This framework looks at different

levels of software as a model for re-engineering. Levels of interest for extracting useful

entities are the code level, functional level and architectural level.

Code level represents the actual code, which may also include non-formal features.

Non-formal features refer to data that has no influence on running of code such as

the function names and comments [4]. Examples of the use of these features are the

identification of semantically similar components for clustering [58] and tracing the

links between documentation and source code [62]. Functional levels are normally

used to describe the formal features of software. The entities in this case would
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comprise of formal features, such as global variables and functions. Formal features

are information that “have direct impact on or are a direct consequence of software

behavior” [4], such as function calls and program variable sharing. Architectural level

entities correspond to abstract components of software. Examples of entities at this

level are objects and classes. For example Mitchell et al. [25, 66, 67] use component

level for their clustering.

Functional and architectural level entities lend themselves more naturally to soft-

ware analysis techniques, although techniques such as Latent Semantic indexing [22],

traditionally used for document analysis, have also been adapted and used to extract

non formal features of code and there are numerous tools directed at functional and

architectural some examples are: CANTO/ART [5], Datrix [48], Code surfer [16] and

Unravel [55, 98].

2.6 Software Clustering Distance/Similarity Mea-

sures

Traditionally, statistical clustering represents collected information on entities as a

matrix of entities against variables [26]. Within this chapter, where appropriate, we

shall represent the individual data in the collected information matrix as

Xij

where Xij is the value of the variable i of entity j. Variables measured for each soft-

ware entity indicate system properties or characteristics of that entity. Traditionally,
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statistical clustering recognizes the values of the measured variables in five categories

[33]: Absolute scale, Ordinal Scale, Interval Scale, Ratio Scale and Nominal Scale.

Absolute Scale is a property that can be measured by an exact number, for example

the number of legs for an animal.

Nominal Scale is a property, which identifies an entity as a part of a distinct group

or category. For example a person may belong to a particular religious group.

In order to describe Ordinal, Interval and Ratio scales, we first need to look

at some underlying characteristics of these measurements. These characteristics are

Magnitude, Intervals and Rational Zero.

A measurement possesses the Magnitude property if the value of the measurement

can identify that an object has more of an attribute than another object. Intervals

property of a measurement implies that if a characteristic of two pairs of entities are

equally different, they must also be equally different in the real world. A good example

of interval are metric measures. For example if entities A and B are 2 cm apart and

entities C and D are also 2 cm apart, the distance between A and B is equal to the

distance between C and D. Finally a measurement has a Rational Zero property if

the value 0 can be assigned to an attribute when it has none of that attribute. Most

speed measurements have a Rational Zero corresponding to no speed, for example 0

Kilometers per Hour is equivalent to 0 speed (or no movement).

Using Magnitude, Intervals and Rational Zero, we can easily describe the remain-

ing scales. Measures in Ordinal Scale only possess Magnitude. Measures in Interval

Scale possess Magnitude and Intervals but not a Rational Zero. Finally measures in

Ratio Scale possess all three properties of Magnitude, Intervals and Rational Zero.

The types of data collected on software for clustering depends on the overall aim
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of the process and analysis level. For example functional and architectural levels

examine formal features, which may include function calls and shared variables. To

evaluate the areas of poor quality in software design, software complexity measures

are an available source of information. Some examples are the traditional lines-of-

code(LOC), Halstead’s software science [30], Mccabe’s cyclomatic complexity [63] and

fan-in and fan-out based complexity [35, 36]. Broadly speaking, ideally these metrics

should be of the Interval or Ratio Scale. However, these metrics do not display an

agreement upon a unit of measure or a means to convert one unit of measure into

another. It has been widely disputed whether they measure, under all conditions, true

complexity or error density [27, 91]. Kan [42] looks critically at many of these metrics.

He concludes that the validity of many of these metrics often depends on complex

factors such as the product, the development team, development environment and

recommends caution in using them.

In numerical taxonomy the matrix of raw data is converted to a similarity measure

by using a variety of coefficients. These coefficients can be put into four categories [93],

distance coefficients, association coefficients, correlation coefficients and probabilistic

similarity coefficients.

Distance coefficients measure the distance between entities and have gained pop-

ularity due to their intuitive appeal and the fact that they are probably the easiest

to visualise [2, 93]. Some of the more familiar distance coefficients are Euclidean

and Mean Character Difference. Euclidean distance and Mean Character Difference

between entities j and k are calculated by:

Euclidean distance:



21

√√√√
n∑

i=1

(Xij −Xik)2

Mean Character Difference:

1

n

n∑
i=1

|Xij −Xik|

Where n represents the number of all measured properties and X is the value of

a particular measure property i.

Association coefficients measure the agreements between two selected entities (or

a ratio of agreement over the number of possible agreements). This agreement is

binary in the sense that values with respect to feature or characteristic i:

Xij ≡ Xik

Association is useful for cases where data collected demonstrates whether an entity

exhibits or lacks a selected number of characteristics. With such data, we get a

positive match when a particular characteristic exists within both entities and a

negative match when neither entity has the characteristic in question. For example

the Jaccard’s Coefficient [29, 93] does not consider the negative matches:

S =
a

a + u

where a are the number of positive matches and u are the number of mismatches.

On the other hand the Simple Matching Coefficient includes the negative matches:

S =
a + b

a + b + u

where a is the sum of positive and b is the sum of negative matches.
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Correlation coefficients look at the overall shape of the space that the variables

for the two entities occupy. The easier all the values can be summarized as a best

fit line, the more similar they are deemed to be. This relationship is normally an

indication of variance of data from a best fit line. A well known and used correlation

coefficients is the Pearson product moment correlation coefficient:

rjk =

∑n
i=1(Xij − X̄j)(Xik − X̄k)√∑n

i=1(Xij − X̄j)2
∑n

i=1(Xik − X̄k)2

The value of coefficient r can take a value between 1 and -1. Values close to 1 or -1

indicating high levels of correlation.

Probabilistic similarity coefficients try to give a probability value of two entities

being similar. This is done by looking at their respective data vectors and assuming

that a stochastic function exists to explains all their properties. These coefficients

have more relevance in ecological classifications where the sample is expected to be a

stochastic function [93].

Sometimes it is possible, perhaps desirable, to create a similarity (resemblance)

matrix directly from the environment and bypass the creation of a data matrix [81].

In particular, when considering clustering of code and functional levels of software,

the use of coefficients has been deemed at times unsuitable [3]. We can consider the

formal features that are used such as function calls between two modules as sharing

characteristics and hence construct a measure of similarity. Lakhotia looks at more

than ten works on a variety of software engineering and comprehension clustering

techniques [49], only a couple of which use non-formal features. Some examples are

the weighted and un-weighted graphs used in this thesis and used in [57, 59, 60]. The

data here looks at formal features of the code, indicating the presence or absence of



23

a function call between modules, with higher values for weighted graphs indicating a

closer relationship. The resemblance matrix that would be created from these graphs

would be like using an association coefficient on the functional level data.

2.7 Clustering Techniques

Clustering algorithms are techniques for searching through the set of all possible

clusterings to find a best clustering according to a strategy and fitness criterion,

although this criterion might not be explicit. The set of all possible clusterings grows

very rapidly producing search spaces far too large for a complete search (figure 1.2).

All strategies try to find ways to effectively tackle this large search space.

Important clustering strategies for reverse engineering and re-engineering have

been identified by Sartipi and Kontogiannis [87] as hierarchical, optimisation and

graph-theoretical. We shall look at each of these algorithms and some of their varia-

tions in more depth in sections 2.7.1, 2.7.2 and 2.7.3.

2.7.1 Hierarchical Clustering Strategies

Hierarchical Clustering Strategies are divided into agglomerative and divisive [2, 26]

methods, these strategies begin by assessing the similarity between entities and use

that to progressively combine clusters (or split them in case of divisive techniques).

As a result, clusterings produced by these strategies are normally presented as a

dendrogram. This process may also involve the user selecting the appropriate number

of clusters so that the search can stop before the dendrogram inevitably reaches a

single cluster.
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A general disadvantage with Hierarchical clustering strategies is their lack of pro-

vision for correcting a poor initial partition. These techniques are probably best

suited for biological data clustering, since it is more likely that a hierarchical struc-

ture actually exists.

Agglomerative methods

Agglomerative methods initially place each entity in its own cluster. At each stage

two nearest clusters are selected and joined to form a new clusters. The selection is

carried out by using a measure of distance that is used within the particular method.

This process continues until all clusters are joined into a single cluster. Some well

known examples of hierarchical agglomerative methods are Single Linkage, Complete

Linkage, Average Linkage and Ward’s method.

The Single Linkage method is also known as the nearest neighbor. At each stage

of the algorithm, the distances between all entities in different groups is considered.

A single link is all that is required to join two groups. This single link is selected

by identifying the two closest entities that are not from the same group. The groups

containing the selected entities are then joined regardless of the distance between any

of the other individuals within these groups. The same algorithm is also applied where

similarity measures between entities are used. In this case, the groups containing

entities with the closest level of similarity are selected. The single linkage in practice

has a tendency to form long elongated clusters made of combinations of lots of small

clusters at each stage. This is also known as chaining and may be considered a

weakness since most users are looking for homogeneous and compact clusters [26].

The Complete linkage method or furthest neighbor takes an opposite view of
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distance between groups or clusters. The distance between groups is here defined as

the distance between the furthest entities within the groups (or with least level of

similarity). The smallest distance measured in this way between groups is then used

to select the groups to join at each stage. The clusters found by using this method

tend to give a more compact linkage but do not show high levels of agreement when

used and compared with known structures [2].

The Average Linkage method is a compromise between the above two methods,

where the distance between clusters is some measure of average of all entities within

the clusters. There are a number of variants of this method. A well known example

is the centroid method (originally proposed by Sokal and Michener [94]). The data

consist of a matrix of variables against individuals. The distances between entities

are calculated using squared Euclidean distance of all their variables. Initially the

two individuals with the smallest distance are put into a group. Their group centroid

is then calculated. The centroid consists of introducing the group as a new entity into

the variable matrix where the value of each variable is the mean of all entities within

the group. Again the squared Euclidean distance between the centroid of the group

and the other entities are calculated and the smallest distance is selected to form a

new group or join another entity with the current group.

Ward’s method [99] is designed to provide the minimum variance within the clus-

ters. At each stage of the algorithm, two clusters are selected to join. Clusters are

selected for joining if the resulting clustering causes the minimum increases to the

error function. The error function for each cluster is equivalent to the sum of squared

value of each inner cluster entity’s deviation from the mean of the cluster. The overall

error function is the sum of all the clusters error functions.
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Divisive methods

As mentioned previously, this method involves splitting an initial set of entities into

two groups. Unfortunately there are a large number of ways to achieve this for a large

set of entities (there are 2n−1−1 ways to split n entities into two groups), making this

process impractical for large sets. To overcome this, we have to reduce the number

of ways considered at each step. Two main types of divisive techniques discussed by

Everitt [26] are monotheic and polytheic.

Monotheic algorithms work on binary data and use the presence or lack of a

particular attributes at each stage to divide the data into two groups. An example

technique is the Association analysis explained in [26]. This technique uses a binary

matrix of entities against features. All entities are initially placed in a single cluster.

Features are grouped in pairs and a chi square coefficient is derived for all feature

pairs. If we consider j and k as two features (a feature pair) Chi square is derived for

feature j by the formula:

(ad− bc)2N

(a + b)(a + c)(b + d)(c + d)

a is the sum of all instances where all entities posses both j and k.

b is the sum of all instances where all entities contain k but not j.

c is the sum of all instances where all entities contain j but not k.

d is the sum of all instances where all entities contain neither j or k.

N is the total number of entities.
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Then each feature’s scores are summed. The feature with the highest score is

selected and used for dividing the initial cluster. The initial cluster is divided into

two clusters, one with the selected feature and the other without. At each iteration

the next highest scoring feature is selected (considering only feature pairs within

created groups) to divide the clusters further.

Polytheic algorithms divide a cluster, at each stage, according to values taken

by all attributes. An example of such an algorithm described in [26], is taken from

a description by MacNaughton-Smith et al. [56]. This technique uses a matrix of

Euclidean distances of entities. Initially, all entities are placed in the same cluster.

The average Euclidean distance for each entity to all other entities is then calculated.

A splinter cluster is created and the individual with the highest average distance

value is moved to this cluster. At this stage, the average distance of each entity

remaining in the main group is calculated with respect to the splinter group and the

other entities in the main group. If cases exist where the average distance to the main

group is larger than the average distance to the splinter group, the entity with the

largest distance from the main group is selected and placed in the splinter group. This

process is repeated until no further entities remain that are, on average, closer to the

splinter group. At this stage, if required the process of splintering can be continued

on each cluster.

Hierarchical clustering is one of the most popular techniques for software clus-

tering. Davey and Burd have used agglomerative hierarchical clustering to cluster

software using data and functional dependency [21]. They have compared a vari-

ety of similarity measures and linkage techniques and found Jaccard coefficient and

complete linkage to produce the most cohesive results. Maqbool et al. employed an
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agglomerative hierarchical clustering algorithm to cluster software functions accord-

ing to feature similarity [61, 85]. They compared more traditional linkage distance

measures to a new combined distance measure which creates a new combined similar-

ity matrix at each stage of the algorithm. They discovered that their new combined

similarity matrix improved the clustering for their test system. Hierarchical cluster-

ing has also been employed to improve graphical presentation of software systems. A

recent example is an ad-hoc version of hierarchical algorithm used by Di-Lucca et al.

to reduce the graphical complexity of information representing web applications [24].

Hierarchical clustering has also been examined as an aid for legacy code migra-

tion with mixed results. For example Deursen and Kuipers have compared the use

of agglomerative hierarchical clustering and concept analysis [23]. They found the

clustering algorithm lacking due to the algorithm’s inability to place constructs in

multiple partitions where necessary. They also found the resulting dendrogram dif-

ficult for analysis and noticed problematic results when clustering items possessing

all features. On the other hand Phattarsukol and Muenchaisri have used hierarchical

clustering techniques to cluster C program functions in order to identify candidate

object with positive results [75].

2.7.2 Optimization Clustering Strategies

Optimization clustering strategies are also presented as switching [33], Partitioning

[26] and Iterative Partitioning [2] strategies but they all agree on the following pro-

cedural steps:

• A method of initiating clusters
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• A method for placing entities in initial clusters

• A method of reallocating entities to other clusters

K-Means clustering is one of the better known optimization techniques. A general

outline of this technique involves estimating a number of initial values as values for

the cluster centre, which also implies that the number of clusters is selected prior

to the procedure. These cluster centre values may also be determined by randomly

selecting a predetermined number of data entities and using them as cluster centres.

each remaining data entity is then placed in the nearest (least distant) cluster. The

values of the cluster centre may, again, be calculated after each entity is added. This

process continues until all entities are placed into clusters. At this stage, each entity is

examined to find whether, after all initial allocation, it has become closer to another

cluster. In this case the entity is reallocated. The reallocation process usually involve

the recalculation of the cluster centre. The reallocation process may continue as many

times as necessary, or until no further improvements are possible.

Hill Climbing is another way for relocating entities after the initial clustering

process of assigning all entities has taken place. The hill climb selects entities ran-

domly and decides whether their relocation affects a global fitness criterion. A recom-

mended fitness criterion involves minimising inner cluster distances and optimising

distances between clusters [2, 26]. An entity is relocated if its relocation improves the

current fitness. This process continues until no further improvements are possible.

Recent examples are the work done on hill climb clustering by Mitchell et al. [66, 67]

in their clustering tool Bunch. Due to the relevance of hill climb software clustering

and Bunch to our work, a more in-depth explanation of the Bunch tool is discussed
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in section 2.9.

Everitt [26], Aldernderfer [2] and Hartigan [33] agree on the uncertainty in ini-

tial partitioning and suboptimal solutions as one of the problems with optimization

strategies: There is always the possibility to find another initial partition that may

result in a better final clustering. The problems with local optima or suboptimal

solution arises from the fact that these strategies sample a very small proportion of

all possible clusterings.

2.7.3 Graph Theoretical Strategies

Graph theoretical strategies treat the similarity information of entities as a weighted

graph, where nodes represent the entities and edges represent the similarity measure

between entities. This graph is then reduced to a Minimum Spanning Tree (MST).

The MST is a spanning tree that has the minimum total weight of all spanning trees,

where a spanning tree is defined as a tree that is connected to all nodes, where a tree

is defined as a graph that, for n nodes has n− 1 edges and no cycles.

One of the best known algorithms for creating a MST is Prim’s algorithm, which is

one of the simplest and perhaps most efficient [69]. Prim’s algorithm, initially selects

a random node. The node connected to the initial node with the smallest edge weight

is then combined with the initial node to form a small tree. Next, all nodes connected

to this tree are examined and the one connected to the smallest weight (that does

not create a cycle) is selected and joined to the tree. This process continues until all

nodes are connected to the tree.

Once the MST has been constructed, clustering of this data can be done by using
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any clustering method. More common, for this type of strategy, is to define a threshold

factor that can be used to select to remove inconsistent edges and create sub tree

clusters. An inconsistent edge is determined by comparing the weight of a selected

edge to the typical weight of the edges of the connected subtrees. If the weight of the

selected edge is greater than this typical weight by a predetermined factor (known as

the threshold value), the edge is identified as inconsistent. The size of the subtrees, as

well as the method for determining the typical weight of the subtrees, are heuristically

chosen, although the use of an average weight of the subtrees is more common.

There are many alternative approaches for calculating a suitable threshold and

defining a good size and shape for the subtrees. For example Paivinen and Gronfors

create clusters with MST by using Three different edge removal techniques [71]. Their

simplest technique is to identify the longest edges and iteratively remove them until

a predefined number of clusters are created. The other method removes edges which

are of a predefined order of magnitude larger than their neighbouring edges. The final

method applies the same technique but on a neighbourhood of 2 immediate edges.

They found the second and third strategy to create more cohesive clusters and also

at times performed better than their K Means clustering algorithm. He and Chen

try to automate the process by taking a more global view [34]. Their algorithm takes

into account the outlier edge lengths within the edge length distribution, which are

then used as thresholds for the edge removal process. Speer et al. have incorporated

Genetic Algorithms to optimise edge removal according to a global clustering objective

[95]. They also found the new algorithm to perform better than their average linkage

hierarchical clustering.

MST has also been used in software clustering as an aid to further reduce the large
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dimensionality of the problem. For example in the work by Maletic and Marcus, they

use Latent Semantic Indexing as an inexpensive way to build up an understanding of

the relationships within the software [58]. The results is then converted to an MST

where nodes within a predefined degree of similarity are placed in the same cluster.

Another example is the work by Bauer and Trifu on software clustering [9]. They use

a modified MST to create more cohesive clusters. Edges in this case represent the

similarity between the nodes. First, they place each node in a single cluster. Edges

are considered in descending order. Clusters are joined together if the considered

edge similarity is above a certain value, which is based on the average value of all

edges within the clusters factored by a closeness heuristic determined by the user.

They found this technique helped them to create more cohesive clusters compared

with their edge removal technique.

2.7.4 Genetic Algorithms and clustering

Genetic Algorithms (GA) are a collection of heuristic search techniques that have

been used successfully for tackling large, complex and multi modal search spaces

[39, 80, 83]. They search by simultaneously considering a number of potential so-

lutions. These solutions are selected by using an objective fitness function, that for

clustering tries to promote desirable characteristics such as high cohesion and low cou-

pling. Selected solutions are then manipulated by using operators such as crossover

and mutation to expand the search. An encoding is required to represent potential

clusterings in a GA.

The popularity of Genetic Algorithms is partially due to the weaknesses of direct

search techniques. Direct search techniques such as Hill climbing suffer from the
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problem of getting trapped at local optima. They try to find the best solution or

climb the search function in the steepest possible way which is available to them

[28, 46]. As a result, they are not very robust for dealing with large search spaces

with multiple local optima. According to Goldberg [28], Genetic Algorithms differ

from most traditional (direct) optimization procedures in the following ways:

• GAs use a coding of search parameters, rather than directly using the parame-

ters.

• GAs use a population of search points, rather than a single search point.

• GAs use an objective fitness function rather than a derivative.

• GAs search by guided probability rather than deterministic rules.

GAs are search procedures that are based on natural selection. There are a mul-

titude of definitions for a GA but they all agree on these mechanism being involved

in the process [28, 46, 68]:

1. Selection

2. Crossover

3. Mutation

A GA search starts with an initial population of feasible solutions. Crossover

is the primary search operator in a GA. This process involves combining pairs of

population members to produce offspring. After the offspring are created, mutation

is carried out on the results (with a very low probability). Mutation is considered a
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less important search operator in a GA and it is primarily a means to avoid stagnation

in the population. Mutation is a random change of parts of an offspring, which is more

commonly based on a heuristic neighborhood search. The offspring are used to create

a new generation of solutions. This can range from the new population consisting of

just offspring to a heuristic to replace varying degrees of the old population members

with the offspring. This process is then repeated as many times as required.

Fitness function

GAs use an objective function to guide the search towards areas of optimal solution

in the search landscape. This function evaluates the fitness of each individual and is

there to make sure that the fitter members of the population have a higher chance of

being selected for reproduction.

Fitness functions are specific to a search space but there are some useful ap-

proaches to designing GAs with them in mind. The first approach is to tailor the GA

population or the crossover and mutation in such a way as to only allow the creation of

feasible solutions. If this is deemed restrictive to the search, an alternative approach

is to introduce a reduction of fitness when an infeasible solution is created. This low

score reduces the chances of survival for these types of solutions. Yet another ap-

proach, is to repair members that represent infeasible solutions due to mutation and

crossover operators. Repair involves the correction of errors in infeasible offspring by

replacing the defective sections. The complexity and extra computation cost of this

process should be weighed against the use of a more complex crossover or population

structure.
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Selection

This process involves randomly picking members of the population that are used

for crossover and mutation and creation of the next population. Two examples of

selection are Roulette wheel and Tournament selection. Roulette wheel selection

involves assigning portions of a virtual roulette wheel to members according to their

fitness values, where members of higher fitness occupy larger portions of the wheel.

A section of the wheel is then randomly selected and the member occupying that

section is used for crossover. Tournament selection, involves randomly pitting two or

more members of the population in a contest, heavily biased towards the members

with higher fitness values. The selected member is then used to participate in the

crossover process.

Crossover and Mutation

Crossover and mutation are the search operators in a Genetic Algorithm. Mutation

occurs with an extremely small probability per bit (also known as the gene) of an

individual. Its main function is to introduce new information into the search and

prevent population stagnation. Possible mutations are usually limited to a change

of a particular member (solution) in such a way that the result remains within the

neighboring search space. Mutation is considered a secondary search operator for a

GA and crossover is considered the main means of GA search. Crossover involves

the recombination of two members (parents) to create two new members (offspring).

The most basic crossover operator is single point crossover. Single point crossover

involves randomly selecting a crossover point and exchanging parts of the solution on

either side of that point. Here is a simple example involving two parents with binary
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encoding:

ParentA = [1, 0, 0, 1, 0, 1, 1, 0, 1]

and

ParentB = [1, 1, 1, 0, 0, 1, 0, 1, 1]

Cutting the parents after the fourth bit:

ParentA1 = [1, 0, 0, 1], ParentA2 = [0, 1, 1, 0, 1]

and

ParentB1 = [1, 1, 1, 0], ParentB2 = [0, 1, 0, 1, 1]

Swapping A2 and B2 :

OffspringA = [1, 0, 0, 1, 0, 1, 0, 1, 1]

and

OffspringB = [1, 1, 1, 0, 0, 1, 1, 0, 1]

There are many different types of recombination that could be used for crossover

[68]. Some other well known crossover operators are the two point crossover, where

two points are selected along the parents and the information in between these points

is exchanged and uniform crossover, where a random scheme is generated to select

individual sections of the encodings to swap between the parents.
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Encoding

Choosing a good encoding is vital [37, 68, 84], since the members of the population

use an encoding to represent the solutions and they are directly affected by the search.

There are many encodings for a solution in a GA. Most GA encodings have a fixed

length and fixed order. The importance in selecting a good encoding may be explained

by looking at the Building Block hypothesis. Holland [38] and Goldberg [28] use the

notion of schema to explain why GAs work. A schema can be looked upon as a binary

encoding template for part of the solution. For example 1**0 is the representative

template for the set: {1000, 1010, 1100, 1110}. The fitness function increases the

crossover probability of fitter members. The schemas that are responsible for the

superior fitness within selected members are less likely to be disturbed if they have

a relatively short length. In essence, the GA encourages the preservation of shorter

schema that are responsible for fitter solutions. The hypothesise follows on to state

that the combination of these short, highly fit Building Blocks is perhaps responsible

for the effectiveness of the GA search.

Some well known encodings are Binary, Real-valued and Adaptive. Binary Encod-

ings use binary values to represent the solution. Binary encodings are common since

they are the originally proposed encoding for GAs. Furthermore most existing GA

theory is based on Binary encoding. Some new alternative representations such as

gray code have also been used [84, 102, 103]. Real-valued encoding use real numbers

as a natural way to represent certain solutions. Adaptive encoding tries to address the

problem of fixed length, fixed order encoding. These encodings are vulnerable due to

the implication that they may place important parts of the building blocks, explained

in the schema hypothesis, far from each other, where they can be easily disturbed
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by the crossover operator. One of the techniques that can be used to tackle this is

inversion [38]. Inversion introduces a secondary value to each bit of the encoding that

specifies its actual position and removes the need for a solution to have a fixed order.

A recent example of the use of GAs used for software re-engineering is the work by

Antoniol et al. [8, 7]. They use GA in conjunction with hierarchical clustering to re-

duce memory requirements of program libraries (library miniaturisation). The results

from hierarchical clustering are used to initiate the GA and its starting population.

The fitness objectives are to minimise inter partition dependencies while controlling

the size of the partitions to prevent excessively large libraries which lead to increased

memory requirements. Another example of GAs use in re-engineering is by Sahraoui

et al. to identify candidate objects for migration of legacy systems. In this case, the

fitness of each object is primarily based on higher cohesion with the secondary empha-

sis based on lower coupling. The overall fitness of a candidate solution is determined

by the average of the sum of all object fitness. They have compare the results against

a hierarchical algorithm and have found both algorithms to perform well. Sarafis et

al. use a novel GA to cluster database entities [86]. This approach consists of a GA

which is designed to create a set of rules for clustering rather than cluster the data

directly. The fitness function is designed to take into account multiple factors such

as cohesion, coupling, uniform distribution and homogeny. Their GA was found to

be successful at discovering a variety of cluster shapes and sizes. The GA clustering

algorithm by Mitchell et al. clusters software module dependency graphs to aid in

program comprehension [25, 66]. Due to its relevance to this thesis, the implications

of this work are further explained in section 2.9 and in the following chapters.
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2.8 Number of Clusters and Stopping Conditions

There are no definitive techniques to predict the correct number of clusters for a set

of entities. In many cases this is decided by plotting some selected clustering criterion

and comparing it against the number of groups. A sharp increase or decrease (depends

if we are maximising or minimising the criterion) may be an indication of the correct

number of clusters. In case of hierarchical strategies, large changes between fusions

[26] may be of interest in selecting the appropriate point of interest in the dendrogram.

For other strategies, in particular switching (optimisation), finding an appropriate

number of clusters is often decided by what is known as a stopping condition. When

using techniques such as Hill Climbing, the fitness function acts as the stopping con-

dition as well as a search guide. Stopping conditions can be generally divided into

two categories, global and local [29]. Global rules evaluate a measure of goodness

for the overall clustering. They normally involve a comparison of “within cluster”

(cohesion) and “between cluster” (coupling) ratios or the difference of their calcu-

lated values. Local rules on the other hand examine whether an existing cluster

should be manipulated, which involves the movement of entities, splitting a cluster

or amalgamating two clusters. One of the more detailed comparative studies was

carried out Milligan and Cooper [64], involving the study of 30 published stopping

conditions. Three global and two local conditions were found to be the best for their

simulated set of data entities that contained clear-cut cluster structures. Although

these rules performed best for this well organized data, other stopping conditions may

be more suitable for different shapes of data density. Weakness of global stopping

conditions lies in the difficulty in finding a natural definition of a global measure and

local stopping conditions normally require the specification of some threshold value
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or significance level, which depends on the properties of the entities that are mostly

unknown [29]. It seems that the best stopping conditions need to be selected for indi-

vidual distributions of data and it has not been possible to come up with a stopping

condition for all data landscapes.

2.9 Bunch Tool

Bunch is a recent, heuristic tool for software module clustering, which was primarily

developed by Brian Mitchell at Drexel University. The popularity of the tool stems

from its development through consultation with software developers and software

documentation on how accurately the results demonstrated the underlying subsys-

tems. The Bunch tool consist of two independent heuristic clustering algorithms, Hill

Climbing and Genetic Algorithm.

Both algorithms use a global fitness measure called Modularization Quality(MQ).

MQ is designed to have better fitness scores for clusterings with higher overall in-

ner cluster cohesion and lower outer coupling and is calculated using the following

formula.

i = 0 ⇒ MF = 0

i > 0 ⇒ MF = i
i+ 1

2
j

Where i is the sum of inner edge weights

and j is the sum of outer edge weights.
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The overall fitness MQ is calculated by:

MQ =
∑n

i=1 MFi

Where i is a cluster

and n is the total number of clusters.

The Bunch hill climb clustering, initially, partitions the entities randomly. The

hill climbing process involves the selection of entities at random and examining their

neighbour clusterings. A neighbour clustering is any that can be created by moving

the entity to another cluster or to a new cluster(example 2.1). The current clustering

and possible neighbour clusterings are evaluated by MQ. This process continues until

no better neighbours can be found.

The Bunch GA clustering is composed of a fixed length, fixed order, real-value

encoding. Each location in the encoding refers to a particular node in the graph to be

clustered and the value contained within the node represents what cluster it belongs

to. The GA Algorithm consist of random creation of a set of initial solutions (popula-

tion) followed by cycles of crossover and mutation. A uniform recombination operator

is used to carry out crossover at each stage followed by a very small probability of

mutation for each new solution. This cycle continues for a user defined number of

iterations.

Through the publications of GA results by Mitchel et al. [25, 66] and our own

observations on the behaviour of the Bunch GA and previous results by Harman et al.

[32], we concluded that the GA was performing noticeably worst than Hill Climbing
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across a variety of graph sizes. This went against our intuition of GA suitability

to tackle complex search problems, in particular for larger search landscapes that

the larger graphs represent. We identified this as an area of possible improvement,

which may by achieved by introducing a more intelligent and dynamic approach to

GA encoding. This thesis is the result of the investigation into this approach by

taking advantage of information provided using simple local search algorithms. The

following chapters of this thesis continue on this theme by examination of the use of

Hill Climb clustering as a means to identify Building Blocks. These Building Blocks

are then used to test the suitability of this train of thought by firstly investigating

their potential to help further Hill Climbs. Second and more importantly, they are

used as a means to combat the difficulties faced in finding a good encoding for GA

clustering. Finally we look at identification of general structures from the information

gathered from our first two experiment to minimise and eventually remove the need

for preliminary Hill climb clustering.



Chapter 3

Multiple Hill climb clustering

3.1 Introduction

This chapter contains our approach and results and analysis from an empirical study

to improve on “Hill Climbing” for clustering. It is well known that hill climbing suffers

from the problem of convergence to local optima and so it would be expected that

some improvement could be made by considering more sophisticated search-based

techniques.

We use multiple simultaneous hill climbs to gather useful information about our

search space. In this approach, an initial set of hill climbs is performed and from

these, a set of best hill climbs is identified according to ‘cut off’ thresholds. Using

these selected best hill climbs, the common features of each solution are identified.

These common features form Building Blocks for a subsequent hill climb. A Building

Block contains one or more modules fixed to be in a particular cluster, if and only if

44
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all the selected initial hill climbs agree that these modules were to be located within

the same cluster. Since all the selected hill climbs agree on these Building Blocks,

it is likely (though not certain) that good solutions will also contain these Building

Blocks, hence the motivation for fixing them.

We then evaluate the created Building Blocks by employing them to carry out

further Hill Climbs. As we mentioned in the previous chapter, the Drexel group have

carried out a study into the use of Hill climbing. In this thesis we have employed some

of their techniques, primarily the use their MQ fitness measure. We will show that

the results from multiple Hill climbs can be combined to locate good Building Blocks

for subsequent searches. We also show that the multiple Hill Climbing approach does

guide the further Hill Climbs to higher peaks in subsequent executions. We also

investigate the relationship between the MDG size and the improvement in results.

The implementation uses parallel computing techniques to simultaneously execute

an initial set of 23 Hill climbs (we are using 23 processing nodes, where each node

is responsible for a Hill climb search operation). From these, we experimented with

various cut off points ranging from selection of the best 10% of hill climbs to the best

100% (effectively no cut off), in steps of 10%. This allowed us to evaluate the effect

on the results when increasing and decreasing selectivity.

The building blocks were fixed and a new set of 23 hill climbs were performed

using the reduced search space. The principal research question is whether or not the

identification of building blocks improved the subsequent search. We experimented

with 19 programs, ranging from small systems with about 20 modules to large ones

with over 400 modules.

The results indicate that the subsequent search is narrowed to focus on better
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solutions, that novel and better clusterings are obtained and that the results tend

to improve when the selection cut off is higher. These initial results are encouraging

because they suggest that the multiple hill climbing technique is potentially a good

way of identifying building blocks. This result may open the way for the successful

application of more sophisticated global search techniques, such as genetic algorithms,

to be applied in a hybrid approach which combines initial hill climbing and subsequent

genetic search, seeded with the building blocks from the initial hill climbs. The

extension of this work to consider hybrid genetic and local search follows in the next

chapter. The principal contributions of this chapter are in the provision of empirical

evidence that

• multiple hill climbs can be used to identify good building blocks;

• subsequent hill climbs find new peaks using the building blocks;

• selectivity appears to have a strong influence on the quality of results.

The study also raised the question as to whether the multiple hill climb technique

would work better with larger systems than with smaller ones. This seemed intuitive,

since larger systems are likely to be more complex and have more clustering choices,

they would be likely to have more peaks. More peaks, would entail more chances to

identify common features.

However, while we found that there was some correlation between system size and

various measures of the improvement achieved with multiple hill climbing, none of

these correlations was statistically significant.

The remainder of this chapter is as follows. The multiple hill climb algorithm is
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explained in Section 3.2, followed by a description of how it was implemented in Sec-

tion 3.3. The experiment is explained in Section 3.4 with the result and observations

in Section 3.5. Section 3.6 contains some conclusions drawn from these experimental

results.

3.2 Multiple hill climb algorithm

The overall algorithm consists of an initial set of hill climbs, followed by the creation

of building blocks which are used in the final set of hill climbs. The following explains

these phases in more detail along with the fitness metrics used for the hill climb

section of the algorithm.

3.2.1 Multiple hill climb algorithm’s input

The algorithm uses Module Dependency Graphs (MDG) as input for the hill climbers.

Each MDG contains a list of from-to-weight information for the modules within the

system to be clustered. The modules refer to classes or files within the software

system, for example “.java” files in java or “*.c” files in C. A connection identifies a

data or functional dependency between two modules in the system. In the case of a

weighted graph the weight value identifies the number of these dependencies.

This information is then input into the algorithm, where it is converted to a matrix

of weighted connections between nodes. The weight is set to one if the weight value

of a connection in the MDG is not specified (figure 3.1).
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module A module D

module C module D

module D module A

module E module C

module A module D

module C module E

module A module C module D module E

module A 0 0 1 0

module C 0 0 1 0

module D 1 0 0 0

module E 0 1 0 0

Graphical representation of MDG

Connection Matrix created from MDG

Text representation of MDG

Figure 3.1: Example of a simple MDG and the Equivalent Matrix

3.2.2 Fitness measure

As we mentioned in previous chapters, our goal of module clustering is to arrive

at a graph partition in which each cluster maximizes the number of internal edges

and minimizes the number of external edges. In software engineering terms, this

corresponds to maximal cohesion and minimal coupling.

In our approach, we use the ‘Basic MQ’ fitness function to capture this property

as created and used by Mitchell [65]. We selected this fitness measure on the following

grounds. First, Our hill climbing algorithm essentially uses the same procedure for

individual hill climbs and since Mitchell has used MQ as a fitness measure it was

reasonable for comparison purposes to use MQ as our fitness measure. Second, MQ is

a well known fitness measure for software clustering and its implications in the actual

software analysis have been extensively discussed by Mitchell in his thesis [65].
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Basic MQ essentially captures this ‘minimal coupling/maximal cohesion’ metric.

MQ is the sum of all Modularization Factors (MF). Each MF is based on the ratio

of inner to outer edges within each module or group. An inner edge is a weighted

connection from one node to another within the module. An outer edge is a weighted

connection between a node within the module and a node outside of the module. This

is demonstrated in the following.

i = 0 ⇒ MF = 0

i > 0 ⇒ MF = i
i+ 1

2
j

Where i is the sum of inner edge weights

and j is the sum of outer edge weights.

The overall fitness MQ is calculated by:

MQ =
∑n

i=1 MFi

Where i is a cluster

and n is the total number of clusters.

Figure 3.2 is an example of a simple graph and three possible clusterings. The

fitness of Clustering1 is:

Since there is only one cluster, MQClusterin1 = MFClusteringA
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MQClustering1 =
6

6 + 1
2
0

= 1

The fitness of Clustering2 is:

MFClusterB =
3

3 + 1
2
1

=
6

7

MFClusterC =
2

2 + 1
2
1

=
4

5

MQClustering2 = MFClusterB + MFClusterC ' 1.66

The fitness of Clustering3 is:

MFClusterD =
1

1 + 1
2
2

=
1

2

MFClusterE =
1

1 + 1
2
3

=
2

5

MFClusterF =
1

1 + 1
2
1

=
2

3

MQClustering3 = MFClusterD + MFClusterE + MFClusterF =
1

2
+

2

5
+

2

3
' 1.57

Clustering2 has the best clustering accoring to MQ.

3.2.3 Initial set of hill climbs

Initially each module is assigned to a single building block. Since the MDG has

N modules, there can be up to N possible initial clusters. The initial hill climbs

start by placing each building block at random in one of the N clusters. They then

evaluate the fitness of the clustering resulting from this grouping by using MQ. Each

hill climber attempts a move to a nearest neighbor clustering with a higher MQ at
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each stage of the algorithm. The nearest neighbours from each clustering are formed

by moving a single building block from one module to another module. As soon as a

fitter neighbour (neighbour with higher MQ) is found, the hill climber starts another

search for a fitter neighbour from the newly found Clustering. The search ends when

none of the nearest neighbours from a clustering can yield a better MQ value. This

approach follows Mancoridis et al. [59, 60].

3.2.4 Creating building blocks

Building blocks are the smallest units of change at each stage of the hill climb. The

introduction of larger building blocks helps to reduce the search space for the hill

climb algorithm with the aim of improving the search.

The clusterings from the first stage of the process are ranked by MQ and compared

for similarity. The comparison identifies groups of nodes that are placed in the same

cluster across a selected section of the initial clusterings (figure3.3). These selections

are made from a proportion of the best hills climbed. The result is a set of building

blocks, constructed from the initial set of hills found in the first phase.

3.2.5 Final set of hill climbs

Building blocks created from the initial set of hill climb results are used as nodes for

the final set of hill climbs. The hill climb is identical to that used for the initial hill

climb in Section 3.2.3.
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Figure 3.3: An example of creating a larger Building Block from two simple clustering
of the same graph
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3.3 Multiple hill climb implementation

This section briefly describes the parallel processing environment used and how the

algorithm was implemented across this architecture.

3.3.1 Multi processor environment

The algorithm was implemented in Java on a Scalable Linux Systems (SCALI) at

Brunel University called GRIDS. GRIDS contains 23 processing units (processing nodes)

with a high speed processing node interconnection, and is accessed through a Linux

Operating System interface.

3.3.2 Multi processor implementation

Each of the 23 processing nodes is set up as a server which carries out hill climb

requests. A selected processing node issues each server with a hill climb as necessary.

This processing node also collects the clusterings resulted from the hill climbs carried

out by the servers and identifies building blocks for further climbs (figure3.4). For

simplicity we chose to keep together any modules which are in the same cluster across

all the clusterings selected for similarity measurement. So, for example, if the ‘cut

off’ point is 10%, then the modules are ‘glued’ together in the same building block if

they are in the same cluster for all of the top 10% of hills found in the initial phase

of hill climbs.
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Initial Hill Climb set:

Gathering results:

Final Hill Climb set:

All processors are assigned a
single Hill Climb to carry out.

Results are collected and
converted into Building Blocks.

Processors are assigned to carry
out another set of Hill Climbs,
using the Building Blocks.

Figure 3.4: Phases of the multi Hill Climbing process
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Name nodes edges Description
Not Weighted mtunis 20 57 Turing operating system for educational purposes.

ispell 24 103 Spelling and typographical error correction software.
rcs 29 163 System used to manages multiple revisions of files.

bison 37 179 Parser generator for converting grammar descriptions into C.
grappa 86 295 Genome Rearrangements Analyzer.
bunch 116 365 Software Clustering tool(Essential java classes only).
incl 174 360 Graph drawing tool.

bunchall 324 1344 Software Clustering tool(bunch + all related Java classes).
swing 413 1513 Integration software for Lotus notes and Microsoft office.

Weighted icecast 60 650 Streaming MP3 audio codec media server.
gnupg 88 601 Complete implementation of the OpenPGP standard.
inn 90 624 Unix news group software.

bitchx 97 1653 Open source IRC client.
xntp 111 729 Time synchronization tool.
exim 118 1255 Message transfer agent for Unix systems.

mod ssl 135 1095 Apache SSL/TLS Interface.
ncurses 138 682 Display and update software for text-only terminals.
lynx 148 1745 Web browser for UNIX and VMS platforms.
nmh 198 3262 Mail client software.

Table 3.1: MDG’s with and without weighted edges

3.4 Experiment

The subject systems, information collected and the experimental procedure is de-

scribed in this section.

3.4.1 Subjects

A variety of real programs were used as experimental subjects. Systems studied

ranged in size from 20 modules to 413 modules. The MDGs representing the subjects

were obtained by software analysis courtesy of the Bunch group at Drexel University.

There are two types of MDG in this experiment. The first MDG type contains non-

weighted edges while the second type contains weighted edges. Table 3.1 contains

the names and short descriptions of the software used to create the MDGs and the

number of nodes and edges within each MDG.

In graphs without weighted edges, each connection represents the existence of
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an unidirectional method or a variable reference between two modules. The MDGs

containing specific values for weighted edges have the weights calculated according to

the number of these unidirectional method and variable references between modules.

Larger edge weights indicate more dependency between modules and an increase in

the likelihood that they should be placed in the same cluster.

3.4.2 Procedure

Five experimental runs were carried out on each MDG. Each experiment, as described

in section 3.2, consisted of two stages. In the initial stage 23 initial hill climbs were

carried out, one on each of the 23 processing units. The resultant clusterings were

used to create the building blocks for the final stage of the Process. Building blocks

were created based on the best 10% to 100% MQ values for the initial clusterings

(in steps of 10%). The second stage was a final ten sets of hill climbs (for each top

percentage clusterings used for building blocks) on the 23 processing units.

The first and second stage resultant clusterings along with the MQ achieved from

each processing unit were collected. The MQ values achieved by the first and second

stage were then compared and analyzed for their level of significant difference as well

as other trends and correlations.

3.5 Results and observations

This section contains a summery of the results from the experiments and points to

some of the trends and characteristics observed within these results.
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3.5.1 Results

Figures 3.6, 3.7 and 3.8 display the best results and Figures 3.9, 3.10 and 3.11 display

the worst results obtained by using the MDG’s that do not have weighted edges.

Figures 3.12, 3.13 and 3.14 contain the best results and Figures 3.15, 3.16 and 3.17

display the worst results from MDGs with weighted edges.

These figures are represented as boxplots. The details on the axis of the boxplots

is too small to read. However, the collection of distribution illustrated by boxplots

gives an overall visual impression for the effects of the approach on the results. The

right most boxplot shows the MQ values achieved by the initial hill climb. The other

box plots from right to left show the MQ values achieved by using 100% to 10% of

the initial climb results to create building blocks.

The boxplots have the following structure: The solid black, horizontal line repre-

sents the Median (50thpercentile). The top area within the box represents the upper

quartile (75thpercentile) and the bottom area the lower quartile (25thpercentile). Cir-

cles represent outlier values, which are more than 1.5 box lengths above or below the

box. Stars show Extreme values which are more than three box lengths above or

below the box. Finally the horizontal thin lines above and below represent largest

and smallest MQ values that are not outliers or extreme values (figure 3.5).

In addition Wilcoxen signed ranked tests were used to check for significant dif-

ferences between initial hill climbs and following hill climbs results (see Tables 3.2

and 3.3). It was also possible to use the T-test to measure significant difference. In

this case however due to the presence of outliers and the lack of evidence for normal

distribution in some of the results the Wilcoxen test was used, since this test assumes

neither normality or homogeneity of variance of the result set.
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Figure 3.5: Structure of a Boxplot

Table 3.4 contains the MQ increase from the best fitness achieved in the initial

stage compared to the best fitness achieved at each final stage for weighted and non-

weighted MDGs. Table 3.5 contains the same information as Table 3.4, represented

as increased percentages to help achieve a fairer comparison of results. The range of

values in Table 3.4 is better demonstrated by Figures 3.18 and 3.19 for MDGs with no

weighted edges and 3.22 and 3.23 for MDGs with weighted edges, displayed against

number of edges and nodes respectively. Similarly Figures 3.20, 3.21, 3.24 and 3.25

represent the range of percentage increase in MQ from Table 3.5.

Since our aims in this thesis are primarily to improve on the algorithms them-

selves, we have not analysed the relationship of the clusters and the original software.

However MQ is the fitness measure we have selected and its implications for software

clustering have been extensively discussed and analysed in Brian Mitchell’s PhD [65].
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3.5.2 Explanation of Individual Results

In this section, best and worst result for each MDG is explained. the best result

represents the highest MQ values achieved from each of the experimental runs for

each building block type, while the worst result consist of lowest MQ values for each

run. The results were split in this way partially due to the large volume of results

for each run of the experiment. Further more The best result boxplots primarily

demonstrate if the best new solutions where better than the best solutions found

initially, which were then used directly to create the building blocks. The worst

solutions are also analysed to determine if any improvement have been made in the

lower end of the solution spectrum and to identify patterns that may exist but are

difficult to determine in the best solution boxplots.

mtunis

The mtunis boxplots in figure 3.8 contains the best results for the mtunis MDG,

which is the smallest un-weighted MDG in this experiment. All the results from the

building blocks have a much more even spread than the initial results but do not find

any new solutions of higher MQ. AT the 100% to 60% building blocks, the median

does not show much improvement over the initial result, but suddenly, perhaps due

to the removal of some unhelpful building blocks, the median dramatically improves

at 50% onwards to 10%.

The mtunis boxplots in figure 3.11 displays the worst results obtained for mtunis

MDG. These results show a much smaller variation when using building blocks, this

variation is gradually reduced as the percentage of initial results for creating building

blocks is reduced.
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ispell

The ispell boxplots in figure 3.7 represents the best results for the ispell MDG,

which is one of the smaller un-weighted MDGs. Although non of the result using

building blocks in this experiment contain a clustering of higher MQ than the original

set, the use of building blocks has improved the median and reduced the variance of

the results dramatically. This effect tends to increase as the percentage of initial

results used for building blocks is reduced.

The ispell boxplots in figure 3.10 contains the worst results obtained for ispell.

The reduction in variance is also evident here but to a smaller degree. The smaller

building block percentage seems to have much less if hardly any effect of the variance

across the results obtained using building blocks.

rcs

The rcs boxplots in figure 3.8 displays the best results obtained using the rcs MDG.

This MDG is relatively small within the range of un-weighted MDGs in this exper-

iment. The boxplots for all cases except 60% building blocks contain results that

improve on the initial results MQ values. Unlike most of the other boxplots, the

variance and median don’t show a consistent trend or any relation to the type of

building blocks used. For example 60%, 70% and 80% results display a small vari-

ance compared to 50%, 90% and 100%. In this case the use of better solutions to

create building blocks does not always result in better outcome.

The rcs boxplots in figure 3.11 represent the worst results for rcs. These results,

similar to best rcs results, don’t show a consistent relation ship between smaller
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building block percentage and improved variance, median values.

bison

bison is another relatively small graph. The best bison results, figure 3.6 do clearly

contain results of better MQ for some of the larger, less selective building blocks

(for example 100% and 60% boxplots). This positive improvement gained by using

building blocks is better realised for the more selective building blocks of 40% to 10%.

This trend is somewhat reflected in the worst results in figure 3.9, where the variance

in MQ starts and continues to be significantly reduced.

grappa

grappa is the first larger MDG, which contains more than double the number of nodes

of the bison discussed above. The boxplots for best results in figure 3.7 and worst

results in figure 3.10 for grappa, clearly display an improvement in variance of the

results. Further more they are an indication of the positive impact of using building

blocks as they demonstrate better quality of results with respect to MQ across all

types of building blocks compared to the initial results.

bunch

The bunch boxplots in figure 3.6 contains the best results when clustering with the

bunch MDG. Although few of the results using larger percentage building blocks

contain better MQ solutions, the sudden improvement occurs at the 40% cut off

point and continues onwards to 10%. This demonstrates the importance of correct
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selection of initial solutions for the creation of building blocks for this particular

graph’s clustering.

This effect is also apparent to a smaller degree in the worst results bunch boxplots

in figure 3.9, where the results show a very noticeable improvement at the 10% and

20% cut off points for building blocks.

incl

Figure 3.7 displays the boxplots for the best incl result. The building blocks all

contain solutions of better MQ, although the variance only improves at building

block cut off points of 50% and lower. Another interesting feature of these results is

that the variance is not reduced as the results are created by building blocks created

by smaller percentage of initial solutions. Further more, at 10% cut off point, the

variance is increased. This may indicate the simplicity of this selection mechanism

and the requirement for a more sophisticated selection method for creation of building

blocks in this case.

Although there is an improvement in evident at the 10% and 20% cut off points,

the worst results for incl in figure 3.10 do not share or strengthen any trends, which

were found in the best results.

bunchall

The best results for bunchall MDG are presented in figure 3.6. bunchall is one of

the largest un-weighted MDGs in this experiment. These are strong results as they

demonstrate reduction in variance and improvement in MQ fitness across all building
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blocks. They also may indicated a tendency for reduction in variance as the cut off

point is raised from 100% to 10%.

The variance is also reduced in the worst results in all cases when comparing to

the initial result set, as displayed in figure 3.9. However, a trend for a relationship

between building block cut off point and variance is not apparent from these boxplots.

swing

swing is the largest un-weighted MDG in this experiment. The swing boxplots con-

tained in figure 3.8 represents the best results for swing. Apart from the results

obtained from 60% cut off point building blocks, where only improvements in vari-

ance are made, all other building blocks improve on the MQ quality as well as reduce

the variance when compared to the initial results. This continues the trend for the

larger un-weighted graphs to perform better with the building block technique. The

importance of the cut off point is again highlighted here as the 10% cut off point has

created clearly superior MQ values. Similarly the worst results in figure 3.11 demon-

strate improvement across building blocks, with this noticeable added improvement

at 10% cut off point.

icecast

icecast is the smallest weighted MDG. The best results for icecast are presented

in figure 3.12. These results show oscillating variance across all building blocks with

the exception of the small variance at 10% cut off point. All the results obtained from

using building blocks also manage to be of higher MQ value. The worst results also

show reduction in variance for the worst results(figure 3.15).
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gnupg

Figure 3.12 contains the best results boxplots for gnupg. This graph demonstrates

the effect of building blocks in clearly improving the MQ value of the results across

all cut off points. The median MQ value oscillates but tends to improve as we reach

more selectively created building blocks at 10% and 20%. The variance is also much

smaller for these results when compared to the initial results. The worst results (in

figure 3.15) show a very similar trend to the best results described above.

inn

The boxplot for the inn MDG are demonstrated in figures 3.13 and figure 3.16, the

first representing the best and the latter the worst results. This MDG has a very

similar number of nodes and edges to the gnupg MDG. The best results show a clear

improvement in MQ value against the initial set of results. Although the worst results

show a much smaller variance, except for the building blocks with the 10% cut off

point, they do not show improvements in the same way. A tender observation maybe

of the existence of a smaller basin of attraction in the search space that has attracted

these results in this manner.

bitchx

Figure 3.12 contains the best results for bitchx. The results have higher MQ across

all building block cut off points, when compared to initial results. The median MQ

also tends to increase at the higher cut off points (towards 10%). The worst results

for bitchx show a great reduction in variance across the building blocks, with the

10% and 20% cut off points demonstrating the largest reduction. The worst result,
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contained in figure 3.15, also display a similar pattern to the best results described

above.

xntp

The best results for xntp, contained in figure 3.14 demonstrate that the use of building

blocks has helped the algorithm achieve higher MQ across all cut off points. These

building blocks have also reduced the variance. This reduction is most prominent at

20% and 10% cut off points. Figure 3.17 also demonstrates the building blocks effect

in reduction of variance in the worst results.

exim

The use of building blocks in the case of exim, displayed in figures 3.12 for best

results and 3.15 for worst results, has only been partially successful. While the results

consistently contain some better results when using building blocks, the majority of

the results are still in the MQ range of the initial hill climb set. The building block

result variance also remains similar across cut off points, except at 10%. The results

at 10% are extremely close according to MQ and also all fair better than the initial

results. This may indicate the failure in the current selection mechanism in using the

best initial results for creating the building blocks.

modssl

Figure 3.13 contains the best results obtained for modssl. All the results from cut

off points of 50% to 100% show little improvement in MQ. On the other hand, the

results from the 40% to 10% cut off point show a dramatic improvement over the
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initial results and other building block results. In this case using the cut off point to

create building blocks has been more successful than for exim, although the sudden

improvement may indicate that initial result removed at 40% that were present at

50% may have disrupted the creation of useful building blocks. The worst results in

figure 3.16 display a gradual reduction in variance, except at the 10% cut off point.

ncurses

Figure 3.14 contains the best and figure 3.17 contains the worst results for ncurses.

The use of building blocks in this case has clearly worked well as all the hill climbs us-

ing building blocks have produced higher fitness MQ results. There is also a tendency

for the reduction in variance as higher cut off points are used.

lynx

The best results (figure 3.13) and worst results (figure 3.16) display a very similar

pattern for the use of building blocks with lynx. The use of building blocks has

successfully produced better MQ values across all cut off points, with the higher cut

off points having a tendency to create better results.

nmh

Figure 3.14 contains the boxplots of the best results for nmh. All building block

results, except at 90% cut off point, have discovered solutions of higher MQ. The

improvement is more apparent at 50% cut off point and above. On the other hand

the worst results in figure 3.17 only display a noticeable improvement at 20% and

10% cut off points.
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3.5.3 Observations

The Wilcoxen signed ranked test provides some evidence towards the premise that

the improvement in MQ values is less likely to be a random occurrence due to the

nature of the hill climb algorithm. In general lower values demonstrate a higher

level of certainty of a significant difference. For example 0.01% is statistically highly

significant. Significant improvement in all hill climbs using building blocks at 10%

and 20% is apparent (Tables 3.2, 3.3, 3.4 and 3.5). This improvement is observed for

MDGs with and without weighted edges and for all size MDGs.

Larger size MDGs show more substantial improvement when the best initial fit-

ness is compared with the best final fitness values. This improvement is even more

apparent in very large MDGs such as the one for swing (best and worst performance

for swing in Figures 3.8 and 3.11) and nmh (best and worst performance for nmh in

Figures 3.14 and 3.17). On the other hand, for small MDG’s of 20 to 30 nodes we

observed less improvement in the final runs. One possible explanation is the less

complex solution landscape of smaller systems. The initial hill climbs are more likely

to find good peaks or sometimes the best peaks in the landscape resulting in less

likelihood of improvement in following runs of the hill climb. However the reduc-

tion in variance helps the search to achieve consistently better results (for example

best and worst performance for ispell shown in Figures 3.7 and 3.10). In addition,

weak results from the initial hill climb can also achieve consistently better values (for

example best and worst performance for mtunis shown in Figures 3.8 and 3.11).

One reason for observing more substantial improvement in larger MDGs may be

attributed to the nature of the MQ fitness measure. Unfortunately the MQ fitness

measure is not normalized, for example a doubling the value of MQ does not signify
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a doubling of modularization quality. At best, we can only claim that MQ is an

ordinal metric (see section 2.6). To overcome this, the percentage MQ improvement

of the final runs over the initial runs is also measured (see Table 3.5). Using these

values, tests were carried out to determine any improvement correlating with the

MDG complexity. The number of nodes and the number of connections in each

MDG were tested for correlation against largest percentage improvement of each

of the final runs against the initial run. These statistical tests show no significant

correlation between size and improvement in fitness irrelevant of weighted or non-

weighted MDGs.

Improvements are always achieved for cut off values of 10% and 20%, in most cases

there are improvements across all final hill climbs. However there are exceptions. A

dramatic example of this is in bunch (Figures 3.6 and 3.9), where results only show

an increase for the cases where 10% and 20% of the initial climbs are used for building

blocks.

3.5.4 Experimental concerns

Due to inherent randomness in any hill climbing search technique, it is hard to identify

any trends by looking at individual hill climbs. For this reason multiple runs of the

algorithm were used. Furthermore, this technique was used on MDGs with weighted

and without weighted edges of different sizes to improve the strength of the results

for more general cases.

Employing the Wilcoxen signed ranked test helped to show that the improvements

are significant enough to be an unlikely chance occurrence. The reduction in variance

caused by the selection mechanism may mislead the Wilcoxen ranked test to find
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significant difference between the initial and final runs. Therefore actual improvement

in the fitness over the initial runs were measured to determine whether the search is

capable of discovering better peaks in the landscape.

3.6 Conclusions

The multiple hill climb technique proposed here has produced improved results across

all MDGs, weighted and non-weighted. There is some evidence that the technique

works better for larger MDGs but this could be due to the ordinal nature of the MQ

metric used to assess modularisation quality.

This difficulty aside, larger MDGs tend to achieve relatively earlier benefits across

the final hill climb runs from this technique. For example, MDGs with small number

of nodes and edges tend to show little or no improvement until building blocks used

for the final hill climb are selected at 10% and 20%. On the other hand MDGs with a

large number of nodes and edges tend to show significant improvement on the initial

search across most or all of the final runs (Tables 3.2 and 3.3).

The increase in fitness, regardless of number of nodes or edges, tends to be more

apparent as the building blocks are created from a smaller selection of individuals.

This may signify some degree of importance for the selection process. Perhaps the less

fit solutions in the initial population are more likely to represent the same peak in the

solution space and removing them by a more elite selection process may reduce the

noise or bias this may introduce and increase the likelihood of a more concentrated

search.
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Name nodes edges Significant difference with initial at %
100 90 80 70 60 50 40 30 20 10

Best mtunis 20 57 .412 .420 .626 .821 .961 .006 .005 .000 .000 .000
ispell 24 103 .033 .023 .168 .013 .003 .010 .009 .000 .000 .000
rcs 29 163 .033 .023 .168 .013 .003 .010 .009 .000 .000 .000
bison 37 179 .465 .346 .153 .627 .715 .107 .248 .006 .001 .000
grappa 86 295 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
bunch 116 365 .951 .784 .394 .563 .976 .394 .000 .000 .000 .000
incl 174 360 .378 .484 .903 .394 .605 .000 .000 .000 .000 .000
bunchall 324 1344 .007 .018 .007 .001 .000 .002 .000 .000 .000 .000
swing 413 1513 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000

Worst mtunis 20 57 .370 .783 .140 .144 .144 .236 .079 .121 .000 .000
ispell 24 103 .068 .201 .091 .023 .362 .017 .224 .010 .002 .000
rcs 29 163 .171 .010 .013 .083 .004 .003 .073 .019 .009 .000
bison 37 179 .693 .927 .879 .394 .447 .808 .927 .018 .000 .000
grappa 86 295 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
bunch 116 365 .670 .007 .563 .201 .260 .584 .465 1.000 .000 .000
incl 174 360 .715 .181 .855 .114 .506 .301 .484 .784 .000 .000
bunchall 324 1344 .003 .003 .007 .001 .001 .001 .001 .001 .004 .000
swing 413 1513 .000 .000 .000 .000 .003 .000 .000 .000 .000 .000

Table 3.2: Wilcoxon signed ranked test results of significant difference against initial hill
climb results for MDGs with no weighted edges

Name nodes edges % of initial clustering used for building blocks
100 90 80 70 60 50 40 30 20 10

Best exim 23 1255 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
bitchx 23 1653 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
lynx 23 1745 .001 .011 .001 .000 .000 .000 .000 .000 .000 .000
icecast 60 650 .000 .000 .000 .001 .000 .000 .000 .000 .000 .000
gnupg 88 601 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
inn 90 624 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
xntp 111 729 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
mod ssl 135 1095 .287 .171 .024 .007 .412 .260 .000 .000 .000 .000
ncurses 138 682 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
nmh 198 3262 .879 .808 .201 .023 .083 .000 .000 .000 .000 .000

Worst exim 23 1255 .001 .000 .002 .002 .001 .004 .004 .005 .000 .000
bitchx 23 1653 .000 .000 .001 .000 .000 .000 .000 .000 .000 .000
lynx 23 1745 .026 .007 .002 .002 .004 .002 .001 .000 .000 .000
icecast 60 650 .001 .000 .000 .002 .000 .001 .000 .000 .000 .000
gnupg 88 601 .001 .000 .003 .001 .000 .002 .000 .000 .000 .000
inn 90 624 .000 .001 .002 .001 .001 .001 .001 .001 .001 .000
xntp 111 729 .000 .000 .000 .002 .001 .002 .000 .000 .000 .000
mod ssl 135 1095 .078 .083 .024 .002 .039 .012 .013 .029 .033 .000
ncurses 138 682 .000 .000 .000 .000 .000 .000 .000 .000 .000 .000
nmh 198 3262 .761 .976 .484 .465 .362 .670 .005 .003 .000 .000

Table 3.3: Wilcoxon signed ranked test results of significant difference against initial hill
climb results for MDGs with weighted edges
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Name 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%
Not Weighted mtunis 0.0279 0.0279 0.0279 0.0279 0.0279 0.0279 0.0279 0.0279 0.0279 0.0279

ispell 0.0006 0.0006 0.0006 0.0006 0.0006 0.0006 0.0006 0 0.0006 0.0006
rcs 0.0023 0.0054 0.0054 0.0054 0.0054 0.0054 0.0054 0.0054 0.0013 0.0033
bison 0.0256 0.0379 0.0236 0.0175 0.0379 0.0070 0.0072 0.0062 0.0010 0.0214
grappa 0.0453 0.1924 0.1729 0.1924 0.1924 0.1842 0.1924 0.1842 0.1842 0.1729
bunch 0.1803 0.2940 0.0688 0.2422 0.0627 0.3197 0.0405 0.0578 0.0371 0.2565
incl 0.1156 0.1468 0.1218 0.1186 0.1223 0.0629 0.1084 0.0568 0.1049 0.1218
bunchall 0.1035 0.0885 0.0781 0.1033 0.0930 0.0695 0.0693 0.1312 0.0766 0.0570
swing 1.1051 0.5117 0.5381 0.4811 0.5688 0.5787 0.7095 0.3641 0.7104 0.4653

Weighted exim 0.0825 0.1235 0.1056 0.1189 0.1124 0.1148 0.1079 0.1041 0.0725 0.1099
bitchx 0.0668 0.0668 0.0548 0.0550 0.0538 0.0615 0.0562 0.0489 0.0470 0.0500
lynx 0.0241 0.0315 0.0316 0.0282 0.0466 0.0409 0.0312 0.0219 0.0363 0.0207
icecast 0.0092 0.0177 0.0177 0.0176 0.0176 0.0177 0.0155 0.0176 0.0176 0.0155
gnupg 0.0611 0.0744 0.0672 0.0824 0.0733 0.0596 0.0744 0.0676 0.0686 0.0733
inn 0.3066 0.3049 0.2754 0.5772 0.7500 0.3049 0.7397 0.4193 0.3137 0.5544
xntp 0.0630 0.0630 0.0564 0.0523 0.0617 0.0557 0.0612 0.0600 0.0483 0.0575
mod ssl 0.3140 0.3300 0.3179 0.3256 0.1211 0.0713 0.1558 0.2076 0.1361 0.1910
ncurses 0.2068 0.2371 0.2270 0.2292 0.2202 0.2112 0.2218 0.2324 0.2444 0.2271
nmh 0.0997 0.1838 0.1216 0.1270 0.0997 0.1018 0.1132 0.1273 0.1249 0.0910

Table 3.4: Increase in fitness from the best final stage’s MQ value compared to best initial
stage’s MQ value.

Name 10% 20% 30% 40% 50% 60% 70% 80% 90% 100%
Not Weighted mtunis 0.0122 0.0122 0.0122 0.0122 0.0122 0.0122 0.0122 0.0122 0.0122 0.0122

ispell 0.0002 0.0002 0.0002 0.0002 0.0002 0.0002 0.0002 0 0.0002 0.0002
rcs 0.0010 0.0024 0.0024 0.0024 0.0024 0.0024 0.0024 0.0024 0.0006 0.0014
bison 0.0095 0.0142 0.0088 0.0065 0.0142 0.0026 0.0027 0.0023 0.0003 0.0080
grappa 0.0035 0.0153 0.0138 0.0153 0.0153 0.0147 0.0153 0.0147 0.0147 0.0138
bunch 0.0138 0.0228 0.0053 0.0188 0.0048 0.0248 0.0030 0.0045 0.0028 0.0199
incl 0.0088 0.0111 0.0092 0.0090 0.0093 0.0047 0.0082 0.0043 0.0079 0.0092
bunchall 0.0061 0.0052 0.0046 0.0061 0.0055 0.0041 0.0041 0.0078 0.0045 0.0033
swing 0.0252 0.0117 0.0122 0.0109 0.0130 0.0132 0.0162 0.0083 0.0162 0.0106

Weighted exim 0.0127 0.0190 0.0162 0.0183 0.0172 0.0176 0.0166 0.0160 0.0111 0.0169
bitchx 0.0154 0.0154 0.0127 0.0127 0.0124 0.0142 0.0130 0.0113 0.0108 0.0115
lynx 0.0048 0.0063 0.0064 0.0057 0.0094 0.0082 0.0063 0.0044 0.0073 0.0041
icecast 0.0033 0.0065 0.0065 0.0064 0.0064 0.0065 0.0056 0.0064 0.0064 0.0056
gnupg 0.0086 0.0105 0.0095 0.0116 0.0103 0.0084 0.0105 0.0095 0.0096 0.0103
inn 0.0442 0.0424 0.0383 0.0835 0.1086 0.0424 0.1071 0.0607 0.0436 0.0802
xntp 0.0076 0.0076 0.0068 0.0063 0.0074 0.0067 0.0073 0.0072 0.0058 0.0069
mod ssl 0.0324 0.0341 0.0329 0.0336 0.0125 0.0073 0.0162 0.0216 0.0141 0.0198
ncurses 0.0178 0.0204 0.0196 0.0197 0.0190 0.0181 0.0191 0.0200 0.0211 0.0196
nmh 0.0107 0.0199 0.0132 0.0138 0.0107 0.0110 0.0122 0.0138 0.0135 0.0098

Table 3.5: Percentage increase in the best final stage MQ fitness compared to best initial
stage fitness value.
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Figure 3.6: Best results obtained by using MDGs without weighted edges (part 1).
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Figure 3.9: Worst results obtained by using MDGs without weighted edges (part 1).
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Figure 3.10: Worst results obtained by using MDGs without weighted edges (part 2).
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Figure 3.11: Worst results obtained by using MDGs without weighted edges (part 3).
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Figure 3.12: Best results obtained by using MDGs with weighted edges (part 1).
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Figure 3.13: Best results obtained by using MDGs with weighted edges (part 2).
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Figure 3.14: Best results obtained by using MDGs with weighted edges (part 3).



82

2323232323232323232323N =

INITIALPC100PC90PC80PC70PC60PC50PC40PC30PC20PC10

4.5

4.4

4.3

4.2

4.1

4.0

3.9

1512
1

6519

418238

1922

bitchx

2323232323232323232323N =

INITIALPC100PC90PC80PC70PC60PC50PC40PC30PC20PC10

6.7

6.6

6.5

6.4

6.3

6.2

6.1

exim

2323232323232323232323N =

INITIALPC100PC90PC80PC70PC60PC50PC40PC30PC20PC10

7.2

7.1

7.0

6.9

6.8

6.7

6.6

6.5

23

20
1715

gnupg

2323232323232323232323N =

INITIALPC100PC90PC80PC70PC60PC50PC40PC30PC20PC10

2.8

2.7

2.6

2.5

2.4

2.3

1

1514

2

12
3

icecast

Figure 3.15: Worst results obtained by using MDGs with weighted edges (part 1).
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Figure 3.16: Worst results obtained by using MDGs with weighted edges (part 2).
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Figure 3.17: Worst results obtained by using MDGs with weighted edges (part 3).
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Figure 3.18: MQ increase
against number of edges for
MDGs with no weighted
edges

Figure 3.19: MQ increase
against number of nodes
for MDGs with no weighted
edges

Figure 3.20: Percentage
MQ increase against num-
ber Of edges for MDGs
with no weighted edges

Figure 3.21: Percentage
MQ increase against num-
ber of nodes for MDGs with
no weighted edges

Figure 3.22: MQ increase
against number of edges for
MDGs with weighted edges

Figure 3.23: MQ increase
against number of nodes for
MDGs with weighted edges

Figure 3.24: Percentage
MQ increase against num-
ber of edges for MDGs with
weighted edges

Figure 3.25: Percentage
MQ increase against num-
ber of nodes for MDGs with
weighted edges



Chapter 4

Clustering GA with a Multiple Hill

climbing Approach

In our previous experiment, we used a multi Hill Climb algorithm to identify useful

structures for our search. These were consequently used successfully to improve the

results of subsequent Hill Climbs. In this chapter we examine how the use of these

structures can improve the results and performance of a Genetic Algorithm (GA),

particularly on larger MDGs. We will also attempt to analyze patterns of structures

within the Building Blocks and suggest ways to automate the Building Block creation

procedure without Hill Climbing. Furthermore, we will suggest ways to improve the

results, in particular for smaller MDG’s, in comparison with the unseeded GA.

86
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4.1 Introduction

Genetic Algorithms have a reputation for producing good results in complicated,

multi modal search environments. GAs, as discussed in chapter one, use the idea of

evolution of a population of members (potential solutions), primarily through the use

of the crossover operator. This involves the recombination of the population members

to search for members that represent better solutions. Unfortunately, most crossover

operators have a negative effect on the search when sections of useful Building Blocks

are far apart from each other. We suspect this to be one reasons behind the relatively

poor results produced by GAs when used for clustering MDGs. One solution would

be to try many different representations for solutions, hoping that one may be less

effected by the cutting and pasting process of crossover. This could be difficult since

the MDGs have a variety of sizes, structures and weights, leading to potentially many

representations, each suitable to a particular case. Another approach, which we shall

present here is to use the Building Blocks created by our Multi Hill Climb process

in chapter two, to make sure that the parts of each potential solution that may be

important are preserved in the search. As we shall also discuss in this chapter, this

may have beneficial effects on the GA search by reducing search time and increasing

efficiency.

In this chapter, we report the results of our second empirical study. We use

Building Blocks created by using the same technique as in chapter two to examine

the use of this technique with GAs. For this purpose we created two experiments, one

involving the use of Building Blocks within a GA and one with no help from Building

Blocks. The results in this chapter demonstrate that the use of Hill climbing can,

indeed, improve a generic GA in particular for larger size graphs.
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This chapter is organised in the following way. First, there is a brief discussion

about our experimental input in section 4.2. This is followed by a brief explanation

of the process of multi Hill Climbing and Building Block creation for this experiment

in section 4.3. In section 4.4 we consider the Genetic Algorithms in this experiments.

Finally the results are classified and discussed in section 4.5.

4.2 Experimental Input

As discussed in the previous chapter, each MDG contains information on the con-

nectivity of nodes within a graph, where each node in the graph represents a module

within the software. Each line of information represents a directed edge from a node

to another node (figure 3.1). We have two types of graphs, weighted and un-weighted.

Each edge in an un-weighted MDGs indicates the existence of one or many directed

functional connections between two modules. On the other hand, the weighted MDGs

contain values for each edge that point to the total number of directed function calls

between two modules.

We used the same MDGs in this experiment as in our multi hill climb experiment

in chapter 2 (figure 3.1). The MDG’s used, represent a good variety of real life system

sizes, from 20 up to 413 modules.

4.3 Creating the Building Blocks

A Building Block is a collection of one or more nodes in the MDG that behave as

a single node in our GA. There are two types of Building Blocks used within this
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experiment. In the first type, each Building Block contains a single node. The second

type uses the results of a series of Hill climb (HC) searches. The results from this

single Building Block set is used as a base value, since using single node Building

Blocks produces the same results as not using any Building Blocks in the GA. This

also allows us to directly compare results from a GA with no Building Blocks (single

node Building Blocks) and a GA using multi node Building Blocks which were created

from multi Hill climbing.

In the initial stage of this experiment, 22 Hill Climbs are simultaneously carried

out on an MDG. Unlike our previous experiment in chapter 3, only 22 processing

nodes were available to us this time due to a failed processing node. Therefor 22

simultaneous Hill climbs were carried out, one per processing node. Each HC initially

creates a random clustering of the MDG, the fitness of which is then calculated using

Modularization Quality (MQ) as in our previous experiment. As discussed previously

MQ uses the ratio of cohesion to coupling to derive a measure for the fitness of a

clutering.

The HC then proceeds to examine possible neighbouring solutions (figure 4.2). A

neigbouring solution is one that can be created by moving a node into another cluster

or placing a node in a new cluster. The value of each move is evaluated using MQ.

The HC repeatedly moves to the first better solution it encounters until there are no

better neighbouring solution (figure 4.1).

The results from these HCs are then sorted according to MQ. The best resulting

hill climbs for the ranges of 20, 40, 60, 80 and 100 percent, are then used to create

Building Blocks. The Building Block algorithm looks through the HC results and

identifies and groups of nodes that stay within the same cluster across the range of
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Figure 4.2: Example of possible neighbouring partitions

20, 40, 60, 80 and 100% respectively. These Building Blocks for each range are then

placed together as a Building Block Set and used in the GA.

4.4 Genetic Algorithm

4.4.1 Overview

The Genetic Algorithm(GA) used within this experiment is designed to accommodate

the use of Building Blocks. For a fair comparison of results with and without the aid

of Building Blocks, we created a set of single node Building Blocks for each of our

MDGs. These behave in the same way as when no Building Blocks are used within

the GA and the results are treated as such.
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The GA search consists of consecutive operations modeled in figure 4.3, starting

with the creation of an initial population, followed by selection of potential candidates

for repopulation. The selected candidates then undergo crossover and mutation to

create a new generation. The GA then determines whether the stopping condition

for the search has been satisfied. If the stopping condition has not been satisfied the

new population is put through selection, crossover and mutation again. Otherwise

the search is ended on fulfilling the stopping criteria. The following contains a more

detail view of each section of the GA.

4.4.2 Population and Members

Our GA population consists of 30 individual members or potential solutions. Each

of these, in turn, carry a single chromosome consisting of genes that represent a

mapping of the Building Blocks to clusters in the potential clustering. Figure 4.4

gives an example of how the chromosome potentially represents Building Blocks in

the search. This figure also shows how this clustering can be mapped to the actual

clustering which is then used in our GA to evaluate the fitness of each member or

potential solution.

4.4.3 Fitness Measure and Evaluation

As in our previous experiment in chapter two, we use the Modularisation Quality(MQ)

to assign a fitness value to each individual in our population.

MQ presents a measure of cohesion to coupling in a clustering where higher co-

hesion and lower coupling results in higher MQ values. The fitness value calculated
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by using MQ is assigned to each member of the population to evaluate their relative

worth as a potential solution in our search. MQ was described in section 3.2.2.

4.4.4 Selection

Selection consists of picking members to use for crossover, which is the primary oper-

ator in creating the next generation of potential solutions. Selection is biased towards

the members with higher fitness (higher MQ), effectively giving them a higher chance

of having some or all of their genetic data present in the next population. We use a

tournament selection process. This involves two random members competing and the

fitter member being selected in almost all cases (95% probability). After the tourna-

ment selection, genetic material from pairs of selected candidates are either directly

carried forward to the next generation (with a 15% probability), or much more likely,

they are combined to create two new individuals by carrying out crossover.

4.4.5 Crossover and Mutation

GA uses crossover to combine the good possible solutions as a primary means to find

better solutions. Our GA uses a two point crossover, which consist of selecting two

points across the chromosomes and interchanging the genes between the chromosomes

at these points (figure 4.5). There is an 85% probability of crossover for each pair of

parents selected.

Mutation is a secondary operator in GAs mainly used to prevent stagnation in

the population. After crossover, each gene of the new generation may undergo a

mutation by a very small probability of 0.005. A mutation involves randomly mapping



96

D A C B G D D A K

K I D G T D G H G

D A D G T D D A K

K I C B G D G H G

crossover point crossover pointParents

Children

Crossover

Figure 4.5: Example of a 2 point cross over

a Building Block from one partition to another. The probability values used for our

GA operators are those recommended for a generic GA and are based on empirical

studies on GA heuristics, discussed by Mitchell ([68]).

4.4.6 Stopping Condition

If no improvements in the population are made in 1000 generations, the GA stops

the search. The improvements involve the GA finding a new solution that improves

on the best available solution.

4.5 Results

Ten experiments were carried out per Building Block range for each MDG. The results

are presented in five sections. The first section contains a short explanation of each
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MDG result and any noticeable trends or inconsistencies. The second section contains

the results that display improvements in fitness and quicker convergence compared

to when single Building Block Sets are used. The third section concentrates on the

results that have achieved better fitness when compared to single Building Block Sets.

In the fourth section, weaker results are examined. These are equally good and at

times worse compared with no use of Building blocks. Finally in the fifth section we

investigate the few results that show unusual characteristics.

The boxplots in this experiment have the same structure as in section 3.5.1. A

visual guide to the boxplot structure is available in figure 3.5.

Boxplots with the MQ values (such as figures 4.6 and 4.7) and runtime values

(such as figures 4.10 and 4.11) are organized with results from the GA without the

aid of Building Blocks. The rest of the results going from left to right show results

from the GA using Building Blocks. These respectively used Building Blocks created

from MQ cutoff points of 20, 40, 60, 80 and 100%. Convergence graphs, for example

figure 4.8, demonstrate the mean MQ value across graphs for different GA types in

this experiment.

The Wilcoxen non-parametric test was used to determine the level of significant

difference comparing results using single Building Block Sets and using multi Building

Block Sets. Values of 0.01 and lower are statistically highly significant. It is also

possible to use parametric tests to assess the level of significance of difference, but

this requires certain characteristics, such as a normally distributed population of

results, which is not evident for the majority of the results.
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4.5.1 Explanation of Individual Results

This section investigates the fitness results of each MDG for building blocks at dif-

ferent cut off points, where they are compared to each other and to the GA results

that don’t use building blocks. The results discussed in this section are represented

as boxplots. These boxplots display the distribution of MQ values for the initial run

of the GA without the aid of building blocks and the GA while using building blocks

at different cut off points.

mtunis

Figure 4.21 contains the results for the mtunis MDG. mtunis is the smallest graph

in this experiment. There are some fitter solutions created when using 40%, 80% and

100% cut off points, however the majority of solutions are of similar if not worst MQ

quality. There is no consistent reduction in variance in the solutions.

ispell

The results for ispell are displayed in figure 4.24. The majority of the building

blocks produce better MQ, Except when using the 40% cut off point. The GA using

the 40% cut off point does create a higher MQ, but the majority of the results are

not higher than the unaided GA. The variance of the building block aided results is

also reduced across all building blocks.
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rcs

The results for rcs are contained within figure 4.21. rcs is another relatively small,

un-weighted graph in this experiment. The boxplots contains few higher MQ results

at 20%, 60% and 100% building blocks, although the majority are no better than the

unaided GA. The variance is also clearly reduced in the case of 80% cut off point.

bison

The bison boxplots in figure 4.21 represent the results from the bison MDG. Al-

though all these results show a reduction in variance, the only cut off point to create

any results of higher MQ is at 80%. The majority of results do not create higher MQ

than the unaided GA.

grappa

Figure 4.6 contains the results for grappa. All the GA using building blocks in this

experiment create result of higher MQ than the unaided GA. There does not appear

to be any trends in variance in the results. The median and highest MQ values are

also very similar across all the results using building blocks.

bunch

The results for bunch are contained in figure 4.12. The GA using building blocks

creates solutions of clearly higher MQ compared to the unaided GA. Although there

seems to be a trend in higher cut off points (towards 20% building block solutions)

creating higher MQ values, the median values tend to oscillate and do not agree with
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this trend.

incl

Figure 4.6 contains the results for incl. All the building blocks used in this case

resulted in higher MQ than the unaided GA. Except for the 100% cut off point, all

the other cut off points also display reduction in variance.

bunchall

bunchall is one of the largest un-weighted MDGs in this experiment. The results

for bunchall are displayed in figure 4.12. These results clearly show the advantage

gained by using building blocks for larger MDGs as all the GA results aided by

building blocks have resulted in solutions of much higher MQ than the unaided GA.

The MQ distribution of solutions for different building blocks is very similar across

building blocks for this MDG.

swing

swing is the largest un-weighted graph in this experiment, the results of which are

presented in figure 4.12. The building blocks have been clearly effective in producing

solution of much higher MQ for the GA. All GAs using building blocks show a similar

range of MQ values for swing.

icecast

Figure 4.7 contains the results for the icecast MDG. The GAs using building blocks

in this case show display better MQ, except for 100% where fewer better MQ solutions
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are achieved. There is no trend in the variance, particularly of note is the much larger

distribution of solutions in case of 40% cut off point compared to the unaided GA.

gnupg

gnupg results (figure 4.7) achieve higher MQ fitness in all cases when using build-

ing blocks. However the values and distribution of MQ does not seem to hold a

relationship with the cut off point, as they all seem to oscillate around similar values.

inn

Figure 4.24 contains the results for the inn MDG. The results in this case are very

unusual, since the use of building blocks not only has not helped the GA, it has

hampered it in all cases. There are some single solution exceptions in the case of 20%

and 40% cut off points however.

bitchx

bitchx results can be located in figure 4.6. These results show an improvement to

the MQ values across all cut off points. However it is difficult to determine if the cut

off points and the changes in the building blocks have created any benefits to any of

the aided GAs when compared to other aided GAs.

xntp

Figure 4.14 includes the results for xntp. The aided GA results are clearly of higher

MQ for all building blocks. It also appears that the use of 100% building blocks has

resulted in greater distribution of solutions compared to other building blocks. On
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the other hand, 100% cut off point also includes some of the best solutions for all

building blocks used making it difficult to draw a clear conclusion.

exim

The results for exim are located in figure 4.13. They show a clear increase in MQ

across all building blocks with no clear trend on the effect of individual building block

cut off points. For example while the median for 100% and 60% cut off points are

higher than the other building blocks, the median for 20% and 80% are the same and

the 40% cut off point has the lowest median. This may indicate that the effective

building blocks across all of these result are very similar.

modssl

modssl is one of the relatively large weighted MDGs in this experiment. The results

for modssl clearly show the advantage of the use of building blocks with the GA as

all result display improvement of MQ. However it is difficult to identify any trends

for the effect of different cut off points in most cases. The exception is the noticeable

reduction in variance of results at the 20% cut off point. This could be an indication

of the similarity of the effective building blocks created at different cut off points for

this MDG.

ncurses

Figure 4.14 contains the result boxplots for ncurses. ncureses is one of the larger

weighed graphs within this experiment. The results show improvement in the results

for all building block cut off points. There appears to be a trend for building blocks
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at lower cut off points in this case creating results of reduced variance, although the

best MQ values for the results remain the same.

lynx

lynx is one of the largest weighted graphs in this experiment. The results for lynx are

located in figure 4.13. These result show clear improvement in MQ for all building

blocks compared to the unaided GA. Once again, there is little relation between the

cut off points and the level of improvements and most of the results using building

blocks have similar MQ values.

nmh

nmh is the largest weighed graph in this experiment, the results of which are displayed

in figure 4.14. Similar to the other large graphs, the use of building blocks has visibly

improved the MQ fitness when compared to the unaided GA. However, resembling

the above larger graphs, the type of building block does not clearly have an effect on

the quality of the results.

4.5.2 Improved Fitness and Convergence

These results (figures 4.6 and 4.7) are predominantly obtained from MDGs with

intermediate size. The Wilcoxon test (table 4.1) shows a significant improvement

when the GA is using Building Blocks. Furthermore they converge to these results

quicker when compared to single Building Block Sets (figures 4.10, 4.11, 4.8 and 4.9).
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MDG Name 0.2 0.4 0.6 0.8 1.0
grappa 0.005 0.005 0.005 0.007 0.01

incl 0.005 0.005 0.005 0.005 0.005
bitchx 0.005 0.005 0.007 0.005 0.005
gnupg 0.007 0.005 0.005 0.007 0.007
icecast 0.028 0.017 0.005 0.007 0.013

Table 4.1: Wilcoxen signed ranked test results of significant difference between result
achieved without Building Blocks and with Building Blocks for section results with
improved fitness and convergence

MDG Name 0.2 0.4 0.6 0.8 1.0
bunch 0.005 0.005 0.005 0.005 0.005

bunchall 0.005 0.005 0.005 0.005 0.005
swing 0.005 0.005 0.005 0.005 0.005
exim 0.005 0.005 0.005 0.005 0.005
lynx 0.005 0.005 0.005 0.005 0.005

modssl 0.005 0.005 0.005 0.005 0.005
ncurses 0.005 0.005 0.005 0.005 0.005
nmh 0.005 0.005 0.005 0.005 0.005
xntp 0.005 0.005 0.005 0.005 0.005

Table 4.2: Wilcoxen signed ranked test results of significant difference between result
achieved without Building Blocks and with Building Blocks for results with improved
fitness

4.5.3 Improved Fitness

These results (figures 4.12, 4.13 and 4.14), similar to results from section 4.5.2, also

show significant improvement when the GA was using Building Blocks. Most of these

results are ranked within the largest graphs, although some graphs of intermediate size

are also included. Overall the run length (figures 4.18, 4.19 and 4.20) and convergence

results in this section (figures 4.15, 4.16 4.17) show that the use of Building Blocks

results in about the same rate of convergence if not better at times when compared to

no aid from Building Blocks. The Wilcoxen signed ranked test (table 4.2) validates

the significant improvements gained by using Building Blocks for these MDGs.
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MDG Name 0.2 0.4 0.6 0.8 1.0
bison 0.005 0.799 0.139 0.007 0.959

mtunis 0.374 0.415 0.575 0.575 0.139
rcs 0.799 0.646 0.241 0.721 0.878

Table 4.3: Wilcoxen signed ranked test results of significant difference between result
achieved without Building Blocks and with Building Blocks for weak results

4.5.4 Weak results

These results show, on the whole, similar results between GAs using Building Blocks

and not using Building Blocks. The Wilcoxen signed ranked test (table 4.3) also

demonstrate the low significance in the difference between these results. All of these

results are from the smaller MDGs. There also tends to be similar convergence

between GAs using Building Blocks and not using Building Blocks (figure 4.22). The

run length values are generally better when Building Blocks are used (figure 4.23).

4.5.5 Anomalies

The inn graph is an anomaly since it is of relative average size, but produces very

poor results when using Building Blocks.

The ispell graph produces better results across when using Building Blocks, except

for when it is using Building Blocks from 40% range. It is possible that this is a chance

occurrence, another possibility is that the Building Blocks from this range somehow

differ with other Building Blocks and this difference inhibits the performance of the

GA.
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MDG Name 0.2 0.4 0.6 0.8 1.0
inn 0.203 0.139 0.059 0.074 0.203

ispell 0.007 0.017 0.007 0.005 0.007

Table 4.4: Wilcoxen signed ranked test results of significant difference between result
achieved without building blocks and with building blocks for section anomalies

4.6 Conclusions

When we used Building Blocks, in most cases for larger graphs we witnessed a sig-

nificant improvement in Fitness achieved (table 4.2) as we discussed in sections 4.5.2

and 4.5.3. In many cases the use of Building Blocks also helps the speed of the GA

in getting these results, particularly for average sized graphs. This may be due to

two main reasons. On one hand, by using Building Blocks we are reducing the size

of the search since the search has to deal with a simpler abstraction of the original

MDGs. On the other hand, Building Blocks seem to help the GA create a better

initial population and therefore a better starting point for the search. The second

reason is more evident after looking at the starting point of the convergence graphs,

showing the mean results across generations, for different GA types (figures 4.8 and

4.9, figures 4.15, 4.16 and 4.17 and figures 4.22 and 4.25).

The use of Building Blocks with smaller graphs results in very little improvement,

no improvement and sometimes worse results. We believe this to be in part caused

by the size of these graph, where a generic GA can find optimal or near optimal clus-

terings and leave little room for improvement with the GA. We also believe that since

these graphs are relatively small, by introducing Building Blocks, we are reducing

the search space even further. This reduction in scope combined with the optimal

solutions already found by the generic GA has a further detrimental effect on these
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results. We also observed some evidence of this in our previous experiment in chapter

3, where the smaller MDGs tended to show less improvement.

Looking at the overall results, it is evident that while a lot of results, especially for

graphs of average and top ranks, show significant improvement when Building Block

Sets are used, there does not seem to be any direct relation between the type of

Building Blocks (referring to the cut off point used for creating them) and the fitness

of the results. In fact results are usually very similar across the Building Block Sets

for a particular MDG. We believe this to be due to the Building Block sets containing

highly common Building Blocks, which are significantly important to achieving the

improvements in fitness compared to results from a GA not using Building Blocks.

We further investigate this by attempting to manually identify some highly common

patterns in Building Block sets and then use these patterns to create new Building

Blocks from MDGs to test the validity of this hypothesis in chapter 5.
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Figure 4.6: MQ results across Building Block Sets for results with improved fitness
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Figure 4.8: Mean MQ across Generations for results with improved fitness and con-
vergence (part 1).



111

Generation

13500

13000

12500

12000

11500

11000

10500

10000

9500
9000

8500
8000

7500
7000

6500
6000

5500
5000

4500
4000

3500
3000

2500
2000

1500
1000

500
Initial

M
Q

8

6

4

2

0

GA Type

Unaided GA

Aided 20%

Aided 40%

Aided 60%

Aided 80%

Aided 100%

 

gnupg

Generation

75006000450030001500Initial

M
Q

3.0

2.5

2.0

1.5

1.0

.5

0.0

GA Type

Unaided GA

Aided 20%

Aided 40%

Aided 60%

Aided 80%

Aided 100%

 

icecast

Figure 4.9: Mean MQ across Generations for results with improved fitness and con-
vergence (part 2).
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Figure 4.10: Run length results across Building Block sets for results with improved
fitness and convergence (part 1).
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Figure 4.11: Run length results across Building Block sets for results with improved
fitness and convergence (part 2).
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Figure 4.12: MQ results across Building Block Sets for results with improved fitness
(part 1).
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Figure 4.13: MQ results across Building Block Sets for results with improved fitness
(part 2)
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Figure 4.14: MQ results across Building Block Sets for results with improved fitness
(part 3).
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Figure 4.15: Mean MQ across Generations for for results with improved fitness (part
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Figure 4.16: Mean MQ across Generations for for results with improved fitness (part
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Figure 4.17: Mean MQ across Generations for for results with improved fitness (part
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Figure 4.18: Run length results across Building Block sets for results with improved
fitness (part 1).
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Figure 4.19: Run length results across Building Block sets for results with improved
fitness (part 2).
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Figure 4.20: Run length results across Building Block sets for results with improved
fitness (part 3).
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Figure 4.21: MQ results across Building Block Sets for weak results
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Figure 4.22: Mean MQ across Generations for weak results
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Figure 4.23: Run length results across Building Block sets for weak results
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Figure 4.24: MQ results across Building Block Sets for anomalies
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Figure 4.25: Mean MQ results across Generations for anomalies
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Figure 4.26: Run length results across Building Block set for anomalies



Chapter 5

Towards Automating Building

Block Identification

In our previous experiment in chapter 4, we used multiple Hill climbs to help create

Building Blocks. We then used these Building Blocks to improve our search process.

In this chapter we will further look at one of the common structures within the

discovered Building Blocks. This demonstrates some initial work that we carried out

towards automation of the Building Block recognition process. This structure is then

used to investigate techniques that are suitable for creating Building Blocks using

a pattern. These techniques are examined by using them in the Genetic Algorithm

(GA) from previous chapter (chapter 4). The results are also compared to results

previously obtained by the unaided GA and the GA using building blocks made by

the previous chapter’s building block creation process.
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5.1 Introduction

As demonstrated in the previous chapters, the use of simple Hill climb searches to

fix certain areas of our search is a valuable way to focus our search and improve

results while keeping GAs robust. There also tends to be a trend for this technique

to be more effective for larger MDGs, which also show the best improvements. An

interesting property of our GA experiment, as discussed in section 4.6, point to similar

MQ values achieved for the larger MDGs across most of our cut off points. We believe

this to be a strong indication that similar Building Blocks across the cut off points are

responsible for most of the improvement. To examine the degree of this similarity, we

calculated the average similarity between Building Blocks after pairwise comparison

of Building Blocks for each MDG (Table 5.1). These results demonstrate, in most

cases, a similarity of more than 50%, with many above 65%. It seemed beneficial

to examine the building blocks for patterns in order to move towards anatomically

constructing Building Block.

The following experiment involves identification of one of the more frequently

observed patterns and automatic generation of Building Blocks from it. We will

discuss how the results are a good indication of the validity of this technique, although

the results only demonstrate smaller improvement compared with results from chapter

4. What follows is an explanation of the MDGs used for this experiment in section

5.2. We then look at the pattern we recognised and used for this experiment and

also look at the procedure we used for the automated Building Block creation in

section 5.4. We then discuss the experiment in section 5.6. Finally we demonstrate

the results, analyze and discuss them at the end of this chapter.
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MDG Name Average Similarity Percentage
mtunis 73
ispell 81
rcs 67

bison 45
icecast 68
grappa 88
gnupg 75
inn 61

bitchx 62
xntp 73
bunch 53
exim 70

modssl 54
ncurses 81
lynx 60
incl 53
nmh 68

bunchall 81
swing 69

Table 5.1: Average similarity percentage between Building Blocks
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Name nodes edges Description
Not Weighted mtunis 20 57 Turing operating system for educational purposes.

ispell 24 103 Spelling and typographical error correction software.
rcs 29 163 System used to manages multiple revisions of files.

bison 37 179 Parser generator for converting grammar descriptions into C.
grappa 86 295 Genome Rearrangements Analyzer.
bunch 116 365 Software Clustering tool(Essential java classes only).
incl 174 360 Graph drawing tool.

bunchall 324 1344 Software Clustering tool(bunch + all related Java classes).
swing 413 1513 Integration software for Lotus notes and Microsoft office.

Table 5.2: MDGs without weighted edges

5.2 Experimental Input

Due to the complexity involved in recognising patterns across MDGs with weighted

edges, we only used MDGs without weighted edges (table 5.2). As explained previ-

ously, the MDGs contain information on connectivity of nodes within a graph, where

each node within the graph represents a software module. Each line of information

represents a directed edge between two nodes within the graph (figure 3.1). In the

MDGs used for this experiment each edge represents the existence of one or many

directed functional connections between two modules. As in our previous experiments

the MDGs used represent a good variety of real life programs of sizes ranging from

20 to 413 modules.

5.3 Pattern Selection

The pattern was selected from manual observations made from building blocks in

the previous experiment (chapter four). Although a more rigorous approach is more

suitable, since this is only a preliminary study it was quicker to use our familiarity

with the building blocks to select the pattern manually.
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Figure 5.1: Patterns used in this experiment
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Figure 5.2: Two examples of pattern observed in created Building Blocks in swing

We used the three variations of the observed pattern within Building Blocks cre-

ated after the multi hill climb stage in our previous experiments (figure 5.2) to create

the new building blocks. This pattern includes two nodes that are connected together,

where one is connected to nothing else but the other node (figure 5.1).

5.4 Auto Building Block Creation

The process we employed for Auto Building Block creation is a recursive process. The

algorithm first finds all variations of the pattern, which are displayed in figure 5.1.

This may create many overlaps where a node may be recognised as suitable to be
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grouped with more than one possible other node. This selection was made by using

two variations of the technique to select the best overlap. One variation looks at

internal connectivity first, selecting the most cohesive group. In case of equal values

it then looks at external connectivity of the group and selects the smallest coupling.

The other variation in the technique looks for the smallest coupling first and in case

of equal values tries to select the one with the highest cohesion. This results in the

creation of two sets of usually similar Building Blocks. The algorithm then treats

the Building Blocks created as a single node within the graph and tries to repeat the

process of Building Block recognition. The algorithm stops when no new Building

Blocks can be created (figure 5.3).

5.5 Genetic Algorithm

The Genetic Algorithm from chapter four is used for this experiment. This GA

is already able to accommodate Building Blocks. In this case the two new types

of Building Blocks discussed in section 5.4 are used as input. For comparison the

heuristic values used are the same as the previous experiment in chapter four.

The GA search consists of consecutive operations modeled in figure 5.4, starting

with the creation of an initial population, followed by selection of potential candidates

for repopulation. The selected candidates then undergo crossover and mutation to

create a new generation. The GA then determines whether the stopping condition

for the search has been satisfied. If the stopping condition has not been satisfied the

new population is put through selection, crossover and mutation again. Otherwise

the search is ended on fulfilling the stopping criteria. The following contains a more
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detail view of each section of the GA.

5.5.1 Population and Members

The GA population consists of 30 individuals. Each carry a single chromosome con-

sisting of genes that represent a mapping of the Building Blocks to clusters in the

potential clustering. Figure 4.4 gives an example of how the chromosome potentially

represents Building Blocks in the search. This figure also shows how this clustering

can be mapped to the actual clustering which is then used in our GA to evaluate the

fitness of each member or potential solution.

5.5.2 Fitness Measure and Evaluation

Once again, for fair comparison we use Modularisation Quality(MQ) to evaluate fit-

ness of each individual. MQ presents a measure of cohesion to coupling in a clustering

where higher cohesion and lower coupling results in higher MQ values. A more in

depth explanation of MQ is found in section 3.2.2.

5.5.3 Selection

Selection is used to determine the members suitable for crossover, which is the most

important operator for creating the next generation of potential solutions in a GA.

Selection is biased towards the members with higher fitness (higher MQ), giving

them a higher chance of having some or all of their genetic data present in the

next population. A tournament selection is used, where this involves two random

members competing and the fitter member being selected in almost all cases (with 95%
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probability). After the tournament selection, genetic material from pairs of selected

candidates are either directly carried forward to the next generation (with a 15%

probability), or much more likely, they are combined to create two new individuals

by carrying out crossover.

5.5.4 Crossover

GA uses crossover to combine the good solutions to find better solutions. Our GA uses

a two point crossover, which consist of selecting two points across the chromosomes

and interchanging the genes between the chromosomes at these points (figure 4.5).

There is an 85% probability of crossover for each pair of parents selected.

5.5.5 Mutation

Mutation is a secondary operator in GAs and is mainly used to prevent population

stagnation. After crossover, each gene of the new generation may undergo a muta-

tion by a very small probability of 0.005. A mutation involves randomly mapping a

Building Block from one partition to another.

5.5.6 Stopping Condition

The search stops if no improvements in the population are made in 1000 generations.

The improvements involve the GA finding a new solution that improves on the best

available solution in the number of specified generations.
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5.6 Experimental procedure

After creating a Building Block set for each MDG in our experiment (table 5.2), each

Building Block set was subsequently used to carry out a set of 10 Genetic Algorithm

(GA) searches. The GA used is the same as the one in our previous experiment in

chapter three (section 4.4), and we employed the same heuristic values for crossover

and mutation. Modularisation Quality was used for our fitness measure and the

stopping condition was determined as before by checking every 1000 generations for

any improvements in MQ value. The results were then compiled and compared to our

results from the previous experiments in chapter three against the GA not aided by

Building Blocks and the GA aided by the multi Hill Climb created Building Blocks.

5.7 Results and Observations

The Results are again mainly demonstrated through the use of boxplots. We have

already described the boxplot structure in section 3.5.1. A visual guide to the boxplot

structure is also available in figure 3.5.

The boxplots in these results represent the Quality of the results, measured using

Modularization Quality (MQ). The boxplot figures contain the results for unaided

GA on the left hand side, followed by the set of 5 results for the GA using Building

Blocks. These include, starting from left to right, results from Building Blocks using

thresholds of 20, 40, 60, 80 and 100% respectively. The last two boxplots represent the

results from the GA using the auto Building Block process. Again, from left to right,

the left boxplot contains the results from the auto Building Blocks created when using

cohesion first and the right boxplot contains the results from auto Building Blocks
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created when using coupling first (as discussed in section 5.4).

5.7.1 Explanation of Individual Results

In this section, the fitness results of the previous experiment are compared to the

fitness results from building blocks created by using the selected pattern (figure 5.2).

mtunis

Figure 5.5 contains the mtunis results, which is the smallest graph in this experiment.

The results for both cohesion and coupling auto building blocks are worst than any of

the other results in the experiment, indicating the selected pattern maybe inhibiting

the performance of the GA. Another problem could be the lack of effectiveness in

the initial use of building blocks, which also don’t display much improvement in MQ

compared to the initial results.

ispell

The results for ispell are located in figure 5.5. The results once again are disap-

pointing as they fail to beat any of the other aided or unaided GAs.

rcs

Figure 5.5 displays the results for rcs. The pattern used to create the building blocks

seems to be important in this case as the result are comparable to the other results

if slightly worst.
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bison

Boxplots for bison are to be found in 5.6. The results for cohesion and coupling

building blocks are of lower MQ than any of the other results. However there original

building blocks also lacked effectiveness in improving the MQ over the initial results.

grappa

Figure 5.6 contains the grappa results. The pattern used to create the building blocks

have had little effect on improving the MQ as they are unable to beat any of the other

GA results.

bunch

The results for bunch are demonstrated in figure 5.7. These results show an clear

MQ improvement over the unaided GA when using the automatic building blocks.

However they do not perform as well as the old building blocks. The results for the

cohesion and coupling first auto building blocks are very similar, making it difficult

to judge the effectiveness of one against the other.

incl

Figure 5.7 includes the results for incl. These show the advantage of using auto

building blocks for this MDG as they produce better MQ than the unaided GA. On

the other hand they fail to beat the old building block results. The two types of auto

building blocks create very similar result for this particular MDG.
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bunchall

bunchall results can be viewed in figure 5.7. This is one of the larger MDGs in this

experiment and the GA has evidently benefited by using the auto building blocks.

These building blocks once more manage to beat the unaided GA, while they are

unable to beat the old building block results. The cohesion and coupling first building

blocks have produced very similar results for this MDG.

swing

swing is the largest MDG in this experiment, the results of which are displayed in

figure 5.7. The results for the auto building blocks clearly beat the unaided GA and

they seem to be approaching the old building block results. This may indicate the

higher importance of the pattern used for larger MDGs. Once again, the cohesion

and coupling first building blocks have resulted in similar MQ values.

5.7.2 Observations

The disappointing results will be considered first (figures 5.5 and 5.6). These results

show a worse performance for GA with automated Building Blocks compared to all

other GAs.

The rest of our results demonstrate a distinct improvement over the unaided GAs

(fig 5.7). While these results are still not as strong when compared to the Hill Climb

aided GAs, they are encouraging since they show a significant improvement over

unaided GAs (table 5.3), despite the use of a small number of identified patterns.

Figures 5.8, 5.9 and 5.10 demonstrate the mean MQ across generations for all
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MDG Name Significant difference with unaided GA for GA using
Auto Cohesion Auto Coupling

bunch 0.005 0.005
incl 0.005 0.005

bunchall 0.005 0.005
swing 0.005 0.005

Table 5.3: Wilcoxon signed ranked test results of significant difference against Unaided
GAs for bunch, incl, bunchall and swing

GAs in this experiment. The key on the right hand side of each graph refers to a

particular GA type. Unaided GA refers to the GAs that did not use any Building

Blocks. Aided 20% to aided 100% refers to the GAs that uses the multi Hill Climb

generated Building Blocks, as in our previous experiment in chapter 4. Thresholds

of 20, 40, 60, 80 and 100% were used to identify the best Hill Climbs and create the

Building Blocks. “Aided Auto Cohesion” and “Aided Auto Coupling” refer to the

GAs that used the auto Building Block creation technique explained in section 5.4.

The graphs in figures 5.8, 5.9 and 5.10 along with the boxplots in figure 5.7 validate

the view that this technique, although still at very early stages of development, can

be very effective for larger graphs. The results from the Wilcoxon signed ranked test

for the larger graphs also show highly significant levels of improvement (table 5.3).

5.8 Conclusions

Overall within this experiment we only looked at one of the more obvious patterns

observed and some of its variations to create Building Blocks automatically. The

GAs MQ results have suffered when searching smaller size MDGs. Although a similar

pattern was also observed in chapter 4, the effect in this experiment is more prominent,
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this is perhaps due to the limited scope of this experiment. What has been surprising

is the significant improvement gained with larger MDGs despite the limitations of

this approach. This shows promising avenues for future exploration of this technique

by looking at all the building Blocks systematically and using them to identify more

useful patterns across all or a majority of graphs for creating Building Blocks. It

also strengthens our view that the improvements observed in chapter 4 are related to

common Building Blocks across the Building Block sets. Finding patterns common

to Building Blocks across MDGs and the results of this experiment also suggest that,

not only these common Building Blocks across Building Block sets have a significant

effect in the observed improvements, they also follow certain similar patterns across

MDGs, which may be identified and used to eventually replace the initial multi Hill

climbs.
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Figure 5.8: Mean MQ value across generations of GAs (part 1).
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Figure 5.9: Mean MQ value across generations of GAs (part 2).
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Figure 5.10: Mean MQ value across generations of GAs (part 3).



Chapter 6

Conclusions And Future Work

In this chapter, we will look briefly at results from experiment in chapters 3, 4 and

5 and draw some overall conclusions. We will also look at some of the shortcomings

and possible ways to overcome them and improve the search.

6.1 An overview of the findings

There have been 3 experiments in this work. The first experiment in chapter 3

introduced the Multiple Hill Climbing Approach to help the search process, which

involved using the results from concurrent Hill Climbs to establish groups of agreement

within our input nodes, in this case MDGs, that may be useful in consequent searches

as Building Blocks. In this chapter the Building Blocks were then used to help with

a consequent set of Hill Climbs. The results showed a tendency for the larger MDGs

to perform better with this technique. Any more concrete conclusions, linking the

MDG size and quality was hard to establish due to the nature of the fitness measure,
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Modularisation Quality (MQ), that we used for this experiment. A more in depth

explanation can be found in 3.5 and 3.6. The other tendency to emerge was that

Building Blocks created from Higher MQ Multi Hill Climbs, performed better in the

subsequent Hill Climbs.

The next experiment (chapter 4) used the same Multi Hill Climbing Technique

to create Building Blocks to use with a Genetic Algorithm (GA). The results of this

were compared to a GA without the aid of Building Blocks. There was a majority

of good results and some average results. The aided GA performed much better

for larger MDGs, a similar trend to the first experiment. Overall results were very

similar across the Building Block Sets for a particular MDG. This demonstrated a

strong possibility that Building Blocks were very similar across the cut off points.

The final experiment (chapter 5) was an attempt to test this possibility. We used

an obvious pattern and its variants to create Building Blocks from some MDGs. We

then used these Building Blocks in the GA and compared the results with the previous

experiment. The results again show a tendency for improvement for larger size graphs

compared to unaided GA results.

The results demonstrate an overall tendency for Building Blocks to help the search

when dealing with larger graphs. They also present a way to improve the efficiency

of the search by reducing the search space. On the other hand GAs and HCs using

Building Blocks tends to preform less well with smaller size graphs. This could be a

combination of factor. Firstly a generic GA or HC is more likely to find optimal or near

optimal clusterings of smaller graphs, limiting the scope for improvement. Secondly

introducing Building Blocks reduces the search space, therefor if the Building Blocks

used are not perfect, they are much more likely to have a negative impact if the search
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space is already small by removing useful potential solutions from the search space.

The conclusions can be summarised in the following:

• Using simple search techniques to aid in subsequent search is an effective way

of improving search in complicated search landscapes.

• By creating Building Blocks, the need for an overspecialised Genetic Algorithm

chromosome structure is reduced since most of the information that may be

important for the search is protected from the destructive effects of the genetic

operators (in particular crossover).

• There maybe added benefits to efficiency as the size of the search is reduced

due to Building Blocks.

• There is scope for automation of Building Block Structures by looking at pat-

terns in Building Blocks and early results have shown that Building Blocks

created in this way can also help the GA search.

6.2 Future Work

An issue raised in section 4.6 was the possibility that Building Blocks might hinder

the GA with the smaller MDGs. This can be examined by removing the restriction

that the Building Blocks impose on the search. After the GA initially converges and

the stopping condition is satisfied, the Building Blocks can be converted to single

nodes, effectively creating a normal GA, which continues the search to exploit any

further possible improvement. This is probably a good strategy to improve all the

results and increase the flexibility of the search.
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Another immediate improvement would be to search for further patterns in our

Building Blocks and improve on the automation process discussed in chapter 5. Find-

ing all or the majority of these patterns might help our understanding of important

structures in clustering graphs overall and provide even further refinement leading to

better clusterings.

As we discussed in previous chapters, we have a relatively crude technique to

determine the cut off points at which the preliminary Hill Climbs are selected and

used to create the building Blocks. This creates a large number of Building Blocks,

which provides a good range for our experiment, but needs to be reduced into a more

effective smaller set to be more applicable to a real user. Perhaps one way to improve

on this would be to use the patterns recognised from Building Block comparisons to

create all the common Building Blocks. We can then use the cut off point technique

to determine if any remaining nodes need to be put into Building Blocks.

Another way to tackle the crude selection of cut off points would be to compare

Building Blocks that were created from different Hill Climb sets. This could create

an improved filter that will only select the Building Blocks agreed across all Building

Blocks, creating a single refined set of Building Blocks for our search.

Finally a general expansion on this work would be to apply this Hill Climbing or

Genetic algorithm to other fields where the problem can be represented as a directed

graph and see if similar improvements can be achieved. How effective this would be

is for future work and discussion.
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[48] B. Laguë and M. Dagenais. An analysis framework for understanding lay-

ered software architectures. In IWPC ’98: Proceedings of the 6th International

Workshop on Program Comprehension, pages 37–44. IEEE Computer Society,

June 1998.

[49] Arun Lakhotia. A unified framework for expressing software subsystem classifi-

cation techniques. The Journal of Systems and Software, 36(3):211–231, March

1997.

[50] Kevin Lano. Reverse Engineering and Software Maintenance: Practical Ap-

proach. series in software engineering. McGraw-Hill International, 1993.

[51] J. Leonard, J. Pardoe, and S. Wade. Software maintenance - cinderella is still

not getting to the ball. In IEE Conference Publication, pages 104–106, July

1988.

[52] Pawan Lingras, Mofreh Hogo, and Miroslav Snorek. Interval set clustering of

web users using modified kohonen self-organizing maps based on the properties

of rough sets. Web Intelligence & Agent Systems, 2:217–226, Sep 2004.

[53] Yong Guo Liu, Xiao Feng Liao, Xue Ming Li, and Zhong Fu Wu. A tabu

clustering algorithm for intrusion detection. Intelligent Data Analysis, 8:325–

345, 2004.

[54] Chung-Horng Lung. Software architecture recovery and restructuring through

clustering techniques. In Proceedings of the third international workshop on

Software architecture, pages 101–104. ACM Press, 1998.



162

[55] J. Lyle, D. Wallace, J. Graham, K. Gallagher, J. Poole, and D. Binkley. Unravel:

A case tool to assist evaluation of high integrity software. Technical report, U.S.

DEPARTMENT OF COMMERCE, Aug 1995.

[56] P. Macnaughton-Smith, W. T. Williams, M. B. Dale, and L. G. Mockett.

Dissimilarity analysis: a new technique of hierarchical sub-division. Nature,

202:1034–1035, 1964.

[57] Kiarash Mahdavi, Mark Harman, and Robert M. Hierons. A multiple hill climb-

ing approach to softwar module clustering. In International Conference on Soft-

ware Maintenance, pages 325–324. IEEE Computer Society Press, September

2003.

[58] Jonathan I. Maletic and Andrian Marcus. Supporting program comprehension

using semantic and structural information. In Proceedings of the 23rd Inter-

national Conference on Software Engineering, pages 103–112. IEEE Computer

Society, May 2001.

[59] Spiros Mancoridis, Brian S. Mitchell, Yih-Farn Chen, and Emden R. Gansner.

Bunch: A clustering tool for the recovery and maintenance of software system

structures. In Proceedings IEEE International Conference on Software Mainte-

nance, pages 50–59. IEEE Computer Society Press, 1999.

[60] Spiros Mancoridis, Brian S. Mitchell, C. Rorres, Yih-Farn Chen, and Emden R.

Gansner. Using automatic clustering to produce high-level system organiza-

tions of source code. In International Workshop on Program Comprehension

(IWPC’98), pages 45–53, Ischia, Italy, 1998. cspress.

[61] O. Maqbool and H.A. Babri. The weighted combined algorithm: a linkage al-

gorithm for software clustering. In Proceedings. Eighth European Conference on

Software Maintenance and Reengineering, CSMR., pages 15–24. IEEE Com-

puter Society Press, March 2004.



163

[62] Andrian Marcus and Jonathan I. Maletic. Recovering documentation-to-source-

code traceability links using latent semantic indexing. In ICSE ’03: Proceedings

of the 25th International Conference on Software Engineering, pages 125–135.

IEEE Computer Society, 2003.

[63] T. J. McCabe. A complexity measure. IEEE Transactions on Software Engi-

neering, 2(4):308–320, 1976.

[64] G. W. Milligan and M. C. Cooper. An examination of procedures for determinig

the number of clusters in a data set. Psychometrika, 50:159–179, 1985.

[65] Brian S. Mitchell. A Heuristic Search Approach to Solving the Software Clus-

tering Problem. PhD thesis, Drexel University, Philadelphia, PA, Jan 2002.

[66] Brian S. Mitchell and Spiros Mancoridis. Using heuristic search techniques to

extract design abstractions from source code. In GECCO 2002: Proceedings

of the Genetic and Evolutionary Computation Conference, pages 1375–1382.

Morgan Kaufmann Publishers, July 2002.

[67] Brian S. Mitchell, Spiros Mancoridis, and Martin Traverso. Search based reverse

engineering. In Proceedings of the 14th international conference on Software

engineering and knowledge engineering, pages 431–438. ACM Press, 2002.

[68] Melanie Mitchell. An Introduction to Genetic Algorithms. MIT Press, 7 edition,

2001.

[69] B. M. E. Moret and H. D. Shapiro. An empirical analysis of algorithms for

constructing a minimum spanning tree. In Proceedings of Algoritms and Data

Structures (WADS’91), pages 400–411. Springer, August 1991.

[70] Standards Coordinating Committee of the IEEE Computer Society. Ieee stan-

dard glossary of software engineering terminology. In IEEE Std 610.12-1990.

IEEE, 1990.



164

[71] N. Paivinen and T. Gronfors. Minimum spanning tree clustering of eeg signals.

In Proceedings of the 6th Nordic Signal Processing Symposium, NORSIG 2004.,

pages 149–152. IEEE, June 2004.

[72] David L. Parnas. Software aging. In Proceedings of the 16th international

conference on Software engineering ICSE ’94., pages 279–287. IEEE Computer

Society Press, 1994.

[73] Owen L. Petchey and Kevin J. Gaston. Functional diversity (FD), species

richness and community composition. Ecology Letters, 5:402–412, May 2002.

[74] D. T. Pham, S. S. Dimov, and C. D. Nguyen. A two-phase k-means algorithm

for large datasets. Proceedings of the Institution of Mechanical Engineers – Part

C – Journal of Mechanical Engineering Science, 218:1269–1274, Jan 2004.

[75] S. Phattarsukol and P. Muenchaisri. Identifying candidate objects using hierar-

chical clustering analysis. In Eighth Asia-Pacific Software Engineering Confer-

ence. APSEC 2001., pages 381–389. IEEE Computer Society Press, December

2001.

[76] Roger S. Pressman and Darrel Ince. Software Engineering A Practitioner’s

Approach European Adaptation. McGraw-Hill Publishing Company, fifth edition

edition, 2000.

[77] The Fermat program transformation system.

http://www.cse.dmu.ac.uk/ mward/fermat.html.

[78] V. Rajlich, J. Doran, and R.T.S. Gudla. Layered explanations of software: a

methodology for program comprehension. In Proceedings of IEEE Third Work-

shop on Program Comprehension, pages 46–52. IEEE Computer Society, Nov

1994.



165

[79] Valerie Reinke. Defining development through gene expression profiling. Cur-

rent Genomics, 3:95–110, Apr 2002.

[80] Eduardo Rodriguez-Tello and Jose Torres-Jimenez. Era: An algorithm for re-

ducing the epistasis of sat problems. In Genetic and Evolutionary Computation

- GECCO 2003, pages 1283–1294. Springer, July 2003.

[81] Charles H. Romesburg. Cluster Analysis for Researchers. Wadsworth, Inc.,

1984.

[82] J. R. Rommelse, H. X. Lin, and T. F. Chan. Efficient active contour and k-

means algorithms in image segmentation. Scientific Programming, 12:101–121,

2004.

[83] Peter Ross, Javier G. Marine-Blazquez, Sonia Schulenburg, and Emma Hart.

Learning a procedure that can solve hard bin-packing problems: A new ga-

based approach to hyper-heuristics. In Genetic and Evolutionary Computation

- GECCO 2003, pages 1295–1306. Springer, July 2003.

[84] Jonathan Rowe, Darrell Whitley, Laura Barbulscu, and Jean-Paul Watson.

Properties of gray and binary representations. Evolutionary Computation,

12(1):47–76, 2004.

[85] M. Saeed, O. Maqbool, H.A. Babri, S.Z. Hassan, and S.M. Sarwar. Software

clustering techniques and the use of combined algorithm. In Proceedings. Sev-

enth European Conference on Software Maintenance and Reengineering., pages

301–306. IEEE Computer Society Press, March 2003.

[86] I. Sarafis, A. M. S. Zalzala, and P. Trinder. A genetic rule-based data clustering

toolkit. In Proceedings of the 2002 Congress on Evolutionary Computation

CEC2002, pages 1238–1243. IEEE Academic Press, 2002.



166

[87] K. Sartipi and K. Kontogiannis. Component clustering based on maximal as-

sociation. In Proceedings. Eighth Working Conference on Reverse Engineering,

pages 103–114, October 2001.

[88] Robert W. Schwanke. An intelligent tool for re-engineering software modular-

ity. In ICSE ’91: Proceedings of the 13th international conference on Software

engineering, pages 83–92. IEEE Computer Society, 1991.

[89] Robert W. Schwanke and Stephen Jose Hanson. Using neural networks to

modularize software. Machine Learning, 15(2):137–168, 1994.

[90] Software Engineering Research Group (SERG). http://serg.cs.drexel.edu/.

[91] Martin J. Shepperd. Foundations of Software Measurement. Prentice Hall, 1

edition, 1995.

[92] B. Shneiderman and R. Mayer. Syntactic/semantic interactions in programmer

behavior: a model and experimental results. International Journal of Computer

and Information Sciences, 8:219–238, 1979.

[93] Peter H. A. Sneath. and Robert R. Sokal. Numerical Taxonomy. A series of

books in biology. W. H. Freeman and Company, San Francisco, USA, 1973.

[94] R. R. Sokal and C. D. Michener. A statistical method for evaluating systematic

relationships. Univ. Kansas Sci. Bull., 38:1409–1438, 1958.

[95] N. Speer, P. Merz, C. Spieth, and A. Zell. Clustering gene expression data with

memetic algorithms based on minimum spanning trees. In The 2003 Congress

on Evolutionary Computation, 2003. CEC ’03., pages 1848–1855. IEEE, De-

cember 2003.

[96] Andrea Tagarelli, Irina Trubitsyna, and Sergio Greco. Combining linear pro-

gramming and clustering techniques for the classification of research centers.

AI Communications, 17:111–123, 2004.



167

[97] S.R. Tilley, S. Paul, and D.B. Smith. Towards a framework for program under-

standing. In Proceedings of the Fourth Workshop on Program Comprehension,

pages 19–28. IEEE Computer Society, March 1996.

[98] Dolores R. Wallace and James R. Lyle. Using the un-

ravel program slicing tool to evaluate high integrity software.

ftp://hissa.ncsl.nist.gov/unravel/papers/sqw.ps, May 1997.

[99] J. H. Ward. Hierarchical grouping to optimize an objective function. Journal

of the American Statistical Association, 58:236–244, 1963.

[100] Martin Ward. Proving Program Refinements and Transformations. PhD thesis,

Oxford University, 1989.

[101] M. Weiser. Program slicing. IEEE Transactions on Software Engineering,

10:352–357, July 1984.

[102] Darrell Whitley, Deon Garrett, and Jean-Paul Watson. Quad search and hybrid

genetic algorithms. In Genetic and Evolutionary Computation - GECCO 2003,

pages 1469–1480. Springer, July 2003.

[103] Darrell Whitley and B. RanaSoraya. Representation, search and genetic algo-

rithms. In Proceedings of the 14th National Conference on Artificial Intelligence

and 9th Innovative Applications of Artificial Intelligence Conference, pages 497–

502. AAAI Press, July 1997.

[104] Semen O. Yesylevsky and Alexander P. Demchenko. Modeling the hierarchi-

cal protein folding using clustering monte-carlo algorithm. Protein & Peptide

Letters, 8:437, Dec 2001.


