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Abstract

Programs express domain-level concepts in their source code. It might be ex-

pected that such concepts would have a degree of semantic cohesion. This cohe-

sion ought to manifest itself in the dependence between statements all of which

contribute to the computation of the same concept. This paper addresses a set of

research questions that capture this informal observation. It presents the results of

experiments on ten programs that explore the relationship between domain-level

concepts and dependence in source code. The results show that code associated

with concepts has a greater degree of coherence, with tighter dependence. This

finding has positive implications for the analysis of concepts as it provides an

approach to decompose a program into smaller executable units, each of which

captures the behaviour of the program with respect to a domain-level concept.

∗On sabbatical leave from Loyola College in Maryland.
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1 Introduction

Concepts are domain level entities concerned with the real world. Although concepts

are defined at the domain level, the source code of a program must, nonetheless, ex-

press these concepts in program code denotations. Examples of such concepts in-

clude mortgage-payment-holiday, under-carriage-controller, and master-file-update.

Domain level concepts such as these appear in programs as scattered statements and

expressions that either explicitly or implicitly refer to these concepts. Statements refer

to concepts through the medium of associations created between the low level of the

source code and the high level of the domain. These associations typically take the

form of comments and identifiers.

There has been considerable work on the extraction of the code that expresses do-

main level concepts [2, 4, 14, 22]. This work identifies the code that corresponds to

each the domain level concept. It searches the source code for the associations that ex-

press the domain level concept in a collection of source level statements. The concept

extraction process is useful in source code comprehension, because comprehension

tasks are often couched in terms of domain level concepts. Therefore, it can be help-

ful to identify the corresponding source code, particularly for code that may not be

completely familiar to the programmer.

Much previous work on the extraction of concepts from source code has focused

on techniques for identification of code segments or statements that are likely to de-

note domain level concepts. However, this work does not necessarily claim to extract

code segments and statements that can be compiled and executed as stand-alone code

units in their own right. Prior work showed how it was desirable to extract executable

concept-denoting code [17]. The ability to execute the extracted concept code opens up
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a new set of possibilities for the programmer. It allows the program to be divided into

smaller units, each of which can be experimented with by execution, allowing concept

behaviour to be explored dynamically.

Traditional concept assignment allows statements that denote a concept of interest

to be drawn out from the code. For example, in a banking system, a program analyst

may be interested in the statements related to the computation of a particular feature

such as the operation for a mortgage payment holiday. Concept assignment can identify

the relevant statements. In order to make this extracted code executable, it is necessary

to take into account the control and data dependencies of the extracted statements. One

method for doing this, program slicing, identifies the code that effects the computation

of a selected set of statements [8, 19, 29]. The selected set, referred to as a slicing

criterion, forms the starting point of a slice and is traditionally composed of a program

point and the variables used at that point. Combining the two, a slice is taken with re-

spect to the statements extracted by concept assignment forming an executable concept

slice (ECS) [17].

Unfortunately, it is possible that the use of slicing to ‘complete’ a set of concept–

denoting statements in this way could identify too large set of statements. For example,

recent work on slice sizes has indicated that the typically size of a backward slice is

about one third of the program [3, 9]. Naı̈vely then, one might initially assume that

should a concept draw out more than three statements from a program then the effort

to make the statements executable would combine at least three slices, each of which

would depend on one third of the program; thus, drawing in the whole program.

The central question studied in this paper is the relative size of an ECS. Encour-

agingly, the primary finding is that making concepts executable does not lead to an

explosion in size. The paper presents evidence from experiments using ten programs

that show that the statements drawn out by concept assignment are cohesive; their de-

pendencies overlap far more than those of arbitrary sets of statements of the same size.
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This tends to produce concepts that do not become too large when they are extended to

executable concept slices.

Furthermore, analysis of the relationships between executable concept slices indi-

cate that they form integral code units: the code required to make one concept exe-

cutable does not tend to overlap with that required for another. This lack of concept

overlap provides further evidence that a program can be decomposes into relatively in-

dependent units, each of which is executable and each of which captures a concept as

an executable subprogram.

The cohesiveness considered in this paper is between the statements from within

a function that belong to a single concept. Many recent (since the rise in popular-

ity of Object-Oriented programming) tools and papers that consider cohesion, tend to

consider it at a higher level: between the methods of a class [13, 18].

The primary contributions of the paper are empirical evidence for the following:

1. When compared to randomly selected criteria, conceptually related code pro-

duces not only smaller slice sets but also produces a lower degree of overlap

between similarly-sized criteria.

2. For random collections of slicing criteria there is a positive correlation between

the size of the criterion and the size of the resulting slice. By contrast, for

conceptually-related criteria no such relation exists.

3. Large dependence clusters [7] impact the size of slices constructed from all types

of slice criteria.

The remainder of the paper is organized as follows. The next two sections provides

related work and background information on program slicing, concept assignment, and

their combination in executable concept slicing. Section 4 introduces the empirical
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study undertaken. Section 5 presents and discusses the result of the study. The final

section draws the conclusions.

2 Related Work

Various approaches have been used to undertake concept assignment in addition to

HB-CA [14], the method used in the experiment presented in this paper. To begin

with, the DM-TAO system [4, 5] used a rich semantic network as its representation

and computation engine to identify source code in comments. IRENE was designed to

extract business rules by matching source code information to known rule patterns [20].

More recent work has adopted neural networks [23] and latent semantic indexing [22].

The techniques used in concept assignment are similar to those that apply informa-

tion processing techniques to software engineering. For example, if one considers the

knowledge base to be external program documentation then work on (re)establishing

links between the program and the external documentation [2, 22] is similar to the task

of identifying which parts of the program represent a particular concept.

Program slicing has been applied in pursuit of executable code extraction using

traditional non-conceptual slicing criteria. Lanubile and Visaggio use slicing to ex-

tract reusable components [21]. Ning et al. adopt a two-step process for component

extraction using statement identification and bi-directional slicing [25].

Previous work on alternative types of slicing criteria includes that of Canfora et

al. [11, 12] on conditioned slicing. Gold et al. [15, 17] described a framework for

unifying concept assignment with slicing. Four methods for combining these two anal-

ysis techniques were presented as Executable Concept Slicing Forward Concept Slic-

ing, Key Statement Analysis, and Concept Dependence Analysis. Two case studies, a

COBOL module based on one from a large financial organization and an open source

utility program written in C were used to illustrate the techniques.
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Mark Weiser proposed five slice-based metrics to measure program cohesion and

continuity: Tightness, Coverage, Overlap, Parallelism, and Clustering [29]. Of these,

all but Clustering were formalized by Ott and Thuss [26]. Recently, Meyers and Bink-

ley conducted a large-scale empirical study of slice-based metrics [24].

Finally, Al-Ekram and Kontogiannis combined concept assignment, formal concept

analysis, and program slicing, presenting a program representation formalism-“the Lat-

tice of concept slices” and a program modularization technique that aims to separate

statements in a code fragment according to the concept they implement [1].

3 Background

3.1 Program Slicing

A static backward program slice extracts from a program an executable subprogram

composed of the statements relevant to the computation of particular variable v at state-

ment s [28, 30]. The pair <s, v> is referred to as a slicing criterion. Semantically, the

execution of program P and its slice taken with respect to the slicing criterion <s, v>,

produce the same sequence of values for v as s. The criterion can be extended to in-

clude a set of statements with a set of variables at each statement. The resulting slice is

the union of the slices taken with respect to each variable at each statement; although

it can be computed more efficiently in a single pass.

This paper is concerned with executable static backward slices [28, 30]. For exam-

ple, Figure 1 shows a simple program that computes the sum and product of the first n

integers, and the slice taken with respect to the final value of the variable sum.

Slices can be efficiently computed as the solution of a graph reachability problem

over a program’s System Dependence Graph (SDG) [8, 19]. When doing so, the slicing

criterion is simplified to an SDG vertex. The variables of interest are assumed to be

those referenced by the SDG vertex.
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sum = 0;
product = 1;
scanf("%d", &n);
for(i=0; i<n; i++)
{
sum += i;
product *= i;

}
printf("%d", product);
printf("%d", sum);

Figure 1: A slice, shown in bold, taken with respect to the variable sum at the last
statement.

An SDG is a collection of Procedure Dependence Graphs (PDGs) connected by

interprocedural control- and flow-dependence edges. Each PDG contains vertices that

represent the components (statements and predicates) of the procedure and edges that

represent control dependences, data dependences, and transitive summary dependences

between the vertices. The vertices of a PDG are essentially those of the procedure’s

control-flow graph. A control dependence edge from vertex u to vertex v means that,

during execution, the predicate represented by u controls the execution of v. For struc-

tured languages, control dependences reflect the program’s nesting structure. A PDG

contains a data dependence edge from vertex u defining variable x to vertex v that uses

x if control can reach v after u via an execution path along which there is no inter-

vening definition of x. Finally, at call sites there are transitive dependence edges that

summarize transitive dependences induced by called procedures. The dependences in

a PDG are safe approximation to the semantic dependences found in the program [27],

which are in general not computable.

A slice of SDG G, taken with respect to a set of vertices S, contains those ver-

tices of G whose components potentially affect the components represented in S [19].

While simple transitive closure is sufficient, the resulting set of components is need-

lessly large. More precise interprocedural slices can be computed using a two pass
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algorithm [19]. Pass 1 starts from all vertices in S, but at procedure boundaries only

ascends to calling procedures, that is it never descends into called procedures. Pass 2

starts from all vertices reached in Pass 1. At procedure boundaries it only descends into

called procedures. The resulting slice is the set of statements corresponding to vertices

encountered during Pass 1 and Pass 2.

Finally, a dependence cluster is a set of program statements all of which are mu-

tually inter-dependent. Large dependence cluster can have significant impact on the

distribution of slice sizes [7].

3.2 Concept Assignment

Concept assignment aims to determine which concepts are implemented in a program,

and where those concepts are implemented. The concept assignment problem was

initially defined by Biggerstaff et al. as follows [4]:

Concept assignment is a process of recognizing concepts within a com-

puter program and building up an “understanding” of the program by re-

lating the recognized concepts to portions of the program, its operational

context and to one another.

This section describes Hypothesis-Based Concept-Assignment’s use in identifying

the mapping [14]. Alternatives include, for example, a latent semantic indexing based

approach similar to the work of Maletic and Marcus [22], and Antoniol et al. [2].

Hypothesis-Based Concept Assignment (HB-CA) [14] is a plausible-reasoning ap-

proach that addresses the first part of Biggerstaff et al.’s concept assignment problem:

recognizing concepts and relating them to portions of the program. It is driven by a

semantic network containing two node types: concepts and indicators. The former are

the concepts in which the programmer is interested, the latter are the possible items of

source code evidence that may suggest the presence of such a concept. The semantic

network forms the knowledge base subsequently used by the three stages of HB-CA:
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Hypothesis Generation, Segmentation, and Concept Binding. It is constructed by a

software engineer in advance of executing HB-CA. The relationships between con-

cepts and indicators are quite simple. Each concept may be an Action or Object and the

indicators can be possible string fragments of identifiers, keywords, or comments.

In the hypothesis-generation stage, hypotheses are generated for a concept when-

ever one of its indicators is found in the source code. All hypotheses are sorted by their

indicator position in the source code. In the segmentation stage, the hypotheses are

grouped into segments, initially using natural breakpoints such as procedure bound-

aries. Following this, a self-organising map can be used to create non-overlapping

partitions of high conceptual focus [14]. The output of this stage is a collection of seg-

ments, each containing a number of hypotheses. Finally, in the concept-binding stage,

the segments are scored in terms of concept occurrence frequency. Disambiguation

rules select a concept where several different hypotheses occur of equal frequency. The

result of this stage is a series of concept bindings labelled with the winning concepts

accordingly.

Figure 2 provides a simple HB-CA example in which the domain model includes

indicators for three concepts: sum indicates the computation of the sum concept (of

a collection of sound frequencies), spl, pressure, level indicate the computation of a

sounds effective sound pressure level (spl) concept, and average indicates the com-

putation of the average concept (the average volume of the sound’s frequencies). The

first and third statements include an indicator for the sum concept. The penultimate

statement includes an indicator for the spl concept, and the final statement includes an

indicator for both the average concept and the sum concept. In this simplified example,

Lines 1-3 are assigned to the sum concept, Line 4 to the spl concept, and Line 5 to the

average concept. Note that HB-CA generally assigns to regions rather than single lines

and the results of HB-CA are not guaranteed to be executable.
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Concept Source
sum sum = 0;
sum for(i=0; i<N; i++
sum sum += sound[i];

spl effective SPL = 20×log(√sum)

average average = sum / N

Figure 2: A simple HB-CA example that includes three concepts related to sound vol-
ume. Sound pressure level (SPL) describes the relative intensity of a sound.

3.3 Executable Concept Slicing

An Executable Concept Slice (ECS) is formed using slicing to extend the results of

concept assignment by slicing with respect to the code associated with a concept bind-

ing. This computation exploits the advantages of both techniques, while overcoming

their individual weaknesses. Executable concept slicing takes advantage of the exe-

cutability of programs produced by slicing and the high-level extraction criterion from

concept assignment. This contrasts with the unexecutable concept binding produced

by concept assignment alone and the low-level criterion required for program slicing.

Past empirical results of a COBOL module from a large financial organization and an

open-source C program have indicated that combining concept assignment and pro-

gram slicing produces better results than either is capable of individually [15].

function ECS (Program P, DomainModel D)
returns: set of Program

let {c1, . . . , cn} = HB-CA-Concepts(P, D)
for each ci ∈ {c1, . . . , cn}
let ECSi = Slice(P, SDG-vertices(ci))

endfor
return {ECS1, . . . , ECSn}

Figure 3: The Executable Concept Slicing Algorithm [15]

An algorithm for computing all the executable concept slices of a program is pre-
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sented in Figure 3. For each concept binding ci, it computes the slice taken with respect

to the set of SDG vertices that represent statements from ci. Slicing on these vertices

produces the executable concept slice.

Reconsider the example shown in Figure 2. An engineer interested in the average

sound volume could apply HB-CA. The result might be the last statement of the pro-

gram (shown in bold italics). Slicing on the SDG vertex or vertices in general for this

statements returns the vertices represented by the bold statements in Figure 2. These

statements make up the ECS as they form an executable program that computes the

average volume.

4 Empirical Study

4.1 Motivation

For ECS to be considered of practical use, it is important to establish that the slices

produced from the technique are not so large as to confer no advantage over under-

standing the whole of the original program being analysed. Comparison of the results

of ECS with typical slicing would be an appropriate method to achieve this. However,

since there is no definition for a typical slicing criteria against which the slice of an

ECS criteria can be compared, four types of criteria are defined to explore key aspects

of the difference between traditional criteria and concept-based criteria.

Underlying the four is the hypothesis that larger criteria should lead to larger slices

unless some other factor (e.g., conceptual coherence) affects the slice’s size. The inves-

tigation therefore defines four criteria types from the ostensibly most coherent (ECS)

down to the least coherent (random) and compares the resulting slice sizes. More for-

mally, the investigation attempts to verify the hypothesis that a slice criterion formed

from a concept binding will produce smaller slices than an equivalently–sized slice

criterion formed without any consideration for conceptual information. This leads to

three research questions:
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1. Does slicing on a set of conceptually related SDG vertices (i.e., those repre-

senting a single HB-CA concept) produce a smaller slice than slicing on other

similarly sized sets?

2. Is the size of an ECS related to the size of the HB-CA extracted concept binding?

3. Do large dependence clusters [7] affect ECS size?

4.2 Case Study Organisation

4.2.1 Criteria Definitions

The study compares the size of slices constructed using four different generators of

low-level slicing criteria. Each generator produces a set of SDG vertices. For example,

the HB-CA generator returns the vertices representing all the statements identified as

belonging to a particular concept binding.

The four criteria types used in the investigation are defined below. Informally, the

first of the four, hereafter referred to as CA (Concept-Assigned), uses the concept bind-

ing produced by a concept assigner. In the study the WeSCA implementation of HB-

CA [14]. This approach is expected to generate the most coherent sets of criteria and

thus the smallest slices. The remaining three types generate similar sized, but less co-

herent sets of criteria. CN (Contiguous-Node) and CL (Contiguous-Line) select SDG

vertices that represent contiguous program statements starting from a random state-

ment; thus, it is unlikely that these statements correspond to a single concept. A CN

criterion includes a prescribed number of vertices. In the investigation, this is always

the same number as found in the corresponding CA criterion. This type of criterion

reflects most closely the internal structure of a CA criterion. A CL criterion includes

a prescribed number of lines of code. In the experiment, this is always constructed

to be the same number of lines as found in the corresponding CA criterion in order

to facilitate a fair comparison. This type of criterion reflects the lexical structure of a
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CA criterion. Finally, RN (Random-Node), the least coherent type, includes a random

collection of vertices. In the experiment, the size of this set is constructed to be the

same as that of the corresponding CA criterion for comparison.

The four types are now formalized. In the definitions, lines of code include state-

ments, comments, and blank lines, as these are all relevant to concept assignment.

Concept Assigned (CA)

For a concept binding C from program P , the Concept-Assigned criterion for C in-

cludes the vertices of P ’s SDG that represent the statements of C.

Contiguous-Node (CN): Contiguous, Same Vertex Count, Random Start

For a program P , given natural number n and starting statement si, a Contiguous-

Node criterion includes the first n vertices of P ’s SDG that represent the statements

si, si+1, · · ·.

Contiguous-Line (CL): Contiguous, Same Lines of Code Count, Random Start

For a program P , given natural number n and starting statement si, a Contiguous-Line

criterion includes the vertices that represent the n statements si, si+1, · · · , si+n−1.

Random-Node (RN): Non-Contiguous, Same Vertex Count, Random Points

For a program P and a given natural number n, a Random-Node criterion is a collection

of n randomly selected vertices from P ’s SDG.

Figure 4 illustrates the four types of criteria. In the figure a statement is represented

by a light grey line and an SDG vertex by a dot. Selected components are shown in

darker grey. Line 12 separates two concepts. Thus, assuming the concept from Lines

2-11 is of interest then the 17 vertices that represent these 10 lines would make up the

CA criterion. In Figure 4, the example CN criterion is generated by selecting a random
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1
2
3
4
5
6
7
8
9
10
11
12
13
14
15
16
17
18
19
20

CA CN CL RN

10 LOC
17 vertices

12 LOC
17 vertices

10 LOC
12 vertices 17 vertices

Figure 4: Example of the four types of criteria.

starting location (Line 6 in the example) and including contiguous statements until 17

vertices are included. When multiple vertices represent a statement, the starting and

ending positions within the line are used to uniquely order the vertices for selection.

The example CL criterion is generated by selecting a random starting location (line 4 in

the example) and including contiguous statements until 10 lines are included. Finally,

the example RN criterion includes 17 randomly selected vertices.

4.2.2 Metrics for ECS

Coverage and Overlap are two important slice based-metrics proposed to measure

program module cohesion by Mark Weiser [29] and formalized by Ott and Thuss [26].

The original, module based version of Coverage, denoted CoverageM , compares

the length of slices to the length of the entire module, similarly OverlapM is the

average percentage of common statements within a module.

To study ECSs, coverage is defined with the module being the entire program. Let

P be the entire program, VC be the set of criteria defined in Section 4.2.1, ECSi

corresponds to the slices computed for Ci ∈ VC . The CoverageECS is

CoverageECS(P ) =
1
|VC |

|VC |∑

i=1

|ECSi|
length(P )

=
1

length(P )

|VC |∑

i=1

|ECSi|

|VC |
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which is in direct proportion to the average slice size.

The OverlapM is based on the number of statements common to all slices. If

the intersection of all slices is null, then overlap is zero for ever. This neglects the

fact of overlapping between partial slices. Here, we redefined the OverlapECS . Let

ECSunion be the union of all the ECSi, that is

ECSunion =
|VC |⋃

i=1

ECSi

The overlap is the average ratio of the size of each ECS to the number of statements

in the union of all of the slices, that is

OverlapECS(P ) =
1
|VC |

|VC |∑

i=1

|ECSi|
|ECSunion|

The value of OverlapECS ranges between 1/|VC | and 1, where 1/|VC | occurs

when there is no overlap and 1 when there is 100% overlap.

Table 1: Example Metrics Computations.
Example 1 Example 2 Example 3

Statement SL1 SL2 SL3 SL1 SL2 SL3 SL1 SL2 SL3

1 1 0 0 1 1 0 1 1 1
2 1 0 0 1 1 0 1 1 1
3 0 1 0 0 0 0 0 0 0
4 0 1 0 0 0 0 0 0 0
5 0 0 1 0 0 1 0 0 0
6 0 0 1 0 0 1 0 0 0

OverlapM
1
3 ( 0

2 + 0
2 + 0

2 ) =0
1
3 ( 0

2 + 0
2 + 0

2 ) =0
1
3 ( 2

2 + 2
2 + 2

2 ) =1

OverlapECS
1
3 ( 2

6 + 2
6 + 2

6 ) = 1
3

1
3 ( 2

4 + 2
4 + 2

4 ) = 1
2

1
3 ( 2

2 + 2
2 + 2

2 ) =1

Table 1 shows three examples with different coverage and overlap values produced

by three slices of a six statements program. Each column represents a slice, in which a

‘1’ denotes a statement in the slice and a ‘0’ a statement not in the slice. In Example
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1, three slices cover all six statements without any pairwise-overlap; in Example 2,

the three slices cover four of the statements and SL1 and SL2 completely overlap

each other, but not SL3; in Example 3, three slices cover the same two statements

with full overlapping. The original OverlapM has the same value for Examples 1

and 2 and thus does not distinguish between no overlap and partial overlap, where as

OverlapECS not only does distinguish it but also can distinguish between different

level of partial overlap.

4.3 Expected Results

The primary comparison made in the study is between CA and RN. In essence, the

question being asked is “does using concept assignment to select a set of slicing criteria

differ from merely selecting random vertices?” If there is no difference then an ECS

is likely to become too large to be useful in practice. It is anticipated that the average

ECS size will be similar to the average backward slice. This should be the case when

conceptual coherence translates into dependencies as might be hoped.

Comparison of the resulting slices for CA with those for CN and CL allows the ef-

fect of conceptual coherence as defined by the HB-CA algorithm and spatial coherence

caused by adjacent lines of code to be better understood. If the spatial aspect of CA is

the only size determinant, then slices on CN and CL will produce the same coverage

value as corresponding CA criterion. Conversely, if conceptual coherence has merit

then CA criterion will lead to smaller coverage.

This difference is unlikely to be large, because any consecutive sequence of state-

ments has some conceptual coherence. To better understand the relationship, consider,

for example, a program that is partitioned into concept bindings each consisting of

exactly 10 statements. A randomly chosen sequence of 10 statements has a 10% prob-

ability of being identical to one of the existing concept bindings if its starting point

is the starting point of a concept. The other 90% of the time such a randomly se-
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lected sequence of 10 statements will include portions of exactly two concepts. If these

two concepts depend upon one another, then the slices on both will include significant

overlap. Therefore, it would be realistic to expect that CN and CL would lead to a

coverage increase compared to CA criterion, but it would be unrealistic to expect that

there would be a large difference.

OverlapECS is used to verify the presence of conceptual similarity as the slices

on different conceptually related criteria are less likely to be independent of each other.

In other words, they are very likely to show significant overlap. Thus, CA criterion

should produce lower overlap than CN, CL, and RN.

4.4 Subject Programs

Table 2: Experimental Subject Programs.
Number of Concept

Bindings Large
Program LoC Vertices’s (HB-CA) Cluster Description

acct-6.3.2 3,204 9,775 24 No Process monitoring tools
EPWIC-1 7,943 19,545 63 No Image compressor
space 9,126 20,018 67 No ESA space program
oracolo2 9,477 19,066 41 No Antennae array set-up
CADP 12,762 48,577 24 No Protocol toolbox
userv-1.0.1 6616 95076 52 Yes Access control utility
indent-2.2.6 8,259 30,311 49 Yes Text Formatter
bc-1.06 10,449 40575 74 Yes Calculator
diffutils-2.8 10,743 33,231 109 Yes File comparison utilities
findutils-4.2.25 28,887 105,535 128 Yes File finding utilities
Total 107,466 421,709 631

The ten programs used in the study are summarized in Table 2. They cover a wide

range of programming styles: space and oracolo2 were developed for the European

Space Agency; CADP (Construction and Analysis of Distributed Processes) was de-

veloped by the VASY team at INRIA Rhone–Alps; EPWIC-1 (Embedded Predictive

Wavelet Image Coder) is an embedded wavelet image coder; the final six programs are

from the GNU project.
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Table 2 includes statistics related to each program and its SDG. These include the

size of the program in Lines of Code (LoC) and the size of the resulting SDG in vertices.

Both LoC and vertices were measured by CodeSurfer [16]. The table also shows the

number of concept bindings that were identified by WeSCA for each subject program.

Over all ten programs there were a total of 631 concept bindings.

4.5 Dependence Clusters

Informally, dependence clusters can be thought of as strongly connected components in

the dependence graph. From the standpoint of a dependence analysis, such as slicing,

including any part of a dependence cluster causes the inclusion of the dependence clus-

ter. Large dependence clusters have been defined as those that include more than 10%

of the program [7]. In order to address the third research question of this investigation,

the programs selected include five subject programs known from prior study to be free

of large dependence clusters (acct-6.3.2, EPWIC-1, space, oracolo2, and CADP)

and five subject programs known to contain large dependence clusters (userv-1.0.1,

indent-2.2.6, bc-1.06, diffutils-2.8, and findutils-4.2.25).

4.6 Analysis Tools

WeSCA, a tool based on HB-CA, was used to identify concept bindings in the source

programs [15]. WeSCA requires a library of concepts to drive its analysis. A generic

C concept library, used in other studies [15], was used as the basis for the analysis. It

was extended for each program to reflect the different purposes of each program. To

extend the generic C concept library, source files from each system were examined to

identify possible concepts (e.g., a gif image).

CodeSurfer, Grammatech’s deep-structure analysis tool, was used to build the SDGs

and compute program slices in the experiments reported herein [16]. The API for

CodeSurfer includes a function that identifies the dependence graph vertices associ-
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ated with a range of source line numbers. After WeSCA identifies a concept binding,

the corresponding SDG vertices are identified using the CodeSurfer API and then used

as slice starting points. The resulting ECS is the backward slice taken with respect to

these vertices.

4.7 Measurement

Lines of Code (LoC) is a somewhat crude metric for measuring slice size owing to the

lack of a standard definition for LoC. Following Binkley et al., herein size is more pre-

cisely measured using SDG vertices [10]. In this experiment, both the size of the low-

level slicing criterion and the size of the resulting slices are reported as a percentage of

the source-code-representing SDG vertices. Excluded from this count are internal ver-

tices that do not directly represent the source. The most common of these are pseudo

parameter vertices added for globals, which are treated as additional parameters.

4.8 Method

The case study was performed by executing WeSCA on the subject programs to gener-

ate a set of CA for each program. These were exported to data files that were imported

into CodeSurfer and mapped into sets of SDG vertices that form the low-level slicing

criterion. Finally, slices for each vertex of the set were computed using CodeSurfer.

The result of each slicing operation is a set of vertices, and the union of these sets forms

the vertices of the ECS.

To compare the effect of the different types, for each CA criterion, a corresponding

CN, CL, and RN criterion of a matching size to the CA was generated. Since CN,

CL, and RN involve an element of randomness, the average of 30 generations of each

criterion was used for comparison.
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5 Results and Discussion

5.1 Relationship between Criterion Coherence and Slice Coverage

Coverage is based on the average slice, so the larger value of Coverage, the larger

average slice size. Figure 5 shows the average coverage value for CA and RN for

each program. It can be noted that the average CA coverage value is around 60% in

four of the five programs with large dependence clusters (i.e., userv, indent, bc, and

diffutils). From previous dependence cluster work [7], these four programs include one

large cluster that consumes at least 60% of the program. The fifth program, findutils,

contains two smaller clusters. A large dependence cluster makes it likely that a concept

is within the cluster, and as a consequent produces a large coverage value.

Figure 5: Average Coverage value comparison for CA and RN.

Comparing the slices taken with respect to CA and RN, as shown in Figure 5, it

is clear that RN always generates larger coverage than the more coherent CA. This

is important for two reasons. First, it provides evidence that HB-CA is identifying

conceptually related vertices (i.e., vertices with similar slices). Second, it provides ev-
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idence that slicing from a large set of vertices V does not lead to a significant increase

in slice size when V has a degree of conceptual coherence (i.e., includes vertices rep-

resenting a concept). In contrast slicing on a set of vertices V that are purely random

and therefore have no conceptual coherence leads to a significant increase in slice size.

It is possible that the larger coverage when using RN results from a lack of spatial

locality, rather than a lack of conceptual locality. That is, instead of indicating that HB-

CA identifies semantically related program components and thus their slice is smaller,

the results comparing CA and RN might indicate that selecting lexically close program

components (spatial locality) produces smaller slices. CN and CL were included in

the experiment in order to investigate this possibility. Both CN and CL are built from

contiguous program statements and thus should have similar spatial locality with CA

criterion.

Using CN or CL provides a very strict test. Although the starting points for both

criteria are random, by including contiguous program statements, some contiguous

sequence of one or more concepts binding will always be included. Indeed, this

is inevitable, since concept assignment partitions the source code into a set of non-

overlapping concepts. Figure 6 shows the average coverage value for each program

for CA, CN and CL respectively. In all but two cases, CA leads to a smaller exe-

cutable concept slices. This seems to support the observation that conceptual locality

and not spatial locality causes executable concept slices to be smaller than those com-

puted using RN. In one of the two exceptions, the program EPWIC, CA, CN, and CL

have essentially the same coverage. In the other, the program userv, CN had a no-

tably smaller coverage value. The cause of this is uncovered and discussed further in

Section 5.3.

Finally, it is interesting to note that, for the programs with large dependence clus-

ters, the coverage from all criteria show greater similarity. Figure 7 shows a box plot

of the values and their variance. This is important because it demonstrates how depen-

21



Figure 6: Average Coverage for CA, CV, and CL.

Figure 7: Box plot of sizes for each type of random criterion.
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dence clusters impact algorithms that consider dependence information; thus, evalua-

tions of such algorithms should explicitly address the effect of dependence clusters.

5.2 Relationship between Criterion Coherence and Slices Overlap

Figure 8 presents the average overlap for CA and RN for each program. Obviously, RN

with its lack of conceptual coherence always generates greater overlap. This provides

evidence that CA has greater conceptual coherence.

Figure 8: Average Overlap value for CA, RN.

Figure 9 presents the average overlap for each program for CA, CN and CL respec-

tively. Comparing the results for three types criteria, which have similar spatial locality,

in all but two cases, CA leads to lower overlap in the executable concept slices; thus,

it can be expected that conceptual locality and not spatial locality is the cause for CA’s

smaller overlap. In one of the two exceptions, the program EPWIC-1, the difference is

rather small. In the other, the program diffutils-2.8, CL produced a significant smaller

overlap.
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Figure 9: Average Coverage for CA, CV, and CL.

Inspecting the source code, of the five programs with large dependence clusters,

diffutils-2.8 contains the largest percentage of comments and blank lines (37% LoC)

and the smallest dependence cluster. Thus, it is very likely that the concept bindings

selected by CL contain a large portion of comments, which results in the smaller slices

than a real concept binding. Furthermore, if these vertices are not included in the

dependence cluster then the size of the slices will be significantly smaller than the

slice with respect to the criterion containing any vertex of the dependence cluster. The

overlap is consequently smaller. The size of the ECS for diffutils for CL in Figure 12

provides evidence that many random binding selected by CL produce very small ECSs.

5.3 Relationship between Criterion Size and Slice Size

Scatter plots make an effective visualization for investigating relationships between

criterion size and slice size. To illustrate the information found in these plots, Figure 10

shows two representative examples for the CA criterion where the x axis represents the

size of criterion and the y axis is the corresponding slice size. These two highlight
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the two different distributions seen. For the program space, which is free of large

dependence clusters, the slice size varies even on the same criterion size. For the

program userv, which contains a large dependence cluster, an obvious horizontal line

appears in the figure at 60% on y axis. This shows how, in the presence of dependence

clusters, many CA criteria of varying size produce the same slice size.

The scatter plots for all ten programs, are divided into two groups depending on the

existence of large dependence clusters. These are shown in Figures 11 and 12, respec-

tively. In both figures, the columns present each program and the rows the criterion

types. The detail in each figure is less important than its overall shape. Finally, note

that for CN, CL, and RN, slices from all 30 runs of the program are shown.

Examination of all four types shows that there is a clear difference in the pattern

for the first five programs and the last five programs. The limited number of bands

for the last five programs are caused by the presence of large dependence clusters. To

better understand this, consider a program that is one large dependence cluster. Any

slice of such a program will include a component from the cluster and thus will include

the entire cluster, that is, entire program. In the more realistic case, the existence

of a few significant dependence clusters means that only a limited number of output

slice sizes are possible. For example, consider the scatter plot for indent using the

RN criterion. Less than 10% of the slices managed to miss the one large dependence

cluster. The remainder are similar enough in value to appear as two dots on the scatter

plot. As a result the size of most slices is just over 80%. By contrast, using CA, over a

dozen of the 49 concepts (25%) map to vertices outside this large dependence cluster.

As shown in Figure 12, the impact of large dependence clusters is the presence of

characteristic horizontal lines in the size graphs. These lines bear witness to the large

interdependencies between program components.

Looking at each criterion type independently, the random criterion RN shows the

expected increase in slice size accompanying an increase in criterion size. This effect
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Figure 10: Two samples of scatter plots for slice size on CA criterion in Figures 11
and 12
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is masked by large dependence clusters; thus, it is easier to see in the first five programs

in Figure 11 than in the final five programs in Figure 12. The best example is the space

program where the pattern is most apparent.

Statistically this kind of non-linear relationship should give rise to a strong Spear-

man rank correlation, which simply quantifies how frequently an increase in y accom-

panies a increase in x; this increase could be either linear or non-linear. For acct,

EPWIC-1, space, oracolo2, and CADP, the data from the RN scatter plots have

Spearman R’s coefficients of 0.91, 0.86, 0.87, 0.82, and 0.86, respectively. All being

greater than 0.80, these indicate strong rank correlations.

This non-linearity can be understood by considering the selection of scattered ver-

tices as a sequential process of adding slices to the union one at a time. The first few

vertices selected have a much greater chance of covering previously uncovered parts of

the program than those selected later. As more slices are added, there remains less and

less uncovered program.

By contrast, with one exception, CA does not exhibit any predictive relationship

between criterion size and slice size. This is visually apparent in the scatter plots.

The one exception is acct where a linear correlation exists yielding a Pearson’s R

coefficient of 0.79, which is a strong linear relation. The model shows a 19% increase

in slice size accompanying a 1% increase in criterion size. This indicates that acct’s

concepts are essentially nested from a dependence standpoint based on size; thus, there

is rarely a smaller concept whose vertices depend on the vertices of a larger concept.

This relationship holds for the graphed data in which the size of the criterion is less

that 2% of the SDG vertices. Clearly this growth is not sustainable for larger criterion

sizes.

Owing to the spatial locality of CN and CL, they include a limited number of con-

cepts; most are often 1 or 2. The scatter plots reinforce the results shown in Figures 5

and 6 and Figure 7. They show that the averages are not unduly influenced by any
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outliers and thus are a fair summary of the slice sizes. Finally, comparing the scatter

plots for EPWIC-1 using CA and CN, the cause of the lower average for CN can be

seen. The two plots have similar structure; however, the key difference lies in the larger

number of small slices for CN denoted the dark line where y is close to zero. For CN

there are a slightly larger proportion of criteria that produce these small slices and thus

the slightly smaller average.

At this point it is appropriate to examine the extent to which the three research

questions have been addressed:

1. Does slicing on a set of conceptually related SDG vertices (i.e., those repre-

senting a single HB-CA concept) produce a smaller slice than slicing on other

similarly sized sets? The results indicate that slicing on conceptually related

SDG vertices produces smaller slices than would be expected if conceptually

unrelated SDG vertices are used.

2. Is the size of an ECS related to the size of the HB-CA extracted concept binding?

The results show that there is no predictive relationship between the size of the

concept binding and the size of the resulting executable concept slice.

3. Do large dependence clusters [7] affect ECS size? The results show that large

dependence clusters substantially affect the size of executable concept slices.

5.4 Threats to Validity

In the absence of human subjects, there are only two potential threats to the validity

of this investigation: the threats to external and internal validity. External validity,

sometimes referred to as selection validity, is the degree to which the findings can be

generalized. Here it is possible that the selected programs are not representative of

programs in general and thus the results do not apply to typical programs. To mitigate

this concern, a range or programs from varying domains was studied. The descriptions
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from Table 2 give some indication of the application domains considered. However,

as most of the programs are open-source programs, it remains possible that non-open-

source programs (i.e., programs built in any radically different culture) will exhibit

different behavior. Finally, programs written using different programing paradigms

(e.g., functional or object-oriented) may also produce different results.

Internal validity is the degree to which conclusions can be drawn about the causal

effect of the independent variable (the extracted executable domain-level concept) on

the dependent variable (the two metrics). In this experiment, the only serious threats

come from potential for faults in the slicer and from construct validity: the degree to

which the variables used in the study accurately measure the concepts they purport

to measure. In practice, the slicer might contain errors, or employ imprecise analysis

(e.g., imprecise data-flow analysis or imprecise points-to analysis). To mitigate this

concern, a mature slicing tool was used. This tool has been throughly tested over a

period of more than ten years. The computation of the metrics was also rigorously

tested to ensure that it accurately reflected the definition. Regarding construct validity,

it is possible that the two metrics do not measure coverage and overlap. To help allevi-

ate this concern, mature well-studied metrics were used. The tool and metric choices

reduce the impact of internal validity threats on the conclusions reached regarding the

relationship between domain-level concepts and dependence in source code.

6 Conclusions and Future Work

This paper provides empirical evidence that concept extraction can be extended to exe-

cutable concept extraction without an inherent explosion in extracted code size. The pa-

per does this by demonstrating empirically that the statements that denote domain level

concepts in a program are very different from a similar sized collection of randomly se-

lected statements. In other words, contrasted with randomly selected statements, their

dependence characteristics are well behaved: the statements within a concept slice are
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closely related while there is lower overlap between two different executable concept

slices.

By construction, a concept is a small contiguous group of statements. Because a

function can include more than one concept, a concept is often smaller than an in-

dividual classes, file, method, or function. However the code needed to capture the

dynamic behavior of a concept is often found in diverse locations. These can include

small amounts of code from a large collection of a program’s classes, files, methods,

or functions. By pulling together these dispersed parts of a program, an ECS can aid

an engineer in understanding both the static and dynamic aspects of the program. For

example, it can help with tasks such as testing and reuse.

The high coherence of ECS is encouraging for the automated analysis of concepts.

It suggests that a program can be broken up into smaller executable units, each of

which captures the behaviour of the program with respect to a domain-level concept.

Essentially, the results indicate that slicing criteria can be raised to the domain level an

executable concept slice; this increasing its applicability.
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