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ABSTRACT

This project focuses on the issues of data sensitivity in the feature selection problem.
While it is known that the meta heuristic search techniques can outperform the human
experts significantly, the search results are based on the estimated data about the fea-
tures. From the decision maker’s point of view, it is therefore important to know how
sensitive these estimations are to changes and possible errors.

The project exploits the discreteness of the given data in such a way that the global
optima can be identified, which enables us to measure the exact changes that any error
in the estimation brings about. This method is presented as the semi-exhaustive search.
Using this algorithm, the effects of the errors of varying degree in the initial estimation
were measured. The observation from these experiments enables us to identify the parts
of the data which are more sensitive to errors than others. In addition to the data
sensitivity analysis, the algorithm was further developed so that it can consider the
dependency relations between the software features.
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Chapter 1

Introduction

This project aims to investigate the issue of data sensitivity in the problem of software
feature subset selection, from the viewpoint of search-based software engineering. The
project is mainly based on three core concepts: search-based software engineering, soft-
ware component selection (feature subset selection), and the concept of data sensitivity.

1.1 search-based Software Engineering

search-based software engineering is a recent effort in the software engineering field which
aims to utilize and apply the well known heuristic search techniques to the problems in
software engineering. The search techniques range from the hill climbing algorithm and
the simulated annealing to the genetic algorithm.

Traditionally software engineering has been trying to improve various tasks that
were performed by human hands. By reformulating classical problems in the software
engineering domain into a search or optimization problem, often more efficient and/or
desirable results can be obtained. Search techniques can also deal with problems that
are too big to be handled by human minds. Another important benefit of the search-
based software engineering is the fact that the solutions from the search-based software
engineering is mostly, if not completely, based on numerical data (we cannot rule out
the cases where we can utilize existing, non-numerical domain knowledge). This means
that the results from the search-based software engineering will be free from any human
bias, providing the decision maker a decent frame of reference.

1.2 Software Component Selection

In the modern day software development, more and more software projects are compo-
nent based. Nowadays a complex software system is almost never written as one big piece
of software; it is composed using many software components as the building blocks. The
final software is the sum of its components. Naturally the selection of the appropriate
software components becomes of great importance.
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To release a component based software product, a decision maker at some level of
the management system has to make the decision on which components will be included
in the final product, sometimes out of several hundreds. In some cases the decision is
made without considering any quantitative data, which can lead to suboptimal results.
In other cases, the decision maker will consider quantitative data like costs, time to
market, and expected revenue; however going through combinations of several hundreds
of software components by hand is often simply infeasible.

The search-based software engineering provides a much more efficient way of ap-
proaching the software component selection problem. However the solutions from the
search-based engineering approaches are still somewhat vulnerable because the calcu-
lation is based on the estimated quantitative data. This raises the questions of data
sensitivity.

1.3 Data Sensitivity

In order to apply search techniques to the problem of software component selection,
the components should be correctly described by a range of quantitative data, e.g.,
their costs, profitability, and market desirability. However it should be noted that the
selection of components happens during the design stage of the software project, often
at the higher management level. It means that a lot of previously stated data is not yet
concrete, and must be estimated.

The best strategy to reduce the risk of having estimated data, is to know which parts
of the data are vulnerable to changes. That way, the decision maker can try to adjust
the distribution of available resources in such a way that either the estimation of the
vulnerable data becomes more accurate, or the vulnerable part is allocated with more
spare resource. The question of ’how does one know which part of the data is the most
vulnerable?’ forms the main body of the data sensitivity problem.

1.4 Roadmap

The project will first observe the results from the hill climbing algorithm in order to
understand the search space of the given problem better. Based on the results from
the hill climbing algorithm and the close observation of the original data, the semi-
exhaustive search algorithm will be proposed; this algorithm enables us to obtain the
globally optimal feature subset from any version of the data, for any given budget value,
without actually going over all the possible solutions.

In order to investigate the data sensitivity problem, the semi-exhaustive algorithm
was applied to multiple versions of data sets, each containing small changes of costs of
some features. The results from this experiment provides us with the globally optimal
solutions for each tweaked data set; they were statistically analyzed in order to confirm
our initial hypothesis.

In addition, the project also proposes a modified version of the semi-exhaustive search
algorithm which also takes into consideration the dependency relations between the
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software features. The results from the dependency free version and the dependency
aware version of the algorithm are compared to each other.
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Chapter 2

Literature Survey

2.1 search-based Software Engineering

Search-based software engineering is an emerging effort to utilize the existing meta-
heuristic search techniques to the problems of software engineering. These search tech-
niques have been successfully applied to other engineering problems, ranging from elec-
tromagnetic system design to aircraft design and aerodynamics [4]. However, its appli-
cation within the domain of software engineering has been limited so far.

Harman and Jones [10] have typified the problems of software engineering as the
following:

• There is usually a need to balance competing constraints.

• Occasionally there is a need to cope with inconsistency.

• There are often many potential solutions.

• There is typically no perfect answer, but good ones can be recognized.

• There are sometimes no precise rules for computing the best solution.

Above are claimed to be the properties that made the application of search-based
techniques successful in case of the problems in other fields of engineering. The large
number of potential solutions and the multiple competing constraints are indeed the
characteristic features of any optimization problem. They continue to list the key el-
ements that are needed for the development of the search-based software engineering.
It is said that in order to reformulate the existing problems of software engineering as
search problems, three major elements are needed: a representation of the problem, a
fitness function, and a set of manipulation operators.

The appropriate representation of the problem is vital for the symbolic manipulation
of the problem. The fitness function (or objective function) forms the main body of
the application of the search technique, because it is the fitness function that directs
the search; therefore we must be able to clearly express the desired property of the
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solution that we are after in the fitness function. The manipulation operator is required
in order to move from one solution to another, based on the direction given by the fitness
function; in cases of local search techniques, the operators will be those which generate
the neighboring solutions of the current solution. In cases of global search techniques
like genetic algorithm, the operators will be those which generate the next generation of
solutions based on the current generation.

Harman and Jones [10] also have listed the required validations for the results from
the search techniques with respect to the existing analytic techniques as following:

• The search technique should produce better results than the random search. If a
search technique is not capable of consistently producing better solutions that the
random search, the particular search technique should be abandoned.

• The search technique should be capable of finding the known solutions, or solutions
that compare well with the known solutions.

• The search technique should be capable of producing ’good’ solutions in terms of
the fitness function.

• The search technique should be reasonably feasible in terms of the speed, compared
to the existing analytical techniques. However, as long as the search technique can
produce better solutions, the quality of the solution can override the speed.

2.2 Meta-Heuristic Search Techniques

Clark et al. [4] have briefly introduced the some of the existing meta-heuristic search
techniques such as the hill climbing, the simulated annealing and the genetic algorithm.

2.2.1 Hill Climbing Algorithm

In hill climbing, the search algorithm starts from a random starting point in the fitness
landscape and tries to find one of its neighboring points which has a higher fitness value;
if there is no neighboring point with higher fitness, the algorithm has reached the top
of a hill. There is always a chance that this hilltop is just a local maximum which is
much worse than the global maxima in terms of the fitness. However, the hill climbing
algorithm has the benefit of being very easy to implement; its behavior can also reveal
us valuable information about the fitness landscape (see also Section 4.1).

The hill climbing algorithm is often very useful for the investigation of the fitness
landscape, as was proved in this project. Kirsopp et al. [13] have applied the hill climb-
ing algorithm to the optimization of a case-based reasoning system for the prediction
of software project efforts, along with other algorithms. Their application of the hill
climbing algorithm is a good example of how the algorithm can reveal the information
about the fitness landscape. By comparing the results from the hill climbing algorithm
to those from the random search, they found out that the fitness landscape contains a
large scale structure with multiple peaks with different heights and steep slopes.
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2.2.2 Simulated Annealing Algorithm

The simulated annealing algorithm is essentially similar to the hill climbing algorithm,
but it tries to overcome the weakness of the hill climbing by occasionally allowing itself
to accept a neighboring solution which has a lower fitness value than the current point,
thereby trying to escape a local maximum. The chance of allowing this descent contin-
uously decreases as the search goes on, and the algorithm will eventually end up at the
top of a hill.

The probability of the descent, p, is defined as a function of the change in the fitness
function, ∆E, and a parameter T :

p = e−
∆E
T

This function is similar to the Maxwell-Boltzmann distribution law for the statistical
distribution of molecular energies in a classical gas. The name simulated ’annealing’ is
based on the fact that the probability is controlled by lowering the parameter T which
corresponds to the temperature in the Maxwell-Boltzmann law. The behavior of the
simulated annealing algorithm is highly dependent on the ’cooling scheme’, which is
how to lower the temperature along the progress of the search.

2.2.3 Genetic Algorithm

The genetic algorithm tries to apply the notion of evolutionary progression to the opti-
mization process. It samples the search space randomly, creating a ’population’ of candi-
date solutions. Then the algorithm continuously combines and mutates these candidate
solutions, in order to evolve them into a new generation of solutions. The combination
process tries to recombine the parts of existing solutions in order to create the descen-
dent. The mutation process tries to introduce new genetic material into the population.
After the mutation and the combination are done, the algorithm picks up the next gen-
eration from the parent generation and the new offspring generation; it will prefer the
fitter individuals, but it will not abandon the unfit individuals completely because they
still may carry the genetic parts which will contribute to fitter individuals.

The algorithm is loosely based on Darwinian evolution. While the Darwinian evolu-
tion is assumed to be blind, i.e. the improvements happens only by chance, the genetic
algorithm actively aspires to a goal which is defined by the fitness function. Therefore
the selection of the fitness function plays a vital role in the genetic algorithm.

While searches using only a single fitness function are rather straightforward, multi-
objective optimization requires different approaches. Combining multiple objectives into
a single fitness function often results in unexpected side effects; sometimes it is just
not possible to combine two objectives which have totally different orders. Carlson
and Shonkwiler [3] have shown an interesting approach to this problem, adopting the
annealing element into the genetic algorithm in order to penalize solutions that are
infeasible for the constraints that are not reflected in the main fitness function.

11



2.2.4 Genetic Programming

Genetic programming has a similar structure to the genetic algorithm in a sense that
it follows the process of evolution, but the goal here is not to produce a solution to a
particular problem but rather to create a program which solves a particular problem.
Each candidate solution corresponds to a program or a function, which is usually repre-
sented by a syntax tree. Manipulation of the candidate solutions are dependent on the
structure of the given syntax tree. The fitness function should be created to measure
how close the candidate solution is to solving the given problem; if there are known
answers to the given problem, these can be compared to the results produced by the
candidate solutions (i.e. programs or functions) in order to measure the fitness.

2.2.5 Application of the Meta-Heuristic Search Techniques

Clark et al. [4] have explained the steps required for the application of the meta-heuristic
search techniques to software engineering problems. In order to apply the search tech-
niques, one needs to consider and go through the following steps:

1. Check whether the search space is large enough to make exhaustive search infeasible

2. Define a proper representation of the candidate solution

3. Define the fitness function

4. Select a suitable meta-heuristic search technique according to its characteristics

5. Start with the hill climbing algorithm; if the results are encouraging, move on to
other search techniques

It is said that the hill climbing is a good starting point because it is relatively easy
to implement, and often capable of producing results which are sufficiently good so
that the application of more sophisticated search techniques is unnecessary. Even for
the landscapes where the hill climbing performs worse than the global search techniques
such as the genetic algorithm, it will represent a good starting points for other algorithms
because it allows us a better understanding of the landscape. However, if the results from
the hill climbing algorithm are even worse than those from the random search, it may
suggest that the representation of the problem is wrong due to the lack of understanding
of the problem. It can also reflect that the problem itself is not suitable for a search-based
approach.

2.3 Examples of the Application of the Meta-Heuristics

Three existing examples of the application of the meta-heuristics are illustrated by Clark
et al. [4]: software testing, software clustering, and the cost estimation.
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2.3.1 Testing

For the structural testing, it is essential to achieve a certain level of various kinds of pro-
gram coverage. The meta-heuristic search techniques can be applied in many contexts.
For an instance, the fitness function can measure how many predicates the candidate
test case has in common with the target test case. Pargas et al. [17] have measured the
fitness based on this approach. If there is more detailed criterion, the fitness function
can also measure how far away the state variables in the candidate test case actually are
from the values required to execute the particular path in the target test case. Jones et
al. [11, 12] have applied the genetic algorithm, using the fitness function which measures
the distance of the state variables from the desired values.

Tracey et al. [19] have approached the problem of testing from a formal specification
using search techniques. The formal specification of the program was converted to a
set of logical predicates; each of these predicates will contribute to the final fitness
value according to whether they are true or false. The authors have applied simulated
annealing to detect faults, using this fitness value.

2.3.2 Software Module Clustering

Shaw and Garlan [18] defined the software architecture as a system which consists of
the system elements, the interactions between them, the patterns that guide their con-
struction, and constraints on their relationships. However, the architecture of a software
system is not found in the source code, because the architecture deals with higher ab-
stractions in terms of entities and relations. Without any external documentation, this
often results in needs of techniques that are capable of deriving an approximation of the
software architecture from the source code.

The problem of software module clustering is the problem of how to decompose a
software system into subsystems. First, the software source code is converted into a
programming language independent directed graph; the representation of a candidate
solution is a partitioning of this directed graph which contains all the vertices in the
graph.

In order to construct the fitness function, the definition of a ’good’ clustering should
be decided. It is hard to determine because the quality of a clustering is not an immediate
quantitative measure; however many researchers agree that a good clustering is one that
maximize the cohesiveness within each cluster while minimizing the couplings between
different clusters. Given a partitioning, the cohesiveness and the degree of coupling
between the clusters can be measured based on the number of edges in the graph that
do not cross the partitioning (cohesive links within each cluster), and those do cross
the partitioning (couplings between clusters). Based on these numbers, it is possible to
write a fitness function that reflects the cohesiveness and the coupling. The candidate
solutions can be manipulated by moving a vertex from one partition to another.

Mitchell [15] has applied heuristic search techniques to the problem of software clus-
tering, and obtained various different systems from the results. Genetic algorithm has
been used for the software clustering problem by other researchers [9, 14].
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2.3.3 Cost Estimation

The problem of software cost estimation has been mainly approached using the genetic
programming technique. The aim is to produce an equation which can estimate the
cost of the software development (usually in person-month) based on the input of the
program size (usually in the number of function-points or lines-of-code). Each candidate
solution is an equation which takes the size of the program as the input and produces
the estimated cost as the output. The fitness of the candidate solutions can be measured
by calculating the mean-squared error in the cost between the estimation produced by
the candidate and the existing historical data.

Dolado [6, 7] has reported that the results from the genetic programming had ap-
proximated the data at least as well as the classical regression method. There were some
cases where the genetic programming outperformed the regression method; however the
improvements were far from being dramatic. It should be noted that the performance
of the genetic programming is bounded by the initial limitations of the data points.

2.4 Feature Subset Selection Problem

Component based software development is a software development principle, according
to which a big and complex software system is built using smaller software components,
or modules. Each component contains a set of cohesive functions; it provides services
to other components while requiring services from other components. Much has been
written about the component based software engineering, but so far the efforts have been
focused on aspects like integration of the components, testing and defining the interfaces
between the components, or verifications [2, 5, 8].

The functionality of the final software system is defined by the sum of its components.
Therefore it is vital for the decision maker to select the right set of components in order
to compose the software system. There can be many constraints involved in this process:
the budget and the cost of components, the development time, the human resource, the
expected revenue, the risk to the stakeholder, etc. The feature subset problem is a
problem of how to select the most ideal subset of feature (i.e. components) from an
array of available features, while satisfying the various constraints.

Using data from a large telecommunication company, Baker et al. [1] have applied
the meta-heurstic search techniques to a software feature subset selection problem. The
fitness function was created so that the fitness value reflects the desirability of having
the feature in the feature subset. Costs of features were another constraint, making
it a multi-objective optimization problem. Given a particular budget, the goal was to
produce a subset of features with the cost lower than the budget bound while maximizing
the fitness of the subset.

Greedy algorithm and the simulated annealing algorithm were implemented, and
their results were compared to the existing solutions obtained by the human experts.
The deterministic greedy algorithm outperformed the human experts; however the results
from the simulated annealing were significantly superior to both the results from the
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greedy algorithm and the existing solutions. This project is based on the same data set,
and proves that the results obtained in [1] are indeed global optima.

2.5 The 0-1 Knapsack Problem

The knapsack problem is a well known problem of combinatorial optimization. The
name derives from the maximization problem of filling one’s bag with as many items of
value as possible. Suppose there are n kinds of items, ranging from x1 to xn. Each item
xi has a value of pi and a weight of wi. The knapsack problem can be formally presented
as:

maximize
n∑

j=1

pjxj

while subject to
n∑

j=1

wjxj ≤ C

The 0-1 knapsack problem is a special case of this problem where xi = 0 or 1, i =
1, . . . , n, meaning that there is only 1 item of each kind. Assuming that the unique
software features correspond to the unique items, the feature subset selection problem
becomes equivalent to the 0-1 knapsack problem.

It is known that the 0-1 knapsack problem is NP-hard. The conventional approach to
the 0-1 knapsack problem is a recursion based implementation of a pseudo-polynomial
algorithm. Papadimitriou and Steiglitz have provided the mathematical background
of this dynamic programming technique in [16]. The outline of the pseudo-polynomial
algorithm is as following.

Let C become the constraints on the weight. Now for each i ≤ C, define A(i) to
be the maximum value that can be obtained while the weight is not exceeding i. The
solution to the 0-1 knapsack problem becomes A(C). Now, define A(i) recursively as
following:

A(0) = 0, and

A(i) = max{pj + A(i− wj) | wj ≤ i}

Calculating each A(i) involves looking into n items; therefore, calculating A(C) takes
O(nC). However, this does not contradict the fact that the 0-1 knapsack problem is NP-
complete, because C is not polynomial to the size of the input to the problem.
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Chapter 3

Problem Statement

3.1 Feature Selection Problem

In the project, a set of real data from Motorola Inc. was used. These software features are
free of interference, so that any combination of them can be implemented into a model.
The data originally contained 40 software features that can be implemented into the
future model of a mobile phone. However 5 of them, which were woven by dependencies
between themselves, were considered to be the functional core of any mobile phone and it
was decided that they will always be included in any feature subset. This left 35 different
features to choose from. Dependency relations between the remaining 35 features were
very sparse, so the issue of the feature dependency was ignored in the initial stage of
the project. For the clarity of the discussion, the effects of the feature dependency
will be dealt with separately in Section 5; until then the discussion here assumes that
there are no dependencies between the features. For now it is sufficient to say that the
algorithm developed in this project is capable of producing solutions which conform to
the dependency constraints.

Each feature has its own cost which represents the effort and resource it takes to
implement the feature. The desirability of each feature is represented by two ordinal
scale parameters - customer priority and expected revenue. Customer priority represents
the relative priority given to each customer group which required the particular feature.
It ranges from 1 to 4, with 1 being the highest and 4 the lowest. Expected revenue
represents the possible revenue that each feature is expected to bring to the company.
It ranges from 1 to 3, with 3 being the biggest revenue and 1 the smallest.

A fitness function is needed in order to evaluate the desirability of each feature set.
Let F ∗ be the set containing all the 35 features. Harman et al. [1] adopted the following
fitness function z for each feature.

∀f ∈ F ∗, z(f) =
expected revenue of f
customer priority of f

The fitness value for a feature set is simply the sum of the fitness values of the
features in the set.
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∀F ∈ P(F ∗), z(F ) =
∑
f∈F

z(f)

Similarly, the cost of a feature set F is the sum of the costs of the members of the
set.

∀F ∈ P(F ∗), cost(F ) =
∑
f∈F

cost(f)

The feature selection problem is the question of how to select F ′, the set of features
which has the best possible fitness value under a given budget K.

For a budget K, find F ′ ∈ P(F ∗) such that cost(F ) ≤ K and
∀′′ ∈ P(F ∗) ∧ cost(′′) ≤ K, z(F ′) ≥ z(F ′′)

It is obvious from the above that this particular feature selection problem is essen-
tially the classical 0-1 knapsack problem, the goal of which is to maximize

∑n
j=1 wjxj ,

while subject to
∑n

j=1 cjxj ≤ K, xj ∈ {0, 1}. Since the 0-1 knapsack problem is known
to be NP-hard, it could be said that a search-based approach is well-suited to this prob-
lem. It also should be noted that |P(F ∗)| equals 235, which is the size of the search space.
It is a significantly large number making it unattractive to do an exhaustive search for
the optimal solution.

3.2 Data Sensitivity Problem

As described before, the main idea behind the problem of data sensitivity is how to
identify the most vulnerable part of the given data. Many related questions can be
raised, but this project primarily deals with the following question in terms of search-
based software engineering. Let us assume that there exists a search-based algorithm
that gives solutions to the problem of software component selection. Then,

• Research Question. Given a fixed error range in the estimation, which compo-
nent creates the biggest change in the final solution?

The most interesting attribute of the data set used in this project is clearly the
cost of features. This project focuses on the sensitivity of the attribute of the cost. A
hypothesis, which is based on the simplest common sense, was made for the question.

• Hypothesis. The more expensive a feature is, the more sensitive the outcome is
to any error in the particular feature.

The project aims to investigate this hypothesis in terms of the proposed research
questions, using the means of search-based software engineering and statistical analysis.
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Chapter 4

Algorithms Studied and
Developed

4.1 Hill Climbing Algorithm

The hill climbing algorithm is a meta-heuristic search technique which seeks a local
maximum/minimum within a given search space, in accordance with a certain definition
of ‘neighbours’ and a fitness function. The hill climbing algorithm is shown in pseudo-
code in Figure 4.1.

The hill climbing algorithm starts with a random point in the search space. In
every iteration, the algorithm compares the fitness of its current position with those of
neighboring points in the search space, using an objective function to evaluate the fitness
of the points. If one of the neighbours has better fitness values, the algorithm will take
this neighbor as its new position. It repeats this process until there is no neighborhood
with higher fitness value, i.e. it has reached a local maximum (or minimum, according
to the definition of the fitness function).

The name ’hill climbing’ stems from the fact that the algorithm always moves up
to the point with higher fitness value. There are several ways of choosing the next
destination. It can move up to the first point which has a higher fitness value than
the current point (first ascent hill climbing). Or, it can move up to the point with the
highest fitness value among the neighboring points (steepest ascent hill climbing).

1. p := a random starting point
2. while(true)
3. get neighbours of p, n1....nk
4. if there is a neighbor with higher fitness value, namely ni
5. p := ni
6. else break

Figure 4.1: Pseudo-code for the hill climbing algorithm
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The hill climbing algorithm belongs to a group of search techniques called local
search techniques, in a sense that the algorithm compares the current point only with
its directly adjacent neighbours. Although the definition of the neighbours can vary
depending on the problem domain, the fact that the algorithm only looks at a part of
the whole landscape at a time does not change. Therefore, there is always a chance for
the hill climbing algorithm to fail to recognize the global maximum/minimum, believing
that the local maxima/minima that it has discovered is global. This is the weak point
of hill climbing algorithm. However, it does not mean that hill climbing algorithm is
useless; depending on the given search landscape, hill climbing algorithm can produce
competent search solutions. If the search landscape is in such a shape that there is only
one big, gradual hill then hill climbing algorithm will find the global optimum. On the
other hand, if the search landscape contains multiple, sharp and narrow local hills, hill
climbing algorithm will probably climb one of these local hills.

One can gain some insights into the search landscape by performing the hill climbing
algorithm multiple times and comparing results. If the results converge on a single
value, it can be said that the landscape contains a big hill without many local hills. If
the results vary significantly, it can be said that the search landscape is a rather complex,
multi-modal landscape.

It should be also noted that, apart from the random choice of the starting point, the
procedure of hill climbing algorithm is deterministic provided that the search landscape
is static and the selection of neighbours is also deterministic.

4.2 Adaptation and Application Of Hill Climbing Algo-
rithm

In order to apply the hill climbing algorithm to a problem, three things should be defined;
representation of the solution, neighbours and fitness function.

• The solution is represented using a 35-digit binary string. Each digit corresponds
to one of the 35 features in the data set. If the feature is to be included in the
solution, the corresponding digit will be 1; 0 if not included.

• There can be many equally eligible ways of generating neighbours of a solution. In
this project, neighbours of a solution are defined to be all the solutions which have
1 bit different from the original solution. Any solution will therefore generate 35
different neighbours.

• For the fitness function, the same function described in Section 3 was used.

This project adopts the steepest ascent hill climbing algorithm. However a few
modifications were made in order to apply the steepest ascent hill climbing algorithm
to this problem. The first modification concerns the budget constraint. The basic hill
climbing algorithm does not take any constraint into consideration. In this application,
the algorithm will stop ’climbing’ not only when it has reached a local hill, but also when
it is no longer possible to climb because it has reached the budget limit.
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The second modification is also related to the budget constraint. The algorithm
cannot simply pick up a random solution as its starting point because there is a chance
that this random starting point is already over the budget limit. It is very important for
the hill climbing algorithm to pick up a random, unbiased starting point because it is
the only random element in the algorithm. In order to pick up a random starting point
that is within the budget limit, the altered algorithm first initializes a totally random
solution. Then it starts eliminating features in the solution randomly until the solutions
comes under the budget limit. However this is not enough because there is a chance that
a lot of the random starting points are very close to the budget limit. This will leave
little additional distance for the algorithm to climb, depriving the algorithm the chance
to build up the most of the solution. For this reason, after meeting the budget constraint,
the algorithm eliminates a few more features randomly. This way it is guaranteed that
the algorithm will pick up a random, unbiased starting point which is under the budget
limit.

The third and final change is related to the multi-objective nature of this problem.
The algorithm needs to maximize the fitness of the solution while staying under the
budget limit. This means that the concept of ‘the steepest ascent’ should be further
elaborated. Naturally, if two different solutions have the same fitness value, the less
expensive one is more desirable. Since the fitness function used here does not capture
the cost, it is required that this multi-objective optimization should be incorporated
into the algorithm in other way. In order to achieve this, the hill climbing algorithm was
modified in such a way that if, while browsing through the neighbours of a solution, there
exist two or more different neighbours with the same, highest fitness values but different
costs, the algorithm will always take the least expensive one among them. With this
alteration, the algorithm will always take the most cost-efficient ascent available making
the best possible movement each time.

4.3 Development of the Semi-Exhaustive Search Algorithm

In this project, the structure of the data enables us to exploit the search space in such a
way that it is possible to obtain the global optima without doing an exhaustive search. In
short, this is obtained by categorizing solutions according to their fitness values. Once
the categorization is finished, it is possible to pick up one representative solution for
each group; it is obvious that the representative solution should be the one with the
smallest cost, because the fitness values of the solutions belonging to the same group is
all equal. By considering only these representatives, we can effectively search the space
exhaustively without actually scanning every solution. The method was named ’semi-
exhaustive search’. The details of the semi-exhaustive search algorithm are explained in
detail in this section.

In dealing with this data set, one point of interest is that the solutions to this problem
build upon one another incrementally due to the fact that the fitness value of a feature
set is the sum of the individual fitness values. In other word, an increase in the fitness
value happens only when another feature is included into the set, and never when a
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Figure 4.2: A characteristic visualization of the incremental search space

feature is dropped from the set. This incremental nature of the fitness function and the
solution can be best described as in the Figure 4.2, which is a characteristic sketch of
the search space showing the gradual change of the fitness value against the size of the
feature set. The lowest point in the search space is obviously the point that corresponds
to the empty set. Likewise, the highest point in the search space is the equivalent of
the full set containing all the 35 features. The search space forms a slide-like surface,
connecting the lowest and the highest point.

It should be noted that, in terms of the fitness value, there is no local hill in this search
space. Instead each budget constraint forms an irregularly shaped line which cannot be
crossed. In other words, crossing the budget constraint line means that the solution will
be over the budget. This irregular shape acts as the local hills in this search space. For
an example if a particular execution of the hill climbing algorithm starts its climb from
the point A as in Figure 4.2, it will reach the globally optimal solution. However, if it
starts from the point B, then the solution it produces will be suboptimal. In a way each
different budget value creates different search landscape. Note that once the starting
point is decided, the behaviour of the hill climbing algorithm is deterministic.

The empirical data gathered from experiments using the hill climbing algorithm
suggest that the surface of the search space is not smooth. Discrete steps were observed
from the climbing route of the hill climbing algorithm during its execution. This behavior
stems from the fact that the original data is composed of values in ordinal scale. Table 4.1
shows all the 35 features along with their individual fitness values. The fitness function
we are using is expected revenue

customer priority . Since both the expected revenue and the customer
priority is in ordinal scale, the fitness function for the individual features produces only
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7 different fitness values; they are 3.0, 2.0, 1.5, 1.0, 0.5, 0.3̃, and 0.25. Each fitness value
forms a group of 7, 6, 4, 12, 2, 3, 1 feature(s) separately. Let us name these groups as
G1, G2, G3, . . . , G7.

Those 7 different groups form the building blocks of the fitness values for the feature
subsets. The fact that there are only 7 different groups indicates that the overall fitness
values of the subsets will fairly limited in their variety. Since any feature in the data set
belongs to one of the 7 groups, we arrive at the next claim :

In any F ∈ P(F ∗), there are
0. . . 7 feature(s) with the fitness value of 3.0 from G1

0. . . 6 feature(s) with the fitness value of 2.0 from G2

0. . . 4 feature(s) with the fitness value of 1.5 from G3

0. . . 12 feature(s) with the fitness value of 1.0 from G4

0. . . 2 feature(s) with the fitness value of 0.5 from G5

0. . . 3 feature(s) with the fitness value of 0.3̃ from G6

0. . . 1 feature(s) with the fitness value of 0.25 from G7

This immediately enables us to compute the number of possible fitness values. In
terms of the fitness value, the features in the same group are identical to each other.
It means that there are only 8 ways of choosing features from G1(the size of G1 plus 1
because we can choose to take no feature from G1), 7 ways from G2, . . . , and 2 ways
from G7. Therefore the total ways of choosing features becomes :

8× 7× 5× 13× 3× 4× 2 = 87, 360

Figure 4.3 is a simplified sketch of the discrete search space. Now let us consider a
new way of representing a fitness value. From the previous claim, any fitness value, z,
can be represented by a composition tuple ω =< n1, n2, n3, n4, n5, n6, n7 >, where ni

means the number of features taken from the corresponding Gi. The fitness value z for
this tuple, which represents a feature subset F , can be calculated as the scalar product
of the cost vector and the composition vector. A composition vector is the vector form
of the composition tuple. The fitness, z(F ) is:

z(F ) = (3.0, 2.0, 1.5, 1.0, 0.5, 0.3̃, 0.25) · (n1, n2, n3, n4, n5, n6, n7)

where (n1, n2, n3, n4, n5, n6, n7) is the composition vector for F and
0 ≤ n1 ≤ 7, 0 ≤ n2 ≤ 6, 0 ≤ n3 ≤ 4, . . . , 0 ≤ n7 ≤ 1

Now suppose that ni features are to be taken from the Gi for a fitness value. The
cheapest way of doing this is to take the first ni features from the group in ascending
order of the cost. The most expensive way of doing this is obviously the exact opposite;
to take the last ni features from the group in the same order. When repeated for
other groups, it is possible to calculate the range of costs for each distinct fitness value
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Name Cost Customer Priority Expected Revenue Fitness Expert Ranking
Feature 1 100 3 3 1 1
Feature 2 50 3 3 1 2
Feature 3 300 1 3 3 3
Feature 4 80 1 3 3 4
Feature 5 70 1 3 3 5
Feature 6 100 3 3 1 6
Feature 7 1000 3 3 1 7
Feature 8 40 2 3 1.5 8
Feature 9 200 2 3 1.5 9
Feature 10 20 2 1 0.5 10
Feature 11 1100 2 3 1.5 11
Feature 12 10 1 3 3 12
Feature 13 500 1 3 3 13
Feature 14 10 1 1 1 14
Feature 15 10 1 3 3 15
Feature 16 10 1 2 2 16
Feature 17 20 3 1 0.333333333 17
Feature 18 200 3 1 0.333333333 18
Feature 19 1000 3 3 1 19
Feature 20 120 2 2 1 20
Feature 21 300 2 2 1 21
Feature 22 50 2 1 0.5 22
Feature 23 10 2 2 1 23
Feature 24 30 2 3 1.5 24
Feature 25 110 1 2 2 25
Feature 26 230 1 2 2 26
Feature 27 40 1 1 1 27
Feature 28 180 1 2 2 28
Feature 29 20 1 2 2 29
Feature 30 150 1 2 2 30
Feature 31 60 1 3 3 31
Feature 32 100 1 1 1 32
Feature 33 400 3 3 1 33
Feature 34 80 3 1 0.333333333 34
Feature 35 40 4 1 0.25 35

Table 4.1: The anonymized feature data
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Figure 4.3: A closer look at the search space

represented by a tuple ω. It should be noted that this range is inclusive, because there
always exists at least one feature subset for the minimum and the maximum cost. Let
us name the ordered groups as OGi, (1 ≤ i ≤ 7).

Based on the cost range calculated above, a fitness value can be represented as a
tuple σ =< z, ω, cmin, cmax >, where z is the fitness value, ω is the composition tuple,
cmin is the minimum cost, and cmax is the maximum cost. Let S be the set of all possible,
valid instances of σ. The elements in S can be ordered according to the score component
of σ :

< z1, ω1, cmin1, cmax1 >�< z2, ω2, cmin2, cmax2 > iff z1 > z2

The subset Sc of S, which contains the fitness values that can meet the given budget
constraint c, is defined as

Sc = {σ | σ ∈ S, c ≥ cmin}

Notice that since the range of cost in σ is inclusive, c ≥ cmin is sufficient for an
instance of σ to be considered eligible for the budget constraint c. Now the globally
optimal fitness value z+

c for a given budget constraint c can be computed as follows :

z+
c of σ+

c is globally optimal iff σ+
c = max(σ){σ | σ ∈ Sc}
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1. divide the features into multiple groups according to their fitness
2. sort each group according to the costs of features
3. for every possible combination of fitness values
4. calculate the minimum and maximum cost
5. for each budget value c we are interested in
6. search for the optimal fitness and the corresponding feature subset

Figure 4.4: Outline of Semi-Exhaustive Search Algorithm

We can also construct the actual feature subset from this fitness value z+. It is
possible that σ+

c for z+
c contains multiple feature subset. However, the most optimal

candidate is the one feature subset which corresponds to the cmin because it has the
smallest cost while having the same fitness value. This particular feature subset can
be constructed by collecting the first ni features from each OGi, (1 ≤ i ≤ 7). So the
globally optimal subset F ′ for budget K is :

F ′ = {f | f belongs to the first ni of OGi, when ni is the ith element of the
composition tuple ω of σ+

K }

A tie occurs when there are more than one solutions which are equally good. Since
this project deals with a multi-objective optimization problem, a tie will take place only
if there are two or more optimal solutions with the same fitness value and cost. If two
solutions have the same fitness value but different costs, they do not form a tie; we
assume that all thing equal, the one with smaller cost is the better one.

There exist only one type of ’ties’ in this algorithm, and that is the ties of costs
between features in the same group. Note that between different groups, there cannot
exist a tie because different groups have different fitness values. On the other hand, a
tie can happen in the selection of features from one group. Suppose the algorithm needs
to take the first 3 features from OGk, but the 3rd and 4th features in OGk have the
same cost value. From what has been described so far, there is no way to resolve this
tie and there will be two equally optimal solutions. However we can utilize the domain
knowledge to solve this problem: the expert ranking. It can be safely said that if all
other things are equal, the one with higher expert ranking should be the dominant one.

The process described so far is based on the particular data set which this project
is built on, but it can be easily generalized to any instance of the 0-1 knapsack problem
with different numbers of elements and fitness values. The key idea of this algorithm
is to take a two-step view of the discrete search space. First, any solutions with the
same fitness values are grouped together. Second, using the constraint range of each
group, the optimal solutions are identified. It is called ’semi-exhaustive search’ because
it considers all the possible solutions without actually looking at them exhaustively.
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4.4 Computational Complexity of Semi-Exhaustive Algo-
rithm

Figure 4.4 shows the general outline of the algorithm. Suppose there are n features with
k different fitness values, each of which has n1, n2, . . . , nk features. The number of all
the possible fitness values, C, becomes n1 · n2 · . . . · nk.

The first part of the algorithm is rather straightforward. Line 1 of the pseudo-code
takes O(n). The sorting process in the line 2 takes O(n · log n). On the other hand the
loop in the line 3 and 4 is harder to bound. Line 4 is executed n1 × n2 × . . .× nk times,
so on the average it can be said that they take O((n

k )k) = O(nk) time asymptotically.
Considering the range of values that n and k can take in the real-world application, this
is hardly an improvement over the normal exhaustive search, which in this case will take
O(2n). However the empirical running time obtained from this project suggests a much
smaller number than nk.

In fact, the size of O(n1×n2×. . .×nk) when n =
∑i≤k

i=1 ni depends on the distribution
of n over n1 to nk as well as the relation between n and k. Let us suppose that n is the
sum of k different numbers which form a geometric series with the common ratio of 2,
i.e., ni = 2i−1, 1 ≤ i ≤ k. Then n equals to :

n =
k−1∑
i=0

2i =
1− 2k

1− 2
= 2k − 1

Now the product of those k numbers, n1 · n2 · . . . · nk, is bounded as following :

O(Πk
i=1ni) = O(2

k(k−1)
2 ) = O(

√
2k2

2k
) = O(

√
nk

n
) = O(

√
nk−1)

Line 5 and 6 of the pseudo-code are where the algorithm searches through the results
for a solution for a particular budget; in the worst case, they will take as much time as line
3 and 4 took (linear search) and therefore will not dominate the overall computational
complexity.

While it is not such an attractive number, O(
√

nk−1) is a significant improvement
over O(nk). The point here is that the computational complexity of the loop at line 3
and 4 is heavily dependent on the distribution of numbers n1 to nk. Generally speaking,
the loop will be executed many more times if they are more or less uniform (in which
case it will be close to the average O(nk)), compared to when the numbers are unevenly
distributed.

4.5 Comparison to the Known Pseudo-polynomial Algo-
rithm

As described in the Section 3, this particular feature subset selection problem is equiv-
alent to the classical 0-1 knapsack problem. It is known that the pseudo-polynomial
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algorithm is guaranteed to produce the globally optimal solution using the dynamic
programming technique. For the 0-1 knapsack problem with n elements, the pseudo-
polynomial algorithm is known to run O(n2 · ω) time. It is called pseudo-polynomial
because ω is the value of the optimal solution, which makes it not polynomial to the
input size n. Note that ω can be exponentially large in n in the worst case.

As described in the Section 4.4, the running time of the semi-exhaustive search
algorithm can vary heavily depending on the distribution of the individual fitness values.
It may be the case that the semi-exhaustive search takes much longer to produce one
solution for a particular budget value. However, the strength of the semi-exhaustive
search algorithm lies in the fact that, after one execution, the algorithm produces a
detailed map of the search space so that globally optimal solutions for any budget value
can be easily retrieved from its results. Moreover once the data set is fixed, the algorithm
requires only a fixed amount of time in order to produce the results. This makes it a
good candidate for some practical applications, such as the data sensitivity analysis of
this project, when it is applicable.

As described in Section 4.4, the actual running time of the semi-exhaustive search
algorithm is hard to bound asymptotically. However, once the actual data set is given,
it is easy to calculate Πk

i=1ni and compare the result to 2n. This comparison can yield
an answer to the question of whether it is feasible to apply the semi-exhaustive search
algorithm in order to obtain the global optima for the given problem.
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Chapter 5

Dependencies between Features

5.1 Dependencies in the Data Set

A feature is dependent on another feature if the former cannot function properly without
the latter. Since the basic principle of the component based software engineering is to
modularize different parts of a software system according to their functionality, it is only
natural to expect some kind of dependency relations between the components (in this
case, features).

As described in Section 3, the first 5 features in the data set, which are very closely
dependent on each other, were removed from the data set based on the reasoning that
they form the very core of any mobile phone and should be included in any feature
subset. Within the remaining 35 features, there are only 6 dependency relations which
are shown in Figure 5.1. Feature A is dependent on feature B if A is pointing to B with
an arrow.

It should be noted that all 6 of the dependency relations are within the groups that we
have used in Section 4.3. G1 and G3 each contains one dependency relation; G4 contains
two, which are transitive. These compartmented dependencies makes it much easier to
incorporate the dependency relations into the semi-exhaustive search algorithm, because
it allows us to consider the issue with one group at a time. It should be also noted that
every dependency relation in this data set is an 1-to-1 relation. The following discussion
will not deal with multiple dependencies, but the algorithm described in the following
discussion can be easily expanded to facilitate the multiple dependency relations.

5.2 Incorporating Dependency into Semi-Exhaustive Search

First let us recall the behavior of the semi-exhaustive search algorithm explained in
Section 4.3. Among the solutions represented by σ, the solutions that the algorithm
produces always correspond to the cost of cmin. In order to achieve this, the algorithm
takes the first ni features from each OGi.

The dependency constraints will affect the global optima only in a sense that some
of those solutions corresponding to cmin values will be invalid because they violate the
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Figure 5.1: Dependency relations among the 35 features

f 1 4 f 2 3 f 2 7 f 2 f 1 f 6 f 3 2 f 2 0 f 2 1 f 3 3 f 1 7 f 1 9
Figure 5.2: A visual representation of an ordered group OG4

dependency constraints. It means that the process of generating the globally optimal
solution will now have to be to pick up the least expensive set of ni features from each
OGi that do not violate the dependency constraints. The process can be best explained
with a visual aid.

Without losing any generality, any OGi can be visualized into an array of spaces like
Figure 5.2, which shows OG4. Each space represents one of the features in the ordered
group. The arrows represent the dependency relations between the features. The process
of picking up ni features from this group will be displayed as marking each corresponding
space with a selection marker.

This algorithm can replace the simple selection used in the original semi-exhaustive
search algorithm, in order to make it dependency-aware. Once this is fitted in, every
solution that correspond to cmin will also conform to the dependency constraints, with
the smallest increase of cost possible. Therefore it is still guaranteed that the semi-
exhaustive search algorithm produces globally optimal solutions.

Now let us call a space satisfied if and only if:

• the space is not selected at all, or
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1. first select i leftmost features
2. while(dependency is violated)
3. starting with the rightmost selection marker,

if no other chosen feature requires that marker then
find the next unoccupied space to the right that it can satisfy by moving to

4. if there exists such a space
then shift the marker to that space, then consider the
next marker

5. else it is impossible to choose i features that do not
violate the dependency constraints

Figure 5.3: Pseudo-code of the dependency-selection algorithm

• the space is selected but the corresponding feature does not require any other
feature, or

• the space is selected and the corresponding feature does require another feature,
which is also selected

Then any selection of features does not violate the dependency constraints if and
only if all the spaces are satisfied. Based on this satisfiability of spaces, the algorithm
described in Figure 5.3 can select the least expensive set of ni features from OGi that
does not violate the dependency constraints.

The algorithm starts with the leftmost i features because they form the least expen-
sive set of i features, regardless of the dependency constraints. If this initial set satisfies
the dependency constraints as well, then it is the solution. If not, the algorithm tries to
shift the markers starting from the rightmost one. By considering the markers from the
rightmost one, it tries to minimize the increase of the total cost of the chosen features.

If a marker is already required by other features in the chosen set, it cannot be
moved. If it is not, then the marker can be freely moved to the next empty satisfied
space. By repeating this process, the dependency violation will be eventually removed
either by

• adding all the required features to the set, or

• replacing the cause of the dependency violation with the next expensive, violation-
free (that is, satisfied) feature

Figure 5.4 shows the application of the described algorithm to the selection of 7
features from OG4. The unsatisfied spaces are drawn with dotted lines. At the beginning,
the selection violates the dependency constraints because f6 is dependent on f17, which is
not chosen. The rightmost marker gets shifted to f21; it cannot stop at f20 because then
f20 would be unsatisfied. But the selection still violates the constraints after the first
shift, so the second marker gets shifted to f32 which does not belong to any dependency
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Figure 5.4: An example of dependency-selection algorithm with OG4

relation. At this point, the selection does not violate the dependency constraints any
more. The selection is also the least expensive one, because any attempt to decrease
the cost of this selection (i.e. shifting any of those 2 markers to the left) will result in
violation.

Section 8 contains the comparison of solutions from the original semi-exhaustive
search algorithm and the dependency aware version of it. However, the main body
of this project will not take the dependency between the features into consideration,
because the solution to the dependency resolution proposed in this section is hardly
generic, whereas the semi-exhaustive search algorithm is.
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Chapter 6

Experiment Methods

6.1 Exploration of the Search Space

In order to gain some insights into the given search space, the hill climbing algorithm
was implemented and executed in Java. The actual algorithm used was modified for this
particular problem as described in Section 4.2.

The modified hill climbing algorithm was executed 200 times for each budget value
in which we are interested. 200 different results were collected for each budget value,
and plotted on a budget-fitness plane for the visualization. The best results for each
budget value were also collected and compared to the previous works, which used the
simulated annealing algorithm.

The 35 budget values used in this project throughout is the same set of values used
in [1]. These budget values originate from the expert ranking. The original method of
feature subset selection used in Motorola Inc. is based on a ranking of features. Once the
features are ordered by a ranking, they get included in a subset for a particular budget
until there is no remaining budget to include the next one. It is possible to create 35
budget values by adding the cost of each feature in the ranking according to the ordering.
The authors have used these budget values in order to see how much improvement the
search techniques can make compared to the human experts.

6.2 Data Sensitivity Analysis

In order to answer the research question in Section 3.2, the semi-exhaustive search
algorithm was used. It is an ideal tool for this analysis because it can produce definite
solutions for any version of data and for any budget value.

The research question is essentially about measuring the amount of change in the
solution (i.e. the feature subsets) which happens when the cost of a feature in the data
set is changed by a certain amount. There are three main elements to this question: a
reliable method to calculate the solutions, a way to measure the amount of changes, and
a way to change the value of the costs.
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The semi-exhaustive search algorithm satisfies the requirement for the algorithm
nicely. The algorithm used for the data sensitivity analysis should be reliable, if not
deterministic, in a sense that it should produce the same solution when given the same
input; otherwise measuring the changes would be meaningless. The semi-exhaustive
search algorithm is completely deterministic, with the added benefit of being able to
produce the globally optimal solutions.

In order to measure the amount of changes in the solutions, the Hamming distance
was used. As described in Section 4.2, a feature subset is represented by a binary string;
the ith digit of the binary number will be 1 if the ith feature is included in the subset,
and 0 if not. The Hamming distance between two binary numbers is defined as the
number of digits that are different between two numbers.

The costs of features were changed by applying a fixed tweak rate to all the features
uniformly, one feature at a time. Given a tweak rate, the change will produce 35 different
data sets, each with one feature that has a modified cost value.

For the experiment, the costs of features were tweaked by rates ranging from -25% to
+25% with the step of 1 percentage point. As described before, each of these modifica-
tions produces 35 different data sets. The semi-exhaustive search algorithm was executed
with each version of these 35 data sets. The final result is a matrix of solutions Mr for
the error rate r, which has the size of 35(the number of features) by 35(the number of
budget values). Mr(i, j) contains the globally optimal solution for the jth budget value,
with the error rate of r applied to the ith feature.

In order to measure the change in the solution, the Hamming distance was used.
For each Mr, a matrix of the Hamming distances Dr can be created by measuring the
Hamming distances between the solution in Mr and the corresponding original solution.
The sum of ith row in Dr corresponds to the sum of changes that the ith feature with
the modified cost has made. Similarly, the sum of jth column in Dr corresponds to
the sum of changes that happened for the jth budget value. These sums of rows and
columns were used for the statistical analysis of the results.

To observe any recurring patterns more easily, a visualization of the matrix of Dr

was implemented in Java. This visualization tool is explained in Section 7.3.
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Chapter 7

Implementation

7.1 Hill Climbing Algorithm and Other Search Algorithms

The implementation of the modified hill climbing algorithm in Java was relatively straight-
forward. The earlier implementations used the dictionary-type data structure to store
the data set for the possible extension of the data set, even though the dictionary-type
data structures were quite expensive computationally. It was later confirmed that there
will be no more parameters to include to the project; the previous data structures were
replaced by simple arrays with fixed structures, which resulted in a significant perfor-
mance boost.

To measure and compare the progress of the project, other algorithms were also
implemented although they are not main focus of this project. The simulated annealing
and the greedy algorithm were two algorithms that Harman et al [1]. implemented in the
previous work, so they were implemented again in this project to replicate the results.

7.2 Semi-Exhaustive Search Algorithm

The semi-exhaustive search algorithm was also implemented in Java. The algorithm
produces a large volume of solutions, which contains the global optima. Instead of
running the algorithm every time, the results were stored in a relational database for
the later use.

There are two different approaches to the implementation of the semi-exhaustive
search algorithm. The obvious first choice is to build static nested loops for the iteration
over all the possible fitness values. However, this makes each implementation of the
algorithm tied to the specific problem and its data set. A more flexible second approach
is to use recursive function in order to simulated a dynamic nested loop. The recursive
approach is indeed flexible and can be applied to different data sets. However it results
in an enormous amount of recursive calls, which means it requires a huge amount of
memory. Compared to the static nested loops, the recursive implementation also runs a
little slower. The static nested loops were used for the project.
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Figure 7.1: Mosaic, the data sensitivity visualization tool. The graphic cells visualize
the Hamming distance values, created by tweaking the costs of features.

7.3 Data Sensitivity Visualization Tool

Figure 7.1 shows the user interface of Mosaic, the data sensitivity visualization tool
implemented in Java. Mosaic is a GUI front-end to a data sensitivity analysis algorithm,
which counts the Hamming distances for each version of solutions created from data sets
with different tweak rates. Users of Mosaic can browse through multiple instances of
the visualization of Hamming distance matrix, Dr, explained in Section 6.2. Mosaic
also informs the user about the related data like the binary string representation of
the original and the new solution, the changed cost, and the changed fitness value.
Mosaic itself does not execute the semi-exhaustive search algorithm; it simply reads pre-
calculated solutions from the database and compares the solutions to the original global
optima.
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Chapter 8

Results and Analysis

8.1 Results from the Hill Climbing Algorithm

Figure 8.1 shows the fitness value for 35 budgets obtained by the hill climbing algorithm.
Each result is the best fitness value taken from the 200 iterative executions of the hill
climbing algorithm for a particular budget. For comparison, the results from the simu-
lated annealing and the human expert ranking is plotted on the same graph. For most of
the budget values, the hill climbing algorithm produces results as good as the simulated
annealing which significantly outperforms the results from the human experts ranking.

Figure 8.2 is the box-plot of the results. For each budget value, the whole 200 fitness
values obtained from the iterative execution of the hill climbing algorithm were collected
and plotted. The wide variance of the fitness values shows that this search space contains
multiple local optima. However, it should be also noted that these multi-modalness are
created by the budget constraints, not the distribution of the fitness value itself, as
described in the Section 4.3.

From the viewpoint of the semi-exhastive search, the wider variance in the middle
section represents the fact that the composition vectors around these budget values have
much larger number of possible subsets because their composition allows much larger
number of combinations of features. As the budget increases, the number of combinations
decreases, which in turn results in the smaller variance.

8.2 Global Optima & Cost Efficiency

Using the semi-exhaustive search algorithm, globally optimal solutions were calculated.
The result of this algorithm proves that the simulated annealing which was implemented
by Harman et al [1]. has actually reached the global optima in terms of the fitness
value. However, the simulated annealing algorithm does not take the cost efficiency into
consideration. From Section 4.3, it should be clear that there are multiple solutions
with the same fitness value but different costs. While the simulated annealing algorithm
found out the global optima in terms of the fitness, it failed to narrow down to the
particular solution which has the smallest cost.
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Figure 8.1: Results of the hill climbing algorithm compared to others. Hill climbing is
almost as good as the simulated annealing.
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Figure 8.2: Box-plot of 200 iterations of the hill climbing algorithm for each budget.
The variances suggest a multi-modal fitness landscape.
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8.3 Data Sensitivity & Statistical Analysis

In total, 50 alternative versions of the original data set was processed using the semi-
exhaustive search algorithm. What is immediately obvious is the fact that any increase
in the cost of some feature will result in a decreased fitness value, whereas any decrease
in the cost of some feature will bring about the opposite effect. This is due to the
incremental nature of the problem combined with our ability to detect the global optima,
and was expected. In terms of the change of the fitness, there was not much change at
all. Both the increase and the decrease of the fitness value was within the range of 1%
of the original fitness value in all cases of tweaking rates ranging from -25% to +25%.
In a word, the algorithm succeeded in finding solutions that are almost as good as the
original.

Now let us concentrate on the changes in the new solutions represented in the form of
the Hamming distance matrix (Section 6.2). Figure 8.3 and Figure 8.4 show 12 sampled
results from the final 50 sets of results. With each figure, the left column shows the
decreases in the costs; -1%, -5%, and -10% in Figure 8.3 and -15%, -20%, and -25%
in Figure 8.4. Similarly the right column shows the increases in the costs; +1%, +5%,
and +10% in Figure 8.3 and +15%, +20%, and +25% in Figure 8.4. As described in
Section 6.2, each row shows all the changes that tweaking the cost of a particular feature
brings in about, whereas each column shows all the changes that happens for a particular
budget value when a certain tweaking rate is applied for each one of the features. A
block with lighter colors means that the corresponding data point has a higher Hamming
distance.

From the images it is obvious that the decreases in the costs (- tweaks) bring in
different patterns of Hamming distance distribution from the increases in the costs (+
tweaks). In the images in the left column, coloured blocks appear in groups of horizontal
bands. On the other hand, the blocks form very distinct vertical bars in the images in
the right column.

Let us recall the initial hypothesis at this point, which is that the more expensive
a feature is, the more change it will create when its cost changes. In order to answer
whether this hypothesis is correct or not, the correlation between the cost of features
and the changes they create should be calculated. The plurality of ’changes’ indicates
that the changes should be measured for all available budget values, not just one. In
order to sum up the changes that the modified cost of a particular feature has created,
Hamming distances of the corresponding row were all added.

The horizontal shapes observed in the data sets with decreased costs confirm the ini-
tial hypothesis, because they tend to happen in rows where the cost of the corresponding
feature is relatively. Since the costs of all the features are modified by applying the same
decrease rate, more expensive features will introduce bigger drop in their costs, which
in turn is likely to be used to bring new features into the feature subset. However, the
initial hypothesis fails to provide us with any explanation for the vertical shapes ob-
served in the data sets with increased costs, because the vertical shapes indicates that
the changes are dependent on particular budget values rather than costs of features.
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Figure 8.3: Hamming distance matrices ±1%,±5%,±10%

39



Figure 8.4: Hamming distance matrices ±15%,±20%,±25%
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The two vertical bars on the rightmost side of the matrix can be explained easily; the
original solutions for these two budget values are now either a full set which contains all
the features, or almost full. Therefore any increase of the cost of a feature will always
result in the omission of a feature (in case of the full set), or it is very likely to omit a
feature (in case of the almost full set).

The budget values for the other vertical bars have other interesting common aspect;
the globally optimal solutions for these budget values have used the exact amount of
the given budget. Since there remains no budget to buffer the increase of the cost of a
feature, these values are naturally very vulnerable to the increase of the costs.

Based on these explanations, the initial hypothesis can be reformulated in a more
sophisticated way as following:

• Hypothesis 1. When there is a decrease in the costs of features, more expensive
features will create more change compared to the original global optima. Given
that the costs of the features are decreased by the same rate, more expensive
features will drop the cost of the feature subset more largely, which in turn will be
used to bring new features into the feature subset.

• Hypothesis 2. When there is an increase in the costs of features, some of the
budget values will create more change compared to the original global optima. For
some budget values, the original global optima will use most of the given budget,
leaving little budget to buffer the increase in the costs of features.

In order to verify these new hypotheses, the results were statistically analyzed. For
the first hypothesis, the correlation between the Hamming distances and the costs of the
features should be calculated. For the second hypothesis, the correlation between the
Hamming distances and the remaining budgets from the original global optima should
be calculated. First, the pairs of these variables were plotted in scatter plot graphs
in Figure 8.5 and Figure 8.6. The scatter plots do not suggest any strong reason to
believe that these correlations are linear, so Spearman’s rank correlation coefficient,
ρ, was used. Spearman’s rank correlation assesses how well an arbitrary monotonic
function can describe the relationship between two separate variables, without assuming
any linear relation between them.

Table 8.1 shows the Spearman’s correlation coefficients for 4 relations: pairs of (cost
of feature, Hamming distance) and (remaining budget, Hamming distance) were consid-
ered for both the increase and decrease of the costs ranging from -25% to +25%. The
column ρcost shows the coefficients for the (cost of feature, Hamming distance) pairs,
while the column ρr.budget shows the coefficients for the (remaining budget, Hamming
distance) pairs. The p-value column shows the p-value from null-hypothesis statistical
testing; simply put, the p-value is the probability of getting at least equally good results
when there is no phenomenon. Therefore the lower the p-value, the more meaningful
the corresponding Spearman’s correlation coefficient is.

It is immediately noticeable that ρcost shows meaningful relation with the decreased
costs, whereas ρr.budget shows meaningful relation with the increased costs. In the left
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Figure 8.5: Scatter plots of Hamming distance, cost, and remaining budget for
±1%,±5%,±10%. In minus tweaks, the Hamming distance generally increases as the
cost of features increases. In plus tweaks, the Hamming distance generally decreases as
the remaining budget decreases.
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Figure 8.6: Scatter plots of Hamming distance, cost, and remaining budget for
±15%,±20%,±25%. In minus tweaks, the Hamming distance generally increases as
the cost of features increases. In plus tweaks, the Hamming distance generally decreases
as the remaining budget decreases.
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side of the table (the decreased costs), ρcost is close to 1 with p values lower than 0.0001
for most of the change rates; which means that the higher the cost is, the higher the
Hamming distance is. However ρr.budget does not indicate any significant relation between
the remaining budget and the Hamming distance in the left side of the table. On the
other hand, in the right side of the table, ρr.budget is close to -1 with p values lower than
0.0001 for most of the change rates; which means that the lower the remaining budget
is, the higher the Hamming distance is. However ρcost does not indicate any significant
relation between the cost of features and the Hamming distance in the right side of the
table.

These two observations statistically confirm both of our earlier hypotheses in this
section. What is particularly of interest here is the fact that our initial hypothesis in
Section 3.2 is not entirely correct. For the decrease in the costs, the strong relation be-
tween the cost of feature and the Hamming distance coincides with our initial hypothesis,
which is that the more expensive a feature is, the more sensitive it is to errors. However,
when there are increases in the costs, the initial costs of features are not as important as
the remaining budgets. This seemingly counter-intuitive phenomenon happens because
we are actually considering only the global optima. Since the semi-exhaustive search
algorithm always searches for the globally optimal solution, it will always consume as
much budget as possible. This means that the algorithm will leave little budget behind
for certain budget values; these are the budget values that are very sensitive to the
increase of costs.

The sensitivity to the increase of the costs is dependent on both the particular budget
value and the ’granularity’ of the budget. Let us think of the process of feature subset
selection as putting small stones into a jar. The size of the jar represents the given
budget, while the size of various stones represents the cost of each feature. If we are to
put only large pebbles into the jar, the full jar will still contain a lot of empty space
between those pebbles. Therefore, the same set of pebbles can be stored in the same jar
even if one of the pebbles gets bigger by certain proportion. However, if we are to put
large pebbles and small gravels together into the jar, the full jar will have little space
remain because the gravels will fill the space between the pebbles densely. Therefore the
same set of pebbles and gravels cannot be stored in the same jar if some of them gets
only a little bigger. It is obvious that this problem is dependent not only on the the size
of the jar but also the size of the pebbles and the gravels.

It can be very difficult to statically analyze the sensitivity of a certain budget value
based on a set of data similar to the one used in this project. The semi-exhaustive search
algorithm provides an easy way of detecting the sensitive budget values; it is enough to
calculate the global optima for the budget value then to check amount of the remaining
budget. The sensitivity of individual features can be also obtained by applying the
estimated error to the data set, calculating the global optima, and then comparing the
results by Hamming distances.
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Rate ρcost p ρr.budget p Rate ρcost p ρr.budget p
-1% 0.2639 0.1256 0.3389 0.0464 +1% -0.6301 0.0005 -0.5258 0.0012
-2% 0.5527 0.0006 0.2332 0.1775 +2% -0.6301 0.0005 -0.5258 0.0012
-3% 0.6090 0.0001 0.2056 0.2360 +3% -0.5679 0.0004 -0.5254 0.0012
-4% 0.6967 < 0.0001 0.0662 0.7055 +4% -0.4998 0.0022 -0.5834 0.0002
-5% 0.7929 < 0.0001 0.0571 0.7447 +5% -0.4683 0.0045 -0.6103 0.0001
-6% 0.8156 < 0.0001 0.0725 0.6790 +6% -0.4222 0.0115 -0.6461 < 0.0001
-7% 0.8257 < 0.0001 0.0597 0.7333 +7% -0.3512 0.0386 -0.7041 < 0.0001
-8% 0.8356 < 0.0001 0.0187 0.9153 +8% -0.3431 0.0436 -0.7120 < 0.0001
-9% 0.8530 < 0.0001 0.1242 0.4774 +9% -0.2897 0.0914 -0.7337 < 0.0001
-10% 0.9002 < 0.0001 0.0792 0.6509 +10% -0.2593 0.1324 -0.8074 < 0.0001
-11% 0.9046 < 0.0001 0.1499 0.3901 +11% -0.1853 0.2866 -0.8155 < 0.0001
-12% 0.9092 < 0.0001 0.2352 0.1737 +12% -0.1545 0.3754 -0.8120 < 0.0001
-13% 0.9199 < 0.0001 0.2395 0.1659 +13% -0.1559 0.3713 -0.8776 < 0.0001
-14% 0.9126 < 0.0001 0.1008 0.5644 +14% -0.1085 0.5351 -0.8709 < 0.0001
-15% 0.9170 < 0.0001 0.0302 0.8632 +15% -0.1175 0.5014 -0.8927 < 0.0001
-16% 0.9154 < 0.0001 0.0344 0.8443 +16% -0.1055 0.5464 -0.8926 < 0.0001
-17% 0.9098 < 0.0001 0.0145 0.9340 +17% -0.0714 0.6837 -0.9044 < 0.0001
-18% 0.9160 < 0.0001 0.0437 0.8033 +18% -0.0504 0.7737 -0.9044 < 0.0001
-19% 0.9129 < 0.0001 0.0773 0.6590 +19% -0.0153 0.9306 -0.9011 < 0.0001
-20% 0.8927 < 0.0001 -0.0275 0.8752 +20% -0.0153 0.9306 -0.9011 < 0.0001
-21% 0.8927 < 0.0001 -0.0333 0.8494 +21% 0.0638 0.7156 -0.9009 < 0.0001
-22% 0.8885 < 0.0001 -0.0463 0.7917 +22% 0.0602 0.7313 -0.9009 < 0.0001
-23% 0.8850 < 0.0001 -0.0651 0.7103 +23% 0.0903 0.6059 -0.9012 < 0.0001
-24% 0.9020 < 0.0001 -0.0627 0.7207 +24% 0.0903 0.6059 -0.8975 < 0.0001
-25% 0.8537 < 0.0001 -0.1838 0.2907 +25% 0.0660 0.7065 -0.8961 < 0.0001

Table 8.1: Spearman’s Correlation Coefficient Table
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Figure 8.7: Comparison of fitness values between the dependency-free results and the
dependency-aware results. The effects that the introduction of the dependency has on
the fitness value is relatively small.

8.4 Effects of Dependency on Results

Figure 8.7 shows two sets of globally optimal fitness values for the original budget values.
The solid line represents the global optima obtained using the semi-exhaustive search
algorithm, without taking the dependencies into consideration. The dashed line, on
the other hand, shows the global optima obtained when the dependency constraints
between the features are met. In order to resolve the dependency problems in each
group, the algorithm described in Section 5 was incorporated into the semi-exhaustive
search algorithm. It should be noted that the semi-exhaustive algorithm is still capable
of finding the global optima: therefore the difference shown here is the actual difference
in fitness that the dependency relation brings about for the budget values used.

As can be expected, the fitness values dropped a little bit when the dependencies
were taken into consideration. It should be noted that, since the semi-exhaustive search
algorithm picks up the absolute global optima, any changes to its solution will result in
a less optimal solution than the original. On average, the fitness values have dropped
by 1.3% of the original fitness values.

Table 8.2 shows the Hamming distances between the original solutions and the
dependency-aware solutions for the 35 budget values. For the majority of the budget
values, the Hamming distance is either 1, 2 or 3; which indicates that the dependency-
violating feature was replaced by one or two other features. In some cases, the original
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Budget Hamming Distance Budget Hamming Distance
100 0 4820 1
150 3 4940 1
450 5 5240 4
530 2 5290 4
600 3 5300 4
700 6 5330 6
1700 3 5440 0
1740 3 5670 3
1940 4 5710 3
1960 3 5890 2
3060 1 5910 2
3070 1 6060 2
3570 2 6120 2
3580 2 6220 3
3590 2 6620 0
3600 2 6700 0
3620 2 6740 0
3820 1

Table 8.2: Hamming distance between the original solutions and the dependency-aware
solutions

solution completely satisfied the dependency constraints, and therefore the Hamming
distance was 0.

8.5 Threats to Validity

As it is, the semi-exhaustive search algorithm has a few weak points, which lead to the
following threats to its validity.

• The most obvious point against the semi-exhaustive search algorithm is the fact
that the algorithm has a fairly high computational complexity, and therefore does
not bear well with a large data set. This is partly based on the difficulties of
finding the bound of Πk

i=1ni. However it should be noted that the semi-exhaustive
search is not proposed as a method that can be applied to any instances of the
feature subset problem. Given a data set, it can be easily decided whether it is
feasible to apply the semi-exhaustive search algorithm to the problem compared to
the exhaustive search or not by simply calculating the number of possible fitness
values. When it is feasible, the strengths and the benefits of the semi-exhausive
search algorithm are clear.
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• The dependency between software features is another weak point of the approach.
In this project, the dependencies were sparse enough so that we could rely on a very
simple, linear algorithm that solved the dependency problem within each fitness
value group Gi. However it is utterly unrealistic to expect this level of dependency
between features in other instances of the problem. The whole point of the semi-
exuahstive search algorithm is to examine only the singular points in the search
space that matter; the problem of the dependency forces the algorithm to consider
every candidate solutions between those points, rendering the algorithm almost
useless.

However, the semi-exhaustive search algorithm can still contribute to the iden-
tification of the global optima. The algorithm can narrow down the number of
candidates for the global optima very efficiently by finding the composition tuple
ω for the solution. Once we obtain the globally optimal solution that is unaware of
the dependencies, we can switch to brute force method or dynamic programming
to find a solution that meets the dependency constraints.
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Chapter 9

Conclusion and Future Works

9.1 Conclusions

The project has shown how the search-based software engineering can provide the deci-
sion makers with an unbiased frame of reference. By investigating the data sensitivity
problem, it not only provides the decision makers with solutions, but also allows them
to evaluate the robustness and vulnerability of each suggested solution.

The project has measured the changes in the solution that errors in estimation can
bring about, using the semi-exhaustive search algorithm that it has developed. The
results have shown that the sensitivity in the given data lies not only in the costs of the
features, but also in the selection of the budget values.

The most important contribution that the project has made is the development
of the semi-exhaustive search algorithm. It has proved that the earlier results from
the previous work were indeed global optima. The algorithm is similar to the existing
dynamic programming techniques in a sense that the it can obtain the global optima for
the 0-1 knapsack problem. However, certain features of the algorithm, like the ability to
produce solutions for any given budget values after single execution, makes it an ideal
tool for the problems in the software engineering domain.

The project has also found out the globally optimal solutions, which also satisfy the
dependency constraints, by exploiting the particular dependency graph found in the data
set. However, the dependency resolution technique is only partially complete and calls
for further development.

9.2 Further Generalization of Semi-Exhaustive Search Al-
gorithm

It is easy to observe that the semi-exhaustive search algorithm can be applied to other
instances of the classical 0-1 knapsack problem, although whether its application is
feasible or not is another matter. In order to apply the algorithm, it is requires that the
data set has following properties.
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• Additive Fitness. The fitness of the subset should be equal to the sum of the
fitness values of its elements. If not, the algorithm cannot simply ’assemble’ the
solutions by picking up features from categories.

• Discrete Fitness Values. In order to reduce the number of points to examine,
the algorithm categorizes the solutions according to their fitness values. If the
fitness value is continuous, the categorization becomes impossible. It helps if the
fitness values are consist of only a few different numbers.

• Sparse Dependency. The dependency between features should be none, or very
sparse so that it can be ignored. If it so happens that the dependency relations are
confined within each fitness group, we can rely on the linear algorithm that was
used in this project. However, the algorithm as it is cannot deal with inter-group
dependency.

By overcoming these limits, the algorithm can be further developed and expanded.
The first point is the hardest one to deal with, because as soon as we have a non-additive
fitness, the problem becomes something else than the 0-1 knapsack problem. It is indeed
very tempting to apply the similar approach to other problems, e.g., the set coverage
problem; however it will not be a simple matter.

The second point suggests the possibility of using the semi-exhaustive search algo-
rithm as an approximation method. It is easy to imagine cases where the fitness values
are not discrete at all, or not discrete enough to make it feasible to apply the semi-
exhaustive search algorithm. The discretization of the data will allow the application of
the semi-exhaustive search algorithm, but the results will not be the global optima; they
will be approximations. However, we can still use these values to verify the results from
other search methods. Moreover it may be possible to calculate the range of errors in the
approximation from the discretization method we have used. Even the approximated
fitness values can be highly useful if we can prove that they are within a certain range
of the global optima.

The third point calls for some compromise in the use of the semi-exhaustive search
algorithm. As it is, the algorithm is not able to deal with complex dependency relations
between features. However, fusing the semi-exhaustive search algorithm with other
search techniques may allow us to overcome this limitation. The semi-exhaustive search
algorithm will be executed first, narrowing down the candidates for the globally optimal
solution. Then we can switch to another algorithm in order to find a solution which
meets the dependency constraint.
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/*
 * An interface which represents a search algorithm.
 */
package fasat.algorithm.model;

public interface Algorithm
{
  public Object execute(Object parameter);
}
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/*
 * A run can be either a single execution of an algorithm, or a series of
 * algorithms. It can be convenient to organize the execution of a series
 * of algorithms in a single object.
 * 
 * BaseRun is the base class, providing the basic methods.
 */
package fasat.run;

public class BaseRun
{
  protected boolean isVerbose = false;
  
  public void setVerbose(boolean b)
  {
    isVerbose = b;  
  }
  
  public boolean isVerbose(){ return isVerbose; }
}
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/*
 * Singleton starting point for the whole package; initiates a Processor
 * object
 */
package fasat;

import fasat.datamodel.FeaturePool;

public class Controller
{
  private static Controller instance = null;
  
  public FeaturePool featurePool;
  
  private Controller()
  {
    featurePool = new FeaturePool();    
  }
  
  public static void main(String args[])
  {
    Controller c = Controller.getInstance();
    try
    {
      Processor p = new Processor();
      p.process(args);
    }
    catch(Exception e)
    {
      System.err.println(e);
      e.printStackTrace();
    }
  }
  
  public static Controller getInstance()
  {
     if(instance == null) instance = new Controller();
     return instance;
  }
}
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/*
 * An object which represents the individual features.
 */
package fasat.datamodel;

import java.util.HashMap;

public class Feature
{
  public String name;
  public HashMap attributes;
  
  public Feature()
  {
    attributes = new HashMap();
  }
  
  public String getName(){ return name; }
  public void setName(String n){ this.name = n; }
  
  public double getDoubleValue(String name)
  {
    return ((Double)attributes.get(name.toUpperCase())).doubleValue();
  }
  
  public void setDoubleValue(String name, double value)
  {
    attributes.put(name.toUpperCase(), new Double(value));
  }
  
  public Object getAttribute(String name)
  {
    return attributes.get(name.toUpperCase());
  }
  
  public void setAttribute(String name, Object obj)
  {
    attributes.put(name.toUpperCase(), obj);
  }
  
  public String toString()
  {
    String ret = (String)attributes.get("NAME") + "(" + 
      getDoubleValue("SCORE") + "/" + getDoubleValue("COST") + ")";
    return ret;
  }
}
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/*
 * A comparator object which compares two different features, based on the
 * given string comparison criteria. The string criteria lists the properties
 * of features in their order of importance, separated by ";"
 */
package fasat.datamodel;

import java.util.Comparator;
import java.util.StringTokenizer;
import java.util.Vector;

public class FeatureComparator implements Comparator
{
  private Vector attrNames;
  
  public FeatureComparator(String searchCondition)
  {
    attrNames = new Vector();
    StringTokenizer tokenizer = new StringTokenizer(searchCondition, ":");
    while(tokenizer.hasMoreTokens())
    {
      String token = tokenizer.nextToken();
      attrNames.add(token);
    }
  }

  public int compare(Object o1, Object o2)
  {
    Feature f1 = (Feature)o1;
    Feature f2 = (Feature)o2;
    int result = 0;
    
    for(int i = 0; i < attrNames.size(); i++)
    {
      String key = (String)attrNames.get(i);
      boolean flip;
      if(key.startsWith(">"))
      {
        flip = true;
        key = key.substring(1);
      }
      else if(key.startsWith("<"))
      {
        flip = false;
        key = key.substring(1);
      }
      else flip = true;
      
      Object v1 = f1.getAttribute(key);
      Object v2 = f2.getAttribute(key);
      
      result = compareObjects(v1, v2);
      if(result != 0) 
      {
        result = flip ? −result : result;
        break;
      }
    }    
    return result;
  }
  
  private int compareObjects(Object o1, Object o2)
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  {
    if(o1.getClass().getName().equals("java.lang.Double"))
    {
      Double d1 = (Double)o1;
      Double d2 = (Double)o2;
      return d1.compareTo(d2);
    }
    else if(o1.getClass().getName().equals("java.lang.String"))
    {
      String s1 = (String)o1;
      String s2 = (String)o2;
      return s1.compareTo(s2);
    }
    else if(o1.getClass().getName().equals("java.lang.Integer"))
    {
      Integer i1 = (Integer)o1;
      Integer i2 = (Integer)o2;
      return i1.compareTo(i2);
    }
    else
    {
      return 0;
    }
  }
}

Aug 24, 06 17:52 Page 2/2Hill Climbing Algorithm

Printed by Shin Yoo

Thursday August 24, 2006 5/18FeatureComparator.java



/*
 * An object which represents all the features in the data set
 */
package fasat.datamodel;

public class FeaturePool
{
  public double costs[] = 
  {100, 50, 300, 80, 70, 100, 1000, 40, 200, 20, 1100, 10, 500, 10, 10, 10, 20, 
    200, 1000, 120, 300, 50, 10, 30, 110, 230, 40, 180, 20, 150, 60, 100, 400, 
    80, 40};
  
  public double customer[] = 
  {3,3,1,1,1,3,3,2,2,2,2,1,1,1,1,1,3,3,3,2,2,2,2,2,1,1,1,1,1,1,1,1,3,3,4};
  
  public double revenue[] = 
  {3,3,3,3,3,3,3,3,3,1,3,3,3,1,3,2,1,1,3,2,2,1,2,3,2,2,1,2,2,2,3,1,3,1,1};
  
  public double scores[] = null;
  
  public FeaturePool()
  {
    scores = new double[costs.length];
    for(int i = 0; i < costs.length; i++)
    {
      scores[i] = revenue[i] / customer[i];// * 1100 / costs[i];
    }
  }
  
  public int size()
  {
    return scores.length;
  }
}
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/*
 * An interface that represents all the functions that are executed on the
 * feature pool level, such as GetRandomFeatureSetFunction object.
 */
package fasat.algorithm.model;

import fasat.datamodel.FeaturePool;

public interface FeaturePoolFunction
{
  public void setParameters(Object parameter);
  public Object computeFor(FeaturePool fp);
}
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/*
 * An object which represents a subset of features. It manages the features
 * in the subset.
 */
package fasat.datamodel;

import fasat.Controller;

import fasat.algorithm.model.Measurable;

import java.io.PrintWriter;

import java.io.StringWriter;

import java.lang.reflect.Array;

import java.text.NumberFormat;

import java.util.Vector;

public class FeatureSet implements Measurable
{
  private int[] gene = null;
  private static double[] costs = null;
  private static double[] scores = null;
  private static double[] customer = null;
  private static double[] revenue = null;
  
  private NumberFormat nfCost = null;
  private NumberFormat nfScore = null;
  private NumberFormat nfSize = null;

  public FeatureSet(int length)
  {
    this.gene = new int[length];
    if(costs == null) 
      costs = Controller.getInstance().featurePool.costs;
    if(scores == null) 
      scores = Controller.getInstance().featurePool.scores;
    if(revenue == null) 
      revenue = Controller.getInstance().featurePool.revenue;
    if(customer == null) 
      customer = Controller.getInstance().featurePool.customer;
    
    initFormatters();
  }

  public FeatureSet(int[] g)
  {
    this.gene = g;
    costs = Controller.getInstance().featurePool.costs;
    scores = Controller.getInstance().featurePool.scores;
    
    initFormatters();
  }
  
  private void initFormatters()
  {
    nfCost = NumberFormat.getInstance();
    nfScore = NumberFormat.getInstance();
    nfSize = NumberFormat.getInstance();
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    nfCost.setMinimumIntegerDigits(4);
    nfCost.setMaximumFractionDigits(2);
    nfCost.setMinimumFractionDigits(2);
    
    nfScore.setMaximumFractionDigits(2);
    nfScore.setMinimumFractionDigits(2);
    
    nfSize.setMaximumIntegerDigits(2);
    nfSize.setMinimumIntegerDigits(2);
  }
  
  public double measure(String attribute)
  {
    double ret = 0.0;
    if("SCORE".equals(attribute))
      for(int i = 0; i < gene.length; i++) 
        ret += gene[i] * scores[i];
    else if("COST".equals(attribute))
      for(int i = 0; i < gene.length; i++) 
        ret += gene[i] * costs[i];
    else if("SCORE1".equals(attribute))
      for(int i = 0; i < gene.length; i++) 
        ret += gene[i] * revenue[i] / customer[i];
    return ret;
  }
  
  public int size()
  {
    int size = 0;
    for(int i = 0; i < gene.length; i++) if(gene[i] == 1) size++;
    return size;
  }

  public String toString()
  {
    StringWriter sw = new StringWriter();
    PrintWriter writer = new PrintWriter(sw);
    
    writer.print(nfCost.format(measure("COST")) + ", " + 
      nfScore.format(measure("SCORE1")) + ", " + nfSize.format(size()) + 
      ", " + getGeneString());
    return sw.toString();
  }
  
  public String getGeneString()
  {
    StringBuffer result = new StringBuffer();
    result.append("[");
    int length = Array.getLength(gene);
    for(int i = 0; i < length; i++)
    {
      result.append(gene[i]);
      if(i != length − 1) result.append(",");
    }
    result.append("]");
    return result.toString();
  }
  
  public int[] getGene()
  {
    return this.gene;
  }
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  public void flipGene(int index)
  {
    if(gene[index] == 1) gene[index] = 0;
    else gene[index] = 1;
  }

  public void randomize()
  {
    for(int i = 0; i < gene.length; i++)
    {
      if(Math.random() > 0.5)
      {
        gene[i] = 1;
      }
      else
      {
        gene[i] = 0;
      }
    }
  }
  
  public int distanceTo(FeatureSet fs)
  {
    String g1 = this.getGeneString();
    String g2 = fs.getGeneString();
    int distance = 0;
    for(int i = 0; i < g1.length(); i++)
    {
      if(g1.charAt(i) != g2.charAt(i)) distance++;
    }
    
    return distance;
  }
  
  public Vector getNewFeaturesInSet(FeatureSet fs)
  {    
    Vector ret = new Vector();
    for(int i = 0; i < gene.length; i++)
    {
      if(this.gene[i] == 0 && fs.getGene()[i] == 1)
      {
        StringBuffer newFeature = new StringBuffer();
        newFeature.append("Feature" + (i+1));
        newFeature.append("(" + nfScore.format(scores[i]) + "/" + 
          nfCost.format(costs[i]) + ")");
        ret.add(newFeature.toString());
      }
    }
    return ret;
  }
  
  public Vector getMissingFeaturesInSet(FeatureSet fs)
  {
    Vector ret = new Vector();
    for(int i = 0; i < gene.length; i++)
    {
      if(this.gene[i] == 1 && fs.getGene()[i] == 0)
      {
        StringBuffer newFeature = new StringBuffer();
        newFeature.append("Feature" + (i+1));
        newFeature.append("(" + nfScore.format(scores[i]) + "/" + 
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          nfCost.format(costs[i]) + ")");
        ret.add(newFeature.toString());
      }
    }
    return ret;
  }
}
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/*
 * An interface which represents all the functions that are calculated for
 * an instance of the subset of features, such as GetNeighborsFunction object.
 */
package fasat.algorithm.model;

import fasat.datamodel.FeatureSet;

public interface FeatureSetFunction
{
  public Object computeFor(FeatureSet fs);
}
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/*
 * A function which returns the neighboring solutions of the given solution.
 * Neighbors are defined as all the solutions with a single different bit
 * in the binary representation.
 */
package fasat.algorithm.function;

import fasat.algorithm.model.FeatureSetFunction;

import fasat.datamodel.FeatureSet;

import java.util.Vector;

public class GetNeighborsFunction
  implements FeatureSetFunction
{
  public GetNeighborsFunction()
  {
  }

  public Object computeFor(FeatureSet fs)
  {
    Vector neighbors = new Vector();

    int[] gene = fs.getGene();

    for (int i = 0; i < gene.length; i++)
    {
      int[] newGene = new int[gene.length];
      for (int j = 0; j < gene.length; j++) newGene[j] = gene[j];

      if (newGene[i] == 1) newGene[i] = 0;
      else newGene[i] = 1;

      FeatureSet neighbor = new FeatureSet(newGene);
      neighbors.add(neighbor);
    }

    return neighbors;
  }
}
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/*
 * Picks up a random solution which is under the given parameter(budget). 
 * A totally random solution will often be out of the budget, making the
 * starting point of any algorithm inappropriate. So we need an unbiased
 * random solution which also meets the budget limit.
 * 
 * This funtion first creates a totally random solution; then it starts to
 * eliminate the members of the solution randomly until the cost of the
 * solution go below the budget limit. However, if we stop here there’s a
 * slight change that all the random starting points are very close to the
 * budget limit. So the algorithm additionally eliminates a random number 
 * of members.
 */
package fasat.algorithm.function;

import fasat.algorithm.model.FeaturePoolFunction;

import fasat.datamodel.FeaturePool;
import fasat.datamodel.FeatureSet;

import java.util.Vector;

public class GetRandomFeatureSetFunction
  implements FeaturePoolFunction
{
  private double budget;

  public GetRandomFeatureSetFunction()
  {
    budget = 0.0;
  }

  public void setParameters(Object parameter)
  {
    Double _budget = (Double)parameter;
    this.budget = _budget.doubleValue();
  }

  public Object computeFor(FeaturePool fp)
  {
    FeatureSet fs = new FeatureSet(fp.size());
    Vector candidates = new Vector();

    for (int i = 0; i < fp.size(); i++)
    {
      fs.flipGene(i);
      candidates.add(new Integer(i));
    }

    while (fs.measure("COST") > budget)
    {
      int index = (int)(Math.random() * candidates.size());
      Integer _i = (Integer)candidates.get(index);
      int i = _i.intValue();
      fs.flipGene(i);
      candidates.remove(index);
    }
    
    int more = (int)(Math.random() * candidates.size());
    for(int j = 0; j < more; j++)
    {
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      int index = (int)(Math.random() * candidates.size());
      Integer _i = (Integer)candidates.get(index);
      int i = _i.intValue();
      fs.flipGene(i);
      candidates.remove(index);
    }
    
    return fs;
  }
}
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/*
 * Implementation of the adapted hill climbing algorithm. Performs a single
 * execution of the hill climbing algorithm, then returns the results.
 */
 
package fasat.algorithm;

import fasat.Controller;

import fasat.algorithm.function.GetNeighborsFunction;
import fasat.algorithm.function.GetRandomFeatureSetFunction;
import fasat.algorithm.model.Algorithm;
import fasat.algorithm.model.FeaturePoolFunction;
import fasat.algorithm.model.FeatureSetFunction;

import fasat.datamodel.FeaturePool;
import fasat.datamodel.FeatureSet;

import java.util.HashMap;
import java.util.Vector;

public class HillClimbing implements Algorithm
{
  public Object execute(Object parameter)
  {
    Double _budget = (Double)parameter;
    double budget = _budget.doubleValue();
    
    FeaturePool fp = Controller.getInstance().featurePool;

    FeaturePoolFunction getRandomSet = new GetRandomFeatureSetFunction();
    getRandomSet.setParameters(_budget);

    FeatureSet fs = (FeatureSet) getRandomSet.computeFor(fp);

    boolean progress = true;
    double highScore = fs.measure("SCORE");
    double finalCost = fs.measure("COST");
    
    double tempScore = 0.0;
    double tempCost = 0.0;
    
    Vector route = new Vector();
    route.add(fs);
    
    FeatureSetFunction getNeighbors = new GetNeighborsFunction();
    while (progress)
    {
      progress = false;
      
      Vector neighbors = (Vector)getNeighbors.computeFor(fs);
      for (int i = 0; i < neighbors.size(); i++)
      {
        FeatureSet n = (FeatureSet) neighbors.get(i);
        tempScore = n.measure("SCORE");
        tempCost = n.measure("COST");
        if (tempScore > highScore && tempCost <= budget)
        {
          progress = true;
          highScore = tempScore;
          finalCost = tempCost;
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          fs = n;
          route.add(fs);
        }
        else if (tempScore == highScore && tempCost < finalCost)
        {
          progress = true;
          highScore = tempScore;
          finalCost = tempCost;
          fs = n;
          route.add(fs);
        }
      }
    }
    
    HashMap result = new HashMap();
    result.put("SCORE", new Double(highScore));
    result.put("COST", new Double(finalCost));
    result.put("GENE", fs.getGeneString());
    result.put("FEATURESET", fs);
    result.put("ROUTE", route);
    
    return result;
  }
}
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/*
 * An interface which represents a measurable entity, such as FeatureSet
 * object.
 */
package fasat.algorithm.model;

public interface Measurable
{
  public double measure(String attribute);
}
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/*
 * MultipleHCWholeBudgetRun executes the hill climbing algorithm multiple
 * times, for each of the budget values. The result will be a set of solutions.
 */
package fasat.run;

import java.util.HashMap;
import java.util.Vector;

public class MultipleHCWholeBudgetRun extends BaseRun implements Run
{
  public Object execute(Object parameter)
  {
    Integer _iterations = (Integer)parameter;
    double[] budgets = new double [] {100, 150, 450, 530, 600, 700, 1700, 1740, 
      1940, 1960, 3060, 3070, 3570, 3580, 3590, 3600, 3620, 3820, 4820, 4940, 
      5240, 5290, 5300, 5330, 5440, 5670, 5710, 5890, 5910, 6060, 6120, 6220, 
      6620, 6700, 6740};
    Vector s = new Vector();
    
    Run mhc = new MultipleHillClimbingRun();
    for(int i = 0; i < budgets.length; i++)
    {
      HashMap params = new HashMap();
      params.put("ITERATIONS", _iterations);
      params.put("BUDGET", new Double(budgets[i]));
      
      HashMap result = (HashMap)mhc.execute(params);
      StringBuffer buf = new StringBuffer();
      buf.append(budgets[i] + ":" + result.get("COST") + ":" + 
        result.get("SCORE"));
      s.add(buf.toString());
    }
    
    for(int i = 0; i < s.size(); i++)
    {
      System.out.println(s.get(i));
    }
    return null;
  }

  public String getHelp()
  {
    return null;
  }
}
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/*
 * MultipleHillClimbingRun executes the hill climbing algorithm multiple
 * times, then picks up the results with the highest fitness value. It will
 * print out the climbing route that the algorithm has taken.
 */
package fasat.run;

import fasat.algorithm.HillClimbing;
import fasat.algorithm.model.Algorithm;

import fasat.datamodel.FeatureSet;

import java.util.HashMap;
import java.util.Vector;

public class MultipleHillClimbingRun extends BaseRun implements Run
{
  public Object execute(Object parameter)
  {
    HashMap params = (HashMap)parameter;
    Double _budget = (Double)params.get("BUDGET");
    Integer _iterations = (Integer)params.get("ITERATIONS");
    
    int iterations = _iterations.intValue();
    double highscore = 0;
    double cost = 0;
    HashMap result = null;
    
    Algorithm hc = new HillClimbing();
    
    for (int i = 0; i < iterations; i++)
    {
      HashMap tempResult = (HashMap)hc.execute(_budget);
      Double _tempScore = (Double)tempResult.get("SCORE");
      Double _tempCost = (Double)tempResult.get("COST");
      if(highscore < _tempScore.doubleValue())
      {
        highscore = _tempScore.doubleValue();
        result = tempResult;
      }
      else if(highscore == _tempScore.doubleValue() && cost > _tempCost.doubleVa
lue())
      {
        cost = _tempCost.doubleValue();
        result = tempResult;
      }
    }
    
    if(isVerbose())
    {
      FeatureSet fs = (FeatureSet)result.get("FEATURESET");
      System.out.println("RESULT:" + fs.toString());
      System.out.println("ROUTE");
      Vector route = (Vector)result.get("ROUTE");
      for(int i = 0; i < route.size(); i++)
      {
        System.out.println(route.get(i));
      }
    }
    return result;
  }
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  public String getHelp()
  {
    return "";
  }
}
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/*
 * Initiates a proper algorithm run according to the user input.
 */
package fasat;

import fasat.run.MultipleHCWholeBudgetRun;
import fasat.run.MultipleHillClimbingRun;
import fasat.run.Run;

import java.util.HashMap;

public class Processor
{
  public Processor()
  {
  }

  public void process(String[] args)
  {
    if(args.length == 0 || "?".equals(args[0]))
    {
      System.out.println("Usage");
      System.out.println("java −jar FASAT.jar mthc [budget]" + 
        "[iterations] : Multiple Hill Climbing");
      System.out.println("java −jar FASAT.jar hcbr [iterations]" + 
        ": Multiple Hill Climbing for the whole budgets");
    }
    else
    {
      if("mthc".equals(args[0]))
      {
        HashMap parameters = new HashMap();
        parameters.put("BUDGET", new Double(args[1]));
        parameters.put("ITERATIONS", new Integer(args[2]));
        Run mthc = new MultipleHillClimbingRun();
        mthc.setVerbose(true);
        mthc.execute(parameters);
      }
      else if("hcbr".equals(args[0]))
      {
        Run hcbr = new MultipleHCWholeBudgetRun();
        hcbr.execute(new Integer(args[1]));
      }
    }
  }
}
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/*
 * An interface which defines the Run object
 */
package fasat.run;

public interface Run
{
  public Object execute(Object parameter);
  public String getHelp();
  public void setVerbose(boolean b);
}
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/*
 * Compare results from tweaked data to the original global optima and prints 
 * out the differences in score, cost, or hamming distances. It reads the 
 * tweaked data from the database, but contains the original global optima in 
 * itself.
 */

import java.sql.Connection;
import java.sql.DriverManager;
import java.sql.PreparedStatement;
import java.sql.ResultSet;
import java.sql.ResultSetMetaData;

import java.text.NumberFormat;

import java.util.Arrays;

public class Comparator
{
  private int[][] dependency_genes = 
  {
  {0,0,0,0,0,0,0,0,0,0,0,1,0,1,1,1,0,0,0,0,0,0,1,1,0,0,0,0,1,0,0,0,0,0,0},
  {0,0,0,0,0,0,0,0,0,0,0,1,0,1,1,1,0,0,0,0,0,0,0,1,0,0,0,0,1,0,1,0,0,0,0},
  {0,0,0,1,1,0,0,0,0,1,0,1,0,1,1,1,0,0,0,0,0,0,1,1,1,0,0,0,1,0,1,0,0,0,0},
  {0,0,0,1,1,0,0,0,0,1,0,1,0,1,1,1,0,0,0,0,0,1,1,1,1,0,1,0,1,0,1,0,0,0,0},
  {1,0,0,1,1,0,0,0,0,1,0,1,0,1,1,1,1,0,0,0,0,0,1,1,1,0,1,0,1,0,1,0,0,0,0},
  {1,1,0,1,1,0,0,0,0,1,0,1,0,1,1,1,1,0,0,0,0,1,1,1,1,0,1,0,1,0,1,0,0,0,0},
  {1,1,1,1,1,0,0,1,1,1,0,1,0,1,1,1,1,0,0,0,0,1,1,1,1,0,1,1,1,1,1,1,0,0,0},
  {1,1,1,1,1,0,0,1,1,1,0,1,0,1,1,1,1,0,0,0,0,1,1,1,1,0,1,1,1,1,1,1,0,0,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,0,1,1,1,1,0,0,0,0,1,1,1,1,1,1,1,1,1,1,1,0,0,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,0,1,1,1,1,0,0,0,0,1,1,1,1,1,1,1,1,1,1,1,0,0,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,0,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,0},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},

  };
  
  private int[][] original_genes = 
  {
  {0,0,0,0,0,0,0,0,0,0,0,1,0,1,1,1,0,0,0,0,0,0,1,1,0,0,0,0,1,0,0,0,0,0,0},
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  {0,0,0,0,0,0,0,0,0,1,0,1,0,1,1,1,0,0,0,0,0,0,1,0,0,0,0,0,1,0,1,0,0,0,0},
  {0,1,0,1,1,0,0,1,0,0,0,1,0,1,1,1,0,0,0,0,0,0,1,1,0,0,1,0,1,0,1,0,0,0,0},
  {0,0,0,1,1,0,0,1,0,1,0,1,0,1,1,1,0,0,0,0,0,0,1,1,1,0,1,0,1,0,1,0,0,0,0},
  {0,1,0,1,1,0,0,1,0,1,0,1,0,1,1,1,1,0,0,0,0,0,1,1,1,0,1,0,1,0,1,0,0,0,0},
  {0,1,0,1,1,0,0,1,0,0,0,1,0,1,1,1,0,0,0,0,0,0,1,1,1,0,1,0,1,1,1,0,0,0,0},
  {1,1,1,1,1,1,0,1,0,1,0,1,0,1,1,1,1,0,0,1,0,1,1,1,1,0,1,1,1,1,1,1,0,0,0},
  {1,1,1,1,1,1,0,1,0,1,0,1,0,1,1,1,1,0,0,1,0,1,1,1,1,0,1,1,1,1,1,1,0,0,1},
  {1,1,1,1,1,1,0,1,0,1,0,1,0,1,1,1,1,0,0,1,0,1,1,1,1,1,1,1,1,1,1,1,0,0,0},
  {1,1,1,1,1,1,0,1,0,1,0,1,0,1,1,1,1,0,0,1,0,1,1,1,1,1,1,1,1,1,1,1,0,0,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1}  
  };
  
  private double score[] = 
  {
    1,1,3,3,3,1,1,1.5,1.5,0.5,1.5,3,3,1,3,2,0.333333333,0.333333333,1,1,1,0.5,
      1,1.5,2,2,1,2,2,2,3,1,1,0.333333333,0.25
  };
  
  private double cost[] =
  {
    100,50,300,80,70,100,1000,40,200,20,1100,10,500,10,10,10,20,200,1000,120,
      300,50,10,30,110,230,40,180,20,150,60,100,400,80,40
  };
  
  private Connection con = null;
  private int[][][] results = null;
  private double rate = 0;
  
  public Comparator(double r) throws Exception
  {
    Class.forName("com.mysql.jdbc.Driver");
    con = DriverManager.getConnection("jdbc:mysql://localhost/fss", 
      "fss", "fss");
    
    this.rate = r;
    results = getGene(rate);
  }
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  private double getCost(int[] gene)
  {
    double sum = 0;
    for(int i = 0; i < 35; i++)
    {
      sum += gene[i] * cost[i];
    }
    return sum;
  }
  
  private double getCost(int[] gene, int fid, double rate)
  {
    double original_cost = cost[fid];
    cost[fid] = original_cost * ( 1 + rate);
    double sum = getCost(gene);
    cost[fid] = original_cost;
    return sum;
  }
  
  private int getSize(int[] gene)
  {
    int sum = 0;
    for(int i = 0; i < 35; i++) sum += gene[i];
    return sum;
  }
  
  private double getScore(int[] gene)
  {
    double sum = 0;
    for(int i = 0; i < 35; i++)
    {
      sum += gene[i] * score[i];
    }
    return sum;
  }
  
  public int getDistance(int[] g1, int[] g2)
  {
    int d = 0;
    for(int i = 0; i < 35; i++) d += g1[i] == g2[i] ? 0 : 1;
    return d;
  }
  
  private int[][][] getGene(double rate) throws Exception
  {
    PreparedStatement stmt = con.prepareStatement(
      "select * from dstable where rate = " + rate + " order by fid asc");
    stmt.execute();
    ResultSet rs = stmt.getResultSet();
    ResultSetMetaData rsmd = rs.getMetaData();
    
    int[][][] result = new int[35][35][35];
    for(int i = 0; i < 35; i++)//fid
    {
      rs.next();
      for(int j = 0; j < 35; j++)//budget
      {
        String colName = rsmd.getColumnName(j + 3);
        String geneString = rs.getString(colName);
        for(int k = 0; k < 35; k++)
        {
          result[i][j][k] = geneString.charAt(k) == ’1’ ? 1 : 0;
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        }
      }
    }
    
    return result;
  }
  
  public void compareScores()
  {
    NumberFormat nf = NumberFormat.getInstance();
    nf.setMaximumFractionDigits(2);
    nf.setMinimumFractionDigits(2);
    
    double score = 0;
    double difference = 0;
    double original_score = 0;
    for(int i = 0; i < 35; i++)//fid
    {
      for(int j = 0; j < 35; j++)//budget
      {
        original_score = getScore(original_genes[j]);
        
        score = getScore(results[i][j]);
        difference = score − original_score;
        
        String s_score = nf.format(score);
        String s_diff = nf.format(difference);
        
        while(s_score.length() < 5) s_score = " " + s_score;
        while(s_diff.length() < 5) s_diff = " " + s_diff;
        
        System.out.print(s_diff + ",");
        if(j == 34) System.out.println();
      }
    }
  }
  
  public void compareDistance()
  {
    //System.out.println("Hamming Distances");
    int[] original = null;
    for(int i = 0; i < 35; i++)
    {
      for(int j = 0; j < 35; j++)
      {
        original = original_genes[j];
        int distance = getDistance(original, results[i][j]);
        
        //String s_dist = String.valueOf(distance);
        //while(s_dist.length() < 2) s_dist = " " + s_dist;
         System.out.print(distance);
        if(j == 34) System.out.println();
        else System.out.print(",");
        
      }
    }
  }
  
  public void addDistances()
  { 
    int[] sum_row = new int[35];
    int[] sum_col = new int[35];
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    Arrays.fill(sum_row, 0);
    Arrays.fill(sum_col, 0);
    
    int[] original = null;
    for(int i = 0; i < 35; i++)
    {
      for(int j = 0; j < 35; j++)
      {
        original = original_genes[j];
        int d = getDistance(original, results[i][j]);
        sum_row[i] += d;
        sum_col[j] += d;
      }
    }
    
    for(int i = 0; i < 35; i++) System.out.println(sum_row[i] + ", " + 
      sum_col[i]);
  }
  
  public void compareSize()
  {
    System.out.println("Set Sizes");
    int[] original = null;
    for(int i = 0; i < 35; i++)
    {
      for(int j = 0; j < 35; j++)
      {
        original = original_genes[j];
        int original_size = getSize(original);
        int size = getSize(results[i][j]);
        
        String s_size = String.valueOf(size);
        String s_diff = String.valueOf(size − original_size);
        
        while(s_size.length() < 2) s_size = " " + s_size;
        while(s_diff.length() < 2) s_diff = " " + s_diff;
        
        //System.out.print(s_size + "(" + original_size + ") ");
         System.out.print(s_diff + " ");
        if(j == 34) System.out.println();
        
      }
    }
  }
  
  public void compareDependency()
  {
    for(int i = 0; i < 35; i++)
      System.out.println(this.getDistance(original_genes[i], 
        dependency_genes[i]));
  }
  
  public static void main(String args[]) throws Exception
  {
    Comparator c = new Comparator(Double.parseDouble(args[0]));    
    int ch = Integer.parseInt(args[1]);
    
    switch(ch)
    {
      case 1:
        c.compareScores();
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        break;
      case 2:
        c.compareDistance();
        break;
      case 3:
        c.compareSize();
        break;
      case 4:
        c.addDistances();
        break;
      case 5:
        c.compareDependency();
        break;
    }
  }
}
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/*
 * The Mosaic GUI frontend. Creates the swing UI, reads data from the database
 * and plots the hamming distances on the graphical matrix.
 */
 
import java.awt.BorderLayout;
import java.awt.Canvas;
import java.awt.Color;
import java.awt.Font;
import java.awt.Graphics;

import java.awt.Graphics2D;

import java.awt.GridBagConstraints;
import java.awt.GridBagLayout;
import java.awt.Image;
import java.awt.Point;
import java.awt.Rectangle;
import java.awt.event.ActionEvent;
import java.awt.event.ActionListener;
import java.awt.event.KeyEvent;
import java.awt.event.KeyListener;
import java.awt.event.MouseEvent;
import java.awt.event.MouseListener;
import java.awt.geom.AffineTransform;

import java.awt.image.RenderedImage;

import java.io.File;

import java.io.IOException;

import java.sql.Connection;
import java.sql.DriverManager;
import java.sql.PreparedStatement;
import java.sql.ResultSet;
import java.sql.ResultSetMetaData;

import java.text.NumberFormat;

import java.util.Collections;
import java.util.Vector;

import javax.imageio.ImageIO;

import javax.swing.JButton;
import javax.swing.JComboBox;
import javax.swing.JFrame;
import javax.swing.JLabel;
import javax.swing.JPanel;
import javax.swing.JTextArea;
import javax.swing.JTextField;

public class ComparatorCanvas extends Canvas implements MouseListener, 
  ActionListener, KeyListener
{
  private int[][] original_genes = 
  {
  {0,0,0,0,0,0,0,0,0,0,0,1,0,1,1,1,0,0,0,0,0,0,1,1,0,0,0,0,1,0,0,0,0,0,0},
  {0,0,0,0,0,0,0,0,0,1,0,1,0,1,1,1,0,0,0,0,0,0,1,0,0,0,0,0,1,0,1,0,0,0,0},
  {0,1,0,1,1,0,0,1,0,0,0,1,0,1,1,1,0,0,0,0,0,0,1,1,0,0,1,0,1,0,1,0,0,0,0},
  {0,0,0,1,1,0,0,1,0,1,0,1,0,1,1,1,0,0,0,0,0,0,1,1,1,0,1,0,1,0,1,0,0,0,0},
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  {0,1,0,1,1,0,0,1,0,1,0,1,0,1,1,1,1,0,0,0,0,0,1,1,1,0,1,0,1,0,1,0,0,0,0},
  {0,1,0,1,1,0,0,1,0,0,0,1,0,1,1,1,0,0,0,0,0,0,1,1,1,0,1,0,1,1,1,0,0,0,0},
  {1,1,1,1,1,1,0,1,0,1,0,1,0,1,1,1,1,0,0,1,0,1,1,1,1,0,1,1,1,1,1,1,0,0,0},
  {1,1,1,1,1,1,0,1,0,1,0,1,0,1,1,1,1,0,0,1,0,1,1,1,1,0,1,1,1,1,1,1,0,0,1},
  {1,1,1,1,1,1,0,1,0,1,0,1,0,1,1,1,1,0,0,1,0,1,1,1,1,1,1,1,1,1,1,1,0,0,0},
  {1,1,1,1,1,1,0,1,0,1,0,1,0,1,1,1,1,0,0,1,0,1,1,1,1,1,1,1,1,1,1,1,0,0,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,0,1,1,1,0,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,0},
  {1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1,1}  
  };
  
  private double score[] = 
  {
    1,1,3,3,3,1,1,1.5,1.5,0.5,1.5,3,3,1,3,2,0.333333333,0.333333333,1,1,1,0.5,
    1,1.5,2,2,1,2,2,2,3,1,1,0.333333333,0.25
  };
  
  private double cost[] =
  {
    100,50,300,80,70,100,1000,40,200,20,1100,10,500,10,10,10,20,200,1000,120,
    300,50,10,30,110,230,40,180,20,150,60,100,400,80,40
  };
  
  public int[] budgets = {100, 150, 450, 530, 600, 700, 1700, 1740, 1940, 1960, 
  3060, 3070, 3570, 3580, 3590, 3600, 3620, 3820, 4820, 4940, 5240, 5290, 5300, 
  5330, 5440, 5670, 5710, 5890, 5910, 6060, 6120, 6220, 6620, 6700, 6740};
  
  private Color[] colors =
  {
  /*
    new Color(0,0,0),
    new Color(114,0,223),
    new Color(63,148,255),
    new Color(0,191,16),
    new Color(255,255,0),
    new Color(255,168,35),
    new Color(230,0,0)
    */
    new Color(0,0,0),
    new Color(80,80,80),
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    new Color(130,130,130),
    new Color(170,170,170),
    new Color(200,200,200),
    new Color(230,230,230),
    new Color(255,255,255)
  };
  
  private int[][][] results = null;
  private int[][] distances = null;
  private Connection con = null;
  
  private int px, py;
  private Vector rates;
  private NumberFormat nf;
  
  private JComboBox cmbRate;
  private JButton btnRateDown;
  private JButton btnRateUp;
  private JTextField tfScore = null;
  private JTextField tfCost = null;
  private JTextField tfSize = null;
  private JLabel lblOriginalGene = null;
  private JLabel lblGene = null;
  private JTextArea taNew = null;
  private JTextArea taGone = null;
  
  private Font fwFont;
  
  public ComparatorCanvas() throws Exception
  {
    distances = new int[35][35];
    results = new int[35][35][35];
    
    Class.forName("com.mysql.jdbc.Driver");
    con = DriverManager.getConnection("jdbc:mysql://localhost/fss", "fss", 
      "fss");
    
    this.setSize(700, 700);
    this.addMouseListener(this);
    this.addKeyListener(this);
    rates = readRatesFromDB();
    px = −1;
    py = −1;
    
    nf = NumberFormat.getInstance();
    nf.setMaximumFractionDigits(4);
    
    fwFont = new Font("Monospaced", Font.PLAIN, 10);
  }
  
  public void paint(Graphics g)
  {
    Graphics2D g2d = (Graphics2D)g;
    
    AffineTransform normal = g2d.getTransform();
    AffineTransform at = new AffineTransform();
    at.setToRotation(−Math.PI/2.0, 400, 400);
    
    for(int i = 0; i < 35; i++)
    {
      g2d.setTransform(at);
      if(px == i) g2d.setColor(Color.red); else g2d.setColor(Color.black);
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      g2d.setFont(new Font("Monospaced", Font.PLAIN, 10));
      g2d.drawString("Budget " + budgets[i], 710, 110 + i * 15);
      g2d.setTransform(normal);

      if(py == i) g2d.setColor(Color.red); else g2d.setColor(Color.black);
      g2d.setFont(new Font("Monospaced", Font.PLAIN, 10));
      g2d.drawString("Feature " + (i + 1), 30, 112 + i * 15);
      
      for(int j = 0; j < 35; j++)
      {
        g.setColor(colors[distances[j][i]]);
        g.fillRect(100 + i * 15, 100 + j * 15, 15, 15);
        
        g.setColor(Color.white);
        g.drawRect(100 + i * 15, 100 + j * 15, 15, 15);
      }
    }
    
    for(int i = 0; i < colors.length; i++)
    {
      g.setColor(colors[colors.length − (i + 1)]);
      g.fillRect(100 + 60 * i, 650, 15, 15);
      
      String label = "d = " + (6 − i);
      g.setColor(Color.black);;
      g.drawString(label, 117 + 60 * i, 662);
    }
    
    if(px >= 0 && py >= 0)
    {
      g.setColor(Color.white);
      g.fillArc(100 + px * 15 + 6, 100 + py * 15 + 6, 3, 3, 0, 360);
    }
  }
  
  public void compareDistance()
  {
    for(int i = 0; i < 35; i++)
    {
      for(int j = 0; j < 35; j++)
      {
        distances[i][j] = getDistance(original_genes[j], results[i][j]);
      }
    }
  }
  
  private void getGene(double rate) throws Exception
  {
    PreparedStatement stmt = con.prepareStatement(
    "select * from dstable where rate = " + rate + " order by fid asc");
    stmt.execute();
    ResultSet rs = stmt.getResultSet();
    ResultSetMetaData rsmd = rs.getMetaData();

    for(int i = 0; i < 35; i++)//fid
    {
      rs.next();
      for(int j = 0; j < 35; j++)//budget
      {
        String colName = rsmd.getColumnName(j + 3);
        String geneString = rs.getString(colName);
        for(int k = 0; k < 35; k++)
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        {
          results[i][j][k] = geneString.charAt(k) == ’1’ ? 1 : 0;
        }
      }
    }
  }
  
  public int getDistance(int[] g1, int[] g2)
  {
    int d = 0;
    for(int i = 0; i < 35; i++) d += g1[i] == g2[i] ? 0 : 1;
    return d;
  }
  
  private double getCost(int[] gene)
  {
    double sum = 0;
    for(int i = 0; i < 35; i++)
    {
      sum += gene[i] * cost[i];
    }
    return sum;
  }
  
  private Vector getNewcomers(int[] oldGene, int[] newGene, int fid, 
    double rate)
  {
    double original_cost = cost[fid];
    cost[fid] = original_cost * ( 1 + rate);
    Vector ret = new Vector();
    for(int i = 0; i < 35; i++)
    {
      if(oldGene[i] == 0 && newGene[i] == 1)
      {
        String fs = "Feature" + (i+1) + "(" + score[i] + "/" + cost[i] + ")";
        ret.add(fs);
      }
    }
    cost[fid] = original_cost;
    return ret;
  }
  
  private Vector getGoners(int[] oldGene, int[] newGene, int fid, double rate)
  {
    double original_cost = cost[fid];
    cost[fid] = original_cost * ( 1 + rate);
    Vector ret = new Vector();
    for(int i = 0; i < 35; i++)
    {
      if(oldGene[i] == 1 && newGene[i] == 0)
      {
        String fs = "Feature" + (i+1) + "(" + score[i] + "/" + cost[i] + ")";
        ret.add(fs);
      }
    }
    cost[fid] = original_cost;
    return ret;
  }
  
  private double getCost(int[] gene, int fid, double rate)
  {
    double original_cost = cost[fid];
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    cost[fid] = original_cost * ( 1 + rate);
    double sum = getCost(gene);
    cost[fid] = original_cost;
    return sum;
  }
  
  private int getSize(int[] gene)
  {
    int sum = 0;
    for(int i = 0; i < 35; i++) sum += gene[i];
    return sum;
  }
  
  private double getScore(int[] gene)
  {
    double sum = 0;
    for(int i = 0; i < 35; i++)
    {
      sum += gene[i] * score[i];
    }
    return sum;
  }
  
  private String geneToString(int[] gene)
  {
    String ret = "";
    for(int i = 0; i < 35; i++) ret += gene[i] == 1 ? "1" : "0";
    return ret;
  }

  public void mouseClicked(MouseEvent e)
  {
    Point pt = e.getPoint();
    px = (int)((pt.getX() − 100) / 15);
    py = (int)((pt.getY() − 100) / 15);
    
    if(px < 0 || px > 34 || py < 0 || py > 34)
    {
      px = −1; py = −1;
    }
    repaint();
    syncLabels();
  }

  public void mousePressed(MouseEvent e){}
  public void mouseReleased(MouseEvent e){}
  public void mouseEntered(MouseEvent e){}
  public void mouseExited(MouseEvent e){}
  
  private Vector readRatesFromDB() throws Exception
  {
    Vector rates = new Vector();
    PreparedStatement stmt = con.prepareStatement(
      "select distinct rate from dstable");
    stmt.execute();
    ResultSet rs = stmt.getResultSet();
    while(rs.next()) rates.add(new Double(rs.getDouble("rate")));
    Collections.sort(rates, new DoubleComparator());
    return rates;
  }
  
  public JPanel initControlPanel() throws Exception
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  {
    JPanel controlPanel = new JPanel();
    controlPanel.setLayout(new GridBagLayout());
    GridBagConstraints gc = new GridBagConstraints();
    
    cmbRate = new JComboBox(rates);
    cmbRate.addActionListener(this);
    cmbRate.setAlignmentX(JComboBox.RIGHT_ALIGNMENT);
    cmbRate.setSelectedIndex((rates.size() − 1) / 2);
    
    btnRateDown = new JButton("<<");
    btnRateDown.setActionCommand("ratedown");
    btnRateDown.addActionListener(this);
    btnRateUp = new JButton(">>");
    btnRateUp.setActionCommand("rateup");
    btnRateUp.addActionListener(this);
    
    gc.gridx = 0; gc.gridy = 0;
    controlPanel.add(btnRateDown, gc);
    gc.gridx = 1; gc.gridy = 0;
    controlPanel.add(new JLabel("Rate : "), gc);
    gc.gridx = 2; gc.gridy = 0;
    controlPanel.add(cmbRate, gc);
    gc.gridx = 3; gc.gridy = 0;
    controlPanel.add(btnRateUp, gc);
    
    tfScore = new JTextField(15); tfScore.setEditable(false);
    tfCost = new JTextField(15); tfCost.setEditable(false);
    tfSize = new JTextField(15); tfSize.setEditable(false);
    
    gc.gridx = 0; gc.gridy = 1; gc.gridwidth = 1;
    controlPanel.add(new JLabel("Score"), gc);
    gc.gridx = 1; gc.gridy = 1; gc.gridwidth = 2;
    controlPanel.add(tfScore, gc);
    gc.gridx = 0; gc.gridy = 2; gc.gridwidth = 1;
    controlPanel.add(new JLabel("Cost"), gc);
    gc.gridx = 1; gc.gridy = 2; gc.gridwidth = 2;
    controlPanel.add(tfCost, gc);
    gc.gridx = 0; gc.gridy = 3; gc.gridwidth = 1;
    controlPanel.add(new JLabel("Size"), gc);
    gc.gridx = 1; gc.gridy = 3; gc.gridwidth = 2;
    controlPanel.add(tfSize, gc);
    
    lblOriginalGene = new JLabel(" ");
    lblGene = new JLabel(" ");
    JLabel l1 = new JLabel("Original");
    gc.gridx = 0; gc.gridy = 4; gc.gridwidth = 3;
    controlPanel.add(l1, gc);
    gc.gridx = 0; gc.gridy = 5; gc.gridwidth = 3;
    controlPanel.add(lblOriginalGene, gc);
    gc.gridx = 0; gc.gridy = 6; gc.gridwidth = 3;
    JLabel l2 = new JLabel("New");
    controlPanel.add(l2, gc);
    gc.gridx = 0; gc.gridy = 7; gc.gridwidth = 3;
    controlPanel.add(lblGene, gc);
    
    taNew = new JTextArea(3, 20); taNew.setLineWrap(true);
    taGone = new JTextArea(3, 20); taGone.setLineWrap(true);
    gc.gridx = 0; gc.gridy = 8; gc.gridwidth = 3;
    controlPanel.add(new JLabel("Newcomers"), gc);
    gc.gridx = 0; gc.gridy = 9; gc.gridwidth = 3;
    controlPanel.add(taNew, gc);
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    gc.gridx = 0; gc.gridy = 10; gc.gridwidth = 3;
    controlPanel.add(new JLabel("Goners"), gc);
    gc.gridx = 0; gc.gridy = 11; gc.gridwidth = 3;
    controlPanel.add(taGone, gc);
    
    gc.gridx = 0; gc.gridy = 12; gc.gridwidth = 3;
    JButton btnSave = new JButton("Save");
    btnSave.setActionCommand("save");
    btnSave.addActionListener(this);
    controlPanel.add(btnSave, gc);
    
    return controlPanel;
  }
  
  private void syncRate() throws Exception
  {
    Double rate = (Double)cmbRate.getSelectedItem();
    getGene(rate.doubleValue());
    compareDistance();
    repaint();
    syncLabels();
  }
  
  private void syncLabels()
  {
    if(px < 0 || px > 34 || py < 0 || py > 34)
    {
      if(tfScore != null) tfScore.setText("");
      if(tfCost != null) tfCost.setText("");
      if(tfSize != null) tfSize.setText("");
      if(lblOriginalGene != null) lblOriginalGene.setText("");
      if(lblGene != null) lblGene.setText("");
      if(taNew != null) taNew.setText("");
      if(taGone != null) taGone.setText("");
      return;
    }
    else
    {
      Double rate = (Double)cmbRate.getSelectedItem();
      int gene[] = results[py][px];
      double score = getScore(gene);
      double cost = getCost(gene, py, rate.doubleValue());
      int size = getSize(gene);
      
      double original_score = getScore(original_genes[px]);
      double original_cost = getCost(original_genes[px]);
      int original_size = getSize(original_genes[px]);
      
      tfScore.setText(nf.format(score) + "(" + 
        nf.format(score − original_score) + ")");
      tfCost.setText(nf.format(cost) + "(" + 
        nf.format(cost − original_cost) + ")");
      tfSize.setText(nf.format(size) + "(" + 
        nf.format(size − original_size) + ")");
      
      lblOriginalGene.setText(geneToString(original_genes[px]));
      lblGene.setText(geneToString(gene));
      
      taNew.setText(getNewcomers(original_genes[px], gene, py,
        rate.doubleValue()).toString());
      taGone.setText(getGoners(original_genes[px], gene, py, 
        rate.doubleValue()).toString());
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    }
  }
  
  public void actionPerformed(ActionEvent e)
  {
    if(e.getSource() == cmbRate)
    {
      try{ syncRate(); } catch(Exception ex){ ex.printStackTrace(); }
    }
    else if(e.getActionCommand().equals("ratedown"))
    {
      int index = cmbRate.getSelectedIndex();
      index−−;
      cmbRate.setSelectedIndex(index);
      if(index == 0) btnRateDown.setEnabled(false);
      if(!btnRateUp.isEnabled()) btnRateUp.setEnabled(true);
      
      try{ syncRate(); } catch(Exception ex){ ex.printStackTrace(); }
    }
    else if(e.getActionCommand().equals("rateup"))
    {
      int index = cmbRate.getSelectedIndex();
      index++;
      cmbRate.setSelectedIndex(index);
      if(index == rates.size() − 1) btnRateUp.setEnabled(false);
      if(!btnRateDown.isEnabled()) btnRateDown.setEnabled(true);
      
      try{ syncRate(); } catch(Exception ex){ ex.printStackTrace(); }
    }
    else if(e.getActionCommand().equals("save"))
    {
      Double currentRate = (Double)cmbRate.getSelectedItem();
      String fileName = "matrix" + currentRate.toString() + ".png";
      saveCanvas(fileName);
    }
  }
  
  public void keyPressed(KeyEvent e)
  {
    if(px < 0 || py < 0) return;
    if(e.getKeyCode() == KeyEvent.VK_DOWN)
    {
      if(py < 34){ py++; syncLabels(); repaint();}
    }
    else if(e.getKeyCode() == KeyEvent.VK_UP)
    {
      if(py > 0){ py−−; syncLabels(); repaint();}
    }
    else if(e.getKeyCode() == KeyEvent.VK_LEFT)
    {
        if(px > 0){ px−−; syncLabels(); repaint();}
    }
    else if(e.getKeyCode() == KeyEvent.VK_RIGHT)
    {
      if(py < 34){ px++; syncLabels(); repaint();}
    }
  }

  public void keyTyped(KeyEvent e){}
  public void keyReleased(KeyEvent e){}
  
  public static void main(String args[]) throws Exception
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  {
    JFrame frame = new JFrame("Mosaic");
    ComparatorCanvas gc = new ComparatorCanvas();
    
    frame.setSize(1000, 800);
    frame.setDefaultCloseOperation(JFrame.EXIT_ON_CLOSE);
    frame.addKeyListener(gc);
    
    frame.getContentPane().setLayout(new BorderLayout());
    frame.getContentPane().add(gc, BorderLayout.CENTER);
    frame.getContentPane().add(gc.initControlPanel(), BorderLayout.EAST);
    frame.setVisible(true);
  }

  private void saveCanvas(String name)
  {
    Rectangle r = this.getBounds();
    Image image = this.createImage(r.width, r.height);
    Graphics g = image.getGraphics();
    this.paint(g);
    try
    {
      ImageIO.write((RenderedImage)image, "png", new File(name));
    }
    catch (IOException e)
    {
      // TODO
      e.printStackTrace();
    }
  }
}
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/*
 * Stores the feature data. Sorts and manages them using FeatureGroup objects.
 * Used for the dependency−aware version of the algorithm in order to resolve
 * the dependency within the groups.
 */
 
 import java.util.Arrays;

public class DependencyFeaturePool
{
  public Feature[] features;
  
  public double costs[] = 
  {100, 50, 300, 80, 70, 100, 1000, 40, 200, 20, 1100, 10, 500, 10, 10, 10, 20, 
    200, 1000, 120, 300, 50, 10, 30, 110, 230, 40, 180, 20, 150, 60, 100, 400, 
    80, 40};
  
  public int customer[] = 
  {3,3,1,1,1,3,3,2,2,2,2,1,1,1,1,1,3,3,3,2,2,2,2,2,1,1,1,1,1,1,1,1,3,3,4};
  
  public int revenue[] = 
  {3,3,3,3,3,3,3,3,3,1,3,3,3,1,3,2,1,1,3,2,2,1,2,3,2,2,1,2,2,2,3,1,3,1,1};
  
  public Feature[] g1 = new Feature[7]; 
  public Feature[] g2 = new Feature[6];
  public Feature[] g3 = new Feature[4];
  public Feature[] g4 = new Feature[12];
  public Feature[] g5 = new Feature[2];
  public Feature[] g6 = new Feature[3];
  public Feature[] g7 = new Feature[1];
  
  public int i1 = 0;
  public int i2 = 0;
  public int i3 = 0;
  public int i4 = 0;
  public int i5 = 0;
  public int i6 = 0;
  public int i7 = 0;
  
  private FeatureGroup fg1;
  private FeatureGroup fg2;
  private FeatureGroup fg3;
  private FeatureGroup fg4;
  private FeatureGroup fg5;
  private FeatureGroup fg6;
  private FeatureGroup fg7;
  
  private FeatureGroup[] fgs = null;
  
  public DependencyFeaturePool()
  {
    features = new Feature[35];
    for(int i = 0; i < 35; i++)
    {
      features[i] = new Feature(customer[i], revenue[i], costs[i], i);
      
      if(features[i].score == 3.0) {g1[i1] = features[i]; i1++; }
      else if(features[i].score == 2.0){ g2[i2] = features[i]; i2++; }
      else if(features[i].score == 1.5){ g3[i3] = features[i]; i3++; }
      else if(features[i].score == 1.0){ g4[i4] = features[i]; i4++; }
      else if(features[i].score == 0.5){ g5[i5] = features[i]; i5++; }
      else if(features[i].score * 3 == 1){ g6[i6] = features[i]; i6++; }
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      else if(features[i].score == 0.25){ g7[i7] = features[i]; i7++; }
    }
  }
    
  public void initGroups()
  {
    FeatureComparator fc = new FeatureComparator();
    Arrays.sort(g1, fc);
    Arrays.sort(g2, fc);
    Arrays.sort(g3, fc);
    Arrays.sort(g4, fc);
    Arrays.sort(g5, fc);
    Arrays.sort(g6, fc);
    Arrays.sort(g7, fc);
    
    fg1 = new FeatureGroup(g1);
    fg2 = new FeatureGroup(g2);
    fg3 = new FeatureGroup(g3);
    fg4 = new FeatureGroup(g4);
    fg5 = new FeatureGroup(g5);
    fg6 = new FeatureGroup(g6);
    fg7 = new FeatureGroup(g7);
    
    fg1.setDependency(2, 3);
    fg3.setDependency(2, 1);
    fg4.setDependency(1, 0);
    fg4.setDependency(4, 3);
    fg4.setDependency(6, 1);
    fg4.setDependency(8, 7);
    
    fgs = new FeatureGroup[7];
    fgs[0] = fg1;
    fgs[1] = fg2;
    fgs[2] = fg3;
    fgs[3] = fg4;
    fgs[4] = fg5;
    fgs[5] = fg6;
    fgs[6] = fg7;
  }
  
  public void setGroupNumbers(int n1, int n2, int n3, int n4, int n5, int n6, 
    int n7)
  {
    fg1.include(n1);
    fg2.include(n2);
    fg3.include(n3);
    fg4.include(n4);
    fg5.include(n5);
    fg6.include(n6);
    fg7.include(n7);
  }
  
  public double getCurrentScore()
  {
    return 3 * fg1.getSelectedSize() + 2 * fg2.getSelectedSize() + 
      1.5 * fg3.getSelectedSize() + 1.0 * fg4.getSelectedSize() +
      0.5 * fg5.getSelectedSize() + 0.333333333 * fg6.getSelectedSize() + 
      0.25 * fg7.getSelectedSize();
  }
    
  public double getCurrentMaxCost()
  {
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    return fg1.getMaxCost() + fg2.getMaxCost() + fg3.getMaxCost() + 
      fg4.getMaxCost() + fg5.getMaxCost() + fg6.getMaxCost() + fg7.getMaxCost();
  }
  
  public double getCurrentMinCost()
  {
    return fg1.getMinCost() + fg2.getMinCost() + fg3.getMinCost() + 
      fg4.getMinCost() + fg5.getMinCost() + fg6.getMinCost() + fg7.getMinCost();
  }
  
  public int[] getCurrentGene()
  {
    int[] g = new int[35];
    Arrays.fill(g, 0);
    for(int i = 0; i < 7; i++)
      for(int j = 0; j < fgs[i].getSize(); j++)
        if(fgs[i].isIncluded(j)) 
          g[fgs[i].getFeatureByIndex(j).expert_ranking] = 1;
    return g;
  }
   
  public String getCurrentGeneString()
  {
    String ret = "";
    int[] gene = getCurrentGene();
    for(int i = 0; i < 35; i++) ret += gene[i] == 1 ? "1" : "0";
    return ret;
  }
}
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/*
 * Performs the dependency−aware version of the semi−exhaustive search
 * algorithm. Uses the DependencyFeaturePool instead the basic FeaturePool.
 */
 
import java.sql.Connection;

import java.sql.DriverManager;

import java.sql.PreparedStatement;

import java.sql.ResultSet;

public class DependencyRangeSearch
{
  public int[] sizes = {7, 6, 4, 12, 2, 3, 1};
  public int[] budgets = {100, 150, 450, 530, 600, 700, 1700, 1740, 1940, 1960, 
    3060, 3070, 3570, 3580, 3590, 3600, 3620, 3820, 4820, 4940, 5240, 5290, 
    5300, 5330, 5440, 5670, 5710, 5890, 5910, 6060, 6120, 6220, 6620, 6700, 
    6740};

  private Connection con = null;
  private DependencyFeaturePool fp = null;
  
  public DependencyRangeSearch() throws Exception
  {
    Class.forName("com.mysql.jdbc.Driver");
    con = DriverManager.getConnection("jdbc:mysql://localhost/fss", 
      "fss", "fss");
    
    fp = new DependencyFeaturePool();
  }
  
  public void process(String tableName) throws Exception
  {
    PreparedStatement delete = con.prepareStatement("delete from " + tableName);
    delete.execute();
    
    fp.initGroups();
    
    PreparedStatement stmt = con.prepareStatement("INSERT INTO " + tableName + 
      " VALUES(?, ?, ?, ?, ?, ?, ?, ?, ?, ?, ?)");
    double score = 0.0;
    double cost_low = 0.0;
    double cost_high = 0.0;
    String gene;
    
    for(int i1 = 0; i1 <= 7; i1++)
    {
      for(int i2 = 0; i2 <= 6; i2++)
      {
        for(int i3 = 0; i3 <= 4; i3++)
        {
          for(int i4 = 0; i4 <= 12; i4++)
          {
            for(int i5 = 0; i5 <= 2; i5++)
            {
              for(int i6 = 0; i6 <= 3; i6++)
              {
                for(int i7 = 0; i7 <= 1; i7++)
                {
                  fp.setGroupNumbers(i1, i2, i3, i4, i5, i6, i7);
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                  score = fp.getCurrentScore();
                  cost_low = fp.getCurrentMinCost();
                  cost_high = fp.getCurrentMaxCost();
                    
                  gene = fp.getCurrentGeneString();
                
                  stmt.setDouble(1, score);
                  stmt.setDouble(2, cost_low);
                  stmt.setDouble(3, cost_high);
                  
                  stmt.setInt(4, i1);
                  stmt.setInt(5, i2);
                  stmt.setInt(6, i3);
                  stmt.setInt(7, i4);
                  stmt.setInt(8, i5);
                  stmt.setInt(9, i6);
                  stmt.setInt(10, i7);
                  
                  stmt.setString(11, gene);
                  stmt.execute();
                }
              }
            }
          }
        }
      }
    }
  }
      
  public void report(String tableName) throws Exception
  {
    PreparedStatement stmt = con.prepareStatement("select score, gene, lb from " 
      + tableName + " where lb <= ? order by score desc limit 1");
    for(int i = 0; i < 35; i++)
    {
      stmt.setInt(1, budgets[i]);
      stmt.execute();
      
      ResultSet rs = stmt.getResultSet();
      rs.first();
      String gene = rs.getString("gene");
      double score = rs.getDouble("score");
      double cost = rs.getDouble("lb");
      
      System.out.println(gene + " : " + score + " : " + cost);
    }
  }
  
  public void run() throws Exception
  {
    process("drange");
    report("drange");
  }
    
  public static void main(String[] args) throws Exception
  {
    DependencyRangeSearch rs = new DependencyRangeSearch();
    rs.run();
  }
}
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/*
 * Comparartor for Double objects. Used to make ordered groups.
 */

import java.util.Comparator;

public class DoubleComparator implements Comparator
{
  public DoubleComparator()
  {
  }

  public int compare(Object o1, Object o2)
  {
    Double d1 = (Double)o1;
    Double d2 = (Double)o2;
    if(d1.doubleValue() < d2.doubleValue()) return −1;
    else return 1;
  }
}
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/*
 * Stores data for each feature.
 */

public class Feature
{
  public double score;
  public double cost;
  public int expert_ranking;
  public int dependson;
  
  public Feature(int cp, int rev, double c, int ep)
  {
    score = (double)rev / (double)cp;
    cost = c;
    expert_ranking = ep;
    dependson = −1;
  }
  
  public String toString()
  {
    return "ER : " + (expert_ranking + 1) + 
      " COST : " + cost + " SCORE : " + score;
  }
}
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/*
 * Compares two features in order to break ties. It’s used only to break
 * ties, so it does not consider their scores. With scores being the same,
 * the less expensive one is more desirable. If the costs are the same,
 * then the experts ranking is used as domain knowledge.
 */

import java.util.Comparator;

public class FeatureComparator implements Comparator
{
  public FeatureComparator() 
  {
  }

  public int compare(Object o1, Object o2)
  {
    Feature f1 = (Feature)o1;
    Feature f2 = (Feature)o2;
    if(f1.cost < f2.cost) return 1;
    else if(f1.cost > f2.cost) return −1;
    else
    {
      if(f1.expert_ranking > f2.expert_ranking) return −1;
      else return 1;
    }
  }
}
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/*
 * Stores the ordered group, and resolve the dependency constraints within
 * each ordered group using the algorithm explained in Section 5 of the report.
 * The basic version of the algorithm also uses this object, but without 
 * setting the dependency−relation using setDependency() method.
 */

import java.util.Arrays;

public class FeatureGroup
{
  private Feature[] features;
  private int size;
  private int selectedNumber;
  
  private boolean[] included;
  private int[] requires;
  private int[] requiredby;
  private boolean[] satisfied;
  
  public FeatureGroup(Feature[] f)
  {
    size = f.length;
    
    features = new Feature[size];
    included = new boolean[size];
    requires = new int[size];
    requiredby = new int[size];
    satisfied = new boolean[size];
    
    for(int i = 0; i < size; i++) features[i] = f[i];
    Arrays.fill(requires, −1);
    Arrays.fill(requiredby, −1);    
    Arrays.fill(satisfied, false);
  }
  
  public void setDependency(int from, int to)
  {
    requires[from] = to;
    requiredby[to] = from;
  }
  
  private boolean pickUp(int number)
  {
    Arrays.fill(included, false);
    for(int i = 0; i < number; i++) included[included.length − 1 − i] = true;
    updateStatus();
    return startShift(number);
    
    //printArray();
  }
  
  private void updateStatus()
  {
    for(int i = 0; i < included.length; i++)
    {
      if(requires[i] > −1 && !included[requires[i]]) satisfied[i] = false;
      else satisfied[i] = true;
    }
  }
  
  private boolean startShift(int number)
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  {
    boolean result = true;
    int i = included.length − number;
    while(!checkDependency())
    {
      if(requiredby[i] == −1 || (requiredby[i] > −1 && 
        !included[requiredby[i]]))
      {
        int dest = i − 1;
        while(!(satisfied[dest] && requires[dest] != i && !included[dest])) 
          dest−−;
        if(dest == −1)
        {
          result = false;
          break;
        }
        included[dest] = true;
        included[i] = false;
        updateStatus();
      }
      i++;
    }
    return result;
  }
  
  private boolean checkDependency()
  {
    boolean result = true;
    for(int i = 0; i < included.length; i++) 
      if(included[i] && requires[i] > −1 && !included[requires[i]]) 
        result = false;
    return result;
  }
  
  public boolean include(int number)
  {
    selectedNumber = number;
    return pickUp(number);
  }
  
  public double getMinCost()
  {
    double cost = 0;
    for(int i = size − 1; i >= 0; i−−)
      if(included[i]) cost += features[i].cost;
    return cost;
  }
  
  public double getMaxCost()
  {
    double cost = 0;
    for(int i = 0; i < selectedNumber; i++) cost += features[i].cost;
    return cost;
  }
  
  public String toString()
  {
    String ret = "";
    for(int i = 0; i < size; i++)
    {
      ret += features[i].toString() + "\n";
    }
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    return ret;
  }
  
  public int getSize(){ return size; }
  public int getSelectedSize(){ return selectedNumber; }
  public boolean isIncluded(int index){ return included[index]; }
  public Feature getFeatureByIndex(int index){ return features[index]; }
  public String getPointerString()
  {
    String ret = "";
    for(int i = 0; i < size; i++) ret += included[i] ? "1" :"0";
    return ret;
  }
}
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/*
 * Contains all the feature information. Used by the basic version of the
 * semi−exhaustive search algorithm.
 */
 
import java.util.Arrays;

public class FeaturePool
{
  public Feature[] features;
  
  public double costs[] = 
  {100, 50, 300, 80, 70, 100, 1000, 40, 200, 20, 1100, 10, 500, 10, 10, 10, 20, 
    200, 1000, 120, 300, 50, 10, 30, 110, 230, 40, 180, 20, 150, 60, 100, 400, 
    80, 40};
  
  public int customer[] = 
  {3,3,1,1,1,3,3,2,2,2,2,1,1,1,1,1,3,3,3,2,2,2,2,2,1,1,1,1,1,1,1,1,3,3,4};
  
  public int revenue[] = 
  {3,3,3,3,3,3,3,3,3,1,3,3,3,1,3,2,1,1,3,2,2,1,2,3,2,2,1,2,2,2,3,1,3,1,1};
  
  public Feature[] g1 = new Feature[7]; 
  public Feature[] g2 = new Feature[6];
  public Feature[] g3 = new Feature[4];
  public Feature[] g4 = new Feature[12];
  public Feature[] g5 = new Feature[2];
  public Feature[] g6 = new Feature[3];
  public Feature[] g7 = new Feature[1];
  
  public int i1 = 0;
  public int i2 = 0;
  public int i3 = 0;
  public int i4 = 0;
  public int i5 = 0;
  public int i6 = 0;
  public int i7 = 0;
  
  private FeatureGroup fg1;
  private FeatureGroup fg2;
  private FeatureGroup fg3;
  private FeatureGroup fg4;
  private FeatureGroup fg5;
  private FeatureGroup fg6;
  private FeatureGroup fg7;
  
  public FeaturePool()
  {
    features = new Feature[35];
    for(int i = 0; i < 35; i++)
    {
      features[i] = new Feature(customer[i], revenue[i], costs[i], i);
      
      if(features[i].score == 3.0) {g1[i1] = features[i]; i1++; }
      else if(features[i].score == 2.0){ g2[i2] = features[i]; i2++; }
      else if(features[i].score == 1.5){ g3[i3] = features[i]; i3++; }
      else if(features[i].score == 1.0){ g4[i4] = features[i]; i4++; }
      else if(features[i].score == 0.5){ g5[i5] = features[i]; i5++; }
      else if(features[i].score * 3 == 1){ g6[i6] = features[i]; i6++; }
      else if(features[i].score == 0.25){ g7[i7] = features[i]; i7++; }
    }
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    features[1].dependson = 0;
    features[3].dependson = 4;
    features[5].dependson = 6;
    features[6].dependson = 18;
    features[7].dependson = 8;
    features[19].dependson = 20;
  }
    
  public void initGroups()
  {
    FeatureComparator fc = new FeatureComparator();
    Arrays.sort(g1, fc);
    Arrays.sort(g2, fc);
    Arrays.sort(g3, fc);
    Arrays.sort(g4, fc);
    Arrays.sort(g5, fc);
    Arrays.sort(g6, fc);
    Arrays.sort(g7, fc);
    
    fg1 = new FeatureGroup(g1);
    fg2 = new FeatureGroup(g2);
    fg3 = new FeatureGroup(g3);
    fg4 = new FeatureGroup(g4);
    fg5 = new FeatureGroup(g5);
    fg6 = new FeatureGroup(g6);
    fg7 = new FeatureGroup(g7);
  }
  
  public void setGroupNumbers(int n1, int n2, int n3, int n4, int n5, int n6, 
    int n7)
  {
    fg1.include(n1);
    fg2.include(n2);
    fg3.include(n3);
    fg4.include(n4);
    fg5.include(n5);
    fg6.include(n6);
    fg7.include(n7);
  }
  
  public double addScore(int n1, int n2, int n3, int n4, int n5, int n6, int n7)
  {
    return 3 * n1 + 2 * n2 + 1.5 * n3 + 1.0 * n4 + 0.5 * n5 + 
      0.333333333 * n6 + 0.25 * n7;
  }
    
  public double maxCost(int n1, int n2, int n3, int n4, int n5, int n6, int n7)
  {
    double cost = 0;
    for(int i = 0; i < n1; i++) cost += g1[i].cost;
    for(int i = 0; i < n2; i++) cost += g2[i].cost;
    for(int i = 0; i < n3; i++) cost += g3[i].cost;
    for(int i = 0; i < n4; i++) cost += g4[i].cost;
    for(int i = 0; i < n5; i++) cost += g5[i].cost;
    for(int i = 0; i < n6; i++) cost += g6[i].cost;
    for(int i = 0; i < n7; i++) cost += g7[i].cost;
    
    return cost;
  }
  
  public double minCost(int n1, int n2, int n3, int n4, int n5, int n6, int n7)
  {
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    double cost = 0;
    for(int i = 0; i < n1; i++) cost += g1[g1.length − (i + 1)].cost;
    for(int i = 0; i < n2; i++) cost += g2[g2.length − (i + 1)].cost;
    for(int i = 0; i < n3; i++) cost += g3[g3.length − (i + 1)].cost;
    for(int i = 0; i < n4; i++) cost += g4[g4.length − (i + 1)].cost;
    for(int i = 0; i < n5; i++) cost += g5[g5.length − (i + 1)].cost;
    for(int i = 0; i < n6; i++) cost += g6[g6.length − (i + 1)].cost;
    for(int i = 0; i < n7; i++) cost += g7[g7.length − (i + 1)].cost;
    
    return cost;
  }
  
  public String getGene(int n1, int n2, int n3, int n4, int n5, int n6, int n7)
  {
    int[] g = new int[35];
    Arrays.fill(g, 0);
    
    for(int i = 0; i < n1; i++) g[g1[g1.length − (i + 1)].expert_ranking] = 1;
    for(int i = 0; i < n2; i++) g[g2[g2.length − (i + 1)].expert_ranking] = 1;
    for(int i = 0; i < n3; i++) g[g3[g3.length − (i + 1)].expert_ranking] = 1;
    for(int i = 0; i < n4; i++) g[g4[g4.length − (i + 1)].expert_ranking] = 1;
    for(int i = 0; i < n5; i++) g[g5[g5.length − (i + 1)].expert_ranking] = 1;
    for(int i = 0; i < n6; i++) g[g6[g6.length − (i + 1)].expert_ranking] = 1;
    for(int i = 0; i < n7; i++) g[g7[g7.length − (i + 1)].expert_ranking] = 1;
    
    String ret = "";
    for(int i = 0; i < 35; i++) ret += g[i] == 1 ? "1" : "0";
    return ret;
  }
  
  public String getGene(Score s)
  {
    return getGene(s.num1, s.num2, s.num3, s.num4, s.num5, s.num6, s.num7);
  }
  
  public boolean checkDependency(int[] gene)
  {
    boolean bSuccess = true;
    for(int i = 0; i < gene.length; i++)
    {
      if(gene[i] == 1 && features[i].dependson > −1 && 
        gene[features[i].dependson] == 0) 
        bSuccess = false;
    }
    return bSuccess;
  }
  
  
}
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/*
 * Reads the genes(results) written in binary string, then writes the results
 * to the database along with the tweaking rate used. The results are read from 
 * a text file.
 * 
 * The text file is created using RangeSearch object. One tweak value will
 * create 70 sets of genes(rates applied to each of 35 features, in both
 * directions + and −).
 */

import java.io.File;
import java.io.FileReader;
import java.io.LineNumberReader;

import java.sql.Connection;
import java.sql.DriverManager;
import java.sql.PreparedStatement;

public class GeneReader
{
  private Connection con = null;
  
  public GeneReader() throws Exception
  {
    Class.forName("com.mysql.jdbc.Driver");
    con = DriverManager.getConnection("jdbc:mysql://localhost/fss", "fss", 
    "fss");
  }
  public void read(String filePath, double rate) throws Exception
  {
    LineNumberReader reader = new LineNumberReader
      (new FileReader(new File(filePath)));
    PreparedStatement stmt = con.prepareStatement(
      "insert into dstable values(?,?,?,?,?,?,?,?,?,?,?,?,?,?," + 
      "?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?,?)");
    String buffer = null;
    String gene = null;
      
    if(rate == 0)
    {
      stmt.setDouble(2, rate);
      for(int j = 0; j < 35; j++)
      {
        buffer = reader.readLine();
        stmt.setString(j + 3, buffer);
      }      
      for(int i = 0; i < 35; i++)
      {
        stmt.setInt(1, i + 1);
        stmt.execute();
      }
    }
    else
    {
      for(int i = 0; i < 35; i++)
      {
        stmt.setInt(1, i + 1);
        stmt.setDouble(2, rate);
        for(int j = 0; j < 35; j++)
        {
          buffer = reader.readLine();
          stmt.setString(j + 3, buffer);
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        }
          
        stmt.execute();
          
        stmt.setDouble(2, −rate);
        for(int j = 0; j < 35; j++)
        {
          buffer = reader.readLine();
          stmt.setString(j + 3, buffer);
        }
          
        stmt.execute();
      }
    }
  }
  
  public static void main(String args[]) throws Exception
  {
    GeneReader gr = new GeneReader();
    gr.read(args[0], Double.parseDouble(args[1]));
  }
}
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/*
 * The semi−exhaustive search algorithm written in Java. This version does
 * not consider the dependency relation. It first computes all the possinle
 * fitness values and write them to the database. After that, the algorithm
 * searches the database in order to find gloobal optima for the given budgets.
 * 
 * The same algorithm can be used in order to calculate tweaked results. See
 * the commented−out section in dataSensitivity() method.
 */

import java.sql.Connection;

import java.sql.DriverManager;

import java.sql.PreparedStatement;

import java.sql.ResultSet;

public class RangeSearch
{
  public int[] sizes = {7, 6, 4, 12, 2, 3, 1};
  public int[] budgets = {100, 150, 450, 530, 600, 700, 1700, 1740, 1940, 1960, 
    3060, 3070, 3570, 3580, 3590, 3600, 3620, 3820, 4820, 4940, 5240, 5290, 
    5300, 5330, 5440, 5670, 5710, 5890, 5910, 6060, 6120, 6220, 6620, 6700, 
    6740};

  private Connection con = null;
  private FeaturePool fp = null;
  
  public RangeSearch() throws Exception
  {
    Class.forName("com.mysql.jdbc.Driver");
    con = DriverManager.getConnection("jdbc:mysql://localhost/fss", 
      "fss", "fss");
    
    fp = new FeaturePool();
  }
  
  public void process(String tableName) throws Exception
  {
    PreparedStatement delete = con.prepareStatement("delete from " + tableName);
    delete.execute();
    
    fp.initGroups();
    
    PreparedStatement stmt = con.prepareStatement("INSERT INTO " + tableName + 
      " VALUES(?, ?, ?, ?, ?, ?, ?, ?, ?, ?, ?, ?)");
    double score = 0.0;
    double cost_low = 0.0;
    double cost_high = 0.0;
    String gene;
    
    for(int i1 = 0; i1 <= 7; i1++)
    {
      for(int i2 = 0; i2 <= 6; i2++)
      {
        for(int i3 = 0; i3 <= 4; i3++)
        {
          for(int i4 = 0; i4 <= 12; i4++)
          {
            for(int i5 = 0; i5 <= 2; i5++)
            {
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              for(int i6 = 0; i6 <= 3; i6++)
              {
                for(int i7 = 0; i7 <= 1; i7++)
                {
                  score = fp.addScore(i1, i2, i3, i4, i5, i6, i7);
                  cost_low = fp.minCost(i1, i2, i3, i4, i5, i6, i7);
                  cost_high = fp.maxCost(i1, i2, i3, i4, i5, i6, i7);
                  
                  int p = comb(7, i1) * comb(6, i2) * comb(4, i3) * 
                    comb(12, i4) * comb(2, i5) * comb(3, i6) * comb(1, i7);
                  gene = fp.getGene(i1, i2, i3, i4, i5, i6, i7);
                  
                  stmt.setDouble(1, score);
                  stmt.setDouble(2, cost_low);
                  stmt.setDouble(3, cost_high);
                  stmt.setInt(4, p);
                  
                  stmt.setInt(5, i1);
                  stmt.setInt(6, i2);
                  stmt.setInt(7, i3);
                  stmt.setInt(8, i4);
                  stmt.setInt(9, i5);
                  stmt.setInt(10, i6);
                  stmt.setInt(11, i7);
                  
                  stmt.setString(12, gene);
                  stmt.execute();
                }
              }
            }
          }
        }
      }
    }
  }
  
  private int comb(int a, int b)
  {
    if(b == 0) return 1;
    
    int i1 = 1;
    int i2 = 1;
    for(int i = 0; i < b; i++)
    {
      i1 *= (a − i);
      i2 *= (b − i);
    }
    return i1 / i2;
  }
    
  public void report(String tableName) throws Exception
  {
    PreparedStatement stmt = con.prepareStatement("select gene from " 
      + tableName + " where lb <= ? order by score desc limit 1");
    for(int i = 0; i < 35; i++)
    {
      stmt.setInt(1, budgets[i]);
      stmt.execute();
      
      ResultSet rs = stmt.getResultSet();
      rs.first();
      String gene = rs.getString("gene");
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      System.out.println(gene);
    }
  }
  
  public void dataSensitivity(double rate) throws Exception
  {
    process("range");
    report("range");
    
    /*
    for(int i = 0; i < 35; i++)
    {
      double original_cost = fp.features[i].cost;
      fp.features[i].cost = original_cost * (1 + rate);
      
      //System.out.println("Feature" + (i+1) + "with cost " + fp.features[i].cos
t + "(original " + original_cost + ")");
      
      process("range");
      report("range");
      
      fp.features[i].cost = original_cost * (1 − rate);
      
      //System.out.println("Feature" + (i+1) + "with cost " + fp.features[i].cos
t + "(original " + original_cost + ")");
      
      process("range");
      report("range");
      
      fp.features[i].cost = original_cost;
    }
    */
  }
    
  public static void main(String[] args) throws Exception
  {
    RangeSearch rs = new RangeSearch();
     rs.dataSensitivity(0);
  }
}
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/*
 * The same as RangeSearch, but this version do not store the intermediate
 * results in the database. They are stored in the memory, and the global
 * optima is searched within the memory for the sake of the speed.
 * 
 * The executable jar file contains this version.
 */

import java.util.Collections;
import java.util.LinkedList;

public class RangeSearchMemory
{
  public int[] sizes = {7, 6, 4, 12, 2, 3, 1};
  public int[] budgets = {100, 150, 450, 530, 600, 700, 1700, 1740, 1940, 
    1960, 3060, 3070, 3570, 3580, 3590, 3600, 3620, 3820, 4820, 4940, 5240, 
    5290, 5300, 5330, 5440, 5670, 5710, 5890, 5910, 6060, 6120, 6220, 6620, 
    6700, 6740};
  private FeaturePool fp = null;
  
  private int NUM_SCORES = 87360;
  
  private Score[] scores = null;
  
  public RangeSearchMemory() throws Exception
  {
    fp = new FeaturePool();
    scores = new Score[NUM_SCORES];
  }
  
  public void process(String tableName) throws Exception
  {
    fp.initGroups();
    
    double score = 0.0;
    double cost_low = 0.0;
    double cost_high = 0.0;
    
    int count = 0;
    
    for(int i1 = 0; i1 <= 7; i1++)
    {
      for(int i2 = 0; i2 <= 6; i2++)
      {
        for(int i3 = 0; i3 <= 4; i3++)
        {
          for(int i4 = 0; i4 <= 12; i4++)
          {
            for(int i5 = 0; i5 <= 2; i5++)
            {
              for(int i6 = 0; i6 <= 3; i6++)
              {
                for(int i7 = 0; i7 <= 1; i7++)
                {
                  score = fp.addScore(i1, i2, i3, i4, i5, i6, i7);
                  cost_low = fp.minCost(i1, i2, i3, i4, i5, i6, i7);
                  cost_high = fp.maxCost(i1, i2, i3, i4, i5, i6, i7);
                  
                  int p = comb(7, i1) * comb(6, i2) * comb(4, i3) * 
                    comb(12, i4) * comb(2, i5) * comb(3, i6) * comb(1, i7);
                  scores[count] = new Score(score, p, cost_low, cost_high, i1, 
                    i2, i3, i4, i5, i6, i7);
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                  count++;
                }
              }
            }
          }
        }
      }
    }
  }
  
  private int comb(int a, int b)
  {
    if(b == 0) return 1;
    
    int i1 = 1;
    int i2 = 1;
    for(int i = 0; i < b; i++)
    {
      i1 *= (a − i);
      i2 *= (b − i);
    }
    return i1 / i2;
  }
    
  public void report(String tableName) throws Exception
  {
    LinkedList candidates = new LinkedList();
    for(int i = 0; i < budgets.length; i++)
    {
      for(int j = 0; j < NUM_SCORES; j++)
      {
        if(scores[j].lowerbound <= budgets[i]) candidates.add(scores[j]);
      }
      
      Score max = (Score)Collections.min(candidates, new ScoreComparator());
      System.out.println(fp.getGene(max));
      candidates.clear();
    }
  }
  
  public void dataSensitivity(double rate) throws Exception
  {
    if(rate == 0)
    {
      process("range");
      report("range");
    }
    else
    {
      for(int i = 0; i < 35; i++)
      {
        double original_cost = fp.features[i].cost;
        fp.features[i].cost = original_cost * (1 + rate);
                
        process("range");
        report("range");
        
        fp.features[i].cost = original_cost * (1 − rate);
        
        process("range");
        report("range");
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        fp.features[i].cost = original_cost;
      }
    }
  }
  
  public static void main(String[] args) throws Exception
  {
    RangeSearchMemory rs = new RangeSearchMemory();
    rs.dataSensitivity(Double.parseDouble(args[0]));
  }
}
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/*
 * Represents the fitness value. Stores the lower and upper bound in cost
 * for the particular fitness value, along with its composition vector.
 */

public class Score
{
  public double score;
  public int size;
  public double lowerbound;
  public double upperbound;
  public int num1;
  public int num2;
  public int num3;
  public int num4;
  public int num5;
  public int num6;
  public int num7;
  
  
  public Score(double score, int size, double lb, double ub, int i1, int i2,  in
t i3,  int i4,  int i5,  int i6,  int i7)
  {
    this.score = score;
    this.size = size;
    this.lowerbound = lb;
    this.upperbound = ub;
    
    num1 = i1;
    num2 = i2;
    num3 = i3;
    num4 = i4;
    num5 = i5;
    num6 = i6;
    num7 = i7;
  }
  
  public String toString()
  {
    String ret = "Score : " + score + " lb : " + lowerbound + " ub : " + upperbound;
    return ret;
  }
}
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/*
 * Compares two different Score objects according to their fitness value.
 */

import java.util.Comparator;

public class ScoreComparator implements Comparator
{
  public ScoreComparator() 
  {
  }

  public int compare(Object o1, Object o2)
  {
    Score s1 = (Score)o1;
    Score s2 = (Score) o2;
    
    if(s1.score > s2.score) return −1;
    else return 1;
  }
}
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1 Submitted Artifacts

The contents of the compressed archive is shown in Figure 1. The directory bin contains
executable Java JAR files. The directory dump contains the dump of MySQL database
which is needed by other software. The directory src contains the JAVA source code of
the submitted software.

It should be noted that the software submitted is an implementation as a proof of
the concept; the goal of the project was not to produce a piece of software as its final
outcome. The submitted software is all in working order, and everything required to
execute them is included. However it does not mean that the software is meant for any
normal end-user.

2 Database Dump

The directory dump contains the database tables that are used by the software. MySQL
5.0.18 was used in the project; these tables should be restored into a local instance of
MySQL database before executing other software provided. The file dump.sql contains
the dump of the database, which was obtained using mysqldump. In order to restore
its contents to an instance of MySQL, one can imply execute the following.

$mysql < dump.sql

It will create a database named fss. In addition, all the other software uses an user
account called fss, which is identified by the password of fss. In order to create this
account, execute the following commands in MySQL command prompt.

mysql>CREATE USER fss IDENDIFIED BY ’fss’;
Query OK, 0 rows affected (0.00 sec)

mysql>GRANT ALL PRIVILEGES ON fss.* TO fss@localhost;

Query OK, 0 rows affected (0.00 sec)
mysql>

Now the database is ready to use. The database fss contains 3 tables: range,
drange, and dstable. However, range and drange are the same. They contain the
information about the possible fitness values in the structure shown in Figure 2. The
table range contains the information about the dependency-free version of the solutions,
while the table drange contains the same data about the dependency-aware version of
the solutions.

Column score contains the fitness value. Columns lb and ub each contains the lower
and the upper bound of the cost for the particular score. Column number of solutions
shows the actual number of the feature subsets that belong to the particular fitness value,
score. Columns ranging from num 3 to num 0 25 form the composition vector of the
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-+-bin----+--compare.jar
| +-dp.jar
| +-fasat.jar
| +-reader.jar
| +-rs.jar
|
+-dump-----dump.sql
|
+-src----+-hc---+-fasat/algorithm/model/Algorithm.java

| +-fasat/algorithm/function/GetNeighborsFunction.java
| +-fasat/algorithm/function/GetRandomFeatureSetFunction.java
| +-fasat/algorithm/HillClimbing.java
| +-fasat/algorithm/model/Algorithm.java
| +-fasat/algorithm/model/FeaturePoolFunction.java
| +-fasat/algorithm/model/FeatureSetFunction.java
| +-fasat/algorithm/model/Measurable.java
| +-fasat/datamodel/Feature.java
| +-fasat/datamodel/FeatureComparator.java
| +-fasat/datamodel/FeaturePool.java
| +-fasat/datamodel/FeatureSet.java
| +-fasat/run/BaseRun.java
| +-fasat/run/MultipleHCWholeBudgetRun.java
| +-fasat/run/MultipleHillClimbingRun.java
| +-fasat/run/Run.java
| +-fasat/Controller.java
| +-fasat/Processor.java
|
+-rs --+-Comparator.java

+-ComparatorCanvas.java
+-DependencyFeaturePool.java
+-DependencyRangeSearch.java
+-DoubleComparator.java
+-Feature.java
+-FeatureComparator.java
+-FeatureGroup.java
+-FeaturePool.java
+-GeneReader.java

Figure 1: Contents of the compressed archive
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+---------------------+-------------+------+-----+---------+-------+
| Field | Type | Null | Key | Default | Extra |
+---------------------+-------------+------+-----+---------+-------+
| score | double | YES | | NULL | |
| lb | double | YES | | NULL | |
| ub | double | YES | | NULL | |
| number_of_solutions | int(11) | YES | | NULL | |
| num_3 | int(11) | YES | | NULL | |
| num_2 | int(11) | YES | | NULL | |
| num_1_5 | int(11) | YES | | NULL | |
| num_1 | int(11) | YES | | NULL | |
| num_0_5 | int(11) | YES | | NULL | |
| num_0_33 | int(11) | YES | | NULL | |
| num_0_25 | int(11) | YES | | NULL | |
| gene | varchar(35) | YES | | NULL | |
+---------------------+-------------+------+-----+---------+-------+

Figure 2: Structure of range and drange table

fitness value. Column gene contains the binary string representation of the solution
that matches to the lower bound cost.

Figure 3 shows the structure of dstable. It contains solutions that are generated
with a particular feature with a tweaked cost. Column fid points at the index of the
feature that is tweaked. Column rate contains the rate of the tweak of the cost. The
following columns contain the binary string representation of the global optima for each
of the budge values.

+-------+-------------+------+-----+---------+-------+
| Field | Type | Null | Key | Default | Extra |
+-------+-------------+------+-----+---------+-------+
| fid | int(11) | YES | | NULL | |
| rate | double | YES | | NULL | |
| g100 | varchar(35) | YES | | NULL | |

.....
| g6700 | varchar(35) | YES | | NULL | |
| g6740 | varchar(35) | YES | | NULL | |
+-------+-------------+------+-----+---------+-------+

Figure 3: Structure of dstable
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3 JAR Files

3.1 Hill Climbing : fasat.jar

The file fasat.jar executes the hill climbing algorithm.

Usage : java -jar FASAT.jar mthc [budget][iterations]
Usage : java -jar FASAT.jar hcbr [iterations]

Use ”mthc” with the budget value and the number of iterations in order to execute
the hill climbing algorithm for that many iterations. The program will pick up the
one iteration with the highest fitness value, and print out the climbing route that the
algorithm has taken.

Use ”hcbr” with the number of iterations in order to execute the iterative hill climbing
for all the 35 budget values. The program will execute the hill climbing algorithm, for
[iterations] times for each budget value, and will print out the best results for each
budget value.

3.2 Semi-Exhaustive Search : rs.jar

The file rs.jar executes the semi-exhaustive search algorithm.

Usage : java -jar rs.jar [rate]

If the parameter [rate] equals 0, then the program will print out one set of the binary
string representations of 35 globally optimal solutions. A set of solutions is composed of
35 binary strings, each corresponding to 35 different budget values.

If the rate does not equal to 0, then the program performs the data-sensitivity run: it
will add and subtract the required amount from the costs of each features, then produce
sets of solutions. There will be 70 sets of solutions. 35 sets, each with an added cost to
one of the 35 features; and another 35 sets, each with a reduced cost to one of the 35
features.

The results can be captured into a text file, so that the reader.jar can read them
into the database.

3.3 The Dependency-Aware Version : dp.jar

The file dp.jar executes the dependency-aware version of the semi-exhaustive search
algorithm. It only computes a single set of solutions for the unaltered data set, so you
do not need any rate value.

Usage : java -jar dp.jar
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3.4 Data processing for the Database : reader.jar

The file reader.jar will read results from the text files generated by rs.jar into the
database.

Usage : java -jar reader.jar [textfile] [rate]

The parameter [textfile] should be the name of the file containing the results. The
parameter [rate] should be the tweaking rate which was used to generate the results in
the [textfile].

If the parameter [rate] equals 0, then the program will only read a single set of
solutions. If not, the program will expect 70 sets of solutions for the particular tweaking
rate specified by the parameter [rate].

3.5 GUI Frontend : gc.jar

The file gc.jar contains the GUI frontend called Mosaic. It displays the hamming
distance matrix for the data-sensitivity analysis results stored in the database.

Usage : java -jar gc.jar

Once loaded, Mosaic shows a blank hamming distance matrix because it initially
shows the original results. One can browse through different matrices using the buttons
provided on the right side; or one can simply choose a tweaking rate value using the
drop-down box.

The panel on the right hand side will show the information about a particular data
point in the matrix. One can choose the data point simply by clicking one of the cells
in the matrix.

4 Source Code

4.1 Hill Climbing : src/hc

The directory src/hc contains source code for the hill climbing implementation. It does
not require any external jar files for compile or execution.

4.2 Semi-Exhaustive Search : src/rs

The directory src/rs contains source code for the hill climbing implementation. It does
not require any external jar files for compile, but the program requires a JDBC driver for
MySQL database in order to be executed. The executable jar files in the bin directory
contain mysql-connector-java-3.1.12-bin.jar within themselves, so that they can be
executed stand alone.
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