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Abstract

keywords: Camera Alignment, SIFT, RANSAC, Motion Detection, Exposure
Fusion, Background Subtraction, Median Threshold Bitmap, HDR

Digital cameras, as well as film cameras, are designed to record light so that
it can be displayed on computer screen or photographic paper. Unfortunately this
limitation prevents the normal cameras to capture the dynamic range of colours
(ratio between dark and bright regions) as it is presented in the real world.

High Dynamic Range (HDR) photography overcomes this limitation by using
a bracketed exposure sequence of the same scene to reproduce a single image, al-
lowing in this way the reproduction of the compressed dynamic range of colors as
they are presented in the real world. Unfortunately HDR imagery is not suitable for
dynamic scenes. In fact moving objects in the scenes produce in the final HDR im-
ages undesirable artefacts called ghosts. For the same reasons a perfect alignment
of each image in the sequence is strictly required to obtain consistent and flawless
HDR images.

In this work, we propose different techniques to adapt HDR imaging to dy-
namic scenes. These techniques are responsible to detect moving objects in a scene
described by a bracketed exposure sequence and to erase the ghosts generated by
these movements in the corresponding HDR images.

We introduce several techniques based on pixel intensity variance, pixel median
value difference and background subtraction. We also tested and defined the best al-
gorithm overall which we identified as the background subtraction based algorithm
called FRABS.

Besides Movement Detection we propose also two different techniques to align
a set of images taken with different exposure times. The first method is based on
SIFT feature descriptors, while the second technique is an extension of the Median
Threshold Bitmap algorithm originally proposed by Reinhard, Ward et al.

Finally we suggest a way to integrate the proposed alignment algorithms and
the motion detection techniques into the original Exposure Fusion framework, a
novel technique to generate low dynamic range, HDR-like images and proposed by
Mertens, Kautz and Van Reeth.
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Chapter 1

Introduction

1.1 HDR photography: how can it be improved?

The real world spans a dynamic colour range that is larger than the limited one

spanned by modern digital cameras and these limitations are often a major problem

when reproducing digital images. Often not all the details in a scene can be repre-

sented with conventional Low Dynamic Range images (also called LDR images).

A typical problem with LDR images (see Figure 1.1) is the presence of both dark

and bright areas in the same scene due to over-exposure or under-exposure.

To correct these problems and to enlarge the dynamic colour range spanned by

cameras in the last few years a very interesting and powerful technique has arisen:

High Dynamic Range photography (otherwise known as HDR). There are many ad-

vantages of using HDR images and perhaps the most interesting is its strong ability

to refine and improve LDR images during the post-production phase. For instance

Figure 1.2 presents the HDR version of Figure 1.1. The image has been created,

stored and converted for display with the HDR generation software, Photomatix.

Large areas of the scene are improved and many details, which previously were

not clearly reproduced, are now sharply defined. A typical improvement is the one

obtained for the objects outside the window, which now have the correct exposure

level.

1



CHAPTER 1. INTRODUCTION 2

Figure 1.1: LDR image

Is evident how the employment of HDR imaging introduces major advantages.

Raw HDR images have an higher fidelity than LDR, because match the scenes they

represent rather then the display devices they are displayed on. This can benefit

many Image Processing tasks that an image can go through during its lifetime, such

as white balance correction or colour, contrast and brightness adjustments [15].

Nevertheless the HDR generation imagery is a very laborious and challenging

process. Due to the limitations of most digital image sensors, in order to be able to

expand the common, low dynamic range, more than one exposure is required. These

exposures will contain different pixels properly, under or over exposed. Each pixel,

however, will be properly exposed in at least one of the images of the sequence and

thus by accurately selecting the well-exposed pixels during the HDR reconstruction

we should be able to reconstruct the high dynamic range of the captured scene. In

effect to select these pixels, each exposure has to be brought into the same domain

by diving each pixel by the image exposure time [15]. Moreover, the camera re-

sponse function has to be derived as well and only after this step can corresponding

pixels be averaged across exposures, excluding the under or over exposed ones. The

result will be an HDR image. When the dynamic range is captured, the image is
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Figure 1.2: HDR image generated by Aperture Photomatix Plug-in

not yet ready to be displayed on common devices. The dynamic range of illumi-

nation in a real-word scene, in fact, is several orders of magnitude higher than the

ones allowed on normal display devices (i.e. range of 10,000 to 1 in the real world,

against 100 to 1 on normal devices [15]). The discrepancy makes it impossible to

reproduce raw HDR images on normal screens. Thus a mapping of HDR images to

normal LDR is required: tone-mapping. Tone-mapping tries to match the captured

scene and the resulting HDR image on normal displays. This is a difficult task as

simple compression of the range or scaling of the intensity level will not work cor-

rectly. However, several working solutions have been developed as tone-mapping

operators and thus reproduction of HDR images on common displays is no longer a

problem.

In this work we used a novel technique to generate HDR-like images called Ex-

posure Fusion [12] as proposed by Mertens, Kautz et al. In contrast to normal HDR

generation algorithms, Exposure Fusion is able to directly create an LDR image

from a bracketed exposure sequence without the use of a tone-mapping operator as

it directly fuses N LDR images into a single image. The technique, in fact, due to

a weighting scheme based on different quality measures, is able to correctly select
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the best pixel combination for the whole scene, obtaining in this way LDR images

which are very similar to common HDR. Unfortunately there are several problems

which are involved with HDR or exposure fused image creation such as ghost arte-

facts due to movements in the scene or misalignment of the images. The first prob-

lem strongly limits the application of HDR or fused images in daily life scenes, as a

wide portion of common scenes contain moving objects. The latter problem is very

common when the images are taken without a tripod or under particular conditions

and greatly affects the final HDR or fused image by containing blurred areas as a

result.

1.2 Problem Statement

HDR imagery brings many benefits to Image Processing or Computer Vision and

thus the research and development in this field is in continuous expansion. More-

over, HDR is a novel and growing area and thus the possibilities of research are still

very wide. There are many aspects of the HDR process that can be improved and

refined. Along with the steps required in the HDR generation process, researchers

have lately focused on how to expand the use of HDR to everyday scenes. Since

Exposure Fusion uses the same input images of any normal HDR algorithm, the two

techniques share almost the same problems. The need to combine more exposures

from a bracketed sequence, in fact, requires that each image exactly matches the

others included in the set to avoid blur or noise artefacts in the final output. It is

clear from this requirement that all the exposures have to be shot from the exact

same point and that they have to match pixel by pixel. Thus Exposure Fusion, as

well as HDR imagery, is not at all suitable for dynamic scenes. This issue leads to

the main aim of our project, which is to extend exposure fused image generation to

dynamic scenes.
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1.2.1 Camera Alignment

Small camera movements during LDR image capture are frequent and inevitable.

Even though they are typically small, when compared with the scene geometry,

they lead to blurred areas in the final result. There are several causes for camera

movements, such as manually setting the exposures, shutter button pressure and not

using a tripod. Figure 1.3 shows two images taken by hand holding the camera,

the relative movements that occurred, highlighted in white in the first image on the

second rows, and the output produced when blending these two exposures.

Figure 1.3: Top: Same scene shot with handheld camera. Bottom: Left, differ-
ences between the two images (shown in white). Right, result after blending the two
exposures

Figure 1.3 reveals that a preliminary step to align the images contained in the

bracketed exposure sequence is very important for the quality of the final results.

Alignment will require two main tasks: to localise and estimate the misalignment

and to compute the transformation matrix from these parameters. Nevertheless,

camera movements encountered in typical LDR exposures employed to generate

HDR images, are usually very smalls thus affine transformation is sufficient to re-

cover these movements.
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Even though many image alignment techniques have been introduced in the past

years, many of them use scene features such as edges or pixel intensity. Unfortu-

nately, the employment of images with different exposures makes the detection of

scene features error-prone, because the LDR images often used describe different

scene content (intensity, colour and edges), even if they represent the same picture.

Figure 1.4 shows the results of a Canny edge detector applied on the same scene

taken under two different exposure settings.

Figure 1.4: Top: original images taken at 0 stops and -2 stops. Bottom: Canny
edge detector result

The edge detector finds different edges in the two images and trying to match

these features certainly results in a bad estimation. Thus a different approach is

required to align the images and this approach should have, at least the following

properties:

• If image features are used, either these features have to be colour and intensity

independent or the image intensities have to be normalised before detecting

any feature;

• If pixel values are used, their description should be exposure variation inde-

pendent.
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1.2.2 Motion Detection

Common pictures usually describe dynamic scenes such as people walking, moving

flags, cars or tree leaves. Figure 1.5 illustrates a bracketed exposure sequence shot

from a common dynamic scene.

Figure 1.5: Bracketed exposure sequence from a common dynamic scene

Unfortunately, dynamic scenes are not suitable for HDR generation (and thus

Exposure Fusion) as the results would be affected by image ghosts. Image ghosts

occur when an object is moving through the pictured scene and thus its contribu-

tion to the weights used for the HDR generation appears in different locations and

with different intensities. Figure 1.6 a fused image generated from the sequence in

Figure 1.5, shows typical image ghost artefacts.

Image ghosts are easy to obtain, because even a very small or limited movement

will produce a very noticeable artefact. Figure 1.7 and 1.8 show this case: even

if the scene is mostly static because a big part of it is occupied by a building, the

fluttering flag and the moving leaves will still produce ghosts in the final image.

For these reasons, the employment of HDR imaging has so far been limited to

static scenes. Solving this problem would dramatically increase the use of Exposure

Fusion or HDR to almost every kind of scene. However, similarly to the alignment

task, the ghost removal process has a non-trivial solution. In order to detect variation

in the pixels and thus the movement from one pixel to another along a stack of LDR

images, colour and intensity difference should be taken into account and as seen

before, this step is particularly error-prone when the images do not describe the

same content. In fact, since the exposures variation affects this comparison, the

same properties required for the registration are desirable for a successful ghost



CHAPTER 1. INTRODUCTION 8

Figure 1.6: Exposure Fused image generated from sequence in Figure 1.5

Figure 1.7: Bracketed exposure sequence from a low dynamic scene

removal technique.

Furthermore, the movement dynamics are usually too complex to be classified in

a single class: movements, in fact, can appear in many different ways and according

to the perspective adopted by the photographer in the picture, they could be either

spread along a certain image area or very compact. For instance, if we assume that

a person is walking along a street, there could be different movement classes. If

we are watching him walking horizontally (i.e. from left to right in the scene) his

movement would be quite spread in the scene and thus very noticeable, but if he is

not walking horizontally (i.e. towards the observer), the movement would be highly



CHAPTER 1. INTRODUCTION 9

Figure 1.8: Exposure Fused image generated from sequence in Figure 1.7

localised in a small area, but still very disturbing in the final result. For illustration

purposes, Figure 1.9 shows these two possible configurations.

Figure 1.9: Due to the perspective used and type of movements, ghosts can assume
different configurations occupying different area sizes

Besides these problems connected to movement detection, another question

arises directly from the ghost removal process: suppose that we are able to find

the areas where the movements are located, how do we correct these zones in the

final images?
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1.3 Project Overview

In this project we try to improve the Exposure Fusion algorithm by solving two of

the major problems that arise from its generation process: movement detection in

dynamic scenes and image alignment. The project development can be divided into

three distinct parts. Initially, we attempt to solve the image alignment task, imple-

menting two different techniques and achieving very good results. Secondly, we try

to find the best solution for the movement detection task, proposing several different

techniques and achieving very interesting results. We also study the performance

of the proposed techniques individually, in addition to the complete exposure fused

images generation process as a whole. Finally, we implement a graphical user in-

terface for the final framework developed as a result of this project.

For each task, the related techniques are proposed in their order of development.

In this way the improvements and refinements we have applied and achieved on each

technique are clear.

The report is structured in six chapters. In this chapter we introduce the basic

concepts of HDR and Exposure Fusion and also describe the project motivation and

problem statement. In Chapter 2, existing work related to camera alignment and

movement detection for HDR generation is discussed. The third chapter describes

all of the approaches developed for the project including the illustration of camera

alignment techniques and the proposal of motion detection solutions. The required

corrections made to the original Exposure Fusion algorithm are also introduced in

this section. At the end of this chapter, we describe some implementation details

and explicitly state which parts of the work are entirely the author’s own work.

Chapter 4 analyses the results of each technique proposed in the previous section

and finishes with a performance study. Chapter 5 discusses the potential future

work, while Chapter 6 summarises our conclusions and brings the report to a close

by introducing and describing the extensions made to the initial project goals.
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Related Works

HDR imaging is directly linked to a diverse range of disciplines such as radiome-

try, photometry, image processing and computer vision. Each discipline provides

unique contribution in order to solve many of the problems that arise when HDR

image generation is performed. High Dynamic Range creation is a very laborious

process and it requires several different steps to be performed such as camera align-

ment, camera response function derivation, tone mapping and HDR assembly. All

these aspects of HDR creation, as well as their related problems and solutions, are

accurately depicted and commented in the book written by Reinhard, Ward et al.

[15]. This provides an excellent introduction to HDR imaging, as it analyses almost

every important issue in the field.

Fortunately this long and onerous process is required only when HDR images

are used. By contrast, in this project, we use images generated through a novel

technique called Exposure Fusion (Section 2.1). These images, otherwise known

as ‘fused’, are almost visually identical to the HDR ones, but do not actually span a

high dynamic range because they are directly fused from a set of LDR images. For

this reason, Exposure Fusion avoids many of the common problems that arise from

the employment of HDR imagery, such as tone mapping, storing and displaying.

In this chapter we discuss and review the works which have been the starting

point of our project. Those works are directly related to Exposure Fusion and the

11
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main problems of our project: camera alignment and movement detection in 2D

images.

2.1 Exposure Fusion

Exposure Fusion is a novel technique for fusing a bracketed exposure sequence of

LDR images that can be used as alternative to the standard HDR image generation

procedure. This technique is introduced by Mertens, Kautz and al. [12] and it is

an interesting and powerful technique for two main reasons. The first is its easy

implementation, which also results in a very computationally efficient algorithm.

Secondly, it does not require any tone mapping operator to compress the high dy-

namic range of colour, as the image produced can be directly displayed on any com-

mon device. Moreover, the LDR images produced are similar to the ones obtained

through common HDR image generation algorithms. One of the strongest points

of this technique is that there is no camera calibration in-between HDR stages, as

the algorithm relies on simple quality measures such as contrast and saturation to

compute the final weights of the Exposure Fused images.

Exposure Fusion computes the final image by keeping only the best parts from

the multi-exposure sequence. This aim is achieved by using three quality measures:

contrast, saturation and well-exposedness. These three measures are scaled into

a scalar-value weight map, which provides a guide for the algorithm to compute

the final images and each of them has a particular meaning. Contrast C tends to

assign high weights to important elements in a scene such as edges and texture.

Saturation S tends to give high weights to saturated colours and in this way the

image looks more vivid. Well-exposedness E keeps only the best exposed pixels

in the final image, which is the desired property of the final image output. These

three quantities are computed separately for each pixel and for each exposure in the

sequence. A final weight map W is then computed by performing a product over
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linear combination as in Equation 2.1:

Wi j,k = CwC
i j,k×SwS

i j,k×EwE
i j,k (2.1)

Please note that W is an N-dimensional map, where N is the number of exposures

and that wC,wS and wE are the corresponding weighting exponents. When W is

computed, the fusion can be performed. The fusion step results in a weighted av-

erage along each pixel, using the weights from W as a quality measure. Thus the

resulting image R can be obtained from Equation 2.2:

Ri j =
N

∑
k=1

Wi j,kIi j,k (2.2)

where Ik is the k−th input image in the sequence.

Unfortunately Equation 2.2 produces unsatisfactory results, as the final image,

R will be populated by disturbing seams. To address this problem Mertens et al.

use a technique that employs multi-scale image pyramids. First, the input images

are decomposed into a Laplacian pyramid, L(I) which can be thought as a band-

pass filtered version of the original image. Then, W is decomposed into a Gaussian

pyramid, G(W ). When this is done the final Laplacian pyramid, L(R) is computed

in a similar fashion to Equation 2.3:

L(R)l
i j =

N

∑
k=1

G(W )l
i j,kL(I)l

i j,k (2.3)

Where l indicates the actual level of the pyramids. Finally the Laplacian pyramid

L(R) is collapsed to obtain the final Exposed Fused image, R. Multi-resolution

blending is quite effective at avoiding seams, because it blends image features in-

stead of intensities.

Exposure fusion is the starting point and the main ingredient of our project: in

our work, in fact, the HDR-like images generation is performed through the process

described above, with corrections that remove ghost artefacts and align images.
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2.2 Movement Detection

Movement detection is one of the most ambitious tasks in the HDR generation pro-

cess. Different approaches have been suggested to detect movement clusters in the

LDR images and a big number of these take the illumination variance into account

at each pixel. Unfortunately, since the exposures used in the sequence are taken

with different aperture configurations, this computation is hard and inconsistent for

the HDR case.

Jacobs, Loscos et al.[4] address these problems by suggesting a movement de-

tection algorithm based on pixel local entropy. Starting from the bracketed se-

quence, the local entropy at each pixel location in a neighbourhood of radius 5

is computed, which generates a map denoted as the uncertainty image UI. In this

map the pixel that have a high UI entry are likely to be the moving ones. Jacobs

et al. justify the use of the entropy because this measure, derived from the field of

Information Theory, is not affected by intensity values. In this paper also a more

common technique based on pixel variance is introduced, mainly for comparison

purposes. The paper illustrates that the entropy measure has some important fea-

tures which make it really robust for the movement detection. It is insensitive to any

scaling factor applied to the image, assuming it does not saturate the intensity val-

ues, and it registers any small intensity change in a given neighbourhood. Moreover

it is high in relevant areas such as edges or corners and thus if an edge or corner is

moving, the entropy will be changing quite fast, revealing the movement easily.

Once the UI is computed, closed regions above a certain threshold are detected

and the pixels belonging to these regions are computed in the final HDR image

from a single exposure. Due to the interesting results of this work, we choose to

implement it as one potential solution. Unfortunately, it can easily fail in regions

where the dynamic range is quite wide such as those containing windows, lights

sources or strong highlights.

A second solution for the movement detection has been illustrated by Khan,

Akyüz et al. [6]. This work proposes an algorithm that does not need object de-
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tection and movement estimation. Moreover, it computes the final weights for the

HDR image generation in an iterative fashion. It adopts a non-parametric model

for the static part of the scenes by evaluating the pixel membership probability and

computing the weights for the final HDR. The main idea of the algorithm is that the

pixels that are part of the background, by which we mean in the static part of the

scene, are more present in an image than the ones that do not belong to it. By finding

the joint probability that a pixel is correctly exposed and belongs to the background,

the initial weights are computed for each pixel in each LDR image of the bracketed

exposure sequence. Afterwards, the algorithm is applied iteratively to compute the

HDR weights. Even though implementation of the algorithm is not straightforward

and tends to be very slow for normal size images, it has the benefit that there are no

parameters to be set. The paper shows that this technique generates good results,

but we have decided to not include it in the final set of possible solutions for its

prohibitive computation time.

Finally a technique to correct ghosts artefact has been introduced by Rein-

hard,Ward et al. [15]. This technique is based on the weighted intensity variance

of a pixel in the bracketed exposure sequence. Due to its simple implementation,

this technique has been largely used in the standard HDR image generation frame-

works. Unfortunately this method can easily fail under certain conditions, but it

is strong when the ghosts are easily segmentable. The algorithm initially detects

the regions where the ghosts are likely to occur by computing the pixel weighted

variance for each location in the scene and by selecting this regions through an ad-

equate threshold value. Then, for each closed region a single exposure, usually the

0 stops1 exposure, is selected and its value is used directly in the final HDR image.

The book shows that this method works well in most of the cases, so it naturally

follows that we have chosen to implement it.

1An aperture stop is a restriction of the optical beam in a lens system. It controls the size of a
bundle of light rays that can get through the camera optics. More practically, it regulates the amount
of light allowed though the camera lens.
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2.3 Image Alignment

Image alignment is a widely studied task which remains an active area of research.

In the HDR image generation framework, camera alignment plays a very impor-

tant role in the pre processing of the LDR images. If the pictures employed are

misaligned, the final HDR image will be blurred . Even if the camera movements

are typically small compared to the scene’s geometric dimensions, they can still

produce significant noise in the final image.

Fortunately, these movements can be described by affine transformations, rota-

tion and translation. Thus the registration process involves finding the correct affine

transformation that maps an image to the target, which is usually the 0 stops image.

An approach for this image registration is been suggested by Reinhard, Ward et

al. [15]. This technique, called the Mean Threshold Bitmap Alignment (MTB), is a

fast and easy to implement approach that finds the best translation from one image to

another. The estimation is restricted to translation because empirical evidences [15]

suggest that roughly the 90% of cases do not require rotation during the alignment

phase. Therefore, translation alone should account for the alignment of almost every

pair of images.

This algorithm uses a very robust representation for images taken at different

exposures, based on a median bitmap description. For each image, a bitmap is con-

structed based on the threshold value that corresponds to the median intensity value

in the image. In this way, even if the two images vary considerably in exposure time,

their corresponding bitmaps are close to identical and highly robust for comparison.

Once the bitmaps are obtained the translation vector can be retrieved by taking

the difference (or XOR) of them. There are several ways to align them (i.e. brute

force, gradient descend to local minimum), but the most efficient one is based on

image pyramids. Starting with the original images, two pyramids are constructed

and on each level the corresponding MTB are also computed. Starting from the

lowest level, nine possible XOR values are computed, corresponding to the XOR

between the target image and the image to align shifted in one of the nine possible
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directions. An initial translation vector is retrieved by taking the minimum value

among the XOR and is applied to the image in order to align it on the next level.

Again, the nine possible XOR values on this new level are computed to find the

updated translation vector. Repeating this process across the whole pyramid and

accumulating the shift value found on each level produces the final translation pa-

rameter.

Due to its easy implementation, this algorithm is widely used in camera align-

ment for HDR image generation. In fact, many variations and extensions to this

work have been introduced: Ying, in his Master’s thesis [20], proposes a method to

find an estimate of the rotation angle estimation to complete the affine transforma-

tion by using an optimisation algorithm named Steerable Descent. Grosch [3] also

attempts to find the image rotation angle, but by using the MTB in combination

with an optimisation algorithm. This technique is very powerful, resulting in find-

ing a very strong and robust affine transformation for almost every pair of images.

Moreover, there are some important features that make this algorithm very useful:

• it works on multi-scale pyramids and uses fast bit-manipulation routines;

• it is insensitive to image exposure variation due to the use of median bitmap

threshold description;

• if noise filtering is applied, the algorithm becomes even more robust under

any conditions;

• the implementation of the algorithm is really intuitive and the total time re-

quired for the alignment is linear with respect to the original images resolu-

tion.

We have decided to implement an original extension of the MTB algorithm as

one of the possible solutions for the registration task in our project. Our extension

also retrieves a rotation angle to complete the affine transformation required for the

camera alignment.
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A second approach to align two images is described by Sand and Teller in their

related work [16]. As previously discusses the problem that presents the most dif-

ficulty is large variation in the LDR exposures, because this variation makes their

comparison problematic and potentially inconsistent.

Sand and Teller try to solve this problem by finding pixel correspondence weights

and evaluating these weights to retrieve an affine transformation. The weights are

computed as the product of two terms: the pixel matching probability and the mo-

tion consistency probability, where the first term depends on the introduction of an

original pixel representation. Initially, a minimum and a maximum filter are applied

independently to the image we want to align, producing two new images that define

bounds for each pixel value in the secondary image. Then each pixel value is com-

pared to the bounds and a penalty is given if and only if this value lies outside the

bounds. The algorithm proceeds on computing the matching scores by summing

these values on a squared regions and finding in this way the pixel matching prob-

ability. With regard to the motion consistency probability, local linear regression is

used to build a vector field that expresses how well the offset vectors assigned to

a certain pixel agrees with its neighbourhood. The paper shows that this technique

works reasonably well in many cases, but unfortunately, the complicated details of

its implementation make it unsuitable for our purposes.

A method to align two LDR images has been introduced by Kang, Uyttendaele

et al. [5]. This work, based on the generation of HDR videos, describes a technique

that matches two temporally contiguous frames based on an affine transformation

and subsequent refinement based on hierarchical homography. This method pro-

poses that a simple affine transformation that maps a frame to another is insufficient

for this purpose because of camera jitter and acceleration. Therefore a posterior

refinement is obtained by computing a hierarchical homography: assuming that a

prior registration has already been applied, a homography is computed and applied

between the resulting aligned image and target image. The resulting image is di-

vided into several overlapping quadrants and the homographies required to align

each quadrant in this image onto the corresponding quadrants in the target image
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are computed. The process is iterated on several levels and eventually, by comput-

ing a single homography from all the homographies found on each level, the final

registration can be performed. While the technique seems to have really good and

accurate registration results, its performance and accuracy do not justify its use in

our project. In our case the differences between unaligned images will never be as

wide as the ones between sequential video frames.

Finally, a very common technique for camera alignment requires the compu-

tation of a transformation starting from an image features map. The main idea

is to find a sufficient number of features in the two images, match them using a

strong similarity measure, such as the reciprocal of their sum of square distances

or correlation, and finally, given the location of the matching key-points, extract

the associated transformation. Even though this technique works really well for

common images, the exposure differences of HDR images that change the scene’s

contents and its features make it unsuitable in this case. For instance, if we would

like to use a corner feature such as those found by a Harris corner detector, many

different corners along the two images would be encountered that will never match.

The key idea is to use the SIFT descriptors introduced by D. G. Lowe [10]. SIFT is

a well known features descriptor employed in a wide number of Computer Vision

algorithms due to its invariance to scaling, translation and rotation. Additionally, it

is not dependent on intensity values, which makes it very suitable for this registra-

tion tasks. In fact, given two images of the same scene taken at different exposures,

the SIFTs localised in the two representations should be almost identical. Unfor-

tunately, matching the SIFTs between the two images is prone to errors. In order

to refine the features match another technique widely used in Computer Vision is

employed: the RANSAC algorithm is used to detect inliers and outliers from a set

of data points. RANSAC, which stands for RANdom SAmple Consensus, is a non-

deterministic algorithm introduce by M. Fischler and R. Bolles in 1981 [1] whose

result is acceptable according to a probability that increases with the number of

iterations.

Given a set of data points, the basic assumption of RANSAC is that those data
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points consist of inliers and outlier. The inliers are those points whose distribution

can be explained by some set of model parameters and the outliers are those that

do not fit this model. Given the original data points, a hypothetical set of inliers is

estimated along with the parameters of the model that generated them. If there are

a sufficient number of inliers, then the model is assumed to be good and the inliers

are tested again to evaluate a more accurate membership to the model. By iterating

over the data held and the model parameters, the error for each inlier is computed

and a new set of inliers is obtained. The whole process is repeated until conver-

gence. The performance of RANSAC strongly depends on many initial settings the

most crucial of which is the confidence interval that validates the membership of a

data point to the given model. Since an affine transformation requires a minimum of

three matches, a low confidence value should produce RANSAC output that is very

accurate in most cases. Once the final matches are computed and refined, the final

affine transformation can be computed. For its easy implementations and reason-

ably good performance, we have chosen to implement a registration method based

on local features, defined by SIFT descriptors, and RANSAC refinement.

2.4 Other related works

We end this chapter by introducing those papers that cannot be included in the

section introduced above, but which have been useful in our project research.

A very interesting work on background estimation is introduced by Granados,

Seidel et al. [2]. In this work, a robust technique for background estimation is

developed starting from a cost function that labels a pixel as either belonging to

the background or not. Since the background can also be thought as the static part

of a scene, this algorithm can be easily adapted to solve the problem of motion

detection. In fact, one of the possible applications of the algorithm demonstrated

in the paper is a HDR image generation with ghosts correction. The technique is

very useful for detecting the background from a set of images and its adoption to

the HDR image generation process is quite easy. Although results are impressive,
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in that moving parts of the scene are completely erased, the high computation time

required and its complex implementation do not seem to justify its use on the HDR

image generation. However the paper is still a very useful source because of its use

of background estimation for the detection of motion.

Another work related to the background subtraction and estimation is that pro-

posed by Sigari M.H., Mozayani N. and Pourreza H.R. [17]. This work presents

an efficient way to detect background regions from a sequence of images, or video,

and also addresses the problem of the background subtraction. The idea is to ob-

tain the background as a running average of the exposures sequences and then, at

each frame, estimate the foreground by applying a threshold value on the difference

between the frame and the background estimated at the previous step. Even if the

classic running average works quite well for the purposes of background estima-

tion, Sigari M.H., Mozayani N. and Pourreza H.R. introduced a modified version of

it called Fuzzy Running Average. They present some extensions and improvements

to the threshold value selection, all of which make their work very promising for

our project. In fact, as the technique shown in this article is very fast and reliable,

we have adopted it as one of the possible solutions to the ghost correction problem.

Finally we introduce work used in an extension of this project that involves the

task of segmentation. GrowCut is an algorithm proposed by Vezhnevets and Konou-

chine [19]. It is a powerful technique capable of segmenting an object from a scene

with little user interaction. It uses a simple idea based on Cellular Automaton. If

we think to the segmentation operation as a biological metaphor we can assume

that an image is an organism such that each pixel is cell of a certain type (fore-

ground, background, undefined or others). When the user initialises the algorithm

by labelling a few cells (pixels) they can start to compete for the organism (image)

domain. As their success is linked with the image intensity, very consistent shapes

are extracted by this segmentation algorithm because it considers important image

features. Since the algorithm is iterative, the final solution is gradually refined on

each step until very good results are generated. We used this algorithm to extract

the user-marked objects from the final Exposure Fusion results.
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Algorithms

In this chapter we discuss the approaches proposed for this work. For each task we

describe several techniques that we have implemented during this project.

The general framework for Exposure Fusion given in [12] is extended with two

new blocks, Camera Alignment and Motion Detection. Figure 3.1 shows the ex-

tended framework.

3.1 Camera Alignment

Small camera movements are very common during LDR image capture, especially

when this process cannot be done with automatic settings or with the aid of a tri-

pod. Thus, in order to obtain satisfactory HDR or exposure fused images, camera

alignment is required in many cases.

Unfortunately, the majority of registration algorithms are not suitable for use

with LDR images taken at different exposures as they rely on image features that

are strongly connected with the scene contents. However, since camera alignment

can easily be approximated with Euclidean transformations such as rotation and

translation, the problem is narrowed to finding a good solution for comparing two

images taken at different exposures to allow the correct evaluation of the transfor-

mation parameters. These parameters are the rotation angle, r and translation vector,

t (scaling factor, s is set to 1) and are used to build the 3X3 transformation matrix

22
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Figure 3.1: Extended Exposure Fusion framework. Squared black boxes (except
Exposure Fusion) are the modules developed for this work

M:

M =

 sR 0

t 1


In this work we will address the image that will be fixed in the registration as

SOURCE and the image that we wish to align through M as TARGET.

3.1.1 Image features: SIFT descriptors and RANSAC refine-

ment - The SRA Algorithm

The first method implemented uses the SIFT descriptors introduced by Lowe [10]

to detect salient points and to evaluate the transformation parameters. In the rest of
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the report we will refer to this algorithm as the SRA (SIFT RANSAC Alignment).

SRA is a standard technique for camera alignment which has already been used in

a variety of works.

SIFT descriptors are very suitable for comparing the same scene taken at differ-

ent exposures as they are independent to different geometric transformations (scal-

ing, rotation and translation) and they also provide a very robust match across a large

range of additional of noise and change in illumination [10]. Thus, the employment

of SIFT descriptors to detect key points in a scene should solve the problem of

comparing images taken at different exposure times.

Once the SIFT descriptors have been detected in both images, the next step is to

match their locations: Lowe suggests [10] a matching measure based on Euclidean

distance, the same measure used in this work. First of all, a sensitivity threshold T

is set. Then, for each descriptor, di in the source image, A the Euclidean distance

from all the descriptors in the target image, B is computed, these distances are

then multiplied by T . The matching descriptor for di in B will be the one with the

smallest distance value.

Figure 3.2 shows a partial result of this matching measure. Since more than 1200

descriptors were detected, we have chosen to show only 50 of them for illustration

purposes.

Figure 3.2: Result of matching SIFT descriptors using Lowe measure

Figure 3.2 illustrates how robust the matching obtained for these images is. Only
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one descriptor, the one in the red rectangle, failed to match. Unfortunately, this

single faulty correspondence would strongly affect the final result of the registration,

as the transformation estimation would be conducted on the wrong data, resulting

in an incorrect transformation.

To solve this problem a third step is required to refine the matching result: the

RANSAC refinement. The RANSAC algorithm [1] is a widely used technique to

exclude points from a data set which are inconsistent according to same estimation

model to the rest of the set.

The algorithm relies on the basic assumption that a set of data consists of ‘good’

data, called inliers and ‘bad’ data, called outliers. RANSAC, according to the dis-

tribution model defined by the user, tries to identify and to separate these two sets.

When the model is unknown, as it is in our case, RANSAC assumes that it can be

estimated from a small subset of data: thus, by randomly selecting a certain number

of records, it estimates the distribution parameters that will be used to separate the

inliers from the outliers.

For the implementation used in this work the data set to refine is the one obtained

from the SIFT matching step, the initial parameters and model are those obtained

from a randomly selected subset of data and the refinement is performed by trying

to fit a Homography to the given data. Figure 3.3 shows the result of the refinement

obtained by running the RANSAC algorithm on the descriptors seen in Figure 3.2.

As is clear from Figure 3.3, the refinement excludes the unwanted faulty matches

from the data set obtaining a very robust collection of points for the transformation

estimation.

Since the RANSAC algorithm could excessively reduce the data set, we intro-

duce a constraint on the number of final points. The constraint forces the minimum

number of points to 6, which is double the minimum number of points needed to

evaluate an affine transformation (the minimum is 3). To respect this constraint the

error threshold used to accept the RANSAC results is incremented until the total

number of points accepted is larger than 5.

Finally, when the refinement is complete the parameters of the affine transfor-
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Figure 3.3: Result of matching SIFT descriptors using Lowe measure and RANSAC
refinement. The constraint on the minimum points accepted has been set to 4

mation, M can be evaluated from the SIFT refined matches.

3.1.2 Shift correction: an extension to the Median threshold bitmaps

and some variations

The second method implemented in this work for automatic alignment of exposures

is an extension of the algorithm proposed by Reinhard, Ward et al. [15], the Mean

Threshold Bitmap (MTB) alignment.

The algorithm as originally proposed by Reinhard, Ward et al. [15], is able

to detect only translations between images, while the version implemented for this

work has been extended in order to detect rotations, limited within a certain range.

The extension is an original work that we propose for this project.

We have seen before how a description of the different exposures independent

from colour values or illumination changes has to be adopted in order to be able to

compare the images for alignment. MTB alignment solves this problem by using a

description of the image based on its median pixels value, which we will call MPV.

This description has the desired property to minimise the intensity difference

within different exposures. In fact, regardless of the exposure setting used, the MTB

partitions the pixels into two equal populations: one brighter and one darker than

the MPV. As the median value does not change in a static scene, the derived bitmaps
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likewise do not change with exposure level, generating roughly the same description

for the same scene taken at different exposures. Figure 3.4 shows examples of

bitmaps obtained with the MTB technique.

Figure 3.4: Up: two LDR images captured at 0 and -2 stops. Bottom: bitmaps
obtained after applying the MTB

The original MTB algorithm starts by computing the Median Threshold Bitmap

for both the Source and Target images. For each image, the MPV is computed and

its value stored. Afterwards, bitmaps are computed by thresholding the original im-

ages with their relative MPV value. The result, is MTBs which all look very similar

(for the MTB properties described above) and that are ready to be compared with no

further complications. In fact, when the Bitmaps are built, by taking their difference

(in which the binary case is equivalent to an XOR operator) one can easily find the

misaligned areas and correct them by trying different shifts. Thus, instead of using a

brute force approach to detect differences (which would certainly be very slow), the

algorithm employs a multi-scale technique. Starting from the original resolution,

two Gaussian pyramids are built, obtaining sub-sampled versions of the original

images. On each level the median threshold bitmaps are explicitly computed.

Subsequently, starting from the lowest level (which coincides with the coarsest
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resolution), nine possible translations of 1 bit in each direction are performed1.

For each translation the resulting XOR value between the shifted target image and

the source image is computed2. By the end only the minimum is stored and for

that level the translation detected will correspond to the shift which generated the

smallest XOR value.

At this point the translation found on the current level is multiplied by 2 (which

is the sampling factor) and is applied to the target bitmap on the next level. Once

again nine possible shifts are computed, the shift giving the smaller XOR is stored

and its value is accumulated to the shift obtained on the previous level. The whole

quantity is multiplied by 2 and the process is iterated on the next level, until the top

of the pyramid is reached. Thus the final translation vector will be the result of the

accumulation of all the shift quantities found on each level.

So far the algorithm illustrated is the one proposed by Reinhard, Ward et al.

and it finds only translation vectors. The extension proposed in this work is also

able to find a rotation angle suitable for the final affine transformation. We will call

the extended MTB algorithm proposed for this work the eMTB (extended MTB

algorithm) to easily differentiate between the two.

The eMTB introduces an additional step to find the rotation angle for a better

registration. On each level, when the translation has been found, a certain number

of rotations are performed to the shifted image3 and the angle giving the smallest

XOR value is stored. It is then applied, together with the translation found and

multiplied by 2, to the next level. The process is iterated to the top of the pyramid.

As with the translation, the rotation angles are accumulated to the top in order to

get the final value.

Although the eMTB algorithm works reasonably well for many cases, there are

few instances that will let the algorithm fail. For instance, if the images have a

1The nine possible combinations correspond to all the possible shifting directions of 1 bit in the
x and y dimension: [0,0], [1,0], [0,1], [1,1], [-1,0], [-1,1], [0,-1], [1,-1], [-1,-1].

2Here the XOR value has to be intended as the sum of all the ones contained in the resulting
pixel-wise XOR image.

3In the implementation of this work values among -2 an 2 with increasing step of 0.25 have been
used.
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large number of pixels distributed near the MPV, the algorithm could fail due to

the noise introduced by these pixels. In fact, the noise near the median value could

destabilise the difference computation. To address this problem an additional step

to the algorithm is needed: since the pixels responsible for the noise are the ones

closest to the median value, these pixels can be excluded from the computation.

On each level of the two pyramids, after the normal bitmap is built, the exclu-

sion bitmaps are also computed. These bitmaps will contain a zero value for the

pixels that have their intensity value within a certain range around the MPV in the

original exposures4. Then, for each candidate offset as well as for the candidate

parameter (or rotation angle), the resulting XOR map is logically ANDed with both

the exclusion bitmaps shifted (or rotated). Figure 3.5 shows the reduction of the

noise from left to right obtained by employing the exclusion bitmaps.

Figure 3.5: Close up of noisy area in MTB (Left) and corrected noiseless version
(Right)

An image description variation based on histogram equalisation: the EBeMTB

algorithm

The employment of a technique based on threshold, as seen before, helps the com-

parison of images in almost every case. However, sometimes this technique tends

to partition the two sets of pixels too coarsely, erasing important details for the

registration.

4In the implementation adopted, these pixels are the ones included in a range of ± 4 around the
MPV.
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We propose an original variation of the eMTB algorithm that tries to solve this

problem. Instead of using the bitmaps directly generated from the eMTB, a new

description based on edges obtained through an edge detector and histogram equal-

isation is employed. The rest of the algorithm proceeds as the eMTB and so to

differentiate between the two we will call this variation the EBeMTB (Edge Based

eMTB).

As seen before, the use of features such as edges is not suitable for LDR im-

ages taken at different exposures. This disadvantage can be easily corrected if the

histograms of the images are equalised prior to detecting the edges.

Instead of using bitmaps we will use a description of the image obtained by

equalising the histograms and then detecting the edges through an edge detector:

this new representation should be less drastic and help in catching some important

details that the employment of a threshold could easily loose5. When these edge

maps are obtained for all the levels of the two pyramids, the algorithm can proceed

as seen before. Figure 3.6 shows examples of edge maps obtained with and without

histogram equalisation.

3.2 Motion Detection

The detection of moving objects in the captured scene for exposure fused images

generation is a challenging task that previous works tried to solve. The main idea in

these works [4], [6], [15] and [3] is to define a weighting algorithm that assigns to

each pixel a weight to use in the final HDR construction. Thus their main aim is to

generate these weights in order to keep the dynamic range very wide and the scene

content, ghost free.

Unfortunately these techniques are not very satisfactory, as they tend to fail or

they are very slow. Moreover, they are strongly dependent on the canonical HDR

weighting scheme, which differs under many aspects from Exposure Fusion as used

in this work.
5A Canny edge detector has been used in this work.
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Figure 3.6: Top: different exposures. Center: edge maps detected with no previ-
ous histogram equalisation. Bottom: edge maps detected with previous histogram
equalisation

Thus, even if some of the solutions implemented in this project keep most of

the basic ideas mentioned above, they also introduce a drastic approach innovation:

instead of building a weighting scheme for the final intensity values, the general

algorithm will build a movement map, partitioning the image in clusters of moving

pixels and clusters of still pixels. When this map has been obtained the Exposure

Fusion algorithm is performed with the introduction of a variation on the canonical

weighting scheme. For each pixel that is detected as moving in the movement map,

a single exposure value will be used in the final result in order to prevent any ghosts

being introduced by its dynamism. For a complete description of this variation,

please refer to 3.3.

The next sections exposes several techniques developed for this work to generate
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and refine movement maps. Each section focuses on the main idea used to detect

the clusters of moving pixels; often illustrating several variations developed to refine

the respective techniques. The order in which the algorithms are proposed respects

the temporal order of their development. In this way we want to retrace the whole

development process as undertaken in practice, to provide a better understanding of

the process.

3.2.1 Pixel Variance Based and Entropy Based Techniques: the

VB, WVB and EB algorithms

An object moving in a scene can be seen as a set of pixels changing their locations

within the exposure sequence. A trivial way to detect this kind of movement can be

implemented by computing the pixels intensity variance for a captured scene and to

set a threshold level on this measure to divide the moving pixels from the still ones.

Even though this technique could work reasonably well for images taken with the

same exposure times and camera settings, it may fail for the HDR case, as even the

variance of a still pixel would be very high, due to the exposure differences.

We implemented the original solution to this problem, based on intensity vari-

ance. This algorithm throughout the rest of the work, will be referred as the VB

(Variance Based) algorithms and it can be considered an original solution entirely

proposed by us. The algorithm starts by applying histogram equalisation on the

bracketed exposure sequence, then computing the pixel variance along the whole

image, creating the variance image V I. By setting a threshold value of T = 0.05,

the pixels in V I are clustered into moving and still, where the moving pixels are

the one with variance larger than T. Finally the binary mask obtained is eroded and

dilated (in that order) to refine the shapes defined by the moving pixel clusters.

A second approach involving the pixel intensity variance has been proposed by

Reinhard, Ward et al. in [15]. We implemented this technique as originally pro-

posed, except for the weights involved. We will refer to this technique as the WVB

(Weighted Variance Based) algorithm. WVB has to be considered as an adaption
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of the original algorithm for the Exposure Fusion case. The algorithm is based on

the weighted variance at each pixel, where the weighted variance is defined as: the

weighted sum of squares at each pixel over the square of weighted average, the

quantity minus 1. The quantity is computed separately for each channels and the

maximum for each channel is stored for each pixel to create the weighted variance

image WV I. Equation 3.1 describes the weighted variance formula:

WV I(i, j) =
N

∑
e=1

W (i, j)e ∗ (I(i, j)e− Ī(i, j)e)2

((N−1/N))∗∑
N
h=1Wh(i, j)

(3.1)

N is the number of exposures used, We is the weight map for e− th exposure I and

Ī is the mean image. In the implementation used for this work, the weights W are

the ones obtained from a preliminary run of the Exposure Fusion weighting scheme

(Reinhard, Ward et al. suggest to use the weights obtained from the HDR weighting

process). At this point, by setting a threshold value of T = 0.18 (as suggested by

[15]), the high variance pixels are found and the moving object locations are de-

fined. To refine and smear the shapes described by the pixel clusters, the movement

map is first eroded and then dilated.

Finally, an approach based on entropy variance has been implemented for the

project. The technique is an adaptation on Exposure Fusion of the algorithm intro-

duced by Katrien Jacobs, Celine Loscos and Greg Ward in [4]. In the rest of this

work we will refer to this approach as the EB (Entropy Based) algorithm.

In Information Theory entropy defines the uncertainty that remains about a sys-

tem after a certain number of observations on its variables. In the case of images, the

variable to observe is the pixel intensity, because it can be considered as a statistical

process [4]. Thus, if we define the entropy, H of a variable, X as:

H(X) =−∑
x

P(X = x)log(P(X = x)) (3.2)

We can assume that for the image case p(x) = P(X = x) is the probability that a

pixel has intensity x and thus it is just its normalised histogram. Entropy has several
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desirable advantages for the HDR or Exposure Fusion generation: it is independent

for the particular intensity values, the pixel order or organisation do not influence

the entropy magnitude and applying scaling factors on images will not change their

entropy.

Entropy can be used to measure the uncertainty of the pixel in an image. Its

value should also describe moving pixels, because they generate a high uncertainty

in their locations. They tend to change the intensity values in those areas from

frame to frame. Thus areas with high entropy should describe the zones where

the pixels are moving. EB can be summarised as follows: to refine movement

detection, entropy is computed locally for each pixel in a certain neighbourhood6.

Thus each exposure defines an entropy image Hi as specified in equation 3.2. The

final uncertainty image UI is defined as:

UI(x,y) =
N−1

∑
i=0

j<i

∑
j=0

vi j

∑
N−1
i=0 ∑

j<i
j=0 vi j

hi j(x,y) (3.3)

hi j(x,y) = |Hi(x,y)−H j(x,y)| (3.4)

vi j = min(Wi(x,y),Wj(x,y)) (3.5)

Here W is a hat function defined in the range [0.05−0.95] and used to remove any

underexposure or saturation. At this point, UI will contain all the entropy values

for the pixels in the images and applying a threshold, T on it should reveal the

movement clusters. A good value for T is 0.7. Finally the bitmap can be eroded

and dilated to ensure that the clusters are homogeneous and consistent with respect

to scene object shapes.

While the proposed threshold values should work reasonably well for the three

techniques, the erosion and dilation mask sizes are highly dependent on the images

resolution and should be chosen carefully to avoid poor detection. For instance,

when using image with resolution smaller than 860× 1024, good sizes for ero-

sion and dilation structured elements are respectively 1 pixel and 7 pixels. However

67×7 pixels in the implementation proposed for this project.
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these two parameters, together with the various threshold values, are the main weak-

nesses of variance based techniques. They are not fully automated and are often too

dependent on their particular settings or on the images employed.

3.2.2 Median Threshold Bitmap based techniques: the BMD

and xBMD algorithms

One of the main problems encountered with the techniques based on pixel variance

is that the comparison of different exposures is often not consistent. As for the

registration task, a different description for the exposures, possibly independent

from scene illumination, is the solution to this problem.

The Median Threshold Bitmap is the ideal description to use when dealing with

different exposures: as seen in 3.1.2, MTB erases most of the illumination differ-

ences. Unfortunately, when applying the MTB, the colour information is lost and

thus intensity variance between pixels cannot be computed. This problem is eas-

ily solved: ideally, when an object is moving, its relative pixels will have a strong

change in their colour intensities so will their bit values. Thus different bitmaps rep-

resenting a bracketed scene should have the same bit values in the still zone within

the whole sequence. Obviously the moving zones will have a change within the

sequence, for which the bitmap case is simply a mutation of the bit from 1 to 0 or

vice versa.

We proposed an approach based on MTB and that we called the BMD (Bitmap

Motion Detection). The algorithm should be considered as an original work entirely

proposed by us. The BMD algorithm starts by summing all the Bitmaps in an

image S and then detects the changing zones by simply taking the pixels x such that

0 < S(x) < N (assuming that N exposures are used to generate the exposure fused

image). If a pixel value is set to 1 on the first exposure and it does not change in the

other exposures, then the resulting value in S will be N. Similarly, if the pixel value

is set to 0 on the first exposure, assuming it does not change in the other exposures,

then its value in S will still be 0. Thus only the bits which encountered a mutation
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in the different exposures will have a value different from 0 or N. Figure 3.7 shows

a typical S for the case of a dynamic scene, where the still pixels are the ones with

black or white colour.

Figure 3.7: S map for a dynamic scene

Once this detection is performed by converting S to a binary map, where only

the pixels in the range [1;N−1] are set to 1, the map can be eroded and dilated. As

it is clear from Figure 3.7, the detection does not find all the desired pixels, leaving

some of the shapes contours incomplete and thus the dilation and erosion steps are

employed to refine the detection.

In this work we propose an alternative approach to detect the moving pixels, im-

plemented by using the XOR between the MTBs. This approach will be addressed

in the rest of the work as the xBMD (XOR based BMD). xBMD has been entirely

proposed and developed by us and therefore should be considered an original al-

gorithm. When two or more pictures represent the exact same background scene

with few moving foreground objects, the exclusive XOR of the respective bitmaps

should isolate and detect those dynamic portions of the scene. Therefore, by com-
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puting the XOR of two adjacent MTBs in the exposure sequences computing this

for all the available exposures, intermediate maps IMi will be created where moving

objects in two adjacent images will be isolated. Figure 3.8 shows this process.

Figure 3.8: IMi maps between adjacent exposures

At this point an OR between all the IMi is performed to generate the final move-

ment map M, which will contain all the pixels detected in every two adjacent frames.

Finally, as with the previous technique, erosion and dilation are performed, in this

order, to smear and refine the objects shape.

3.2.3 Background subtraction technique: the FRABS algorithm

The last approach implemented for this work is based on background estimation and

subtraction. Background estimation is an important step for detection of moving

objects and it is widely used in surveillance systems. There are many techniques to

estimate and refine a background model, such as mean or median filters, based on

mixture of Gaussians.

The idea behind the approaches based on background subtraction techniques is

to estimate a background from the exposures of the bracketed sequence and then,

for each image within the sequence, to extract the foreground which will coincide
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with the moving objects.

A simple idea to estimate the background, B from a set of N exposures, I, is to

normalise their histograms and then compute the mean image:

B(x,y) =
∑

N
i=1 Ii(x,y)

N
(3.6)

For each pixel of the scene, the sum of the square distances between the mean

image and each exposure is computed, generating the SD image that will contain

these distances.

SD(x,y) =
N

∑
i=1

(B(x,y)− Ii(x,y))2 (3.7)

Each entry in SD will describe how far a particular pixel in the sequence is from

its mean: clearly the still pixels will have a small distance value (because they do

not change along the sequence and thus their mean will be roughly similar to all

the different exposure values), while the dynamic ones will be described by a large

distance.

Thus, by applying a threshold value T on SD, the moving clusters can be iden-

tified. Figure 3.10 shows the approximated background B obtained from the six

exposures reported in Figure 3.9.

As is clear from Figure 3.10, a simple mean image is not enough to completely

isolate the background. In fact many artefacts generated by moving objects are af-

fecting the estimation of B and thus the detection of the foreground will not produce

fully consistent results.

A solution to this problem can be addressed by using the Running Average to

model the background. A running average of a set of exposures I is defined by the

recursive Formula 3.8

Bi(x,y) = αIi +(1−α)Bi−1 with i = 1...N (3.8)

In this way the artefacts introduced by the moving objects seen in Figure 3.9 will

be subsided by the parameter α , which is usually set to 0.05. Figure 3.11 shows the
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Figure 3.9: Exposures taken at +2, 0, -2, +1, -1 and +3 stops

new background estimation obtained with equation 3.8. Even though Figure 3.9

shows an improved version of the background estimation, the result is still affected

by artefacts. It is clear that just the parameter α is not enough to mitigate the fore-

ground object contribution. The intuition is to use at each step of the background

approximation the information retrieved on the previous step in both the background

and foreground models. If we know that at step i− 1 a particular part of the scene

was occupied by the foreground, then at step i we can simply exclude this part from

the background update. A better solution for the Background estimation, then, has

been introduced by Sigari M.H., Mozayani N. and Pourreza H.R. in [17]. The algo-

rithm is an improvement of the running average called the Fuzzy Running Average.

This method refines the background B on each step taking its decision accordingly

from the derived foreground BS: only the areas marked as still in the previous step



CHAPTER 3. ALGORITHMS 40

Figure 3.10: Approximated background B from Figure 3.9

should be considered to update B, excluding everything which is labelled as moving

from the background estimation.

After analysing the different models available to estimate the background and

extract the foreground, we decided to use the Fuzzy Running Average. For this

reason we decided to call the proposed algorithm FRABS (Fuzzy Running Average

Background Subtraction). Even though the FRABS algorithm has been developed

and proposed by us, its core is based on a previous work (Fuzzy Running Average

[17]). The original part of the work resides in the employment of the background

subtraction model to extract and isolate moving clusters in a set of exposures. By

extracting the foreground, we assume that we are isolating moving pixels in a scene

and thus that we can compute the final motion map from them.

The algorithm is structured in this way: given a set of N exposures Ii, the back-

ground B is set to I1 and the foreground BS1 is set to zero. On each following step
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Figure 3.11: Running average background estimation from Figure 3.9

i, B and BS are updated as follows:

BSi(x,y) =

1 ∨ BSi−1(x,y) i f |Ii(x,y)−Bi−1(x,y)|> ths

0 ∨ BSi−1(x,y) otherwise
(3.9)

Bi(x,y) =

αIi +(1−α)Bi−1 i f |Ii(x,y)−Bi−1(x,y)|< ths

Bi−1(x,y) otherwise
(3.10)

In this way only the still pixels in Bi−1 will contribute to the update of the back-

ground in Bi and BS will gain new moving areas at each step as a result of the

logical OR operation between it and the previous step results. The threshold ths

is set to be 50, while α has value 0.05. The background estimation is much im-

proved with the fuzzy running average: Figure 3.12 shows the result obtained on

the exposure sequence described in Figure 3.9.

When the background is estimated and the foreground is extracted, the move-
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Figure 3.12: Fuzzy Running Average background estimation from Figure 3.9

ment map BS can be improved by erosion and dilation with structuring elements of

sizes 1 and 5 respectively. Flood filling could be applied, but this step could affect

the final solution by filling too many areas in the scene.
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3.3 Exposure Fusion

Once the Movement Map has been built, there is still a problem to solve: how to

correct the movements for the final exposure fused image.

The solution proposed for this work is to take only one exposure value for each

moving pixel, avoiding any ghosts or artefacts introduced by the dynamic scenes.

The moving clusters will have a value from a single exposure, which has to be still.

The exposure considered as the reference is the one taken at 0 stops, or the first of

the exposure sequence. In fact, the first picture of the sequence is assumed to be

the background exposure, or the still one, and thus from it the moving pixels values

will be retrieved to be placed in the final image. Please note that the integration

of the motion detection module into Exposure Fusion is an original work entirely

developed by us, which we will call Motion Correction. The correction is performed

as following:

Algorithm 1 Motion Correction
Given a sequence of N exposure I, there will be an Exposure Fusion weight map W
and a movement map M. Then:
∀(x,y) ∈M
if (M(x,y) == 1) then

W1(x,y)← 1
Wn(x,y)← 0 with n = 2...N

else
do nothing

end if

When the Exposure Fusion weight map W is corrected according to the move-

ment map M, the final image R can be built with the classic Exposure Fusion al-

gorithm. A graphical illustration of the algorithm is reported in Figure 3.13. As is

clear from the Figure, the correction modifies W in order to give all the weight to the

first exposure. In this way the other images in the sequence will not be considered

in the fused result and only one still and consistent exposure will appear in the final

image in the zone affected by ghosts. In this way, the image is finally corrected and

artefacts free.
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Figure 3.13: Correction of Exposure Fusion weight map for Motion Correction

3.4 Implementation Details and Code Acknowledge-

ment

The programming language adopted for the project development is Matlab© and all

the code used has been either developed by us or obtained from other researchers

under their consent. Some of the functions that we used are included in the Image

Processing Toolbox© 6.3, which is part of the Matlab© R2008a distribution.

Regarding the SRA algorithm two libraries have been used to perform the SIFT

extraction and the RANSAC refinement. For the first task, the Matlab code provided

by Andrea Vedaldi and available at [18] has been used. The code is Copyright©

2006 The Regents of the University of California and can be freely used for aca-

demic purposes. Concerning the RANSAC refinement, the ‘MATLAB and Octave

Functions for Computer Vision and Image Processing’ by Peter Kovesi has been

used. This Matlab package is distributed under the Copyright© 2004-2005 Peter

Kovesi and is suitable for free use for academic purposes, proving that the copy-

right notice is included in all copies or substantial portions of the Software. The

Matlab code can be downloaded at [7].

The Grow Cut package used for the brush stroke selection has been provided by
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Shawn Lankton. It is free to use for academic purposes and is available for down-

load at [8]. The package is based on the Grow Cut paper from Vladimir Vezhnevets

and Vadim Konouchine [19].

Finally, for the Exposure Fusion algorithm the code written by Tom Mertens

(Hasselt University, August 2007) has been used and modified. The code is avail-

able for download at [11].

Any other function, algorithm or script used in the development of this project

has been entirely written by Fabrizio Pece using the Matlab programming language.

A sample of the code is available in Appendix A7, while instructions on how to use

the Graphical User Interface or Command Line Interface are given in Appendix A8.



Chapter 4

Results

In this chapter the complete results for each technique presented for this work will

be shown. Besides qualitative results, performance and usability will be illustrated

for each approach in order to define the best solution developed in this project.

The goals initially proposed for this project have been successfully achieved,

as different working techniques for the camera alignment and the motion detection

modules have been proposed. They provide working solutions to adapt in the Expo-

sure Fusion framework, which can now finally be extended to dynamic scenes and

handheld cameras.

The images reported in this chapter have been contracted for space purposes.

However the same pictures in a larger version have been included in the Appendix

section at the end of this report.

4.1 Camera Alignment

For the camera alignment task, two approaches have been proposed in the previous

chapter: one based on image features (SRA algorithm) and one based on an image

description called the Median Threshold Bitmap, the eMTB. We also developed a

variation of the eMTB, the EBeMTB. In general we can state that we achieved the

initial goal for the camera alignment task. In fact, as will be clear at the end of this

section, we proposed several working algorithms to align a set of images.

46
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4.1.1 SRA algorithm

As seen in section 3.1.1, to build the transformation matrix from the matching SIFTs

extracted from the input images is not always a safe step. In order to refine the con-

trol points selection, the RANSAC algorithm has to be used on the matching SIFT

couples. The overall estimation of the transformation should work reasonably well

after this refinement, and in fact the fused images obtained after the camera align-

ment are indeed a highly improved version of the ones obtained with the original,

unaligned exposure sequence. Figures 4.1 to 4.4 (also reported in Appendix A1.1)

show the difference between the images obtained with original sequence (left) and

the ones obtained with the aligned sequence (right).

Figure 4.1: London Eye view: Left, unaligned Exposure Fusion results. Right,
SRA-aligned Exposure Fusion results

Figure 4.2: Greenwich Park, London: Left, unaligned Exposure Fusion results.
Right, SRA alignment and Exposure Fusion results.

The transformation matrix estimation and the probabilistic nature of the RANSAC
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Figure 4.3: Lomographic Fisheye: Left, unaligned Exposure Fusion results. Right,
SRA alignment and Exposure Fusion results

algorithm can sometimes introduce some errors that lead to failure of the overall

alignment. Firstly, the RANSAC algorithm is initialised with a random selection of

a subset of key-points: the random nature of this step means RANSAC is not al-

ways error free, leaving part of the alignment quality to the probability of choosing

the correct sub-set of points. Thus there may be a case where even if refinement is

performed, the final control points will contain outliers and the overall result will

be wrong. A second problem is introduced by the quality of the estimation. The

translation vector will not always have integer components and this will introduce a

fractional translation that will require interpolation for the final result. Interpolation

however, is not as accurate as bit shifting, and thus a slight misalignment in the final

result could always occur. Figure 4.4 shows an example of this failure.

Figure 4.4: Zenith 122: Slightly misalignments can still be found after the SRA
registration due to interpolation errors given by fractional translation
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Approximating the translation vector parameters to the closest integers could

solve this problem. This solution may improve the final results if the approxima-

tion falls on the correct integer value, but it could also introduce an even greater

misalignment if the approximation falls on the wrong integer.

4.1.2 eMTB and EBeMTB

As expected from previous work [15], the eMTB camera alignment is a robust and

sound algorithm to correct small alignment. As stated previously, the eMTB al-

gorithm adds another feature to the classic MTB algorithm proposed by Reinhard,

Ward et al., the rotation angle detection and thus the extended algorithm should be

even more consistent than the original one.

When needed, the recovery of a rotation can make a substantial improvement in

the final solution. Figure 4.5 shows how the introduction of rotation recovery when

aligning two images can improve the final result.

Figure 4.5: Rotation can improve the classic MTB results. Left: eMTB. Right:
classic MTB

In general, the eMTB algorithm strongly improves the final Exposure Fusion

results. Figures 4.6 to 4.10 show the results obtained by eMTB, revealing how the

eMTB algorithm can improve the HDR-like image generation. In each figure, both

aligned and unaligned results are shown for comparison purposes. Please refer to

Appendix A2.1 for a larger version of these images.
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Figure 4.6: London Eye view: Left, unaligned Exposure Fusion result. Right,
eMTB-aligned Exposure Fusion result

Figure 4.7: Greenwich Park, London: Left, unaligned Exposure Fusion result.
Right, eMTB-aligned Exposure Fusion result

We also proposed a description based on edges as a variation of the eMTB al-

gorithm called the EBeMTB. The main aim of this description is to preserve details

that pixel clustering performed by the threshold method usually erases. In fact, it

could be the case that these small details strongly affect the registration. However,

the employment of this different image representation does not seem to affect the

final result very often. In fact, only a small number of examples were revealed to

be more accurate with edge representation, while in the majority of the cases ex-

actly the same results were generated by the eMTB and the EBeMTB. Figure 4.9

and 4.10 show one of the cases where the EBeMTB obtained better result than the

eMTB: as is visible from the enlarged detail in Figure 4.9, the cliff edge is slightly

misaligned in the left image (eMTB applied), while it is not in the right image

(EBeMTB applied). Clearly, the threshold step of the eMTB erased the difference



CHAPTER 4. RESULTS 51

Figure 4.8: Lomographic Fisheye: Left, unaligned Exposure Fusion result. Right,
eMTB-aligned Exposure Fusion result

between the sky and the cliff edge, while the edge based one did not. The second

case resulted in retrieving a more accurate affine transformation.

Figure 4.9: Details from Figure 4.10

Thus, as proven by the very satisfactory results shown in this section, the eMTB

and EBeMTB algorithms are the best algorithms proposed. They are very sound,

consistent and reliable. Their results are usually better than SRA results.

eMTB, then, will be the default algorithm used in this project to align the input
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Figure 4.10: Lagos. Top: eMTB-aligned fused. Bottom: EBeMTB-aligned fused

exposures. Concerning the performance (as will be shown in 4.4.1), the eMTB and

EBeMTB algorithms have very good and satisfactory results.

4.1.3 Algorithms summary

In this section we summarise in a table the results obtained by the three different

algorithms proposed for the Camera Alignment. The legend of the table is:

• W: works well

• A: acceptable results
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• F: fails

Algorithm London Eye Greenwich Park Lomographic Fisheye Zenith 122

SRA W W W F

eMTB W W W W

EBeMTB W W W W

As discussed in previous sections, both eMTB and EBeMTB give satisfactory

and consistent results. They work well in all cases, even though in some circum-

stances (Figure 4.9) the second technique is preferable to the first. Also SRA, de-

spite having some minor problems, gives good overall results.

4.2 Motion Detection

In section 3.2 different motion detection techniques were introduced. Although all

of them clearly improved the final results, their performances and movement detec-

tion quality vary from technique to technique. Therefore, the aim of this section is

to show the results obtained from each algorithm and to state which can be declared

the best performing algorithm. In general we have achieved our initial goal to ex-

tend Exposure Fusion to dynamic scenes. In fact, as will be clear at the end of this

section, several working techniques have been proposed for the Motion Detection

and Correction module.

To be consistent in our analysis, the same sequences (Figures 4.11 to 4.14) will

be used to test each technique. They have been chosen to test the algorithms under

different dynamic configurations: wide movement (Figure 4.11), small and com-

pact movement (Figure 4.12), horizontal movement (Figure 4.13) and movement

towards the camera (Figure 4.14).
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Figure 4.11: Scene with wide movements
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Figure 4.12: Scene with small and compact movements
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Figure 4.13: Scene with horizontal movements compared to the camera position
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Figure 4.14: Scene with movements towards the camera
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The following Figures ( 4.15 to 4.18) show the fused images without movement

correction that the normal Exposure Fusion algorithm generates from the sequences

seen in previous Figures.

Figure 4.15:

Figure 4.16:
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Figure 4.17:

Figure 4.18:



CHAPTER 4. RESULTS 60

4.2.1 VB,WVB and EB algorithms

Both pixel variance based and entropy based techniques (Section 3.2.1) have re-

vealed interesting results. Although they do not produce perfect and completely

ghost free images, these techniques are a good starting point to develop more pre-

cise motion detectors. They worked in some circumstances, but had some problems

in other cases, showing the limitations and the power of this kind of approach.

Figure 4.19 (included in Appendix A3.1 in bigger version) shows the results

obtained by the VB, the first algorithm proposed in 3.2.1. Together with each final

image the movement map superimposed on the original exposure fused image is

shown to highlight the movement clusters detected (white areas in the image).

Figure 4.19: VB algorithm results

As said before, even if the algorithm introduces interesting improvements in the
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final results, in some cases ghost artefacts still remain in the output. The algorithm

is indeed capable of detecting wide movement areas, but it fails on compact and

small movements areas (no detection at all) and on horizontal ones (missing objects

parts). It also fails when the objects are moving towards the camera, as the variance

in this case is very low because the pixel values in those areas do not change much

during the sequence.

Figure 4.20 shows the results given by a more sophisticated pixel variance based

technique, the WVB algorithm. Please refer to Appendix A3.2 for higher resolution

versions.

Figure 4.20: WVB results

Unfortunately, the results obtained by the WVB are generally worse than the

one obtained by VB. Even though the compact movement case is improved (the

weighted variance technique works on a local pixel variance level), the other results
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are clearly worse. The adaption of this HDR based technique to the Exposure Fusion

case did not produce the expected results. This technique, in fact, has been built to

refine the HDR weights and therefore in its original version it tries to distribute the

final weights in order to attenuate the ghosts and not to isolate moving pixels. Even

though we adapted WVB to the Exposure Fusion case, the weighted variance is too

dependent from the colour information, which in our case is clearly not sufficient

or consistent.

Finally, Figure 4.21 (also given in Appendix A3.3) reports the results given by

the EB algorithm.

Figure 4.21: EB results

As is clear from Figure 4.21, EB gives the best results if compared to VB and

WVB. Even if some artefacts are still visible in the images, the result is that this

algorithm produces the best results obtained in this section. Wide movement areas,
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as well as compact movement areas are usually detected correctly. Unfortunately,

sometimes still objects or parts of them are wrongly marked as moving. This be-

haviour results in a lack of fused details in the final image, and thus the entropy

based algorithm, even if improving the number of correctly detected moving clus-

ters, degrades the overall quality of the final images.

The analysis of these results highlights how entropy based and variance based

techniques are not always consistent and robust. The big differences within expo-

sures affect the variance or entropy computation in a very strong way. Moreover

the algorithms are not able to isolate full shapes in their detection process and thus,

even if a portion of a moving area is localised, it may be not be fully recovered in

the final image as the objects laying in that area will be still affected by some sort

of artefacts.

4.2.2 BMD and xBMD algorithms

As seen in the previous section, detection based on colour intensities will not pro-

duce the desired results. To overcome this problem two algorithms based on MTB

image description have been introduced in this work (Section 3.2.2). MTB de-

scription is independent from colour values and exposure settings. It also works on

single pixel level: the results expected from this approaches should be significantly

better than the results obtained in the previous section.

The first approach based on MTB, the BMD algorithm, uses bit value difference

to detect the pixels which, after being converted into a binary form do not change

their value along the whole sequence. Results obtained with this technique are

reported in Figure 4.22 and in Appendix A4.1.

The exposure fused images obtained with this BMD algorithm contain big im-

provements when compared to the ones obtained in the previous section. Clusters

of moving pixels, as well as horizontal movements and small motion are correctly

detected in the resulting movement maps. Therefore, the outputs produced by the

BMD algorithm are an improved version of the ones obtained with any other tech-
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Figure 4.22: BMD results

nique previously shown. These results are very surprising, even though the tech-

nique reveals problems in some cases. In fact, when applied to objects moving

towards the camera (last row in Figure 4.22); the algorithm does not detect all the

movements in the scene. This happens because the intensity differences in those

zones within the sequence, are very small, the movements being in a very localised

area. Therefore the BMD fails to detect the variation, because the threshold step is

very likely to erase it. Also when the differences between the foreground (moving

part) and the background (still part) are very small the algorithm can experience

some problems. The third row in Figure 4.22 shows how the van front near the light

pole, very similar to the dark region of the background building and the dark light

pole, is not correctly detected as moving.
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The second approach based on Bitmap description, the xBMD, tries to solve the

problems encountered in the BMD algorithm by erasing the noise introduced by

the Median Threshold. Results for this second approach are shown in Figure 4.23.

Appendix A4.2 contains a higher resolution version of these images.

Figure 4.23: xBMD results

This second technique produces correct results for all the images and it im-

proves the images where the BMD technique failed. The objects moving towards

the camera are now partially detected, while the small movement clusters, as well as

larger clusters and horizontal movements are entirely and correctly marked. Thus all

classes of movements are correctly identified by the xBMD algorithm, even though

the particular case of objects moving towards the camera still has some minor prob-

lems. Unfortunately the problems connected to the small intensity differences be-
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tween background and foreground is still present, as the third row of Figure 4.23

highlights. This is a feature of the MTB based algorithms which cannot be solved.

In general, the MTB based techniques introduce a big improvement in motion

map construction. The second approach described, the xBMD, covers all the possi-

ble configurations of dynamism. What is significantly improved over the previous

algorithms is the ability to isolate in the map entire object shapes, obtaining very

consistent results. BMD and xBMD can be considered as a fully working solution

for the movement detection.

4.2.3 FRABS algorithm

As seen in the last section, MTB based techniques have very desirable and consis-

tent results. Nevertheless they have some minor problems and thus a new approach

is required to keep the good results obtained with the MTB based algorithms whilst

trying to solve their problems. Background subtraction is the approach proposed

to improve the MTB based techniques results. As seen before in this work (Sec-

tion 3.2.3), different models to estimate the background are available. The fuzzy

running average appears to have the one that has the best results and is the one

adopted in the FRABS algorithm.

FRABS should work more accurately than the previous technique, as it should

be very sensitive to any change in the scene content. When the foreground is ex-

tracted anything slightly different from the actual background will be detected as

moving and thus, besides big clusters of moving pixels and horizontally moving

objects, small and compact moving areas should be easily identified. Results ob-

tained by the FRABS algorithm are shown in figure Figure 4.24 (also available in

Appendix A5.1).

The algorithm produces the best results: consistent moving clusters are iden-

tified, no faulty detections are introduced in the final map and most of all, every

single movement configuration produces the same correct result. Both large pixel

clusters and small moving areas are regularly detected by background subtraction.
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Figure 4.24: FRABS results

Moreover, regardless the type of movement; horizontally moving objects, as well

as the ones moving towards the camera, are always spotted and their whole shape

is included in the final map. Background subtraction, then, significantly improves

the detection: in FRABS the search for moving pixels is more accurate, because the

information used is refined at each step. In this way, even the smallest movement

captured in one of the steps will be automatically excluded from the background

update, and thus it will be included in the moving areas. Moreover, the computation

of the moving clusters is now done in grayscale values and thus the comparison

within the sequence is less coarse than the one carried out in bit values. This means

that the detection is more sensitive and can easily recognise when variation of the

pixel value is due to motion or simply due to a change in illumination. MTB based

techniques failed in this because they just look for mutating pixels. FRABS blends
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a very sensitive and accurate detection of moving pixels with a clever method to

decide if a spotted variation is due to movement or to a change in illumination. It

is consistent with objects shape, has no problem in comparing different exposures,

identifies closed pixel clusters and detects dynamic portions of the scene regardless

to the movement configuration. It is the perfect solution for the Motion Detection

problem and together with the eMTB algorithm for image alignment; it completes

the Exposure Fusion framework illustrated in Figure 3.1. FRABS is to be consid-

ered as our final solution to the motion detection task.

4.2.4 Algorithms summary

In this section we summarise in a table the results obtained for the motion detection

task. The legend of the table is:

• W: works well

• A: acceptable results

• F: fails

Algorithm Wide Compact Horizontal Movement towards-

movement - movement - movement - camera-

Figure 4.11 Figure 4.12 Figure 4.13 Figure 4.14

VB W F A F

WVB F F F F

EB W A A F

BMD W W W A

xBMD W W W A

FRABS W W W W

As we previously noted, FRABS, BMD and xBMD work with any kind of

movement configurations, even though the MTB based approaches can experience
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some problems with movements towards the camera. Please note that VB, BMD,

xBMD and FRABS are original works proposed by us.

4.3 Exposure Fusion

When the Movement Map, M is built, the final fused image can be generated. Mo-

tion Correction corrects the Exposure Fusion weight map, W accordingly to M by

following the algorithm shown in Section 3.3 and thus for each moving part of the

scene a single exposure will be used to prevent any ghost artefacts. Figure 4.25

shows how an original weight map (top) is edited in order to use only one expo-

sure for the moving clusters (bottom). The edited parts are highlighted in red in the

Figure.

Figure 4.25: Top: original Weight Map. Bottom: Weight Map after Motion Correc-
tion. Red pixels are the edited weights

The last problem to solve, is how to create a smooth transition between the re-

covered areas (which will have one single LDR value) and the exposure fused areas.
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This is a major problem with any conventional HDR weighting scheme, but fortu-

nately it becomes easily solvable with the Exposure Fusion algorithm. Exposure

Fusion, regardless to the LDR values, will create a smooth transition from pixel

to pixel, minimising the differences between recovered zones and exposure fused

zones in the final results.

A graphical result is shown in Figure 4.26: on the first row, the sequence used

for the HDR-like image generation is shown. On the second row the movement

map is shown, while on the last row the final Exposure Fused image and details are

given to show the smooth transition created by Exposure Fusion in the recovered

dynamic area. Appendix A6.1 presents a bigger version of Figure 4.26.

Figure 4.26: Top: Bracketed exposure sequence. Center: Motion map. Bottom:
Final exposure fused image and detail of a recovered zone

The differences between the fused and LDR zones are then erased by the Expo-
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sure Fusion reconstruction scheme. Once the weights are produced and eventually

modified according to the Movement Map, Exposure Fusion creates a smooth tran-

sition between pixels due to the nature of its reconstruction scheme based on a

multi-scale technique. In this way the substitution of portion of the scene in the

final image will not be visible, obtaining very consistent results.

Nevertheless, this direct recovery method is not inconsistency free. When choos-

ing the target exposure for the moving zones substitution, we assume that the middle

exposure (or zero stop) is the best exposed of the whole set. Unfortunately this as-

sumption does not always hold true, because when the middle exposure is under or

over exposed the final result could be inconsistent. If the moving objects are under-

exposed in the middle exposure, then they will also be under exposed in the final

result where they will also appear in the recovered zones. Since the final result R,

due to the Exposure Fusion algorithm, will present only the best exposed pixels, the

recovered zones would not have the smooth transition required and they could be

noticeable. The same artefacts could be present if the objects are over exposed in

the middle exposure. Thus, even if the solution to directly choose one exposure for

the movement correction will work for the majority of the cases, there will be few

instances when the final results could be inconsistent. Figure 4.27 and Figure 4.28

show these particular cases. In the first case, the man on the left of the image (red

square) was under-exposed in the middle exposure and thus, when the body is re-

covered because it is detected as moving, the final image presents a clear artefact.

In the second image, on the left side of the picture a brighter zone (red square),

in the shape of a leg, is visible. This occurred because the middle exposure was

over exposed in that zone and since a man was walking through the scene in the

following exposures, his leg has been detected as moving and thus recovered.

In general the fused images obtained after movement correction are very con-

sistent and the recovered zones are unnoticeable. We are very satisfied with the

results obtained via the extended Exposure Fusion. Alignment is working perfectly,

motion detection is always performed in the best way and the correction of recov-

ered zones is flawless and very satisfying. Finally we can state that we achieved the
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Figure 4.27: Movement corrected fused image. Artefacts (in red squares) are due
to under exposed, middle exposure in the sequence.

goals initially proposed and that Exposure Fusion is now able to work with dynamic

scenes and hand held camera exposure sequences.

4.4 Discussion

4.4.1 Performance

In this section the performances of the proposed algorithms are analysed. Even

though Exposure Fusion sensibly decreases the total amount of time required when

compared to normal HDR techniques, the introduction of two additional modules

in it will certainly increase the running time. Thus, minimising the time required

while trying to improve the final outputs is a very desirable result, which we tried

to achieve in this work by optimising the algorithms used. This section shows the

different time-based performances obtained for the camera alignment and motion

detection and the total time obtained by using a combination of these techniques is

also illustrated.
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Figure 4.28: Movement corrected fused image. Artefacts are visible on the left side
(red square), due to over exposed, middle exposure in the sequence.

Camera Alignment

A single image at different resolutions has been aligned using the three different

algorithms proposed. The results are shown in the following table:

Algorithm 340×512 680×1024 1360×2040

SRA 12 sec 72.66 sec 721.43 sec

eMTB 13.12 sec 40.80 sec 155.48 sec

EBeMTB 8.94 sec 23.78 sec 94.33 sec

The fastest algorithm overall is the EBeMTB algorithm. The running times

differences between the two MTB variations are quite wide and thus if the speed of

the application is a major concern, EBeMTB should be considered. However, when

the speed is not a primary issue also eMTB can be used, as its running time is not

very high as it is for the SRA algorithm.

Motion Detection

The construction of the Movement map depends on two main factors: the exposure

resolution and the number of images contained in the employed sequence. To anal-
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yse the performances three exposures have been used for each test and also three

different resolutions, similarly to the camera alignment case, have been tested. The

results are shown in the following table:

Algorithm 340×512 680×1024 1360×2040

VB 0.55 sec 3.60 sec 6.54 sec

WVB 3.08 sec 15.46 sec 108.18 sec

EB 3.17 sec 12.9 sec 46.13 sec

BMD 0.24 sec 1.02 sec 3.67 sec

xBMD 0.31 sec 1.17 sec 4.25 sec

FRABS 0.22sec 0.80 sec 2.91 sec

The fastest technique overall is the FRABS, shortly followed by the BMD and

the xBMD. These results add another advantage to the employment of background

subtraction and MTB based techniques, showing how these algorithms are faster

and more precise than the ones based on pixels variance. Thus, whether the appli-

cation speed is major concern or not, FRABS, BMD or xBMD algorithms should

be always employed for both their fast running times and reliable results.

4.4.2 Final Exposure Fusion Framework

In Chapter 3 we introduced a general framework for Exposure Fusion (Figure 3.1)

to illustrate the modules to develop. After analysing all the possible solutions and

the respective results, we are now able to refine the framework with the best combi-

nation of modules.

Regarding the camera alignment, the eMTB algorithm is the best choice due to

its results and performance, while for the motion detection task the optimum choice

is the FRABS technique. Figure 4.29 illustrates this framework.

Finally, the complete Exposure Fusion framework execution time is reported in

the following table. Please note that to be consistent with the previous performance

results three different image resolutions have been tested. Moreover, the perfor-

mances have been computed on a sequence of tree exposures.
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Figure 4.29: Final Exposure Fusion framework

Module 340×512 680×1024 1360×2040

eMTB (×2) 26.24 sec 81.60 sec 311 sec

FRABS 0.22sec 0.80 sec 2.91 sec

Exposure Fusion 0.7 sec 3.8 sec 9.05 sec

TOTAL 27.15 sec 83.1 sec 322.9 sec



Chapter 5

Extensions

In this section we introduce a graphical user interface that allows user to create,

display and store fused images. The work is an extension to the project.

5.1 Graphical User Interface: general features

The main layout of the graphical user interface (which will be called GUI in the

rest of the work) is shown in Figure 5.1. GUI allows the user to load the desired

sequence(1) , select the alignment mode (2), choose a motion detection technique if

the sequence employed involves dynamism (3) and finally it allows user to set the

Exposure Fusion parameters for the image generation (4). Besides these features,

the user is allowed to resize the images in the sequence (5) and obtain a quick

preview of the fused image (6).

When the result is displayed, the user can choose if save (7), discard or edit it

(8). During the generation process the loaded sequence is displayed and if the user

allows also motion detection, then the motion map M will be displayed as soon as

it will be available.

76
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Figure 5.1: Graphical User Interface

5.1.1 Interactive Enhancement of Recovered Zone

Sometimes the final result may be still affected by some artefacts. In this case the

user should be able to interactively enhance the obtained image. In the implemen-

tation of the GUI we introduce this functionality. When the result is displayed, the

user can either save the image (7) or edit it (8). We implemented two methods to

edit the images, one based on region selection and one on brush stroke selection.

The first method is based on the selection of a region of interest (ROI) in the

fused image. The user is prompted to select a ROI in the final image and, when

he accepts the selection, the exposure fused image is re-computed. To correctly

edit the fused image before to re-compute the result the selected ROI is marked as

moving in the final movement map. Figure 5.2 shows the selection of a ROI and the

corresponding edited image.

The second approach is based on brush stroke selection and image segmenta-

tion. In the last years, brush strokes selection, intelligent scissors and image seg-

mentation from user initialisation have arisen a big interest in the Image Processing



CHAPTER 5. EXTENSIONS 78

Figure 5.2: ROI editing

scientific community. Several works have been proposed such as [9], [13] and [14],

but the problem still requires further research. The main problem of this task re-

sides in the segmentation technique to employ in order to select consistent object

shapes. In fact, there is not such a segmentation method that gives perfect results

for the majority of common shapes and thus combination of different segmentation

algorithms have been adopted to resolve this problem.

For our method we decided to employ the GrowCut segmentation algorithm

proposed by Vezhnevets at al. [19], a powerful technique to segment an object out

of a scene. The algorithm requires the user to label few pixels that lay in the object

to segment and other pixels that are included in the background in order to build a

model for the segmentation. To obtain these labelled pixels, in our GUI the user is

asked to trace a stroke on the object to correct and two strokes on the background.

We can retrieve then all the points laying on the three strokes and initialise Grow-

Cut accordingly. Figure 5.3 shows the selection made by the user (foreground and
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background), while Figure 5.4 (top) shows the GrowCut segmentation result.

Figure 5.3: Foreground (top) and background (bottom) stroke selection

When GrowCut segments the image, we can update the movement map by in-

cluding the whole object shape in it. Finally, the fused image can be re-computed (

Figure 5.4, bottom).

Even if these two approaches work reasonably well, in some cases the selection

of the areas is too coarse. Sometimes the use of ROI includes in the zones to correct

already consistent areas, losing details in the edited image. The second approach

tries to solve this problem considering only pixels that belongs to a single segmented
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Figure 5.4: GrowCut segmentation result (top). Fused edited image (bottom)

object. Ideally if something in a segmented area is moving the whole zone should be

affected by ghost artefact. For this reason, by recovering the whole area in the final

fused image, consistency should hold true. Unfortunately this assumption relies on

the principle that the segmentation algorithm exactly segments objects in the scene:

this is not always the case, and thus sometimes the segmentation based method

tends to be too coarse or inconsistent.
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Conclusion and Future Works

6.1 Conclusion

The results achieved in this project are very satisfactory and promising for future

development. The project initially presented different goals (camera alignment, mo-

tion detection, adaptation of the proposed algorithm into the pre-existing Exposure

Fusion framework), that we fully achieved with our solutions. Moreover, we ex-

tended the project with the development of a graphical user interface that supports

interactive enhancement of the results.

Regarding camera alignment, we developed three simple, robust and accurate

methods to correct any misalignment in a set of different exposures. We imple-

mented an image features based technique, the SRA algorithms and two extensions

of the well known MTB algorithm: the eMTB and the EBeMTB. Among the three

techniques, the eMTB algorithm is the best performing and we shown how its em-

ployment greatly improves the final results. The use of the camera alignment algo-

rithms allows the generation of Exposure Fused images (and possibly HDR images)

from any bracketed exposure sequence, either if captured with the aid of a tripod or

if taken with a hand-held camera.

For the Motion detection task, we presented six algorithms based on different

approaches. We proposed one original technique based on intensity variance (VB
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algorithm), two adaptations of algorithms based on intensity and entropy variance

(WVB and EB algorithms) and three original techniques based on bitmap difference

(BMD and xBMD) and background subtraction (FRABS). We have shown how the

algorithms that are independent from intensity variance are the best performing and

amongst those, FRABS is certainly the best performing overall.

The use of these algorithms adapts Exposure Fusion to dynamic scenes, expand-

ing the number of suitable scenes to a wider range. Finally, we were able to adapt

these proposed algorithms into the original Exposure Fusion framework, creating

a fully working, simple and robust scheme for HDR-like image generation for any

kind of scene.

Regarding the extensions, we developed a graphical user interface that allows

the user to generate fused images without particular knowledge of the algorithms

employed. Moreover, the user can interactively edit the final results with a paint

stroke selection technique.

In conclusion we can be very satisfied with the results achieved during this

project development. We reached our initial goals and developed understanding

during the process of all the potentials and limitations of HDR imagery. We discov-

ered the best approaches to deal with varying exposure images and we proposed, as

summary of this research, a fully working piece of software that could be developed

further in the future.

6.2 Future Works

As previously discussed the project development accomplished the goals initially

proposed, but this does not mean that the development cannot be taken any further.

One of the most important improvement that could be done to the work resides

in the approach to recover the movement affected zones. Even though the use of

a single exposure already gives satisfactory results, assuming a priori that the best

exposed image is the zero stop one (or middle one) is not always the best choice.

Therefore, one of the possible future works is to develop a scheme to automatic
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select the best exposed image of the sequence for movement correction. A possible

way to develop this scheme could be to analyse the neighbours intensity values for a

given pixel to identify the best matching exposure. This problem can be also solved

by selecting different portions of exposures for different zones to recover. In fact,

for each closed object detected as moving, the weights generated by the normal

Exposure Fusion algorithm could be consulted and the exposure with the best well-

exposedness value could be employed for that particular object. In this way, not a

single exposure but different parts from different images would be used in the final

recovery, in order to obtain more consistent and well-exposed fused images.

Finally, a graphical user interface has been developed for the framework de-

scribed in this report (details are given in 5.1). Besides the basic features of gener-

ating exposure fused images, the interface allows the user to manually enhance the

final results either by selecting a region of interest (ROI) on the result images or by

drawing on it a stroke to highlight the objects to correct. For this second method

a solid segmentation algorithm should be adopted to correctly segment the image

and retrieve the object shapes. A very desirable solution would automatically se-

lect the objects crossed by the brush stroke without exceed their borders or missing

any piece of the shapes. Some studies on this task have already been done [9] and

different techniques have been developed such as [13] and [14]. At the moment the

interface uses the Grow Cut algorithm. Even if the obtained results are promising

and quite satisfactory, a very interesting future development could be to define the

best solution for the brush stroke selection and integrate it in the actual interface.
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A1.1 - SRA

Figure 1: London Eye view: unaligned Exposure Fusion result
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Figure 2: London Eye view: SRA-aligned Exposure Fusion result

Figure 3: Greenwich, unaligned Exposure Fusion result
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Figure 4: Greenwich, SRA-aligned Exposure Fusion result

Figure 5: Lomographic Fisheye: unaligned Exposure Fusion result



APPENDIX 87

Figure 6: Lomographic Fisheye: SRA-aligned Exposure Fusion result

Figure 7: Zenith 122: SRA-aligned Exposure Fusion result
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A2.1 - eMTB and EBeMTB
Please note that the unaligned images are reported in Appendix A1.1

Figure 8: London Eye view: eMTB-aligned Exposure Fusion result

Figure 9: Greenwich Park, London: eMTB-aligned Exposure Fusion result
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Figure 10: Lomographic Fisheye: eMTB-aligned Exposure Fusion result

Figure 11: Zenith 122: eMTB-aligned Exposure Fusion result
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A3.1 - VB algorithm: results

Figure 12: VB

Figure 13: VB
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Figure 14: VB

Figure 15: VB
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A3.2 - WVB algorithm: results

Figure 16: WVB

Figure 17: WVB
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Figure 18: WVB

Figure 19: WVB
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A3.3 - EB algorithm: results

Figure 20: EB

Figure 21: EB
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Figure 22: EB

Figure 23: EB
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A4.1 - BMD algorithm: results

Figure 24: BMD

Figure 25: BMD
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Figure 26: BMD

Figure 27: BMD



APPENDIX 98

A4.2 - xBMD algorithm: results

Figure 28: xBMD

Figure 29: xBMD
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Figure 30: xBMD

Figure 31: xBMD
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A5.1 - FRABS algorithm: results

Figure 32: FRABS

Figure 33: FRABS
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Figure 34: FRABS

Figure 35: FRABS
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A6.1 - Exposure Fusion

Figure 36: Final Exposure Fused image

Figure 37: Detail of a recovered zone
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