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Abstract. Managing the information stewardship lifecycle is a chal-
lenge. In the context of cloud computing, the stakeholders in cloud
ecosystems must also take account of the demands of the information
stewardship lifecycles of other participants in the ecosystem. We de-
scribe a modelling framework — incorporating tools from mathematical
systems modelling, economics, and policy/user modelling — suitable for
supporting reasoning and decision making in cloud ecosystems, and so
provides a basis for developing model-based service level agreements.
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1 Introduction

Cloud computing consists of an ecosystem of service-providers and consumers,
with reliance on complex networks of people, process, and technology. Businesses
and governments must tap into this new paradigm so as to exploit all the re-
silience and productivity gains. It is crucial for all stakeholders in the ecosystem
to establish the appropriate operating principles: In the cloud, they will have a
much harder time assessing the risks and obligations and implementing appro-
priate operational responses. The establishment of such principles will allow us
to assess and manage risk for all the cloud stakeholders, including regulators and
policy-makers. Without this there is a significant danger of leaving vulnerabil-
ities and opportunites for (the rapidly growing) cyber-crime threat, inhibiting
the effective deployment of cloud computing.

To-date most research in cloud computing security has been limited to mak-
ing the technology infrastructure ‘safe’. We emphasize that the people, process,
and policy implications of cloud computing must also be understood and man-
aged. Many cloud services will involve highly sensitive and critical personal,
commercial, and government information and processes. As such, the risks of
? Much of this work was carried out whilst Pym was affiliated to HP Labs.
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direct and collateral damage, through the lack of the appropriate information
stewardship culture are high.

It is difficult for stakeholders to establish when they are taking risks, what
those risks are, when they are (or should be) accountable for certain standards
of diligence or control, and how to achieve them. It is vital to understand how to
structure and regulate such an ecosystem in order to align incentives and create
sufficient trust or social capital, and make it easy for new entrants to comply with
cloud stewardship requirements and so ‘plug and play’. It is therefore essential
to achieve resilient and effective standards of information stewardship.

Our conceptual approach is to use mathematical systems models and eco-
nomic models to analyze not only the technological aspects of the infrastructure,
but also social, economic, behavioural, and policy aspects crucial to the deploy-
ment of cloud computing. Our starting point is economics. We capture the in-
centives of stakeholders and their preferences by formulating utility functions in
the style of macro- and financial economics. Thus we establish the components
of interest such as confidentiality, integrity, and availability — and express their
relative significance and our tolerance for their deviations from targets. The dy-
namics of the magnitudes of these components is determined by the behaviour of
the underlying system, as regulated by the decision-makers control instruments.
We construct mathematical models — semantically justified; based on process
theory and logic — of the underlying system, allowing predictive simulation of
the control space, and explore the resulting utility space.

In the context of the cloud ecosystem, many of the stakeholders will have
mis-aligned incentives, information asymmetries, and associated moral hazards.
Policy-makers must ensure that appropriate standards of information steward-
ship — aspects of which may be seen as public goods or club goods — are
maintained. Our approach, which we are exploring with industrial-scale case
studies, provides the hope of a methodology for addressing these questions.

This paper is closely based on [34], providing a concise, yet more developed,
summary of its arguments in the light of the experience of one of us (Shiu)
in partially implementing these ideas in a commercial context. It also draws
substantially upon [7] and [3].

2 The Cloud Ecosystem and Cloud Services

Although cloud computing is at an exploratory stage in its development —
in terms of both technology and business models — draft working definitions
are beginning to emerge. The National Institute of Standards and Technology,
Information Technology Laboratory, June 2009 (NIST 2009) proposes:

Cloud computing is a model for enabling convenient, on-demand network
access to a shared pool of configurable computing resources (e.g., net-
works, servers, storage, applications, and services) that can be rapidly
provisioned and released with minimal management effort or service-
provider interaction. This cloud model promotes availability and is com-
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posed of five essential characteristics, three delivery models, and four
deployment models.

This characterization emphasizes the relationship between users and the re-
sources that are managed on their behalf by service-providers. To this extent
at least, it provides a useful starting point for a discussion of the challenges of
information stewardship in the cloud.

3 The Information Stewardship Challenges

Accounts of what it means to take appropriate care of information resources
are usually framed in terms of security and privacy. Security ought properly to
be discussed in terms of confidentiality, integrity, and availability — including
the essential trade-offs between these concepts — and privacy in terms of the
OECD guidelines [30]. It should be noted, however, that security is often over-
identified with strong notions of confidentiality and integrity. The key security
principles – confidentiality, integrity, and availability — have been developed for
a world that is far less dynamic and, critically, far less inherently interconnected
than the world suggested by the development of cloud computing. The principles
used to understand privacy have much more to offer our understanding of the
relationship between security and privacy than is perhaps suggested by their
origins in the privacy of individuals’ personal information.

Within a single organization, the move into a new area of business, an ac-
quisition, the public announcement of a new vulnerability, the advent of a new
attack, or the rise of new forms of adversary, all result in risks being reassessed
and policies, processes and mechanisms being re-analyzed for adequacy. This can
work well, even when risks, policies, processes or mechanisms are not explicitly
well-documented, because the organization has an intuitive understanding of the
business it is in and of the consequences of different kinds of denial of service,
or data breach, on brand, customer confidence and stock price.

Implicit in this behaviour is an information stewardship lifecycle, as depicted
in Figure 1: risks are assessed; policies are formulated, decisions are made on
processes and protection mechanisms; mechanisms are implemented; systems
are monitored, and attention is paid to external regulations and compliance
demands. Observations of the results of the choices made lead to a reassessment
of the risks, and so on.

For many organizations, the inability to execute this lifecycle efficiently re-
sults in the IT security (or some other) function being perceived as getting in
the way of new business.

Organizations often use external consultants to help in assessing risks and
various forms of outsourcing or managed services will be used to help with the
more operational aspects of IT. It is easy to imagine how this world might
evolve with businesses availing themselves of emerging cloud services, but whilst
this trend might decrease costs and increase agility for organizations, there is
a significant risk that any overall sense of where responsibilities lie will be lost
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Fig. 1. The Information Stewardship Lifecycle

— the more providers the greater the chance that something falls between the
cracks.

Even within a single organization there may well be several different commu-
nities of individuals that take responsibilities at different points of the lifecycle.
In general its not obvious how much shared understanding or shared language
for talking about information assets there is between these communities. The IT
security employee listing risks, the lawyer formulating the document labelling
policy, the systems administrator modifying firewall rules, the compliance officer
looking at key performance indicators, and the legal adviser interpreting data
protection legislation for a particular country in which the organization operates
are all protecting the organization, but are their efforts aligned?

There are two different levels of responsibilities that we need to be aware
about. Within an organization, the communities responsible for stewardship (IT
security, legal, operations staff, compliance, and more) are often thought about in
terms of the responsibilities, or constraints, they place upon other individuals or
the restrictions they place on the way systems operate. To this object-level view
we also need to add a meta-level view of the responsibilities of these communities
themselves in looking after the information assets of an organization. Discussions
of cloud security have largely focussed on the object level and on the operations
part of the lifecycle. It may well, however, be mismatched expectations about
meta-level responsibilities that will cause future problems.

This analysis leads us to suggest that there are four key principles that are
important for improving information stewardship in cloud services.

– Explicit life-cycle. Within the boundaries of organizations, different commu-
nities are responsible for different aspects of the stewardship of the informa-
tion that is held. Moreover, as the organization evolves, information and its
associated stewardship responsibilities passes between the different communi-
ties. Organizations should be explicit about the different communities, their
responsibilities, and the evolving inter-relationships. When formulated explic-
itly, such a life-cycle can provide a basis for determining which communities
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need to be involved in assessing whether a particular service meets the orga-
nizations stewardship requirements.

– Explicit models. When organizations interact with one another in the course
of their business operations, information not only between the communities
within each organization but also between organizations. These information
flows, and work flows, are regulated (formally or informally) by the orga-
nizations’ operational policies. Organizations should express their structures,
policies, information flows, and communities’ responsibilities using shared, for-
mal models that support rigorous reasoning about the businesses’ operations,
including considerations of the trade-offs between security and privacy con-
cerns. We outline an approach to developing and deploying such models in the
next section.

– Model-based Service Level Agreements. Models can provide a basis for Service
Level Agreements that are capable of expressing more than a set of basic terms
and conditions, capturing more accurately the desired service dynamics and
responses, and conveying intent between the different parties. Such models
will, we believe, be used as part the brokering and subsequent monitoring
of cloud services, and facilitate a more open market between cloud service-
providers.

– Evidence. Evidence — to the effect that everything is as it should be, that
responsibilities are being met — passed between the different communities
and providers offers assurance to all the stakeholders in the cloud ecosystem.
As chains of providers become more complex, it will become more important
that evidence be shared.

Each of these principles is concerned with making service requirements, com-
munities’ responsibilities, and performance standards more explicit and more
rigorously expressed.

To illustrate this more directly, regulations for data protection and credit card
handling already ensure organizations adhere to some of these principles in some
areas. It is, however, expensive to configure infrastructure and run processes to
the standards set by these regulations, and so it is unlikely service-providers
will offer this as a standard, moreover we expect different cloud-providers to
offer different levels and (trade-offs) on security. This forces service consumers
to become explicit about how procured services fit into their information man-
agement lifecycle, and to articulate the type of security required. For example,
does it make sense to pay for a service that ensures high degrees of integrity
and confidentiality of data, if the lifecycle demands integrity and specific types
of accessibility.

Although regulations and legislation suggest fixed policy, most organizations
will have very different preferences and priorities for information protection, and
this will vary a lot, dependent on context. Moreover, because of increased sharing
between organizations, new preferences will regularly have to be determined. For
example, having policies for payroll and marketing data is one thing, determining
the appropriateness of sharing sensitive information to help a shared operation
with multiple partners is quite another.
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As we are seeing more services that combine and aggregate disparate pieces of
information it is clear that service consumers need to have some understanding
of how sensitive the distributed data sets are and whether this view changes the
protection needed for any or each of the procured services. Since this situation
is likely to be fluid, it is unlikely all the choices can be made at design (procure-
ment) time, and so organisations may well want other assurance mechanisms,
such as the ability to revoke choices, or to record or respond to situations.

This illustration is merely a quick exploration for one type of cloud stake-
holder, similar challenges will exist for service-providers, bundlers, SMEs and
regulators. The example in Section 4 is an explicit model to help these stake-
holders navigate these challenges, and so address the principles outlined here.

4 Modelling Cloud Ecosystems

The mathematization of engineering and science — in fields as diverse civil engi-
neering, mechanical engineering, biology, medicine, and economics — has been an
outstandingly successful intellectual enterprise, providing reliable, sophisticated
analytical tools. As the world becomes critically dependent on complex infor-
mation processing systems for all aspects of life and business, it is now essential
that we develop a similar mathematization of information systems technologies
and ecosystems.

Such a mathematization cannot hope to provide fully formalized descriptions
of systems in the sense of formal methods in computing science. Rather, we can
hope to develop an applied mathematics of information systems in which models
are constructed in the style of applied mathematics for engineering. That is, we
work at levels of abstraction that are appropriate for the problem in question,
deploying the best available mathematical modelling techniques.

4.1 Modelling Information Stewardship

Some of us have argued elsewhere [34] that ‘to understand information stew-
ardship is to understand how information flows between the components of a
system’. This position is a useful starting point. Given this position, a key chal-
lenge is to understand what this means not only for a given single-service system
but also for the highly distributed, multi-party systems that are the basis of cloud
computing.

Within a system, consisting in a complex assembly of people, processes, and
technologies, the information that belongs to an individual or an organization
(e.g., bank account details, mother’s maiden name, or stock-price-critical rev-
enue projections) is represented as a collection of resources, perhaps distributed
around a collection of logical or physical locations.As the service executes, these
resources are passed around the (distributed) system and, as a result, informa-
tion flows from location to location. For example, a customer may choose to
purchase a book from an online retailer, and supply address and payment de-
tails. At this stage, the customer’s privacy is not in question. The customer has
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chosen to enter into a contract with the retailer that (usually, at least) spec-
ifies to whom the personal information will be exposed. Instead, however, the
relevant security questions include the confidentiality, integrity, and availability
of the customer’s personal information, as represented by (data) resources in
the system. Also relevant, and a characteristic of stewardship, is the question of
what use can be made of the information, to the advantage or otherwise of the
owner.

A different set of issues arises when an individual joins a social networking
site. In this case, the individual chooses to sacrifice (a controlled amount of) the
confidentiality of his personal information and a degree of his privacy. In return, a
part of his identity is made available to a (wide) community of individuals of the
category permitted to join the site. In joining the site and making information
available, the individual chooses to accept this trade-off.

The potential exposure of information depends not only on the policies and
processes that determine its manipulation, but also upon the architecture and
configuration of the networks and devices that support the information flows.

It follows, then, that an ability to understand the information flows around
the technological aspects of the cloud computing system is not sufficient to un-
derstand and address the information stewardship problem: an ability to un-
derstand the incentives and preferences of all of the stakeholders in the cloud
ecosystem is also necessary.

Our position is that utility theory provides a useful starting point for un-
derstanding the interactions of the incentives and preferences of the various
stakeholders in cloud computing ecosystems.

4.2 Modelling Economic Environments, Preferences, and Policies

Utility is an economic concept. Utility theory (see, for example, [25, 38]), partic-
ularly as developed in the contexts of macroeconomics and financial economics,
provides a highly expressive framework for representing the preferences of the
managers of a system. In this section, we give a brief indication of how such
tools might be deployed in information security/stewardship, drawing on [3].2

For example (e.g., [36]), in the macroeconomic management of market econ-
omies, central banks play a key rôle. The managers of a central bank are given,
by their national governments, targets for certain key economic indicators, such
as unemployment (ut) and inflation (πt) at time t (time can be either discrete
or continuous here). Their task is to set a (e.g., monthly) sequence of controls,
such as their base (interest) rates (it) so that the key indicators are sufficiently
close to their targets, ut and πt, respectively. Typically, using this example, the
managers’ policy is expressed as a utility function

Ut = w1f1(ut − ut) + w2f2(πt − πt) (1)

2 It should be noted that we do not argue that these economic tools are the only
applicable or useful ones. Rather, we argue that they provide an example of how
ideas from economics can be deployed in information security.
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together with system equations, ut = s1(it) and πt = s2(it), expressing the
dependency (among other things) of u and π on interest rates in terms of func-
tions s1 and s2 that describe the (macro) dynamics of the economy. Two key
components of this set-up are the following:

– The weights w1 and w2 (typically, values between 0 and 1) that express the
managers’ preference between the components of the utility function — that
is, which they care about more; and

– The functions f1 and f2 that express how utility depends on deviation from
target. A simple version of this set-up would take the fis to be quadratic.
Quadratics conveniently express diminishing marginal returns as the indica-
tors approach target, but make utility symmetric around target. More real-
istically, Linex functions [42, 43, 36], usually expressed in the form g(z) =
(exp(αz) − αz − 1)/α2 are used to capture a degree of asymmetry that is
parametrized by α.

The managers’ task, then, is to set a sequence of interest rates it such that the
expected utility, E[Ut], remains within an acceptable range, as ut and πt vary,
and trade-off against each other, as the sequence of rates it evolves. In general,
there can of course be as many components as required in a utility function.

This economic framework can be deployed in the context of information se-
curity (see, for example, [3, 2, 22, 21]), where concepts — such as confidentiality,
integrity, and availability, or indeed privacy — that lie within competing declar-
ative categories can be seen to trade-off against one another as the relevant
controls — such as system configurations or investments in people, process, and
technology system configurations — vary. To formulate an analysis of this kind,
we follow, mutatis mutandis, the prescription outlined above.

– The organization that deploys information security measures exists in an eco-
nomic and/or regulatory environment. This environment places constraints
upon the systems and security architectures available to the organization’s
managers.

– The managers formulate a utility function that expresses their policy prefer-
ences, which will depend upon the nature of their organization. For example,
state intelligence agencies and online retailers will have quite different priori-
ties among confidentiality, integrity, and availability, or, indeed, issues related
to privacy; see, for example, [3, 2, 22, 21].

– In a highly complex situation, such as a security architecture, it will typically
not be possible to formulate system equations (in terms of functions s1 and s2)
in the way that is usually possible in, for example, macroeconomic modelling.
Typically, though, the key control variables, such as system interconnectivity
or investment in various aspects (people, process, and technology) of security
operations, will be identifiable.

– Instead, however, an executable system model [7], using the key control vari-
ables, can used in order to simulate the dynamics of the utility function.
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In the next section, we present an approach to modelling the technological
aspects of information systems that can be integrated with economic models of
this kind.

4.3 Modelling Technological Systems: The Concepts and Their
Implementation

Experience suggests that it is useful to argue — see, for example, [6] — that
the key structural aspects of systems are the ones discussed below. This point
of view is consistent with the classical view of distributed systems, as described,
for example, in [11].

Process. A synthetic system exists in order to deliver services, and services
can be conveniently understood as processes that execute on the system’s archi-
tecture. Typically, it will be necessary for many services to execute, concurrently
and sequentially, in order for a service to be delivered. Similarly, natural pro-
cesses execute relative to natural substrates. Our main focus here is on synthetic
systems; in particular, large-scale information systems.

For example, we might wish to model the operations of an online retailer,
including its interactions with its suppliers, its customers, with the banks, and
with the physical delivery services, all of which might be mediated by web-based
services. For example, a customer decides to buy a book. The customer finds
the book described in the sales area of the website, and indicates his desire
to purchase a copy, by moving to the orders area location, by performing an
authentication action. The next step is to move from the location of the orders
area to the location of the payment area; again, essentially an authentication
action. The customer then, essentially, returns to the sales area to await physical
delivery of his purchase.

There are a number of aspects of the intuitive notion of process that we
might naturally want our model of process, discussed mathematically below in
Section 4.4, to capture. These include, among others, sequencing, choice, con-
currency, and recursion.

Resource. The infrastructure of a system, relative to which the system’s pro-
cesses execute, consists of a collection of resources that may be utilized by the
processes in order to achieve their intended purposes.

For example, once the customer’s order has been placed and paid for, the
system performs an action that, provided a delivery-van resource-unit be avail-
able, moves a copy of the book (modelled here as a unit of resource) from the
warehouse location to the van and launches a delivery process that moves the
book resource to the customer’s physical location.

As with processes, there are some basic properties of the intuitive notion of
resource that we would like our model of resource to capture. Recent work on
resource semantics (see, for example, [33, 35]) suggests that capturing the idea
that resource elements may be combined and compared is sufficient for a great
deal of progress to be made. This too is developed mathematically in Section 4.4.
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Location. In general, the architectures of systems are highly distributed, log-
ically and/or physically. The system’s resources are distributed around a collec-
tion of places, and these places have (directed) connections between them.

For example, we have referred to various locations in the our example of
the online retailer. Note that although it is necessary for two locations to be
connected for resources to move between them, those locations can each be
either physical or logical in nature.

The notion of location provides more than a way to understand information
flows, however. It also provides a basis for mechanisms for abstraction, where
a portion of the structure of locations and connections is replaced with a less
detailed version, and refinement, where a portion of the structure of locations
and connections is replaced with a more detailed version. These ideas will be
discussed mathematically in Section 4.4.

Environment. Systems exist within external environments, from which events
are incident upon the system’s boundaries (a nice discussion around the existence
of systems within environments can be found in [39]). Typically, the environment
is insufficiently understood and too complex to be represented in the same,
explicit, form as the system itself.

For example, when modelling the incidence of customers’ orders on the re-
tailer’s system, we might choose not to model the decision-making processes of
groups of potential customers, but rather simply represent the arrival of orders
at the orders location as a stochastic process (using, for example, the negative
exponential distribution).

In general, then, we choose to represent the impact of the environment on the
system of interest just as random events that are incident upon the system. There
is, however, another important rôle for stochastic methods in our approach. Even
within the system of interest, there may be (perhaps quite complex) components
that we do not need to model in (process, resource, location) detail. The impact
of such components on the operation of the overall system can often be handled
stochastically.

Our integration of the stochastic and structural aspects of our models also dif-
fers from the approach of Hillston et al [15, 18, 19]. Whereas PEPA is a language
within which stochastic constructs are internalized, we reside our stochastic ca-
pability wholly within our associated tool, Core Gnosis.3 Core Gnosis, which
is described in Section 4.5, also implements notions of process, resource, and
location, and its semantics is given denotationally, as in the semantics of pro-
gramming languages (see [7]), in terms of the process calculus (L)SCRP [9, 6],
which includes appropriate mathematical models of resource and location, and
which is described in Section 4.4.

4.4 Modelling Technological Systems: The Mathematics

Each of the components of a system model that we have described in Section 4.3
can be captured mathematically. Processes are usually captured in a process
3 gnosis: Gk, knowledge to influence and control.
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calculus, such as SCCS [27], CCS, or the pi-calculus. Resources can be captured
using resource monoids, as in bunched logic [31, 33] and its applications, such
as Separation Logic [20, 35]. Location can be captured using (hyper-) graph-
like structures, and all of this can be combined with probability distributions to
capture environments.

We begin with a brief review of the process calculus SCRP [9] of resources
and processes and its extension to locations [6] (see also there references therein).

Our starting points are Milner’s synchronous calculus of communicating sys-
tems, SCCS [27], perhaps the most basic of process calculi, and the resource
semantics of bunched logic [31, 33]. The key parts for now are the following:

– A monoid of actions, Act; composition ab of elements a and b and unit 1;
– The following grammar of process terms, E, where a ∈ Act and X denotes a

process variable:

E ::= a : E |
∑
i∈I

Ei | E × E | X | fixiX.E | (νR)E

Most of the cases here, such as action prefix, sum, concurrent product, and
recursion (in the fixi case, X and E are tuples, and we take the ith component
of the tuple), will be quite familiar to mathematical computing scientists. The
term (νR)E, in which R denotes a resource, is called hiding, is available because
we integrate the notions of resource and process. Its meaning is discussed below;
it generalizes restriction.

Mathematically, our notion of resource — which encompasses natural ex-
amples such as space, memory, and money — is based on (ordered, partial,
commutative) monoids (e.g., the non-negative integers with addition, zero, and
less-than-or-equals), and captures the basic properties of resources discussed
briefly in Section 4.3:

– Each type of resource is based on a basic set of resource elements;
– Resource elements can be combined (and the combination has a unit);
– Resource elements can be compared.

Formally, we model resources as pre-ordered, partial commutative monoids,
(R, ◦, e,v), where R is the carrier set of resource elements, ◦ is a partial monoid
composition, with unit e, and v is a pre-order on R.

The basic idea is that resources, R, and processes, E, co-evolve,

R,E
a−→ R′, E′,

according to the specification of a partial ‘modification function’, µ : (a,R) 7→ R′,
that determines how an action a evolves E to E′ and R to R′.

The base case of the operational semantics is given by action prefix:

R, a : E a−→ R′, E
µ(a,R) = R′.

Concurrent composition, ×, exploits the monoid composition, ◦, on resources,
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R,E
a−→ R′, E′ S, F

b−→ S′, F ′

R ◦ S,E × F ab−→ R′ ◦ S′, E′ × F ′
.

A modification function is required to satisfy some basic coherence conditions:

– µ(1, R) = R, where 1 is the unit action, and
– if µ(a,R)◦µ(b, S), and R ◦S are defined, then µ(ab,R ◦S) ' µ(a,R)◦µ(b, S),

where ' is Kleene equality, for all actions a and b and all resources R and S. In
certain circumstances, additional equalities may be required [9, 6].

Sums, recursion, and hiding (local resources, generalizing restriction) are for-
mulated in familiar ways [9].

We now turn to our approach to modelling location. If one wishes to con-
struct models of systems with location in the SCRP calculus, then this must be
done using the resource and/or process components. For some simple situations,
the notion of location can be treated as resource — for example, this would be
sufficient to give a process algebraic account of Separation Logic (where loca-
tion is thought of as resource). For more complex notions, an encoding into the
process component must be used. We sketch how to extend SCRP to handle
system states with three components: location, resource and process. We name
the resulting (family of) calculi LSCRP.

Just as our treatment of resources begins with some basic observations about
some natural and basic properties of resources, so we begin our treatment with
the following basic requirements of a useful notion of location [6, 8]:

– A collection of atomic locations — the basic places — which generate a struc-
ture of locations;

– A notion of (directed) connection between locations — describing the topology
of the system;

– A notion of sublocation (which respects connections);
– A notion of substitution (of a location for a sublocation) that respects con-

nections — substitution provides a basis for abstraction and refinement in our
system models;

– A product (again, monoidal) of locations (an inessential but useful technical
property), suitably coherent with the other products [6].

Sublocation and substitution are intimately related, the former being a prereq-
uisite for the latter. We will not develop or implement substitution in this paper
(except for brief comments in examples) rather deferring it as a next step.

Treating location as a first-class citizen in this way does not lead to a process
calculus with operational behaviour that is more expressive in absolute terms.
It does, however, lead to greater pragmatic expressiveness: we claim that it
simplifies the construction of models of a wide range of systems. It also makes
it easier to write specifications about located resource in the logical language.
In some circumstances, such as those that obtain in Separation Logic [35, 20],
location can be treated as a form of resource (in such settings, the topology of
locations plays no role).
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The resulting calculus has transition systems with dynamic behaviour of the
form L,R,E

a−→ L′, R′, E′, where a is an action (in the usual process sense),
L, L′ are location environments, R, R′ are resource environments and E, E′

are processes used to control the evolution. Following the approach sketched
above, we define a modification function, µ, which, for each action a, location L,
and resource R, determines the evolved location L′ and resource R′. In a state
L,R,E, the component L carries the relevant information about the topology of
the model and R carries the relevant information about the distribution of the
resources around the model’s topology.

The operational semantics of LSCRP extends that of SCRP in the evident
way. Modification functions are extended to include locations, µ : (a, L,R) 7→
(L′, R′), with corresponding versions of the coherence conditions. Then the fol-
lowing is the rule for action prefix:

L,R,E
a−→ L′, R′, E′

Action

where (L′, R′) = µ(a, L,R). The other rules are extended appropriately [6].
Along with these definitions come notions of equality (here ‘bisimulation’)

between processes. The local equivalence is on states, and is written L,R,E ≈
L,R, F . It is a bisimulation relation that takes account of the resource and its
location. The global relation, written E ∼ F , quantifies the equivalence over all
locations and resources. The global equivalence is a congruence, but the local
equivalence is not. Nevertheless, the local equivalence has many useful conceptual
and theoretical properties [9, 6]. The details of these equivalences and their key
theoretical properties may be found in [9, 6]. Access control modelling using
SCRP has been studied in [10].

Alternative semantic approaches to systems modelling, in addition to the
work of Hillston et al., include the work of Milner on bigraphs [28], in which,
essentially, a single language is used to capture process, resource, and location. A
detailed comparison with our approach is beyond the scope of this short paper.

Turning finally to environment — that is, those aspects of the environment
that we do not wish to model explicitly — we have explained that, in our ap-
proach, it is handled stochastically. The detail of the integration of stochastic
methods with the algebraic set-up described in this section are beyond the scope
of this paper. A good degree of detail is given in [7], but the basic idea can be
thought of as making the availability of the actions described above be deter-
mined by sampling a given probability distribution.

4.5 The (Core) Gnosis Modelling Tool

We introduce the Core Gnosis modelling language via the example of the online
retailer outlined in Section 4.3. This example gives an idea of the disciplined
approach to modelling discussed above. Core Gnosis has been presented in some
detail in [7]; we follow a similar style here. It is a strict subset of Gnosis, a
larger, more expressive language possessing more extensive, but conventional,
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data representation capabilities.4 Core Gnosis (and Gnosis) are developments
building on experience from Demos [5], on Demos2k [13], and Located Demos2k
[6], and the rigorous mathematical framework described in [7].

Core Gnosis includes constructs for describing processes, resources, and lo-
cations that capture many (though, at this stage, not quite all) aspects of the
mathematical structures described in Section 4.4. Core Gnosis also provides a
good degree of stochastic capability. Events (actions) may be drawn from the
following probability distributions: uniform, normal, negative exponential, and
Weibull; for example, these allow us to model stochastic queuing and Markov
chain process phenomena. Experience suggests (see, for example, [4, 2]) that this
choice provides a range of expressivity that is sufficient for a very wide range of
examples whilst keeping the tool conceptually and pragmatically compact.5

In order to describe the operations of the online retailer, the example in-
troduced in Section 4, we must first set up the basic locations, resources (here
called ‘shares’ [7]), and computational parameters required to frame the model.
The code is given in Figure 2, which sets up the basic parameters of the model,
and Figure 3, which sets up the main driving customer process. The key com-
ponents of this set-up in Figure 2, for our following discussion are the locations
and links. Note that links are directed, by the direction of the arrow, and can
be bi-directional. Note also that customer arrivals (at the the sales website) are
simply modelled using a negative exponential distribution — the factors that
determine the arrival of customers at the site are not of interest in this model,
and so are treated as part of the environment and capture stochastically.

We do not explain the Core Gnosis code in detail. The constructs should be
intuitive enough to give a feel for the modelling style; more detail is in [7, 16].

4.6 Modelling Policies and Properties

Security and stewardship policies are the link between organizational objectives,
system architecture, and user behaviour. At a useful, though by no means de-
tailed, level of abstraction it is possible to represent the key aspects of the be-
haviour of users using the system modelling techniques suggested in Section 4.
Indeed, by incorporating conceptual models, such as Task Knowledge Structures
(e.g., [24]), from the HCI and cognitive modelling communities, such approaches
can be consistent with the current state of the art in user modelling. Policies,
however, are declarative expressions of system properties that managers are seek-
ing to achieve. One way to express such properties — building, for example, on
approaches to describing access control policies [1] — is to employ ideas from
formal logic.

Process calculi such as SCCS, CCS, and the pi-calculus come along with as-
sociated modal logics [17, 40]. Similarly, the calculus (L)SCRP has an associated

4 Gnosis is at an advanced stage of development at HP Labs [16].
5 The full Gnosis tool [16] will, in common with Demos and Demos2k, for example,

include a very wide range of distributions. See, for example, [14, 23] for explanations
of how this is done.
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(* Common parameters *)

param arrival = negexp(1.0); // customer arrival rate

param ratioAuthenticate = 0.5

param ratioOrder = 0.5

... // detail elided

// logical locations of web site

location Sales, Order, Authentication;

// physical locations of fulfilment

location Warehouse, Delivering

link Authentication -> Sales

link Authentication -> Order

link Order <-> Sales

link Sales -> Warehouse

link Order -> Warehouse

link Warehouse -> Delivery

share compute@Sales (numSales)

share compute@Authentication (numAuthenticate)

share compute@Order (numOrder)

share vans@Warehouse (numVans)

share vans@Delivering (0)

// bin warehousebooks []

Fig. 2. Online Retailer: Basic Structure of Model

modal logic, MBI [9, 6]. The basic idea — deriving from Hennessy-Milner logic
[17, 40] — is to work with a logical judgement of the form L,R,E |= φ, read as
‘relative to the available resources R at location L, the process E has property
φ’. Building on the ideas of bunched logic [31, 33, 32] and its application to Sep-
aration Logic [35, 20], MBI has, in addition to the usual additive connectives —
>, ∧, →, ⊥, ∨, ¬ — a multiplicative conjunction, ∗, and a multiplicative impli-
cation.6 Similarly, in addition to the usual additive quantifiers and modalities,
MBI has multiplicative quantifiers and modalities.

The relationship between truth and action is captured, respectively, by the
clauses of the satisfaction relation for the (additive) possibility and necessarily
modalities, given essentially as (recall that (L′, R′) = µ(a, L,R)),

L,R,E |= 〈a〉φ iff there exists E′ such that L,R,E a−→ L′, R′, E′ and
R′, E′ |= φ

L,R,E |= [a]φ iff for all E′ such that L,R,E a−→ L′, R′, E′,
L′, R′, E′ |= φ.

expressing what is possibly and necessarily true after an action a has occurred.
In this setting, however, the multiplicative conjunction, ∗, that is available

in bunched logic provides a characterization of this judgement that is rather
finer than that which is available in basic Hennessy-Milner logic. Specifically, we
obtain the following characterization of the concurrent structure of models (∼
denotes bisimulation of processes):

6 Both classical and intuitionistic versions of the logic are possible.
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process customer = {

numberCustomers := numberCustomers + 1

launch customer after arrival;

select [ claim (1) compute@Sales ] {

hold (salesTime)

release (1) compute@Sales

}

or [ claim (1) compute@Authentication ] {

trace ("XXX Move auth-> sales")

move share (1) compute@Authentication->compute@Sales

hold (salesTime)

release (1) compute@Sales

}

or [ claim (1) compute@Order ] {

trace ("XXX Move order-> sales")

move share (1) compute@Order->compute@Sales

hold (salesTime)

release (1) compute@Sales

}

// authentication

var auth = bernoulli(ratioAuthenticate)

if [auth == 1] {

claim (1) compute@Authentication

hold (authenticationTime)

release (1) compute@Authentication

// ordering

var ord = bernoulli(ratioOrder)

if [ord == 1] {

select [ claim (1) compute@Order ] {

hold (orderTime)

release (1) compute@Order

}

or [ claim (1) compute@Authentication ] {

move share (1) compute@Authentication->compute@Order

hold (orderTime)

release (1) compute@Order

}

or [ claim (1) compute@Sales ] {

move share (1) compute@Sales->compute@Order

hold (orderTime)

release (1) compute@Order

}

numberOrders := numberOrders + 1

}

}

Fig. 3. The Basic Customer Process, with Authentication and Ordering

L,R,E |= φ1 ∗ φ2 iff there are R1 and R2 such that L1 ◦ L2 = L and
R1 ◦R2 = R, and E1 and E2 such that E1 × E2 ∼ E, and
L1, R1, E1 |= φ1 and L2, R2, E2 |= φ2.

Here the truth condition for the multiplicative conjunction requires the combi-
nation of data from the truth conditions for its component formulae.

These characterizations provide tools for reasoning about security properties
such as joint-access (control), where two agents must both provide some resource
for access to be granted, and authorization by delegation, where Hiding is used
to establish a private channel; see [10] for the details of these and other examples.

To see how this works, consider once again the example of the online retailer
introduced in Section 4. In particular, consider a fragment of the set up associ-
ated with authentication, ordering, and delivery — a mix of logical and physical
locations, as sketched in Figure 4.
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Fig. 4. Locations for Authentication to Delivery

Locally, let the overall state of the model of that fragment of the system
model that is concerned with warehouse, from which orders are dispatched, be
denoted by LWarehouse, RWarehouse, EWarehouse.

The following judgement expresses a property of that part of the model that
is the interface between the logical sales and ordering locations and the physical
dispatch and delivery locations: that either the book be released or there be a
problem with either the retailer’s ability to sell the book (e.g., out of stock) or
the customer’s ability to pay (e.g., failure of card payment):

LWarehouse, RWarehouse, EWarehouse |=

¬([order-to-warehouse]〉> ∗ [order-paid]>) ∨ [book-released]>

This judgement will hold just in case either

LWarehouse, RWarehouse, EWarehouse |= [book-released]>

holds, or it is not the case that both

LSales, RSales, ESales |= [order-to-warehouse]>

and
LOrder, ROrder, EOrder |= [order-paid]>

hold. The key thing to note here is the rôle of the separating conjunction, ∗.
It forces the decomposition of the system’s overall resources into the resources
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required to deal with the stock management in the Sales location and those
required to deal with the payment process in the Order location. Alternatively,
this can be seen as a kind of access control condition in which the condition
required for the release of the book by the warehouse is ‘joint access condition’,
requiring authorization from both the Sales and Order locations.

As currently formulated, MBI does not concern itself with stochastic prop-
erties of models. In contrast, Probabilistic Computation Tree Logic (see, for
example, [37]) is intimately related to Markov chains, but lacks the structural
analysis afforded by MBI. Consideration of adding stochastic properties to MBI
represents challenging further work. A degree of model checking is available for
MBI [8]. In contrast with PRISM [26], for example, stochastic issues are not
considered, the focus being structural decompositions of models via the multi-
plicative connectives, such as ∗.

5 Conclusion: Operational Models for Cloud Services

Section 3 described the challenges organizations already have operating their in-
formation stewardship lifecycle. In the cloud, the challenge is that key aspects of
the lifecycle will of necessity be operated by 3rd-party service-providers, offering,
for example, software as a service (SaaS), or infrastructure as a service (IaaS).
Moreover, these cloud-providers will operate their own lifecycles; see Figure 5.

!"#$%&"'
()*+,-"#'

!..!'
/#)$%0"#'

1..!'
/#)$%0"#'

Fig. 5. Interacting Lifecycles

The variety of conditions and assumptions mean that there is huge potential
for misalignment and misunderstanding as information is shared. This paper
argues for model based understanding of information stewardship requirements
and consequences, so that information is always shared in the context of models.
Although introduced as design- (procurement-)time decision aids, the vision is
that these types of models will serve to provide the appropriate context to share
information and evidence, as well as being the basis for model-based SLAs.

An outstanding challenge concerns the systematic integration of the various
types of modelling that we have advocated: economic, system/technological, and
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policy/user. Whilst we have explained, in Section 4.2, how system models can
be used to populate the components of a utility function, and have described, in
Section 4.6, how logical expression can be used to express properties and policies,
it remains to develop systematic, scalable supporting tools.
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