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Abstract
The report presents a design for a Genetic Programming (GP) based system capable of produces
functions that predict future stock prices based on historic time series data, including historical
Technical Indicators. The report also presents a design for a Market Neutral Hedge Funds Simulator
which exploits the GP solutions by using them to guide its trading decisions.
The accuracy of the predictions that the GP system produces were found to be highly varied, and the
best results obtain could only slightly outperform simple random guessing functions. The lack of
consistency and great accuracy from the GP functions has an impact on the results obtain for
simulations of Hedge Fund trading. Some simulations showed profitable runs, while other runs on the
same time period showed losses, leading to inconclusive results.
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1. Introduction
1.1.Aims and Methodology
The main aim of this project was to investigate if a Genetic Programming (GP) system was capable of
producing a function that could predict future stock prices based on historic stock price data and
Technical Indicators calculated from that stock data. A secondary aim of the project was to investigate
if a Hedge Fund Manager Simulation could use the solution generated by the GP system to produce a
profitable fund.
The methodology used in this project was to design and implement a system that was capable of
evolving predictive functions using a GP system, as well as a Fund Manager simulation system. The
Fund Manager system was able to use the functions discovered by the GP system to make decisions on
which stocks the Fund Manager should invest in.
The implemented system was then used to carry out three experiments. The first experiment
investigated if the GP system could find solutions capable of predicting stock prices better than a
random guess of the future stock prices. The second experiment investigated how much robustness
was provided when using a group of solutions to predict price as opposed to using a single solution.
Finally, the third experiment investigated if the Fund Manager system could use the solutions found by
the GP system to create a profitable fund.

1.2.Contributions
If the project were successful in showing that a GP system can evolve accurate predictions, then it
would certainly call into question the validity of the Random Walk Theory of stock prices, as well as
the Efficient Market Hypothesis. These theories hold that stock prices at any one time are not
determined by historical data and that they reflex all relevant information.
The results of the second experiment could show whether group based predictions, and more generally
group based decisions, are capable of introducing more robustness into a GP system. Robustness of GP
5

solutions is a relatively young field of research and further insight would be useful.

The rest of this report is organised into the following chapters; In Chapter 2, background work is
explained and a short literature review of relevant work is given. In Chapter 3, problem definitions for
the project are stated, as well as the design decision for the solutions of those problems. In Chapter 4,
indepth implementation issues are discussed. Chapter 5, clearly defines the methodology of the
experiments which are undertaken, while Chapter 6, provides a summary of the results for each of the
experiments. Finally in Chapter 7, conclusions are drawn on the success and achievements of the
project and a short critique of the work is given.

The experiments showed a linked between training period and the accuracy of the predictions, in that
the longer the training period used the better the accuracy of the predictions. However, even the best
result still did not manage to outperform a random guess prediction.
Furthermore the experiments showed that group predictions did not provide any extra robustness to the
solution, nor did they improve in accuracy over a single individual.
Finally the results showed that the Fund Manager simulation produced better results when basing their
investments on the GP solutions compared to basing the investments on the random guess solutions.
However, the results were too inconsistent over repeated runs to be able to draw any firm conclusions
on the usability of the GP functions.
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2. Background
2.1.Genetic Algorithms
Evolutionary computation was first described by Rechenberg in the mid 1960's when he used
evolutionary strategies to evolve finite state machines; however, the idea of algorithms which were
capable of automatic programming and self discovery of solutions had been around for much longer.
In 1975, John Holland[1] produced his version of Genetic Algorithms (GA) that mimic the natural
process of evolution. Since then, GAs have been applied to numerous problem areas and work
effectively as an optimisation technique.
2.1.1.Representation
GAs typically express solutions as strings of binary or integer values. The representation is specific to
each problem, and it is normally fixed while the GA is executing.
2.1.2.Algorithm
The GA starts with an initial population of randomly generated solutions. These are then evaluated and
a fitness value is associated with each solution. Based on this fitness value, individuals are selected for
reproduction into the next generation. Reproduction in GA is modelled through a recombination
operator know as Crossover that selects smaller parts of solutions from two individuals and combines
them to produce a new solution. Usually a Mutation operator is also used to introduce variety into a
population and increase the diversity of the individuals. Mutation in GA works by selecting random
genes in the solution of an individual and replacing them with other random genes. The process of
selection and recombination is repeated a number until a solution with satisfactory fitness is found.
Selection pressure in the GA algorithm is used to select highly fit individuals from the population. The
data used to train the GA is referred to as sample data. When a GA has completed its search, the best
solution found is often tested on outofsample data. Outofsample data is data that the solution has
not been exposed to during training. If a solution can perform well on outofsample data it can be said
7

that the solution has learn the key characteristics of the problem domain and can adapt to previously
unseen data.

2.2.Genetic Programming
Genetic Programming (GP) was first introduced by John Koza in 1994[2], when he produced a method
of evolving Lisp programmes using a specialised type of GA. The major difference between GAs and
GPs is in the representation of the solutions. In GAs, a binary string is normally used whereas in GPs,
solutions are represented as trees. The nodes of the tree represent the functions and the inputs a GP
manipulates to produce solutions. The tree representation was adopted because Lisp programmes are
easily expressed as parse trees, which meant that programmes could be evolved. Koza argued that this
new type of GA was capable of producing automatic programming, i.e. programmes that program
themselves. This, however, is yet to be proven.
In figure 2.1 we can see some example GP trees, albeit very simple. It is quite hard to see how general
highlevel programming languages can be expressed using this notation, but it is not so difficult to see
that lowlevel assembler can easily fit into this representation.
Offspring generated

Parents
+

sqrt
Randomly
selected
points

*
Z
X

Y

+

X

Z

Z

/

sqrt

*

Y

+

X
X


Y

/

sqrt

X

+

sqrt

X


Y

Z

Figure 2.1 – An example of crossover operator creating offspring in GP.
Figure 2.1 also shows how Crossover operates to produce new unique offspring that are based on the
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solution of two individuals. The theoretical backing for GAs and GPs argues that the effective search
power of these methods comes from this recombination operator. By recombining good solutions
together better solutions might be achieved.

2.3.Financial Markets and Hedge Funds
2.3.1.Efficient Market Hypotheses
Most attempts to predict future stock prices rely on some analysis of historical data. The Efficient
Market Hypotheses (EMH)[3] argues that a market is an efficient pricing mechanism and that therefore
stock prices at any one time fully reflect all the relevant market information, including historical
information. According to EMH, any attempt to predict prices based on historical information will fail
since the market is always up to date. This assertion, if true, would have major implications for anyone
attempting to beat the market. If the stock price is always up to date and reflects all the historical
information about the company, then no profit can be made from exploiting historical information to
predict the price. According to EMH, the stock price, when it changes, changes following a random
walk and without bias to historical movements.
The EMH has been widely accepted since it was first published and numerous studies have been put
forward in its favour, for example Fama (1970) [4].
2.3.2.NonEfficient Financial Markets
Technical Analysis is a technique of forecasting stock prices by examining past patterns of price
movements, rates of change, changes in the volume of trading and open interest, without regard for
underlying fundamental market factors. The above stated version of EMH is the strong form EMH,
which assumes that markets are always completely efficient. This form of the EMH argues that TA is a
waste of time, due to stock prices always being up to date.
Grossman and Stiglitz (1980) [5] argue that markets can never be perfectly efficient. If markets were
informationally efficient, the return of gather information would be nil, and therefore there would be no
value in trading which would lead to the collapse of the markets. Instead, they argue that inefficiencies
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arise to compensate investors for the efforts expended in gathering information and trading on that
information.
If we assume that [5] were correct, and that all markets exhibit inefficiencies, than it should be
possible to use TA to predict future prices, since the current price will not reflect all the relevant
historical information.
2.3.3.Hedge Funds and Hedge Fund Strategies
Hedge funds are highly flexible funds managed for private investors which use sophisticated financial
instruments in order to generate higher returns while hedging their risk. The funds have been around
for some decades and have recently become increasingly popular due to their early success. Hedge
funds are almost unregulated which allows them to be flexible and adapt to changing environments.
All Hedge Funds fall within a certain strategy that defines the main aspects of how that fund operates.
Strategies such as Equity Hedge, Relative Value Arbitrage, Fund of Funds and others define the risk
characteristic of a particular Hedge Fund and the type of investments that make up that Hedge Fund
portfolio.
2.3.4.Equity Market Neutral Hedge Funds
Equity Market Neutral Hedge Funds[6] attempt to achieve market neutrality, and hence hedge risk, by
investing in long and short equity positions at the same time, and usually within the same sector or
market. Long positions are classical stock purchases, where the investor purchases a stock at some
point and sells that stock at a later date, hopefully for a greater amount. In contrast, an investor taking
a short position in a stock first borrows the stock from a brokerage firm and then sells the stock at the
current price. The investor makes a profit from the short positions if the price of the stock falls, at
which point the investor buys back the stock.

2.4.Related Work
2.4.1.Genetic Programming Prediction of Stock Prices[7]
The paper by Kaboudan shows two important results for this project; the first result is that certain time
10

series data is GPpredicable, and second that a GP system can produce reasonable onedayahead
forecast of the time series data.
GPpredictability is based on a comparison of the best fit of GP runs on the same data before and after
shuffling. If the original data set is deterministic the two outcomes will be different, otherwise they
should be very similar. Kaboudan, is able to produce a GP system capable of reasonably accurate 1 day
predictions of the closing price of certain stocks. This paper is of major relevance to our study as it is
shares common goals. We are trying to produce forecasting functions for similar to those of Kaboudan,
however, the our GP system should have a wider array of inputs to work with then the one in
Kaboudans study.
2.4.2.A realtime adaptive trading system using Genetic Programming[8]
This paper presents two important results which are relevant to our study; first that using combinations
of Technical Indicators yields better results than using individual TI when creating profitable trading
strategies. Using a combination of TI could also have beneficial effects when predicting stock prices
instead of building effective trading rules.
The second interesting reslut from this study shows that trading rules are only profitbale for certain
periods of time after they are discovered. This too could be true of forecasting functions based on TI
values, and will need to be taken into account when designing the experiments for our study.
2.4.3.A NonRandom Walk Down Wall Street[9]
In this book Lo and MacKinlay present a variety of papers which argue that stock prices do not follow
random walks, as the Random Walk Theory suggest. Numerous tests and studies argue that there is a
degree of predictability in future stock prices.
These results are of paramount importance to our study as they define if the project is capable of being
successful or not. If the studies presented in book are correct and there is a degree of predicability in
stock prices then the project has a chance of success. On the other hand, if the studies are incorrect the
chances of our project succeeding are greatly cut.
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3. Analysis and Design
3.1.Analysis
A conceptual model for the solution of the project will require three components, a Genetic
Programming System, a Hedge Fund Simulation component and a simulation of a Financial Market.
These components will all need to interact with each other in order to produce the required results. As
figure 3.1 illustrates, the GP system will be responsible for helping the Fund Manager make decisions
about which trades to make on the market.
Genetic Programming
System

Assists

Hedge Fund Manager

Trades

Financial Market

Figure 3.1 – Conceptual system diagram, shows the identified components of the overall system.
3.1.1.Problem Definitions
a. Genetic Programming System
The GP system should be designed as a standard implementation of a genetic programming algorithm,
tailored to produce functions which attempt to predict future stock prices. This is a primary goal for
the project, without which it cannot succeed.
b. Parameters
The GP system can produce varying results on successive runs on the same data, which are largely
determined by the initial conditions and parameters passed to the system. It is therefore necessary for
the system to be highly configurable with respect to the the user's ability to adapt and manipulate the
parameters it can be started with.
c. Establishing the Function and Terminal Sets
The functions and terminals are the basic building blocks from which the GP system attempts to create
solutions. The choice of which functions should be used can determine whether the GP system is
capable or not of solving the problem it has been set. Koza [2] recommends using low level functions
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such as +, , and /, from which more complicated functions can be learnt by the GP. However, the risk
of this approach is that, if higher level functions are not provided initially, then there is a possibility
that they will never be discovered and learnt. Therefore, using only low level functions could have
adverse effects on the performance of the GP system. For this reason, it is critical to the project that a
good mix of functions are chosen from which to build solutions.
Terminals also play a vital role in the GP system; they are the input enabling the functions to operate.
In the context of this project we will be looking for terminal values which provide extra information on
the basic data set of each stock. These terminals should include technical indicators such as Moving
Averages and Money Flow Indices which are widely used to analyse stock prices1. The final set of
terminals should be carefully chosen to provide relevant and useful data from which trends and price
movements could be calculated.
d. Design an effective Fitness Function
The Fitness function used is at the centre of the GP system and without it, selection pressure cannot be
correctly applied. The fitness function should be based on the absolute error between the predicted
stock price and the actual stock price over the training period. The fitness of the solution must reflect
its ability to predict stock prices over a certain period of time.
e. Dealing with Bloat
A standard GP system does not impose any restrictions on the complexity of the solution, while the
Crossover operator allows it to grow or shrink randomly. The unrestricted representations lead to the
problem know as bloating. Bloat in GP systems means that the population complexity, i.e. the total
number of nodes in the population, has an exponential growth pattern. Unless restricted or controlled,
the complexity of trees in successive generations will get larger and larger, therefore requiring more
and more time for evaluation and more and more memory for storage. Time and memory constraints
are likely to limit the maximum generation count as well as the initial population size.
Since the aim of the GP system is to find complex functions, the issue of bloat must be addressed. An
1 Full definition of all terminals is provided in chapter 4.
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effective approach which does not considerably infringe on the performance of the GP system should
be used.
f. Model of a Financial Market
The model must provide a standard way for other components to access the data it holds on stocks. It
is also necessary for the model of the Market to be able to simulate transactions taking place; with
support for normal purchase/sale of stock, and ability to take short positions.
The market model must be accurate; meaning that it must accurately reflect the data files for each
listing. There should be no inconsistencies between what the data files hold and what the market
outputs when queried.
As testing will be done over the same periods many times, it is crucial that the market is also consistent
in how it represents the data over successive runs.
The model must provide a mechanism to allow easy configuration of which companies are listed on the
Market. This requires that a consistent format be used across all data files.
g. Hedge Fund Manager Simulator
The Hedge Fund Simulator is the final major component of the system. It should be designed to
exploit the functions discovered by the GP system, and should easily interact with the market
component. As mentioned in section 2.3, Hedge Funds are highly versatile forms of funds with few
restrictions. Most are very complex and incorporate a number of different strategies in an attempt to
produce profit. For the purpose of this project the Simulator should be able to model a at least a single
recognised hedge fund strategy.
Separate sets of trading rules are required for the simulator to make decisions on which stocks it should
invest in on the one hand, and when the stocks currently held should be sold on the other hand.
Trading rules for funds are a major area of research and debate, therefore, it is out of the scope of this
project to attempt to optimise this aspect. A simple set of trading rules which can guide the simulator
will be sufficient.
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3.2.Design
3.2.1.System Architecture Design
As the problem definitions and analysis have identified, the overall system should be broken down into
three separate components; GP System, Market, and Fund Manager. To complete the design a fourth
component has also been included, the Controller. The Controller component will have the
responsibility for instantiating other components with the user specified parameters. It will be
responsible for gathering the solutions discovered by the GP system and passing them onto the Fund
Manager. The Controller will be the main point of access for the user, where they can specify which
parameters the GP should be started with and how the Fund Manager will operate.
It is also possible for the Controller to be used as a batching component to carry out different
experiments one after the other. Figure 3.1 shows a system architecture and the basic interactions
between the different components.
CONTROLLER

1
Initiate GP system with
all required parameters

4

Initiate Fund Manager
with predictive function

3

Export the
solution

FUND MANAGER
SIMULATOR

GP SYSTEM

2

Get evaluation
data for each
generation

5
MARKET
MODEL

Trade on
the market

Figure 3.2  System Architecture Diagram and basic interaction between major components.
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3.2.2.System Overview
To get a better understanding of how the system functions we need to define how the major
components achieve their goals. Figure 3.3 shows a detailed overview of the major components and
the algorithmic structures within them. The system executes in two phases; in phase one, the system
runs the GP component on a set of parameters and training data, and attempts to produce a predictive
function. In the second phase, the system attempts to model the actions of a Fund Manager using the
solution found in phase one. This second phase of the system is performed on 'outofsample' data,
which means that the GP functions have never encountered the data before and therefore could not have
been fitted to it. Outofsample data follows directly after the training period data.
Fund Manager
Initialised with GP function

GP System

Initialise all the parameters passed by the user
Create random initial population
Evaluate the initial population

Create new Population
Selection

for training period

Crossover

Get data

INTERFACE

Have termination conditions been met
Yes

INTERFACE

Calc fitness
No

Stock

Market Model

Calc error rates

Replacement

Make decisions
on new positions

Trading Rules

Evaluation

Mutation

Portfolio

Review current
positions

Handle queries
and trades

File Handler

Data Representation
Index

Stock

Data
Files

Export Solution (via Controller)

Figure 3.3 – System overview diagram.2
The system is started through the Controller where the user specifies the parameters of the GP system.
The GP is then initiated and starts to execute on the training period data provided. This is defined as
2The Controller component is not illustrated in figure 3.3 in an attempt to keep the diagram understandable and simple.
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the training phase of the system. The start of the training data period and its duration are both
determined by the user. The GP attempts to produce a function which can predict p trading days ahead
of the current day, where p is set to 1 as default but can be changed by the user. After a specified
number of iterations through the GP algorithm, the best solution is exported back to the Controller.
The Controller needs to perform a different GP run for each company that the user wishes the Fund
Manager to make investments on.
Once the Controller has the required solution for each company, it can then create a new Fund Manager
object initiated to use and exploit the functions on the out of sample data. This is defined as the testing
phase of the system. The Fund Manager is also given parameters on how much cash it can invest in
long and short positions. The Controller then iterates through each time step and triggers the Fund
Manager to make decisions. The user can specify how long the trading simulation should last for. At
each time step, the Fund Manager reevaluates its current stock positions and decides whether to make
new investments based on the amount of cash it has left. On the final time step, all stocks held by the
Fund Manager are released to see how much profit has been made or lost.
3.2.3.GP System
As figure 3.3 shows, the GP system is configured with the user specified parameters before it is started.
It will then iterate through the standard GP algorithm attempting to produce highly fit solutions. To be
able to do this it must evaluate the individual solutions against the training data, and it gets the training
data by querying the market.
3.2.4.Market Overview
The Market model can be broken down into three logically separate components which integrate
together. The Data Representation is a separate entity and holds the currently available data on the
listings which have been provided. A File Handler subcomponent abstracts the details of how the data
files are handled and how the data is parsed. The File Handler provides an easy way for the market to
access its raw data and convert it into the chosen representation. The final subcomponent is a Query
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Handler, which is responsible for servicing queries and simulating transactions.
All functionality in the market is provided to the other components by means of an interface. The use
of the interface facilitates the abstraction of the component and provides a simple access method which
can be used by multiple components.
3.2.5.Fund Manager Overview
The Fund Manager will be responsible for simulating a Market Neutral Hedge Fund[6]. The trading
decisions it makes will be based on the predictive function created by the GP system. As mentioned in
the problem definitions, the Fund Manager needs to have some set of rules built in to it, in order to
allow it to make trading decisions.
The system uses two sets of rules for decision making. One set of rules is for acquiring stocks and is
based on the GP functions. The other set of rules is for releasing stocks and is based on the
performance of the stock the Fund Manager has already acquired. Both sets of rules are further sub
divided into rules for short and long positions.
Release rules are simple rules which limit both the maximum profit that can be made and the maximum
loss which can be incurred. Thresholds are set to trigger a sale in long positions or a purchase in short
positions. One further threshold is set, the Maximum Hold Threshold which is triggered after a certain
period of time. Figure 3.4 illustrates how the thresholds are used to trigger sales or purchases. The
maximum hold threshold is used to ensure that there is a circulation of stocks being brought in and out
of the portfolio, since any single stock has a maximum length it can stay in the portfolio.
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Possible Price Movements

Asset Price

Max Gain
Threshold

Max Loss
Threshold

Purchase Point

Time line

Max Hold
Threshold

Figure 3.4  Shows possible price movements of an stock after purchase. Red line shows a drop in the
value, green shows no noticeable change, while blue shows an increase in stock price.
Purchase rules are slightly more complicated. The trading universe is first sorted on the difference
between the current price and the future predicted price. Once the stocks are ordered, we select those
with the highest predicted positive change to take long positions in, while for those with high negative
predicted change we take short positions in. Stocks with relatively low predicted changes are not
considered for investments.
3.2.6.Market Neutral Strategy
For the Fund Manager simulator to be able to model a Market Neutral strategy it must be able to
achieve a degree of neutrality from the market. Since the choice of investments is dynamic and not
predictable by the user, there is no guarantee that the simulator will achieve a neutral position in the
investments it makes. However, by providing a loan for short positions, which is equal to the initial
amount of cash available for long positions, we can ensure that the manager will invest equally in long
and short positions, and thereby the fund will qualify as Market Neutral.
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4. Implementation
4.1.GP Implementations
4.1.1.GP Component Overview
As described in the design section, the GP system was implemented to be highly configurable and
adaptable to the users needs. The genetic operations Crossover and Mutation are implemented as
separate components as is the Selection procedure. This brings a higher element of abstraction to the
system since the actual algorithms used for these components are encapsulated within them and not
revealed to the rest of the system. Figure 4.1 shows an overview of the major components within the
GP system. For a full functionality listing of each component please refer to Appendix D.
The Individual component provides the representation of the solutions. Each Individual contains a
single Tree object which is an Abstract Data Type representation of a parse tree. The Tree is composed
of FunctionNode and TerminalNode which inherit common methods for evaluation from the abstract
class Node. Each node is doubly linked so that parents have references to their children and the child
node has a reference to its parent. The system uses a Generator component to handle generation of
random trees during initiation and for the purposes of mutation.
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GPmain

+ initiate ()
+ generatepop ()

1

uses

1 + initiate ()

uses
1

+ runTraining ()
+ runTests ()

evaluates

1

uses

contains

1

1

Selection
+ initiate ()
+ selectNext ()

Crossover
+ initiate ()
+ crossover ()

1

Mutation
+ initiate ()
+ mutate ()

Individual
N + evaluate ()
+ getFitness ()

includes

Tree
+ evaluate ()
+ getDepth ()
+ getComplexity ()

is composed of

0 .. 2

links

Generator

1 + initiate ()
+ evaluate_pop ()

Node

+ evaluateBoolean ()
+ evaluateAritmetic ()

extends

FunctionNode

extends

TerminalNode

Figure 4.1 – GP system overview. A simple UML style diagram which shows the major components
of the GP system.
The evaluation of each solution is usually the most time consuming process of the GP run. Each
component has been implemented to perform a type of self evaluation where the embedded
functionality of each node triggers the evaluation of its children before evaluating its own result. This
leads to a Depth First evaluation of the tree structure.
4.1.2.Function and Terminal Set
a. The Function set
The Function set was derived from a number of different studies [INSERT REFERENCE] so that it
includes mainly low level functions complemented with some higher level functions. The arithmetic
functions implemented are all extensions of an abstract Node class and all include identical access
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methods. The functions were all implemented as closed and protected; this means that they can work
for any input and will always result in a meaningful output. The divide function can accept 0 as the
divisor in which case it will return 0 and not an error. The square root function takes the absolute value
of the argument it is passed and so can take negative numbers as input. The exp function, which is
Euler number e raised to the power of the input, has a cutoff point so that the numbers do not get too
large.
The arithmetic functions are: Add, subtract, divide, multiply, square root, natural log, sin, cos, exp.
The function set was extended to include other nonarithmetic functions such as AND, OR and NOT.
These were also accompanied by a conditional function IF...THEN...ELSE, and a small set of
comparison functions Less than 0, Greater than 0, and Greater than. These functions are also closed
and can accept both boolean and arithmetic values. Arithmetic values are treated as true if > 0 false
otherwise.
The function set was then broken down into different subgroups allowing the user to select which
group of functions they wish to use. A simple arithmetic set, a full arithmetic set and a complete set as
shown in figure 4.2.
Set

Contains

Simple Arithmetic

+, /, , *

Full Arithmetic

+, /, , *, sqroot, ln, sin, cos, exp

Complete Set

+, /, , *, sqroot, ln, sin, cos, exp, AND, OR, NOT, IF, <
0, > 0, >
Figure 4.2 – Function groups.

b. Terminal Set
The following data terminals were used:
1. HIGH – The high value for this stock on the current date
2. LOW – The low value for this stock on the current date
3. CLOSE – The close value for this stock on the current date
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4. ADJCLOSE – The adjust close value
5. VOLUME – The volume of shares traded on the current day
The above data was taken as freely available data on yahoo.com, for the following companies; HSBC,
BAA, BP, Royal Bank of Scotland, and Dixons Group Plc. These companies form the trading universe
of the Fund Manager and the GP systems.
On top of this, an array of Technical Indicators (TI) was derived. These TIs were all calculated before
being entered into the system. The following TI values were used:
6. MFI – Money Flow Index
7. EMA12 – Exponential Moving Average over a 12 day period
8. EMA26 – Exponential Moving Average over a 26 day period
9. MACD – Moving Average Convergence / Divergence Indicator
10. SMA12 – Simple Moving Average over a 12 day period
11. SMA26 – Simple Moving Average over a 26 day period
12. ROC – Rate Of Change
13. RSI – Relative Strength Index
To increase the range of values that a single function can accepts, an extra CONSTANT terminal is
used. It is initialised to a float value between 0 and 32 when the first population is created.
14. CONST – Random float value between 0 and 32
With the exception of the constant, all terminals are parameterised in order to be able to access some
information from the past. Whenever a terminal node is created in the initial population, it is initialised
with a random number between zero and five. A parameter value of zero indicates that the terminal is
representing the current days value, whereas a parameter of five indicates that the value of 5 days ago is
being used.
Altogether this means that the GP system has access to 66 terminal values ((13 * 5) + 1).
4.1.3.Tree Generation Method
a. RampedHalfandHalf Method
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The tree generation algorithm creates half the trees as full trees to the maximum tree depth specified,
while the other half are created as random structure trees, i.e. at each node position, a decision is made
whether the node should be functional or terminal. This method was first described by Koza[2] and
termed rampedhalfandhalf. In both cases, the trees are grown using a recursive algorithm. This
method ensures a large diversity of individuals in the initial population of both structure and
functionality.
4.1.4.Fitness Function and Evaluation
As defined in the design section, the Fitness function is based on the absolute error of the solution
function f over the training period T. Mathematically, the absolute error of the solution is expressed as;
T −1

ERR  f , T = ∑ ∣ f t i −actual t i p ∣
i=0

where

f t i  gives the predicted value based on time period t i , actual t i p  returns the true

value of the stock at time period t i p , and p is the predictive period (set to 1 as default).
We can see that this is a sum of the absolute errors between the predicted price and the actual price.
To improve how much selective pressure can be exerted on the population, it is desirable for the
Fitness function to be scaled and to fall within a certain range of values.
The improved fitness function is shown below;
−ERR f ,T 

fitness  f , T = A e

S

Choosing different values of A and S will produce differently scaled Fitness functions, where A
determines the maximum possible fitness, and S determines the smoothness of the Fitness function.
The value of S is especially important as it defines the extent of the fitness pressure exerted on the
population. Increasingly higher values of S result in a lower selective pressure as the differences in
errors between individuals are smoothed out, as figure 4.2 illustrates.
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Fitness Function Scaling
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Figure 4.3 – Shows the effects of varying the parameters of the fitness function.
4.1.5.Bloat
By increasing the fitness of smaller solutions we ensure that they are more likely to propagate through
to the next generation. This, in turn, increases the probability that fit yet simple solutions will be
created, and in turn reduces the effects of bloating. However, as in all GP systems, the effect of
bloating cannot be completely eliminated, but simply reduced3.
Adding a restriction on the maximum fitness of solutions which are complex could have a negative
effect on the overall performance of the GP system. It is already accepted that stock price prediction is
very complicated or even impossible EMH would claim. Therefore, by adding the restriction, the user
is making a choice on the final complexity of the solution. If a solution is discovered which is a good
predictor of the stock price but is very complex, it may end up having a lower fitness value than a
solution which is a worse predictor but has a lower complexity.
Due to the above implication, the implemented method of controlling bloat was to reward smaller
solutions while leaving highly complicated solutions without change. The parameters which affect

3 Unless the solutions are restricted to a maximum complexity in which case the population will bloat until all individuals
are at maximum complexity.
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which Individual is rewarded and by how much are all parametrised and set by the user. Individuals are
checked for their over solution depth, and for the total number of nodes they have, each having a
reward R. This means that short and simple solutions are rewarded most (2 * R), solutions which are
short but full or almost full get a reward of R, as do long sparse tree solutions. This gives our final
fitness solution as;
fittness R  f , T = fitness  f ,T ∗R∗R

if depth  f X AND

nodes  f Y

fittness R  f , T = fitness  f , T ∗R

if depth  f X XOR

nodes  f Y

fittness R  f , T = fitness  f ,T 

otherwise

4.1.6.Crossover and Mutation
The system implements a Single Point Crossover method which performs a standard GP single point
crossover technique as described in section 2.2. The produced offspring are a mix of the two selected
parents, which occurs with probability pC . When crossover does not occur, the offspring are clones of
the selected parents, which happens with probability 1pC. This probability can be configured by the
user during system initiated.
Mutation is another operator which has been implemented into the GP system. The Mutation operator
is used to introduce diversity into a population, and it does this by replacing subtrees in Individuals
with other randomly generated subtrees. For each Individual there is a probability pM that it will be
mutated; this probability is also set by the user during system initiation.
4.1.7.Selection Methods
The system has been implemented with support for a fitness proportional selection method Roulette
Wheel Sampling, and for non fitness proportional selection method Tournament Selection. The user
can select which method to use before the GP system is started.
a. Roulette Wheel Sampling
Figure 4.4 shows the pseudo code for Roulette Wheel Sampling. The method is used to provide certain
guarantees about the number of expected children of each individual which is strictly proportional to
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the individuals fitness. First, the relative fitness R of each individual is calculated. This is the
Individual's fitness divided by the sum of all fitness values in the population. Next we select a random
number between zero and one which is used to select an individual within the population. The running
total of the sum of the fitness is used as a trigger, and the individual whose fitness exceeds the random
value is chosen.
calculate

N

R I i = fitness R  f i ,T / ∑ fitness R  f j , T  for every Individual;
j=0

select a random number r = 0..1; set total = 0; set i = 0;
while total < r do
total += R  f i  ; i++;
select individual Ii;
Figure 4.4 Roulette Wheel Selection pseudo code.

f i refers to the solution found by individual i.

b. Tournament Selection
Although Tournament Selection does not provide a strict fitness proportional selection method, it can
approximate it with a suitable tournament size. It is widely used in GP and GA systems because of the
performance it achieves. The run time of Tournament Selection is independent of the population size,
as figure 4.5 shows. In a Kway tournament, K random individuals are selected from the population
and then played against each other. The individual with the highest fitness wins the tournament and is
selected.
candidates := Select K random individuals from population
winner := candidates[0]
For i := 1..K do
winner = play(winner, candidates[i])
return winner
Figure 4.5 Roulette Wheel Selection pseudo code. The function play() returns the higher fitness
individual.
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4.2.Market Implementation
4.2.1.The Market Component Overview
As the design specified, the Market model needed to be accessed by other components in the system.
For this reason, an interface was provided in the implementation. This interface allows other objects a
standard way for accessing the data that the Market holds.
It was also necessary for the Market to handle data accurately and consistently. To achieve accuracy,
the model needs to encapsulate data so that the objects accessing it cannot modify it. The methods
provided by the interface do not allow for data to be written or stored to the Market. This ensures that
data which is in the system is identical to the data in the input files.
To achieve consistency over many different accesses of the same block of data, it is necessary for the
system to be able to synchronise all data files to the same date. Great care has been taken to implement
algorithms which are able to synchronise the data before it is accessed.
Figure 4.6 shows an overview of the major components within the Market system. For a full
functionality listing of each component please refer to Appendix D.
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<<inteface>>

MarketInt
+ getValue ()
+ buy ()
+ sell ()
+ buyShort ()
+ sellShort ()
+ setDate ()

Market
implements

+ initiate ()

1
*

contains

MarketStock
+ initiate ()
+ getData()
1
*

FileHandler
1

uses

1 + initiate ()
+ getBlock()

is composed of

Record
+ getValue ()

Figure 4.6  Shows a simple overview of the Market model.
The Market is capable of emulating 4 different transactions; Buy (long) stock, Sell (long) stock, Buy
Short, Sell Short. These allow other external components to simulate trading activity. It also includes
various methods for looking up data on individual companies.
4.2.2.File Structure
There are two types of data files that are needed for the Market to be able to operate. The first file is a
market setup file, which provides initialisation parameters for the Market. This setup file also provides
a list of company IDs and the files which are associated with them, as well as an entry for the Index
file. The second set of files are those which hold data on individual companies. These data files
include a header of descriptive variables for that company followed by a historic time series of data
values, consisting of all the terminal values identified in section 4.2.2. MarketStock objects can then be
initialised to handle data for a single company. For a full description of the file data structures refer to
Appendix F.
The MarketStock objects are created with a File Handler pointed to the corresponding file. This File
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Handler can be used to access the raw data in blocks, or buffers. The returned block is an array of
Records, which in turn is the simplest representation of the data in this model. The Records hold
information for a single day period, which include all the terminal values identified in section 4.2.2.
The buffer size is configured at compile time, and is set large enough so as to minimise file access but
not so large that it takes up too much memory.

4.3.Fund Manager Implementation
4.3.1. Overview
The Fund Manager can be broken down into three main subcomponents which provide abstractions for
each of the entities in a real fund. The main component is the Manager; it holds the trading rules and
makes decisions about which stocks to invest in. This means that the actual trading rules designed in
section 3.2.5 are embedded within the Fund Manager component. The second component is the
Portfolio which provides a simulation of a portfolio on which the Manager can operate. The Portfolio
also provides a way of limiting how much the Fund Manager invests, since it controls the access to the
available cash. Finally, the Portfolio is composed of Financial Instruments. These are the individual
investment choices that the Manager decides on. Figure 4.7 illustrates how these components relate to
each other.
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FundManager
+nextIteration ()
+ reviewCurrent ()
+ purchaseNew ()

operates on
Portfolio
+ initiate ()
+ get ()
+ add ()
+ remove ()
+ getValue ()

composed of

<<Interface>>
FinancialInstrument

+ getDetails()
+ getType ()
+ getPurchaseValue ()

implements

Stock
+ getType()

Figure 4.7  Shows an overview of the Fund Manager implementation4.
4.3.2.Trading Strategy and Asset Allocation
The trading strategy implemented reflects the design choice made in section 3.2.5. The Fund Manager
makes investments in those stocks which have a high predicted percentage change. Different positions
are taken depending on whether the predicted change is positive or negative.
a. Asset Allocation
The Fund Manager has a builtin algorithm for deciding how the available cash should be distributed
into new investments. There is a lower bound threshold which indicates whether the cash should be
distributed or invested in a single stock. This threshold is needed to prevent granulation of the
investments, whereby smaller and smaller sums are invested. If the threshold is exceeded by the
available cash, then the Manager makes a distributed investment into all considered stocks with an
equal amount split amongst them. The considered stocks will only include those for which the
percentage change is high enough to warrant an investment as described in section 3.2.5.

4 The only concrete implementation of the interface FinancialInstrument is a Stock object since that was the only required
financial instrument for this simulation.
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4.4.Testing
The majority of the system testing that was performed, was done in parallel to the experiments testing.
This was done in order to be able to ascertain that the correct system behaviour was being achieved
during the experiment stages of the project. Each component was designed to dump some output to the
screen in order for the system testers to be able to identify how the system is executing.
Most of the testing had to be performed this way because of the nature of how the GP is implemented it
makes it difficult to write automated test procedures.
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5. Experiments
5.1.Experiment One
5.1.1.Aims
The primary aim of experiment One was to determine if a GP system can be used to evolve a function
capable of predicting future stock prices given an input of historic time series data that includes a
selection of Technical Indicators based on that stock.
5.1.2.Experimental Design
The experiment has been split into two subexperiments each exploiting a particular aspect of the
implemented system. The first experiment (A) was set up as follows;
The GP will be executed once on each of the five data sets provided for the trading universe. The
training period will be 30 days, and all the training runs will be in the same time frame as each other,
starting from 21/01/1998 to 04/03/1998. This data represents 30 trading days not calender days.
Each GP run will be initialised with the same parameters, with the exception of the company that the
GP is working on. Population size 2000, Crossover rate pC = 0.9, Mutation rate pM = 0.1, 100 max
generations, FPS selection method, and the Full Arithmetic Set (see figure 4.2).
The fitness function will be initialised with S = 1024, A=100, reward R = 3%, depth X = 15, nodes Y
=50.
The second experiment (B) was set up as follows;
The GP will be executed multiple times on a single data set for BP, with varying training periods. The
training periods will be 30 days, 60 days, 90 days and 120 days long, each time period ending on
21/01/1998. The GP will be initialised with the same parameters as described for experiment A above.
For both of the experiments A and B, once the training phase is completed, the best GP solutions found
will be tested on outofsample data. The outofsample data will begin at the end of the training data
and will last for 30 trading days. For experiment A, the testing period is between 04/03/1998 and
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17/04/1998, again giving 30 trading days and not calender days. The training and testing periods for
experiment B are shown in table 5.1.
Training Period

Testing Period

25/08/1998 to 07/10/1998 – 30 days

07/10/1998 to 18/11/1998 – 30 days

14/07/1998 to 07/10//1998 – 60 days

07/10/1998 to 18/11/1998 – 30 days

02/06/1998 to 07/10//1998 – 90 days

07/10/1998 to 18/11/1998 – 30 days

17/04/1998 to 07/10//1998 – 120 days

07/10/1998 to 18/11/1998 – 30 days

Table 5.1 – Shows training and testing periods for experiment B.
The performance of the GP solutions will be compared to a random guessing function to see if they can
outperform it. The random guessing function will operate by taking the current closing price and
randomly adding or subtracting a random percentage within a range of 0%5% and 0%3%. This limits
the maximum daily rise or fall to 5% and 3% respectively.
5.1.3.Null Hypotheses
Using the specified input data a GP cannot be trained to predict unseen future stock prices better than
random guessing.

5.2.Experiment Two
5.2.1.Aims
The primary aim of experiment Two was to determine whether, using a mean or mode value from a
group of Individuals, a more accurate and robust prediction can be made than that from a single
Individual trained on the same data.
The second experiment was aimed at looking at how much robustness, if any, is provided when many
Individuals are used as a group solution instead of a single Individual. The intuition for this
experiment is that if the Individual solution which comprise the group are functionally different yet all
highly fit, together they will be more capable of providing robustness in the outofsample data or in
cases where there is a major change between sample and outofsample data.
When using a group of Individuals for solutions, there are many ways in deciding which value should
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be taken. This is an optimisation problem in itself, and for this experiment a simple mean, or mode
will be taken and is deemed adequate. Taking the mode is often called a voting majority due to the
nature of how the mode is calculated.
5.2.2.Experimental Design
Experiment Two will be similar to experiment One so that a viable comparison can be made between
the two approaches. To assists the comparisons between experiments One and Two, the data set used
for each experiment is identical.
The GP will be set up with the same parameters as described in experiment 1 A. The GP will be
executed over a single training period with varying group sizes of 5, 9, 15, and 21 members. The GP
will be run on a 60 day training period from 21/01/98 to 17/04/1998, and the testing period will be the
following 60 trading days (see table 5.1). The group will be filled with the fittest individuals
throughout the whole run, meaning that individuals are only accepted into the group if they have a
higher fitness than the lowest member of the group. The group's constituents are preserved between
generations. Each individual can only appear once in the group. However, since establishing the
functional structure of an individual is a highly complex task, there is no guarantee that functionally
identical individuals will not appear in the group. The groups are made of an odd number of
individuals in an attempt to avoid split decisions on the outcomes when using the mode value. These
are still possible and the inbuilt algorithm always selects the lowest value in these cases.
5.2.3.Null Hypotheses
Taking the mean or mode from a group of individual solutions will not provide any robustness to a
change in data compared to a single individual, nor will it improve on the predictive properties of a
single solution.

5.3.Experiment Three
5.3.1.Aims
The primary aim of experiment Three was to investigate if the functions discovered by the GP can be
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used by a simple simulation of a Market Neutral Hedge Fund to assists in the trading decisions. If the
GP functions are good at forecasting stock prices, then the Fund Manager should be able to make good
investment choices and therefore it should be profitable. On the other hand, if the GP functions are
poor forecasters of the stock prices, the Fund Manager will make poor investment decisions and will
loose money.
5.3.2.Experimental Design
The GP system will be initialised with parameters identical to the experiment One A, with the
exceptions of the training period being 90 days long from the 21/01/1998 to 02/06/1998. The trading
will be simulated on the outofsample time period of 60 days following directly after the training
period. The Fund Manager will be initiated will 1m GBP to invest in long positions and an equal
amount available to invest in short positions. The triggers thresholds for the trading rules were set to
5%, with a maximum hold of 4 days, and a minimum predicted change percentage of 2% for
investment to take place. See section 3.2.5 for details of how these values affect the trading rules.
The fund will be considered profitable if it can outperform the basic interest rate. As a second
comparison of the usefulness of the evolved GP functions, the Fund Manager will be executed with a
random predicting function over the same testing period. As with the GP functions, the Fund Manager
will use the randomly predicting function to drive its trading decisions.
5.3.3.Null Hypotheses
A simple Market Neutral Hedge Fund cannot be made profitable when it based around a GP stock
pricing function for predicting future stock prices.
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6. Results
6.1.Experiment One
Before the results are analysed, let us take a look at the data which has been used in all of the
experiments. As figure 6.1 shows, a period of relatively stable price fluctuations was chosen so that
external factors such as company announcements would not influence the results greatly. One
company, however, HSBC, does have larger fluctuations then the rest; HSBC was included into the
trading universe to provide a more turbulent and realistic representation of price fluctuations.
Closing values over the training and testing periods
2100
2000
1900
1800
1700
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1600
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BP

1400

BAA

1300

DXNS

1200

HSBC

1100

RBS

1000
900
800
700
600
500
400

Time

Figure 6.1 – Shows data used for the training and testing periods.
The results for first part of experiment 1 are shown in figure 6.2, for full results for each of the
companies please refer to Appendix A. This summarises the relative errors between the predicted price
of the GP solutions and the actual prices. The results are presented as relative values so that
comparisons can be made between them.
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Summary of Relative Errors
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Figure 6.2 – Summary of the relative errors for each of the predictive functions discovered in
experiment 1 A over the testing period of 30 days.
We can see that for the first 8 trading days of the experiment the results are almost all confined to a
2.5% error margin. After this initial period of low error rates the GP functions start to produce much
more erratic behaviour, and as can be seen in figure 6.2, and the average error rate increases.

Figure 6.3 – Standard deviation values for the relative error of the predictive functions, and the
correlation coefficient between predicted prices and actual prices, correlation between the random
prediction of 5% and 3% and the actual prices.
On first inspection of the correlation coefficients between the predicted prices and the actual prices we
see very good results. High value correlations indicate that the GP functions are predicting the prices
to a certain degree. However, when compared to the random predictions which were capped to a
maximum of a 3% daily shift, then the results seem less impressive. With the exception of HSBC, the
random functions could almost match or better the performance of the GP functions.
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The second part of the experiment was investigating the effects of the training period on the accuracy
of the predicted values. The company chosen for this part of the experiment was RBS as it displayed
an interesting rise and fall pattern in its price data, as shown in figure 6.1. Figure 6.4 shows the
summary of the relative errors for each of the training periods used, for details of the periods see
section 5.1.2, and for the full table listing of these results please refer to Appendix A.
Summary of relative errors for RBS using different traing periods
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Figure 6.4 – Summary of relative errors for each of the time periods used.
We can clearly see from figure 6.4 how the duration of the training period affects the accuracy of the
predictions produced on outofsample data. The relative errors for the 30 day and 60 day training
periods are consistently greater then those for the 90 day and 120 day training periods. Comparing the
correlation coefficient of each result also shows that the longer the training period the more correlation
there is between the predicted price and the actual price, as shown in figure 6.5.

Figure 6.5 – Correlation coefficients between predicted price and actual price for each of the training
periods.
From the data provided by Experiment One we can concluded that implemented GP system is capable
of producing function that predict stock price with no greater confidence that a random guess.
Although the results display slightly better correlations with the actual price than those of random
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guess, the margin is too small to represent a consistent improvement over the random guess.

6.2.Experiment Two
Figure 6.6 shows the relative error rates of the different groups over the same period testing period.
We can clearly see that the groups produce almost identical error rates even thought the groups were
composed on different runs of the GP system. The author is unsure how to interpret these results at the
present time, as they seem to suggest that the same function was discovered on 6 separate GP runs and
by at least 51 different individuals.

Relative Error in the Group Mean
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Figure 6.6 – Relative Errors in groups of different sizes using the Mean value for each group and an
individual. Note: Groups were calculated on successive runs of the GP and not the same run.
Discounting any anomalies in the functionality of the Individuals which compose the groups, figure 6.6
seems to show no improvement when using the Mean value from a group of Individuals to predict
stock prices compared to the prediction of a single Individual.
Figure 6.7, shows very similar results for error rates of the Mode value of a group of Individuals as that
for the Mean value error rates.
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Figure 6.7 – Relative Errors in groups of different sizes using the Mode value for each group and an
individual. Note: Groups were calculated on successive runs of the GP and not the same run.
The results provided by Experiment Two show that in the implemented system, groups are no better at
providing robust solutions then individuals, whether the mean or mode value from the group is used.

6.3.Experiment Three
Figure 6.3 shows the summary of the results obtained for experiment Three. The results in figure 6.3,
shows 4 repetitions of the Fund Manager simulating trading over the specified testing period. Each
repetition is split into 3 separate results, based on the predictive function the Fund Manager uses,
individual solution, group solution or random solution.
Even thought the experiment is conducted over the same period of outofsample data for each
repetition there seems to be no consistency in the profits generated by the Fund Manager. The Fund
Manager initiated with the random prediction function seems to do the worst overall, however, on one
occasion the random prediction Fund Manager outperforms both of the GP prediction functions5.
5 Note that comparisons are made not just within the same repetition but across all repetitions.
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Figure 6.8 – Results of successive runs of the Fund Manager using different prediction functions.
The results provided by this experiment are too inconsistent to be able to draw any firm conclusions on
the effectiveness of the GP evolved predictive function.
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7. Conclusions
7.1. Review of Aims
For this project to be termed as completely successful it would have needed to achieve all of the goals
set out in section 1.1. Unfortunately this is not the case, as the results of the experiments do not clearly
demonstrate that the evolved GP functions are good at predicting stock prices. Experiment One does
show some promising results; however, these are not conclusive enough to warrant the functions being
termed accurate predictors of stock prices.
The project has achieved most of what was set out in the aims, and the author has successfully tackled
the major problems identified in the Analysis. A functioning GP system was implemented, along with
a Hedge Fund Manager which simulates a simple Market Neutral Strategy. The fact that poor results
were obtained for the experiments could indicate that the problem domain is more complex than
anticipated by the author rather than that the system was implemented poorly.
The poor results could also be explained if we accept that EMH is correct, meaning that author attempt
to predict prices was going to fail even if a perfect GP system was implemented.
Inconclusive results aside, the project has delivered a GP system that evolves a function which attempt
to predict stock prices. The project also delivers a simulation of a Hedge Fund which can use the
functions discovered by the GP system to make decisions on future investments.

7.2. Review of Contributions
Far from making an impact on the efficient Market Hypotheses and the Random Walk Theory (RWT),
the report seems to have affirmed these theories even further. The inability of the GP evolved
functions to consistently outperform a random guess gives further credit to the RWT.
The report was also unable to prove any proof that group predictions provide add robustness over a
single individual solution.
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