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Machine learning estimates/infers (learns) a statistical data model in
order to make predictions about unseen data (generalise)

1 Model the application (assuming data has been collected)

Spam detection [SDHH98]:
I Is this a (binary) classification problem? Which model? How to represent emails?

2 Train the model by estimating its parameters based on data

Estimate weights of a logistic regression model:
I Iterative least squares? Stochastic gradient descent? Adagrad?

3 Make predictions with the trained model

Decide if this new email in my mailbox is spam or not:
I Shall I optimise for precision or recall? Or a combination of both?
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Validation error of SVM classifier as function of hyperparameters [JT16]



The performance of machine learning depends on meta-parameters that
have to be tuned with care

Regularisation or (hyper)priors

Optimisation or sampling

Data pre-processing

Model complexity

Decision rules

These parameters are known as hyperparameters or
system parameters and are tuned by human experts.



Example: Is a product review positive or negative?

Simple sentiment analysis is a
binary classification problem!

Logistic regression model with
standard text features.

Model trained via stochastic
gradient descent (SGD).
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Revisiting sentiment analysis [YS15]



Revisiting sentiment analysis [YS15]

Acc.: accuracy

SVM: support vector machine
NN: neural network
LR: logistic regresion
CNN: convolutional neural network



The maturity of deep learning
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End-to-end learning accelerated the adoption of machine learning





Is this the end of the story?



Towards true end-to-end learning
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Democratising machine learning

Abstract away representation (feature engineering)

Abstract away training algorithms

Abstract away computing infrastructure

Abstract away memory constraints

Abstract away network architecture



Outline

1 Motivation and context

2 Black-box global optimisation

3 Bayesian optimisation:
I Gaussian processes for regression
I Acquisition functions

4 Practical considerations

5 Other surrogates and black-box optimisation engines



Black-box global optimisation



Black-box global optimisation

The function f we wish to optimise can be
non-convex.

The number of hyperparameters p is moderate
(typically < 20).

Our goal is to solve the following optimisation problem:

x? = argmin
x∈X

f (x).

Evaluating f (x) is expensive.

No analytical form or gradient.

Evaluations may be noisy.
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Hyperparameter optimisation as a global optimisation problem

1 Define an objective or metric to optimise
E.g.: validation error

2 Identify the knobs that impact this objective
E.g.: hyperparameters

3 Measure the quality of the configurations
E.g.: cross-validation



Example: fine-tuning data science pipelines [THHLB13, FKE+15, ZBSS16]
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Figure 1: A typical data analytic pipeline.

Tuning hyperparameters of a single algorithm can be viewed as an optimization problem of a
black-box objective function, which is noisy and often expensive to evaluate. Here the input of
black-box are the hyperparameters, and the objective function is the output performance such as
accuracy, precision and recall. To tackle this problem, simple methods have been applied such as
grid or random search [5, 3]. While on di�cult problems where these simple approaches are not
e�cient, a more promising model-based approach is Bayesian optimization [32, 27, 7, 39]. The high-
level idea of Bayesian optimization is to define a relatively cheap surrogate function and use that
to search the hyperparameter space. Indeed, there exist other global optimization methods, such
as evolutionary algorithms [2] and optimistic optimization [33]. We choose Bayesian optimization
framework due to its great performance in practice. Recently, Bayesian optimization methods have
been shown to outperform other methods on various tasks, and in some cases even beat human
domain experts to achieve better performance via tuning hyperparameters [42, 4].

Despite its success, applying Bayesian optimization for tuning analytic pipelines faces several
significant challenges: Existing Bayesian optimization methods are usually based on nonparametric
models, such as Gaussian process and random forest. A major drawback of these methods is that
they require a large number of observations to find reasonable solutions in high-dimensional space.
When tuning a single algorithm with several hyperparameters, Bayesian optimization works well
with just a few observations. However, when it comes to pipeline tuning, thousands of possible
combinations of algorithms plus their hyperparameters jointly create a large hierarchical high-
dimensional space to search over, whereas existing methods tend to become ine�cient. Wang et
al. [46] tackled the high-dimensional problem by making a low e↵ective dimensional assumption.
However, it is still a flat Bayesian optimization method and not able to handle the exploding
dimensionality problem caused by hierarchically structured hyperparameters in analytic pipeline
tuning.
Motivating example: We build an analytic pipeline for classification task (details in Section 4). If
we give 10 trials for each hyperparameter over 1,456 unique pipeline paths and 102 hyperparameters,
we have more than 2 million configurations, which can take years to complete with a brute-force
search. Even with the state-of-the-art Bayesian optimization algorithm such as Sequential Model-
based Algorithm Configuration (SMAC) [22], the process can still be slow as shown in Figure 2.
If we know the optimal algorithms ahead time (Oracle) with just hyperparameter tuning of the
optimal algorithms, we can obtain significant time saving, which is however not possible. Finally,
our proposed method FLASH can converge towards the oracle performance much more quickly
than SMAC.

In this paper, we propose a two-layer Bayesian optimization algorithm called Fast LineAr SearcH
(FLASH): the first layer for selecting algorithms, and the second layer for tuning the hyperparame-
ters of selected algorithms. FLASH is able to outperform the state-of-the-art Bayesian optimization
algorithms by a large margin, as shown in Figure 2. By designing FLASH, we make three main
contributions:

• We propose a linear model for propagation of error (or other quantitative metrics) in analytic

2

f (x) measures the quality of entire pipeline with hyperparameter(s) x

Evaluating f (x) is possibly costly

The search space X can be large as each block has its own set hyperparameters:
I Data preparation
I Feature pre-processing
I Dimensionality reduction
I Classification
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Example: Fine tuning a deep neural net [SLA12, SRS+15, KFB+17]

LeNet5 [LBBH98]

f (x) measures the quality of the neural net as a function of its hyperparameters x.

Evaluating f (x) is very costly ≈ up to weeks!

The search space X is large and diverse:
I Architecture: # hidden layers, activation functions, . . .
I Model complexity: regularization, dropout, . . .
I Optimisation parameters: learning rates, momentum, batch size, . . .
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Types of hyperparameters

Continuous (e.g., learning rate, regulariser)

Integral (e.g., number of layers, number of units)

Categorical (e.g., algorithm, activation, operator)

LeNet5 [LBBH98]



Conditional hyperparameters

The search space X exhibits conditional relationships: X = X0 ×X1 × · · · × Xp. Depending
on some values in Xi , values in Xj are irrelevant:

Feedforward neural nets:

X = X0︸︷︷︸
# hidden layers

×

hyperparams layer 1︷︸︸︷
X1 × X2︸︷︷︸

hyperparams layer 2

× · · · × Xp

Optimizer:

X = X0︸︷︷︸
# type of optimizer

×

hyperparams SGD︷︸︸︷
X1 × X2︸︷︷︸

hyperparams ADAM

× · · · × Xp

Data analytics pipeline:

X = X0︸︷︷︸
classifier type

×

hyperparams LR︷︸︸︷
X1 × X2︸︷︷︸

hyperparams RF

× · · · × Xp
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Hyperparameter optimisation as a global optimisation problem

1 Define an objective or metric to optimise
E.g.: validation error

2 Identify the knobs that impact this objective
E.g.: hyperparameters

3 Measure the quality of the configurations
E.g.: cross-validation

This requires evaluating many hyperparameter configurations.



Two straightforward approaches

(Figure by Bergstra and Bengio, 2012)

Exhaustive search on a regular or random grid

Complexity is exponential in p

Wasteful of resources, but easy to parallelise



Can we do better?



Bayesian optimisation

A probabilistic approach to global optimisation:

1 Builds a probabilistic model of the objective:
I Optimises this surrogate instead of the objective
I Captures the uncertainty

2 Performs an efficient grid search by balancing
exploration against exploitation!
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Exploration-exploitation trade-off

Which slot machine should I pick?
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Bayesian optimisation with Gaussian processes



Bayesian (black-box) optimisation [MTZ78, SSW+16]

x? = argmin
x∈X

f (x)

Canonical algorithm:

Surrogate model M of f #cheaper to evaluate

Set of evaluated candidates C = {}
While some BUDGET available:

I Select candidate xnew ∈ X using M and C #exploration/exploitation
I Collect evaluation ynew of f at xnew #time-consuming
I Update C = C ∪ {xnew}
I Update M with (xnew, ynew) #Update surrogate model
I Update BUDGET
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Bayesian (black-box) optimisation with Gaussian processes [JSW98]

1 Learn a probabilistic model of f , which is cheap to evaluate:

yi |f (xi ) ∼ Gaussian
(
f (xi ), ς2

)
, f (x) ∼ GP(0,K).
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yi |f (xi ) ∼ Gaussian
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2 Given the observations y = (y1, . . . , yn), estimate the posterior mean and the posterior
standard deviation:

3 Repeatedly query f by balancing exploitation against exploration!



Bayesian (black-box) optimisation with Gaussian processes [JSW98]

1 Learn a probabilistic model of f , which is cheap to evaluate:

yi |f (xi ) ∼ Gaussian
(
f (xi ), ς2

)
, f (x) ∼ GP(0,K).

2 Given the observations y = (y1, . . . , yn), estimate the posterior mean and the posterior
standard deviation:

3 Repeatedly query f by balancing exploitation against exploration!



Ingredient 1: Gaussian processes for regression [RW06]

A multivariate Gaussian is density over p random variables based on correlations:

f ≡ (f1, . . . , fp)> ∼ Gaussian (m,K ) .

A Gaussian process generalises the a multivariate Gaussian to infinitely many variables:

f (x) ∼ GP (m(x), k(x , ·)) .

I The joint density of any finite subset is a consistent Gaussian density.
I It defines a probability measure over random functions.

The posterior process is again a Gaussian process (if Gaussian likelihood):

f (x)|D ∼ GP (µ(x),Σ(x , ·)) ,

where
µ(x) = k>n (x)(Kn + ς2In)−1y ,

σ2(x) = k(x , x)− k>n (x)(Kn + ς2In)−1kn(x).
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Ingredient 1: Gaussian processes for regression [RW06]

Prior. Posterior.

Three random functions generated from (a) the prior GP and (b) the posterior GP. An observation is indicated

by a +, the mean function by a dashed line and the 3 standard deviation error bars by the shaded regions. We

used a squared exponential covariance function.



Where is the minimum of f?

(Image credit: Javier González)



Intuitive solution
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Ingredient 2: Acquisition function

Let C = {xc} denote a set of evaluated hyperparameters. The acquisition function is defined
as follows:

a : x 7→ a(x |C) = E (A(f , x)|C) .

Decide which are most promising regions in X\C
Get as quickly as possible to “the” optimum (unlike Bayesian experimental design)

Can be optimised with off-the-self solvers!

Trades exploitation for exploration
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Ingredient 2: Acquisition function

Evaluate all candidates according to an acquisition function a(x).

Rank them and pick the best one.

Examples of acquisition functions:

Let ŷ? be the best value observed so far and f (x)|D ∼ Gaussian
(
µ(x), σ(x)2

)
:

I Lower confidence bound (GP-LCB) [SKKS09]:

a(x) = −µ(x) + ασ(x) (α > 0).

I Expected improvement (EI):

a(x) = E (max{0, ŷ? − f (x)}) .

I Probability of improvement, (predictive) entropy search [HLHG14], etc.
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I Probability of improvement, (predictive) entropy search [HLHG14], etc.



Ingredient 2: Acquisition function

Evaluate all candidates according to an acquisition function a(x).

Rank them and pick the best one.

Examples of acquisition functions:
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Max-value Entropy Search [WJ17]

a(x) = I ({x , y}; y?|D) y? = minx∈X f (x)

= H (p(y |D, x))− E (H(p(y |D, x , y?)))

Mutual information between minimum y?and query (x , y)

Expectation wrt p(y?|D) computed by Monte Carlo integration

Bound on simple regret (rc = y? −minxc∈Cf (xc))

p(y |D, x) is the Gaussian predictive density

p(y |D, x , y?) is a truncated Gaussian density

How to sample y??
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Thompson sampling [Tho33]

The acquisition function is a randomised acquisition function:

a(x) ∼ P(y(x)|D) = GP (µ(x),Σ(x , ·)) .

This requires to perform posterior sampling.

Sequential sampling from GP is easy (but slow):

y ∼ p(yn|y\n) = Gaussian
(
m̃n, σ̃

2
n

)
,

where y\n = (yn−1, . . . , y1)>.

Repeat for xn ∈ X\C:

Draw a sample zn from Gaussian (0, 1).

Compute the function value associated to xn as yn = σ̃nzn + m̃n.
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The function values yn and y\n are jointly Gaussian:

p(yn, y\n) = Gaussian

([
m(xn)
m\n

]
,

[
k(xn, xn) Kn

K>n K\n

])
= Gaussian (m,K ) .

The conditional p(yn|y\n) is Gaussian with the conditional mean and the conditional
variance respectively given by

m̃n = m(xn) + KnK−1
\n (y\n −m\n),

σ̃2
n = k(xn, xn)−KnK−1

\n K>n .
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Summary

x? = argmin
x∈X

f (x)

Bayesian optimisation algorithm:

Surrogate model M of f #cheaper to evaluate

Set of evaluated candidates C = {}
While some BUDGET available:

I Select candidate xnew ∈ X using M and C #acquisition
I Collect evaluation ynew of f at xnew #time-consuming
I Update C = C ∪ {xnew}
I Update M with (xnew, ynew) #GP posterior
I Update BUDGET



(Figure by Wang and Jegelka [WJ17])



Practical considerations



How to handle the hyperparameters of the surrogate model?

Let us denote the kernel parameters by θ. We view the latent functions as nuisance
parameters and maximise the log-marginal wrt ς2 and θ.

The log-marginal likelihood is given by

ln p(y |ς,θ) = −n

2
ln 2π−1

2
ln |K (θ) + ς2In|︸ ︷︷ ︸

complexity penality

−1

2
y>(K (θ) + ς2In)−1y︸ ︷︷ ︸

data fit

.

The negative log-marginal surface is non-convex and the computational complexity for its
evaluation is O(n3).
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Which covariance function to pick?

Matérn covariance function:

k(x , x ′) =
21−ν

Γ(ν)

(√
2ν |x − x ′|

`

)ν
Kν

(√
2ν |x − x ′|

`

)
,

where ` > 0 is the length scale and Kν(·) is the modified Bessel function of the second kind.

The order ν > 0 defines the roughness of the random functions as they are bν − 1c times
differentiable:

We have the Laplacian (or Ornstein-Uhlenbeck1) kernel for ν = 1
2 .

For ν = p + 1
2 with p ∈ N, the covariance function takes the form of a product of an exponential

and a polynomial of order p.

The squared exponential kernel is recovered when ν →∞.

1The Ornstein-Uhlenbeck (OU) process is a mathematical description of the velocity of a particle undergoing
Brownian motion.
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Prior ν = 1
2

. Prior ν = 5
2

. Prior ν →∞.

Prior ν = 1
2

. Prior ν = 5
2

. Prior ν →∞.

Three random functions generated from (a) the prior GP and (b) the posterior GP with the Matérn kernel

(` = 0.25). The observations are indicated by +, the means by a dashed lines and the 3 standard deviation error

bars by the shaded regions.



Can we identify the hyperparameters that matter?



Can we identify the hyperparameters that matter?

Automatic relevance determination (ARD) [Mac96]:

k(x , x ′) =
21−ν

Γ(ν)

√2ν
∑
j

|xj − x ′j |
`j

ν

Kν

√2ν
∑
j

|xj − x ′j |
`j

 .



Can we handle hyperparameter transformations?



Can we handle hyperparameter transformations?

(Image credit: Snoek, et al., 2014)

Automatic input warping [SSZA14]:

ω : x 7→ ω(x) = BetaCDF(x ;α, β).

Learn α and β as the hyperparameters of the Gaussian process.

Many alternatives, such as Kumaraswamy distribution: ω(x) = 1− (1− xα)β .



How do we fill the hyperparameter space X ?



How do we fill the hyperparameter space X ?

(Image credit: Wikipedia)

Populate hypercube [0, 1]D as densely as possible (as well as it’s lower dimensional faces):

Find sequence {xi} such that lim
n→∞

1

n

n∑
i=1

f (xi ) =

∫
[0,1]D

f (x).

Quasi random sequence generators, such as Sobol sequences, are better than random [BGK+17].



Are there other choices for the surrogate model?



SMAC [HHLB11]

(Image credit: [SSW+16])

Bayesian (black-box) optimisation with Random Forests:

y(x) = RF(x), f (x)|D ∼ Gaussian
(
µ(x), σ2(x)

)
.

where µ(x) ≈ 1
B

∑
i yi (x) and σ2(x) ≈ 1

B−1

∑
i (yi (x)− µ(x))2.



Tree of Parzen estimators [BBBK11]

p(y < y?) = γ. a(x) ∝
(
γ +

g(x)

l(x)
(1− γ)

)−1

, p(x |y) =

{
g(x) if y > y?,
l(x) if y < y?.

Parzen window estimator

Expected improvement

Complexity is O(np)

Choose bandwidth and γ

Less sample efficient than GP

(Image credit: Frank Hutter)



Tree Parzen estimator vs. random search

(Image credit: Frank Hutter)



Neural networks with Bayesian linear output layer [SRS+15, PJSA18]

p(yn|xn,w; z, β) = N (φz(xn)w, β−1), p(w;α) = N (0, α−1Ip).

The predictive distribution:

p(y∗|x∗,D) =

∫
p(y∗|x∗,w)p(w|D)dw

= N (µ(x∗), σ2(x∗)).

Learned features φz(x):
I Explicit features set (e.g., RBF)
I Random Fourier features [RR+07]
I Deep neural network features

Trained with SGD or Newton’s method

Scaling is O
(
p3
)
.
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Bayesian neural networks [SKFH16]

p(yn|xn; z, β) = N (f (xn; z), β−1), p(z, β).

(Image credit: Frank Hutter)

The predictive distribution:

p(y∗|x∗,D) =

∫
p(y∗|x∗, z, β)p(z, β|D)dz

≈ N (µ̂(x∗), σ̂2(x∗)).

where µ̂(x∗) = 1
m

∑m
j=1 f (x∗; zj) and σ̂(x∗) = . . .

Scalded version of stochastic gradient Hybrid
Monte Carlo [CFG14]

Burn-in used to adjust the many hyperparameters;
sensitive to step-size.
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Are there other black-box optimisation engines?



Successive Halving [JT16]

(Image credit: Frank Hutter)

ML algorithms are iterative

Simple and robust

Outperforms uniform allocation

Non-stochastic best arm
identification (bandit problem)



Hyperband [LJD+16]

(Image credit: Frank Hutter)

Early stopping method

n versus B/n

Strong anytime performance

Easy to parallize



Hyperband vs. random search

(Image credit: Frank Hutter)



Active areas of research

Bayesian optimisation with gradients [LBGR16, FFS+18]

Bayesian optimisation with constraints [GKX+14, HLGA+16]

Multi-fidelity Bayesian optimisation [SSA14, KFB+17, KDSP17]

Neural architecture search [WWRC16, ZQ17, PGZ+18, EMH18]:

https://www.ml4aad.org/automl/literature-on-neural-architecture-search/



Reference material

NeurIPS tutorial by Frank Hutter and Joaquin Vanschoren (2018): Automatic Machine
Learning (AutoML).

Review paper by Shahriari, et al. (2016): Taking the Human Out of the Loop: A Review of
Bayesian Optimization. Proceedings of the IEEE 104(1):148–175.

Slides by Ryan Adams (2014): A Tutorial on Bayesian Optimization for Machine Learning.
CIFAR NCAP Summer School.

Slides by Peter Frazier (2010): Tutorial: Bayesian Methods for Global and Simulation
Optimization. INFORMS Annual Meeting.



Very brief historical overview and resources

Closely related to optimal design of experiments, dating back to Kirstine Smith (1918).

As Bayesian optimisation, studied first by Kushner (1964), then by Mockus (1978), and
more recently by Jones, et al. (1998).

Multiple workshops at NeurIPS (bayesopt.com) and ICML (www.automl.org)

Open source software:
SMAC (http://www.cs.ubc.ca/labs/beta/Projects/SMAC/) – RF,
HyperOpt (http://jaberg.github.io/hyperopt/) – TPE,
Spearmint (https://github.com/JasperSnoek/spearmint) – GP,
GPyOpt (https://github.com/SheffieldML/GPyOpt) – GP,
Auto-sklearn (https://github.com/automl/auto-sklearn) – RF, GP, HB,

Challenges and benchmarks (HPOLib: www.automl.org/hpolib.html)!
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Conclusion

Bayesian optimisation automates machine learning:

Algorithm tuning

Model tuning

Pipeline tuning

Bayesian optimisation is a model-based approach for
hyperparameter optimisation:

For example, it can be extended to warm-start
hyperparameter optimisation jobs [PJSA17]

It can also exploit dependency structures [JAGS17]

It is a key building block of learning to learn
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Questions?
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Yann LeCun, Léon Bottou, Yoshua Bengio, and Patrick Haffner.

Gradient-based learning applied to document recognition.

Proceedings of the IEEE, 86(11):2278–2324, 1998.

Jelena Luketina, Mathias Berglund, Klaus Greff, and Tapani Raiko.

Scalable gradient-based tuning of continuous regularization hyperparameters.

In Proceedings of the 33th International Conference on Machine Learning, 2016.

Lisha Li, Kevin Jamieson, Giulia DeSalvo, Afshin Rostamizadeh, and Ameet Talwalkar.

Hyperband: A novel bandit-based approach to hyperparameter optimization.

Technical report, preprint arXiv:1603.06560, 2016.



References V

D.J.C. MacKay.

Bayesian non-linear modeling for the prediction competition.

In G.R. Heidbreder, editor, Maximum Entropy and Bayesian Methods. Fundamental Theories of Physics.
Springer, 1996.

Jonas Mockus, Vytautas Tiesis, and Antanas Zilinskas.

The application of Bayesian methods for seeking the extremum.

Towards Global Optimization, 2(117-129):2, 1978.

Hieu Pham, Melody Guan, Barret Zoph, Quoc Le, and Jeff Dean.

Efficient neural architecture search via parameters sharing.

In Proceedings of the 35th International Conference on Machine Learning, 2018.

V. Perrone, R. Jenatton, M. Seeger, and C. Archambeau.

Multiple Adaptive Bayesian Linear Regression for Scalable Bayesian Optimization with Warm Start.

ArXiv e-prints, December 2017.



References VI

Valerio Perrone, Rodolphe Jennaton, Matthias Seeger, and Cédric Archambeau.

Scalable hyperparameter transfer learning.

In Advances in Neural Information Processing Systems, 2018.

Ali Rahimi, Benjamin Recht, et al.

Random features for large-scale kernel machines.

In Advances in Neural Information Processing Systems, 2007.

Carl Rasmussen and Chris Williams.

Gaussian Processes for Machine Learning.

MIT Press, 2006.

M. Sahami, S. Dumais, D. Heckerman, and E. Horvitz.

A bayesian approach to filtering junk e-mail.

In AAAI Workshop on Learning for Text Categorization, 1998.

Jost Tobias Springenberg, Aaron Klein, Stefan Falkner, and Frank Hutter.

Bayesian optimization with robust bayesian neural networks.

In Advances in Neural Information Processing Systems, pages 4134–4142, 2016.



References VII

Niranjan Srinivas, Andreas Krause, Sham M Kakade, and Matthias Seeger.

Gaussian process optimization in the bandit setting: No regret and experimental design.

Technical report, preprint arXiv:0912.3995, 2009.

Jasper Snoek, Hugo Larochelle, and Ryan P Adams.

Practical Bayesian optimization of machine learning algorithms.

In Advances in Neural Information Processing Systems, pages 2960–2968, 2012.

Jasper Snoek, Oren Rippel, Kevin Swersky, Ryan Kiros, Nadathur Satish, Narayanan Sundaram,
Md Patwary, Mostofa Ali, Ryan P Adams, et al.

Scalable Bayesian optimization using deep neural networks.

Technical report, preprint arXiv:1502.05700, 2015.

Kevin Swersky, Jasper Snoek, and Ryan Prescott Adams.

Freeze-thaw Bayesian optimisation.

Technical report, preprint arXiv:1406.3896, 2014.



References VIII

Bobak Shahriari, Kevin Swersky, Ziyu Wang, Ryan P Adams, and Nando de Freitas.

Taking the human out of the loop: A review of Bayesian optimization.

Proceedings of the IEEE, 104(1):148–175, 2016.

Jasper Snoek, Kevin Swersky, Richard S Zemel, and Ryan P Adams.

Input warping for Bayesian optimization of non-stationary functions.

Technical report, preprint arXiv:1402.0929, 2014.

Chris Thornton, Frank Hutter, Holger H Hoos, and Kevin Leyton-Brown.

Auto-weka: Combined selection and hyperparameter optimization of classification algorithms.

In Proceedings of the 19th ACM SIGKDD international conference on Knowledge discovery and data
mining, pages 847–855, 2013.

William R Thompson.

On the likelihood that one unknown probability exceeds another in view of the evidence of two samples.

Biometrika, pages 285–294, 1933.



References IX

Zi Wang and Stefanie Jegelka.

Max-value entropy search for efficient bayesian optimization.

In International Conference on Machine Learning (ICML), 2017.

Tao Wei, Changhu Wang, Yong Rui, and Chang Wen Chen.

Network morphism.

Technical report, preprint arXiv:1603.01670, 2016.

Dani Yogatama and Noah A Smith.

Bayesian optimization of text representations.

Technical report, preprint arXiv:1503.00693, 2015.

Yuyu Zhang, Mohammad Taha Bahadori, Hang Su, and Jimeng Sun.

Flash: Fast bayesian optimization for data analytic pipelines.

In Balaji Krishnapuram, Mohak Shah, Alexander J. Smola, Charu Aggarwal, Dou Shen, and Rajeev
Rastogi, editors, ACM SIGKDD international conference on knowledge discovery and data mining, pages
2065–2074. ACM, 2016.



References X

Barret Zoph and Le Quoc.

Neural architecture search with reinforcement learning.

In International Conference on Representation Learning, 2017.


